
Copyright

by

Daniel Zantedeschi

2012



The Dissertation Committee for Daniel Zantedeschi

certifies that this is the approved version of the following dissertation:

Bayesian Analysis of Some Pricing

and Discounting Problems

Committee:

Paul Damien, Supervisor

Carlos M Carvalho

Robert McCulloch

Peter Müller

Nicholas G Polson

Laura Starks



Bayesian Analysis of Some Pricing

and Discounting Problems

by

Daniel Zantedeschi, B.Eco, M.Eco, M.A., M.S.Stat

DISSERTATION

Presented to the Faculty of the Graduate School of

The University of Texas at Austin

in Partial Fulfillment

of the Requirements

for the Degree of

DOCTOR OF PHILOSOPHY

THE UNIVERSITY OF TEXAS AT AUSTIN

May 2012



Bayesian Analysis of Some Pricing
and Discounting Problems

Daniel Zantedeschi, Ph.D.
The University of Texas at Austin, 2012

Supervisor: Paul Damien

The dissertation comprises an introductory Chapter, four papers and

a summary Chapter.

First, a new class of Bayesian dynamic partition models for the Nelson-

Siegel family of non-linear state-space Bayesian statistical models is devel-

oped. This class is applied to studying the term structure of government

yields. A sequential time series of Bayes factors, which is developed from

this approach, shows that term structure could act as a leading indicator of

economic activity.

Second, we develop a class of non-MCMC algorithms called “Direct

Sampling”. This Chapter extends the basic algorithm with applications to

Generalized Method of Moments and Affine Term Structure Models.

Third, financial economics is characterized by long-standing prob-

lems such as the equity premium and risk free rate puzzles. In the chap-

ter titled “Bayesian Learning, Distributional Uncertainty and Asset-Return

iv



Puzzles” solutions for equilibrium prices under a set of subjective beliefs

generated by Dirichlet Process priors are developed. It is shown that the

“puzzles” could disappear if a “tail thickening” effect is induced by the rep-

resentative agent. A novel Bayesian methodology for retrospective calibra-

tion of the model from historical data is developed. This approach shows

how predictive functionals have important welfare implications towards

long-term growth.

Fourth, in “Social Discounting Using a Bayesian Nonparametric model”

the problem of how to better quantify the uncertainty in long-term invest-

ments is considered from a Bayesian perspective. By incorporating distri-

bution uncertainty, we are able to provide confidence measures that are less

“pessimistic” when compared to previous studies. These measures shed a

new and different light when considering important cost-benefit analysis

such as the valuation of environmental policies towards the resolution of

global warming.

Finally, the last Chapter discusses directions for future research and

concludes the dissertation.
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Chapter 1

Introduction

The dissertation contains four Chapters that are derived from papers

and therefore self-contained. Here we present brief descriptions of each

Chapter.

The last Chapter deals with conclusion and directions for future re-

search.

1.1 Chapter 1: Predictive Macro-Finance with Dynamic Par-

tition Models

In this Chapter we develop a flexible statistical framework to esti-

mate and predict regime shifts using a dynamic partition model. We acco-

modate both parameter uncertainty as well as regime shifts due to macro-

economic shifts in the environment in a dynamic Nelson-Siegel yield curve.

This is important for two reasons: first, to understand historical interest

rate periods, and second to offer policy-makers guidance about future ex-

pectations on their evolution. Our study departs from other approaches

in a number of ways: first, we allow for a random number of possible

1



change points in our product partition model, and second we develop a

sequential estimation strategy to learn about the unobserved state variables

which relate macro-variables to the yield curve; third, using data from 1970

to 2000, we clearly identify key shocks to the economy, such as recessions

and expansions; fourth, we construct a time series of Bayes factors that, sur-

prisingly, serve as a leading indicator of economic activity, validated via a

Granger causality test; lastly, our in-sample and out-of-sample forecasts are

robust to the interest rate maturity. This Chapter is based on Zantedeschi et

al. (2011).

1.2 Chapter 2: Direct Sampling with Applications

In recent years, Markov chain Monte Carlo (MCMC) methods have

been used to provide a full Bayesian analysis when the posterior distribu-

tion of interest is both analytically intractable, and it is not known how to

draw independent samples. In this Chapter, a non-MCMC approach to

sampling from posterior distributions is developed and illustrated. Some

sampling problems, now thought to be best handled by MCMC methods

alone, are tackled efficiently via independent samples. Applications are

given to pricing and discounting problems. See also Walker et al. (2011).
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1.3 Chapter 3: Distributional Uncertainty, Bayesian Learn-

ing and the Asset-Return Puzzles

This Chapter studies the equilibrium asset pricing implications of

Bayesian learning under distributional uncertainty. This refers to situations

where the representative agent does not know the distribution of the un-

derlying state variables but is able to make Bayesian predictions as new in-

formation becomes available. The Chapter discusses the following points.

(1) The impact of Bayesian nonparametric models on asset prices and long

term dynamics is analyzed. (2) A novel methodology is developed allow-

ing for “predictive calibration” of the relevant parameters. (3) Key find-

ings are that distributional uncertainty alone could provide a resolution to

some common asset-return puzzles with a coefficient of risk aversion in the

reasonable range of 2 and 10. (4) A “tail thickening” effect is caused by

learning about the unknown distribution and this has important welfare

implications. (5) Eventual convergence to rational expectations equilibrium

is guaranteed.

1.4 Chapter 4: Social Discunting with a Bayesian Nonpara-

metric Model

The decline in social discount rates associated with gamma discount-

ing (Weiztman, 2001) is shown to be highly sensitive to distributional as-

sumptions. If Weitzman’s survey is interpreted as normative, a wise so-

3



cial planner could benefit from incorporating distribution uncertainty via

Bayesian nonparametric models. In this case, when compared to a para-

metric approach, the term structure of certainty equivalents is flatter and

will not be lower than 2% at the longest maturities. Implications for eval-

uating long term projects such as policies towards the resolution of global

warming are discussed.
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Chapter 2

Predictive Macro–Finance with Dynamic Partition

Models

2.1 Introduction

The recent economic crisis has brought into focus the importance of

having sound methods to understand the behavior of financial and macro-

economic time series. We use the term “predictive macro-finance” to de-

scribe statistical models that use macro-economic variables to predict finan-

cial asset returns. Understanding the term structure, or yield curves, of dif-

ferent bond maturities has a long history. Recently the Nelson-Siegel (N-S)

yield curve model has been rekindled by a series of papers showing supe-

rior predictive performance over traditional models. The papers of Diebold

and Li (2006) and Diebold et al. (2006) have highlighted the three factor

N-S model as a powerful tool for forecasting changes in rates. They show

that their model-based forecasts outperform many of the standard models.

Koopmans et al. (2010) uses a time-varying loadings version to achieve fur-

ther gains.

We extend the dynamic N-S approach in a number of ways. First, we
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propose a dynamic product partition model (PPM) to allow for an unknown

number of change points. This addresses one of the fundamental challenges

in yield curve modeling where parameter shifts occur. This can happen for

a number of reasons—either policy induced (for example, the Volcker pe-

riod of the early 1980s), or purely probabilistically (for example, Chib and

Kang, 2009, find a changepoint in 1995). Our approach will incorporate both

of these effects. Secondly, we develop a particle learning strategy to learn

about the unobserved state variables and parameters. Thirdly, our empiri-

cal results identify many of the key shocks (eg. recessions and expansions)

to the economy. We quantify the gains from our extensions both from an

in-sample fit and out-of-sample forecast perspective. We also show that our

results are robust to the maturity of interest rates. Finally, and most im-

portantly, we construct a time series of regime diagnostics based on Bayes

factors that we show serves as a leading indicator of economic activity, val-

idated via a Granger causality test.

Fama (2006) observes that if spot rates are subject to several perma-

nent shocks to the system, then limiting the number of regime changes up

front to two or three may prove inadequate in explaining the data. Our

approach addresses this by allowing for a possible regime change at every

time point and our analysis assesses the posterior probability of a possible

changepoints given the dynamic N-S term structure model. Two alternative

approaches include Sims and Zha (1998, 2006) who model regime switches

in U.S. monetary policy with a fixed number of (at most nine) regimes.
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Chib and Kang (2009) use up to four change points by exploiting a tran-

sient parametrization of a Hidden Markov Model.

One of the challenging issues for fitting dynamic state space models

with a random number of change points is the computational explosion of

the number of possible models. We argue that PPMs (see Barry and Harti-

gan, 1992, and section 2.2), when coupled with particle learning methods,

bypass this dilemma. Our approach also calculates a sequential Bayes fac-

tor at each time point for model comparison. We thus allow for multiple,

random change points—a first in the macro-finance context. Table 1 pro-

vides a comparison of our approach to a list of competing models that have

appeared in the literature.

Explaining the cross-section of rates has traditionally been achieved

with affine term-structure models (ATSMs), see, for example, Chib and Er-

gashev (2009). Theoretically, these models are very popular due to their

arbitrage-free properties. However, they have suffered somewhat in out-

of-sample time series prediction exercises (see, for example, Duffee, 2002).

The Bank of International Settlements (2005) reports that nine out of thirteen

central banks, which report their term structure modeling results to the BIS,

use the N-S model (or some minor variation thereof) rather than ATSMs to

estimate yield curves.

The rest of the Chapter is organized as follows. Section 2 provides a

general framework for term structure models with macro-economic factors

using the N-S model. Section 3 shows how to extend these models to allow
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for multiple change points in the form of a PPM. Section 4 details the term

structure and macro-finance monthly data from 1970 to 2000 used in this

study, which is then used to carry out the comprehensive analysis in Section

5. Section 6 provides conclusions.

2.2 Dynamic Macro Nelson-Siegel Model

Dyamic Arbitrage Free models point out that three factors related

to level, slope and curvature drive yields and one period returns. The dy-

namic N-S model captures these stylized facts while mantaining a tractable

state-space representation. The Nelson-Siegel (1987) yield model (or curve)

comprises of three principal factors, level, slope and curvature. Addition-

ally, a fourth time-varying parameter, lt, can be used to determine the speed

of time-decay for the slope and curvature parameters. We observe data on

a panel of bond yields at time t for maturity tm, which we denote by yt(tm),

for maturities indexed from m = 1, · · · , M. Diebold et al. (2006) introduce

macro factors in the evolution equation; they provide theoretical reasons

for doing this, and for which they find empirical support as well. Like-

wise, Ang and Piazzesi (2003) include macro factors in the evolution equa-

tion.Our dynamic state-space specification of the N-S with macro factors is
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then:
8

<

:

Yt+1(t) = F (lt+1)Bt + et+1

qt+1 = Gqt + Dkt + wt+1
(2.1)

8

<

:

et+1

wt+1
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The vector Bt contains the three b·,t loadings. The three parameters b·,t

are the three factors, level, slope and curvature of the yield curve, while

exp (lt) is the decay in the term structure representing the fourth factor.

Our parametrization of the decay parameter is different than the one pre-

sented in Koopmans et al. (2010)1. Yt+1(t) is a vector containing the yields

at time t+ 1 for each maturity t. The matrix F (lt+1) contains the usual N-S

functional specifications, and its (i, j) component is given by

Fij (lt+1) =

8

>

>

>

>

>

>

>

<

>

>

>

>

>

>

>

:

1 j = 1

1� exp
✓

� ti
exp(lt+1)

◆

ti
exp(lt+1)

j = 2

1� exp (� ti
exp(lt+1)

)

ti
exp(lt+1)

� exp
⇣

� ti
exp(lt+1)

⌘

j = 3

.

The vector kt = [1, k1,t, k2,t, k3,t, k4,t]
0 contains the intercept and four

macro factors at time t. Consequently we have two classes of parameters:

1Following Diebold and Li (2006), Koopmans et al. (2010), use the parameterisation:

yt(ti) = b1,t + b2,t

⇣

1�exp(�tif)
tif

⌘

+ b3,t

⇣

1�exp(�tif)
tif

� exp(�tif)
⌘

+ #t. Here f is either

fixed or is estimated through a step-wise deterministic spline in the range between 0 and

1 for numerical stability. We adopt a negative logarithmic transformation l = � log(f) in

order to to allow sampling of the decay parameter over the entire real line.
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• qt = [Bt, lt] = [b1,t, b2,t, b3,t, lt]
0 vector of states determining the evo-

lution of the N-S term structure; these are time-varying.

• h =[E, W, G,D]. G is a 4 ⇥ 4 matrix of state dynamics, D is a 4 ⇥ 5

matrix of the (lagged) contribution of intercept and macro factors kt

to the states qt+1. W is the variance-covariance matrix for the state

error term wt+1 and similarly E for the observation error term et+1.

For notational simplicity, as h parameters are time-dependent but not

time-varying we drop their subscript t.

The form of the yield curve is determined by the three components

and their associated weights b.,t. The first component takes the value 1

(constant) and can therefore be interpreted as the overall level that influ-

ences equally the short and long term interest rates. The second component

converges to one as t ! 0 and converges to zero as t ! • for a given t;

this mostly influences short-term interest rates. The third component, asso-

ciated with medium-term rates, converges to zero as t ! 0 and as t ! •

but is concave in t, for a given t. Since the first component is the only one

that equals one as t ! •, its corresponding b1,t coefficient is usually linked

with the long-term interest rate. By defining the slope yt (t•)� yt (t0), it is

easy to verify that it converges to �b2,t for a given t. Finally the shape of

the yield curve can be defined as |yt (ti)� yt (t0)|� |yt (t•)� yt (ti)| for a

medium maturity ti, whence this shape converges to b3,t for a given t.
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2.3 Dynamic Partition Models

Product Partition models (PPMs) were introduced originally by Barry

and Hartigan (1992 and 1993) as a clustering device producing time inho-

mogenous time series and they articulate the key idea:

These [PPM] models apply with special computational simplicity

to change point problems, where the partitions divide the sequence of

observations into components within which different regimes hold...[and]

that the observations can eventually determine approximately the true

partition.

We now show how to incorporate this into our nonlinear N-S bond

yield model. Let our time series data be Y = (y1, ..., yT) with T time peri-

ods. Partition of this time series into B contiguous segments is defined as:

{1, ..., t1}, {t1 + 1, .., t2}, {tB�1, ..., T} and t1, t2,...,tB�1 are the changepoints.

A concise representation of the time series partition is either given by a vec-

tor of changepoint times t = (1, t1, .., tB�1, T) or by a T�dimensional vec-

tor U = (1, u2, ..., uT�1, 1)0 of binary indicators ut, where ut = 1 implies a

changepoint, while ut = 0 implies no change.

PPMs allow for the number of segments B to be random and can

select the most probable partition (model) out of the 2T�2 possible mod-

els. Define a random partition r ⌘ {t = (1, t1, .., tB�1, T)} or equivalently

r ⌘ {U = (1, u2, ..., uT�1, 1)}. Each partition r divides the data sequence Y
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into B contiguous blocks which are denoted by Ytr�1,tr =
�

ytr�1+1, ..., ytr

�0 for

r = 1, ..., B � 1. Following Barry and Hartigan, it is possible to express the

degree of similarity among the block of observations Yi,j via a distribution cij

called the prior cohesion. The prior cohesion influences the partition struc-

ture by setting the transition probabilities via the change points. We adopt

a hierarchical approach for the prior cohesion depending on the probabil-

ity p that a change point occurs at any instant in the sequence. The prior

cohesion for the block Yi,j is given by:

cij =

8

<

:

p(1 � p)j�i�1 if j < T

(1 � p)j�i�1 if j = T

for all i, j, i < j. That is, the probability that a new change takes place after

j� i instants, given that a change occurred at the instant i. These prior cohe-

sions imply that a sequence of change points establishes a discrete renewal

process, where the occurrence times are identically distributed with a geo-

metric rate depending on the lenght of the current partition. Practically, this

means that earlier regime shifts are uninformative about future ones, which

is a reasonable assumption in many applications.

2.3.1 Bayesian Inference for Dynamic Partitions

The development above shows how to partition the time axis in a

random manner using a PPM. Within a partition, we would like to study

the yield using a dynamic N-S model with macro factors. We build a PPM

structure on the observation equation of the system (2.1). The presence of
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changepoints captured by the r structure is crucial, and defined message

passing on the network in Figure (2.1).

We then have, {Y = (y1, ..., yT) ; r} ⇠ PPM if: for every partition

{i0, ..., ib} the distribution of r is given byP(r|p) = pb�1(1 � p)T�b, b 2 I.

The conditional prior distribution for B is given by P(B = b|p) = (T�1
b�1)pb�1(1�

p)T�b, with 1  b  B. Conditional on r and p, the time series Y is indepen-

dent of p. Given a partition structure r ⌘ {U = (1, u2, ..., uT�1, 1)}, the like-

lihood function of observating a time series Y of yields from the observation

equation in (2.1), completely factorizes in the joint distribution p
�

Yr, q|E,c
�

over all the random variables being

P
�

Yr, q|E,c, p
�

P
�

Yrq|c, p
�

P (c|p)p (p) P (q|E) = (2.2)

=

0

@

T

’
tj2r

0

@

tj

’
i=tj�1

P
⇣

Ytj�1tj |qi

⌘

1

A⇥ ctj�1tj (p)

1

Ap (p)⇥
T

’
t=i

P (qi|E)p (E)

where p (p) and p (E)defines the prior probability of change point and over

the covariance matrix respectively. If we integrate over the p parameter

defining the cohesion function we obtain a formulation of the problem in

terms of what was called called data factor by Barry and Hartigan. The data

factor for each [ij] block is denoted by I[ij]
⇣

Y[ij]

⌘

:

I[ij]
⇣

Y[ij]

⌘

=
Z

0

@

tj

’
i=tj�1

p
⇣

Ytj�1tj |qi

⌘

1

A⇥ ctj�1tj (p)p (p) dp

The label [ij] is sensible since it identifies the step in the PPM where

the likelihood within a partition arises.
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2.3.1.1 The Sequential Probability of Change Point

We can simplify the analysis by using the vector of binary indicators

U defined earlier that allow to identify a number of parameters of the PPM

as functions of U via BU = 1 + ÂT�1
t=1 (1 � ut). Under the prior p(p) ⇠

Beta (a, b), the posterior distribution of p, at time t + 1, is Bernoulli with

probability proportional to2

Pt+1 =
I[t,t+1]

⇣

Y[tj�1tj]|ut = 1
⌘

R 1
0 p(bt+1)�1(1 � p)t�(bt+1)p(p)dp

I[t,t+1]

⇣

Y[tj�1tj]|ut = 0
⌘

R 1
0 pbt�1(1 � p)t�bt p(p)dp

(2.3)

=
I[t,t+1]

⇣

Y[tj�1tj]|ut = 1
⌘

G(t + b � bt � 1)G(bt + a)

I[t,t+1]

⇣

Y[tj�1tj]|ut = 0
⌘

G(bt + a � 1)G(t + b � bt)
(2.4)

=
I[t,t+1]

⇣

Y[tj�1tj]|ut = 1
⌘

I[t,t+1]

⇣

Y[tj�1tj]|ut = 0
⌘

(a + b � 1)
(t � b � 1 + b)

(2.5)

with bt denoting the number of changepoints between times 1 and t with-

out considering a possible new change-point at time t. This is simply the

probability ratio of a change point to no-change point. Within our sequen-

tial approach, we complement these data factors with the corresponding

predictive densities. Here I[t�1,t]

⇣

Y[tj�1tj]|ut = 0
⌘

arises from sequential

updating with no change point at time t and I[t�1,t]

⇣

Y[tj�1tj]|ut = 1
⌘

with

change point at time t, given a set of parameters q0
t .

2This derivation differs slightly with respect to Loschi and Cruz (2005).
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2.4 Sequential Monte Carlo for Term Structure Modeling

Sequential Monte Carlo (SMC) is an alternative to traditional MCMC

that is designed for online inference in dynamic, possibly nonlinear, mod-

els. Therefore, we will be able to provide the full set of filtering distributions

together with the sequential posterior distributions of the parmeters of in-

terest. Specifically, at time t, we have a set of random draws, or particles,
�

Zi
t
 N

g=1 ⇠ P (Zt|Yt) containing the sufficient information about all the un-

certainties given the data up to time t. We let Yt+1 denote the next vector of

yields. The key task is to update the particles from t to t + 1 and provide

draws from the next filtering distribution. We use particle learning (PL,

Carvalho et al., 2010) due to the nice properties in fitting dynamic nonlinear

models. The PL update is derived in the following decomposition:

p (Zt+1|Yt+1) =
Z

p (Zt+1|Zt, Yt+1) dP (Zt|Yt+1)

µ
Z

p (Zt+1|Zt, Yt+1) p (Yt+1|Zt) dP (Zt|Yt) .

where p (Yt+1|Zt) and p (Zt+1|Zt, Yt+1) denote the predictive and propaga-

tion rules, respectively. This suggests a three-step update of the particle

approximation:

• Resample indeces {g}N
g=1 with replacement from multinomial distri-

bution where each indeces has weight wi µ p
⇣

Yt+1|Z
(i)
t

⌘

, thus obtain-

ing a set of resamples indices.

• Propagate with a draw from Zt+1 ⇠ p
⇣

Zt+1|Z
(g(i))
t , Yt+1

⌘

to obtain a

new collection of particles {Zt+1}N
g=1 ⇠ p (Zt+1|Yt+1).
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We now show how to define and update particles for Zt in the Nelson-

Siegel Model.

2.4.1 Sequential Product Partition Nelson-Siegel Model

Our algorithm consists broadly of four phases: (1) Predictive Resam-

pling, (2) Propagation, (3) Updates of States and Sufficient Statistics, and (4)

Updates of the Fixed Parameters. These are preceded by an Initialization

phase which differs in the in and out-of-sample calculations. A graphical

illustration of our entire model appears in Figure (2.1). The Appendix con-

tains details on priors and computation. We consider the update for time

t + 1 = 1 to T once the new data Yt+1 becomes available.

The following quantites are available due to the updating at time

t: ft, Qt, f 0
t , Q0

t ; these parameters are obtained recursively in the following

steps.

Sufficient Information Using the notation described above we have {Zt}N
g=1 =

n

qg
t , sq,g

t , hg
oN

g=1
containing the Nelson Siegel factors, qt, their suffi-

cient statistics, sq,g
t , and the fixed parameters hg.

Predictive Distribution In order to resample in the next step, we need the

predictive distribution of the measurement equation in the state space

system which is given by f[t+1|t](Y[t,t+1|qt]) ⇠ MVT ( ft, Qt, M � 3)

(see Press, missing citation).
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Predictive Resampling For each particle, calculate f[t+1|t](Y[t,t+1|qt]). Then

obtain resampling weights
�

wg
t+1
 N

g=1and draw
n

qg
t , sq,g

t , hg
oN

g=1
.

Propagation via Forward Filtering of Change Point Probabilities For each

particle, we have to simulate a new ug
t from a Bernoulli distribution

with probability proportional to Pt (equation 2.3) in which I[t,t+1]

⇣

Y[tj�1tj]|ut = 0
⌘

⇠

MVT ( ft, Qt, M � 3) with no change point at time t, and I[t,t+1]

⇣

Y[tj�1tj]|ut = 1
⌘

⇠

MVT
�

f 0
t , Q0

t , M � 3
�

with a change-point at time t. f 0
t and Q0

t are

given by the set of restarting points at time t denoted by q0
t . Consider

the sequence of latent variables
�

ug
t
 N

g=1, and weights
�

wg
t+1
 N

g=1.

With no change point at time t, ug
t ⌘ 1, and so propagate the new

states
�

qg
t+1
 N

g=1 from qt+1 ⇠ MVN (Gqt + Dkt, W). With a change

point at time t, ug
t ⌘ 0, and so propagate the new states

�

qg
t+1
 N

g=1

from qt+1 ⇠ MVN (Gq0
t + Dkt, W).

Updating States and Sufficient Statistics When a change point occurs at

time t, ug
t = 1, we follow West and Harrison (1997) and define at+1 =

E(qt+1|Y1:t) = Gmt + Dkt+1, Rt+1 = Var(qt+1|Y1:t) = GCtG + W,

Qt+1 = Var(Yt+1|Y1:t) = FRt+1F0 + E, ft+1 = F (at+1). Next, we

obtain an updated estimate for qt+1, denoted q̂t+1. That is, q̂t+1|Yt+1 =

qt+1 +Rt+1F0Q�1
t+1 (Yt+1 � Fqt+1). Here q̂t+1 indicates the updated states

while qt+1 the propagated ones from the previous step. Lastly, update

the sufficient statistics sq
t+1 = (mt+1, Ct+1): mt+1 = E(qt+1|Yt+1) =

at+1 + Rt+1F0Q�1
t+1 (Yt+1 � ft+1), Ct+1 = Var (qt+1|Yt+1) = Rt+1 �
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Rt+1F0Q�1
t+1FRt+1. With change point at time t, ut = 0. In this case

the update depends on the starting values at time t,
�

m0
t , C0

t
�

, and the

modified quantities that are denoted by the superscript “0” in the fol-

lowing: F0 = F
�

l0
t+1
�

, a0
t+1 = Gm0

t +Dkt+1, Q0
t+1 = F

�

l0
t+1
�

R0
t+1F

�

l0
t+1
�

+

E, e0
t+1 = Yt+1 � F

�

l0
t+1
� �

a0
t+1
�

, R0
t+1 = GC0

t G + W. As in the previ-

ous case, we then obtain the updated parameters and sufficient statis-

tics sq
t+1 = (mt+1, Ct+1) given by q̂t+1|Yt+1 = qt+1 +R0

t+1F00 �Q0
t+1
��1

(Yt+1 � Fqt+1),

mt+1 = E(qt+1|Yt+1) = a0
t+1 +R0

t+1F00 �Q0
t+1
��1 e0

t+1 and Ct+1 = Var (qt+1|Yt+1) =

R0
t+1 � R0

t+1F00Q�1
t+1F0R0

t+1.

Updating the fixed parameters hg. For each particle g, with the sequence

qg
t , compute Ê =

(Y�Fqg
t )

0
(Y�Fqg

t )
T·M�3 , the empirical variance-covariance

matrix up to time t. The posterior for E, under a Jeffreys prior, is

IW(T � M � 3, Ê); see Zellner (1971). For the remaining parame-

ters in h, once the qt+1 has been updated in the previous equation,

the state equation qt+1 = Gqt + Dkt + wt, can be reformulated as

an estimation problem of a First-Order Bayesian Vector Autoregres-

sion. We use a Jeffreys prior for W and Minnesota prior for G and

D. A Gibbs sampler is easily implemented by sampling repeatedly

W|q, gd ⇠ IW
�

v̄, S̄�1� and gd|W, q ⇠ MVN
⇣

gd, Sgd

⌘

with gd =

vec [G, D]. For the defintions of gd, Sgd, see Appendix X.

Initialization At time t = 0: we use OLS to initialize the in-sample part

as in Diebold and Li (2006). In the out-of-sample exercise we use the
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training period 1970-1974 and compute the initializing values consis-

tently with the in-sample part. The set of starting points q0
t are ob-

tained at each time t via a bootstraped cross-sectional non-linear max-

imum likelihood estimator.

2.5 Term Structure Data

The data comprises end-of-month yields for US bonds from January

1970 to December 2000 for a total of 372 observations. The monthly US

macroeconomic variables in this Chapter were obtained from the US Fed-

eral Reserve Macroeconomic Database (FRED3). These data consist of the

unsmoothed Fama-Bliss yields (see, Bliss, 1997), and were made available

by Diebold and Li (2006). They consist of linearly interpolated bond yields

with maturities of 1, 3, 6, 9, 12, 15, 18, 21, 24, 30, 36, 48, 60, 72, 84, 96, 108

and 120 months. In the interests of brevity, we refer the reader to the refer-

ences above for details on these data. Bliss (1996) tests and compares five

distinct methods for estimating the term structure. The unsmoothed Fama-

Bliss method is an iterative method by which the discount rate function

is built up by computing the forward rate necessary to price successively

longer maturity bonds. The smoothed Fama-Bliss “smooths out” these dis-

count rates by fitting an approximating function to the “unsmoothed” rates.

Bliss argues that the tests he performs establish the presence of unspecified,

3http://research.stlouisfed.org/fred2/
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but nonetheless systematic, omitted factors in the prices of long maturity

notes and bonds. Using parametric and non-parametric tests he finds that

the unsmoothed Fama-Bliss does best overall. See, also, de Pooter, Ravaz-

zolo, and van Dijk (2007). We include data from well before the Volcker

period consistent with Ang and Piazzesi (2003). We do so in order to: (i)

identify regime shifts over a long time horizon; (ii) have a large sample to

better estimate the parameters of the model; and (iii) assess the performance

of the regime-shift model over periods with strikingly different characteris-

tics. Figure (2.3) Panel A shows time-series plots for the included yields.

2.5.1 Macroeconomic Data

Diebold et al. (2006), Ang and Piazzesi (2003), and others have ar-

gued that it is important to study the impact of macro factors on the yield

curve. Thus, for example, Diebold et al. (2006) present arguments as to why

it would be useful to introduce these factors in the state or evolution equa-

tion of the dynamic version of the Nelson-Siegel model. Hence, consistent

with current literature detailed in Table 2.1, monthly measures of inflation,

economic activity, monetary policy, and fiscal policy are considered. The

inflation measure used is PCE (Personal Consumption Expenditures; chain-

type price index). For economic activity we relied on the series IP, Indus-

trial Productivity. Monetary policy was included through the M1 monetary

mass, and fiscal policy, which is known to influence term structure, was in-

troduced via the variable DEBT, which is quarterly fiscal policy interpolated
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to a monthly frequency4. Figure (2.2) depicts the four macro-variable time

series.

2.6 Empirical Analysis

The macro variables are linked to the yields data via the dynamic N-S

model. There are 18 yield curves, each corresponding to different maturity

levels. A key empirical finding is that the regime shifts identified by our

model coincide with actual events observed in the U.S. economy in the time

frame 1970 to 2000. A second finding is that the regime shifts identified

by the sequential PPM serves as a leading indicator for economic activity

in the U.S.A. Third, the in-sample and out-of-sample predictions are quite

encouraging, regardless of time to maturity.

2.6.1 In-Sample Results

From Table (2.2), note that the average RMSE for the entire term

structure is 0.0428, with a maximum of 0.0917 for the short term rates. Com-

paring the top two panels in Figure (2.3) shows the excellent overall fit from

the Bayesian analysis. The fit fluctuates the most in the 1980s, since the first

years of that decade endured considerable interest rate volatility due to re-

cessions, inflation, and failure of monetary policy. The bottom two panels

4Refer to http://research.stlouisfed.org/fred2/ for details concerning variables units,

levels, and seasonal adjustments.
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show the excellent fit for a subset of the data known as the Great Modera-

tion from 1986 to 2000.

Figure (2.4) Panel A shows posterior estimates of the q1 coefficient,

Figure (2.4) Panel B of q2, the slope, and Figure (2.4) Panel C shows the

curvature q3. Note that the level curve coincides nicely with the fluctuations

in the entire term structure shown in Figure (2.3) and not just to the short

term rate.

For slope and curvature, Bliss (1997) suggests using the second and

third principal components of the yields as “good” empirical estimators.

Diebold and Li (1996) also provide a similar estimator, but they fix the de-

cay parameter, whereas we leave it as stochastic. From Panels B and C in

Figure (2.4), note the positive correlation between curvature and slope evi-

denced by similar paths. This is also borne out in the empirical estimates of

the G and D matrices; the economics reasoning behind these positive cor-

relations is detailed in Section 6.4. The amount of output created from the

Bayesian analysis is considerable and we only report portions of the G and

D estimates in section 6.4.

2.6.2 Prior Assumptions on Change-Point Probability, p

To understand the impact of the prior on the posterior probability of

whether or not a time point is a regime change, consider Figure (2.5). Panels

A through C depict three different priors and the corresponding posterior

distributions of p. Clearly, an informative prior would impact the distribu-
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tion of change points. We use the uniform prior in our analysis. But it is in-

teresting to observe that the Bayesian approach easily allows one to employ

an informed choice into the analysis where appropriate. Instead of show-

ing a graph of probabilities of change and the most probable partitions, we

later show the corresponding Bayes Factor graph in Figure (2.6) that depicts

the most probable regime changes. Next, consider Table (2.3). Here we ar-

bitrarily pick three event months where we detect regime changes and one

event month where there was none. We report the posterior probabilities

of the change points as well as the posterior probabilities of change points

in the months preceeding and succeeding the event month. As one exam-

ple, consider the First Gulf War event. The posterior probability of regime

change during August 1990 is 65.68%. The posterior probabilities of change

points in July and September are 36.13% and 51.36%, respectively. As we

show later on, shocks such as a recession or a war, are not one-off events.

Hence the effects of such events are likely to be carried over in the future;

see Section 6.5.

2.6.3 Out-of-Sample Results

A common approach is to use rolling forecasts are used to evalu-

ate the out-of-sample performance. We train the model between 1970 and

1974 and then starting from January 1975, one-step, three-step, and six-step

ahead forecasts are calculated up to December 2000. Our aggregate fore-

casts are presented in Table (2.4), which also shows a comparison to a stan-
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dard random walk model.

The macro-finance literature has shown that a random walk model

outperforms in the short run. Table (2.4) confirms this for our dataset show-

ing one-step ahead predictions for the 3-month and 1-year maturity levels.

For all the 6-step ahead forecasts and longer maturities our model domi-

nate the random walk model partily due to mean-reversion. Our model

compares favorably with other models in terms of prediction errors. In par-

ticular, at three and six steps ahead forecasts, our predictions are much im-

proved.

In Table (2.7), to assess model performance, we calculate the Poste-

rior Predictive Criterion (PPC) of Gelfand and Ghosh (1998). For any model

Mj the posterior PPC is defined as PPCj = Dj + Wj where

Dj =
1

M + 2

M,T

Â
m=1,t=1

Var
�

ỹm,t|Mj
�

, Wj =
1

M + 2

M,T

Â
m=1,t=1

⇥

ym,t � E
�

ỹm,t|Mj
�⇤2

where ỹm,t denote the predictions of the yields for maturity m and time t

under Mj. The first term Dj is a penalty function that favors more parsimo-

nious models while the second term Wj measures goodness-of-fit. Smaller

values of PPC are preferable. Based on this metric, our model outperforms

the random walk model for the three and six steps ahead predictions, and is

comparable for one-step ahead forecasts. Table (2.7) also includes coverage

probabilities based on 95% credible intervals. This shows that our model is

robust to this metric through all the prediction steps.

24



2.6.4 Posterior Estimates for N-S Model

Table 4 provides posterior mean estimates of the parameters in the

state dynamics. We interpret “significant” to mean that “standard errors are

sufficiently smaller in magnitude than the coefficients”. When the state vari-

able is level or slope the corresponding lagged coefficients are significant.

The lags contain information about interest rates by virtue of the construc-

tion of a dynamic state-space model, and the recursive learning between the

observation and state equations. The lagged decay variable is significant in

the slope and curvature regressions while it is not so in the level equation.

This is compatible with theoretical analysis of Duffee (2002, 2006).

Our macroeconomic variables appear not to influence the state dy-

namics directly, except for DEBT and the monetary supply variable M1 in

the Level regression. The DEBT coefficient is negative as expected since it

is defined as the ratio between government spending and GDP. Therefore

when GDP increases, DEBT decreases, which happens during an expansion

when interest rates are usually higher. The opposite is true in a recession.

Also since DEBT captures the impact of GDP it offsets industrial productiv-

ity, IP. As expected, M1 is positive, since increases in monetary mass (M1)

are usually associated with steeper interest rates, in anticipation of higher

inflation. As noted by Bliss (1997), our analysis confirms that the relation-

ship between slope and curvature is positive and significant. Finally, macro

economists have known that the movements of the term structure are well

captured by the relationships between level, slope and curvature; in this
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respect the inclusion of macro variables improves predictability, although

being uncorrelated to level, slope and curvature. (See Cochrane and Pi-

azzesi, 2005 for details). This explains the large posterior standard errors in

Table 4.

2.6.5 Classification of Regime Shifts from the PPM model

To assess if any given month is a change point, we compute Bayes

factors for every month in our particle algorithm. The Bayes factor, BF, in

favor of the hypothesis (H1) of a regime change against the null hypothesis

of no regime change (H0) is simply the ratio of the posterior odds to the

prior odds of the two hypothesis.

BF =
P(Change Point at time t|Data)

P(No Change Point at time t|Data)
=

P(H1|Data)
P(H0|Data)

=
f (Yt|ut = 0)
f (Yt|ut = 1)

P(H1)
P(H0)

where f (Yt|ut = i) is the averaged likelihood under equation (2.1) along

the MCMC chains at time t if ut = i, with i = 0, 1. We initialise by setting

P(H1)/P(H0) = 1.

The monthly time series of Bayes factors should identifies regime

shifts in the term structure. However, economic shocks to the system, such

as a recession, are seldom instantaneously felt. Indeed, there is considerable

disagreement as to when the current recession actually started. Thus, our

monthly Bayes factors will not always be large enough (say, 2.5 or greater)

through all the months during which the recession (or other shocks) ad-

versely or positively affect the economy: however, if the model is accurate,
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it should identify at least one or two months in unusual periods in the busi-

ness cycle that has a Bayes factor of at least 3, implying compelling evidence

in favor of a regime change.

Figure (2.6) shows the Bayes factors juxtaposed with the relevant

recession periods that were recorded, among others, in Barro and Ursúa

(2009), and the Federal Reserve of New York website5. For the moment, ig-

nore the dashed curve in the graph. Our model correctly classifies all those

months in the term structure that were documented, retrospectively, as tur-

bulent events. Bayes factors for all these time points are sufficiently large

(at least 3), suggesting a regime shift. However, in the months preceding or

succeeding these “shock” months, the Bayes factors hover between 2.5 and

3. This is consistent with our position that economic turbulence to the yield

data is not a one-shot event, but rather more of a cumulative effect, culmi-

nating in an upward or downward spike in the time series; see also Table

(2.3). Also, for the recession periods, the variability in the Bayes factors de-

pends on the severity and duration of the recession. Thus in the time period

1979-1984, the Bayes factors have the largest ariability coinciding with the

extreme movements in the actual yield curves. Just as volatility of returns is

critical in financial pricing models, the variability of the Bayes factors within

and across regime changes offers insight on the magnitude and duration of

level and slope shocks to the entire term structure of bond yields. We use

5http://www.newyorkfed.org/markets/statistics/dlyrates/fedrate.html.
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this fact in the next subsection to study if these Bayes factors could serve as

leading indicators of economic activity.

From Table (2.7), our Bayes factors capture 30 out of 81 months where

there were actual macro events that coincided with changes to the term

structure; of these 30, there were 16 months where the yield curve had mod-

erate to dramatic changes. These appear in bold in the table. It should

be emphasized that this is a new empirical result when compared to other

models in this context that fix the regime changes up front; see Table 1 for

competing models. One comparison we make here is to Chib and Kang

(2009) who use a fixed number of change points. They use quarterly data

on 16 yields from 1972 to 2007, whereas we use monthly data on 18 yields

from 1970 to 2000. They use ATSM, whereas we employ the N-S model.

Table 5 confirms the five change points in Chib and Kang. Additionally,

our PPM model also clearly identifies other critical regime changes in the

70s (due to oil crisis and inflationary pressures), the 1980-81 period, and the

series of turbulent events between 1995-2000.

2.6.6 Term Structure and Economic Activity

A vast literature, originating in the late 1980s, documents the empir-

ical regularity with which the slope of the yield curve could serve as a reli-

able predictor of future real economic activity. The difference between long-

term and short-term interest rates (“the slope of the yield curve” or “the

term spread”) has borne a consistent negative relationship with subsequent
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real economic activity in the U.S., with a lead time of about four to six quar-

ters. The measures of the yield curve most frequently employed are based

on differences between interest rates on Treasury securities of contrasting

maturities, for instance, ten years minus three months. The measures of

real activity for which predictive power has been found include GNP and

GDP growth, consumption growth, investment and industrial production,

and economic recessions, recorded by Barro and Ursùa (2009). Estrella and

Hardouvelis (1991) propose a simple, but effective, rule of thumb to identify

recessions, namely that the difference between ten-year and three-month

Treasury rates turns negative in advance of recessions. This held true with

negative values observed before both the 1990-1991 and 2001 recessions.

Based on the analysis in the last subsection, we now consider the

Bayes factors at the change points in the term structure as a measure of

change in the yield curve. The Bayes factors are an implicit measure of

a sudden change in the intercept, slope, or curvature in the N-S model,

because of the state space evolution: the posterior curves in Figure (2.4)

demonstrate this explicitly. We would like to test whether the Bayes fac-

tors could be considered as a leading indicator over the business cycle. Our

analysis is not meant to be exhaustive, but rather aims to propose a critical

application of the output from our analysis to problems that are relevant to

macro-economists.

As a proxy for the business cycle, we use the Chicago Fed National
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Activity Index6. CFNAI is a monthly index designed to gauge overall eco-

nomic activity and inflationary pressure, comprising of a weighted average

of 85 existing monthly indicators of national economic activity. It is con-

structed to have an average value of zero and a standard deviation of one.

Since economic activity tends towards trend growth rates over time, a posi-

tive index reading corresponds to growth above trend and a negative index

to below trend. The CFNAI also corresponds to the index of economic ac-

tivity developed originally by Stock and Watson (1999). Researchers have

found that the CFNAI provides a useful gauge on current and future eco-

nomic activity and inflation in the U.S. Also, the consensus is that the CF-

NAI is not a leading indicator of real GDP growth, but rather a coincident

one.

Figure (2.6) depicts the agreement between our Bayes factors and the

CFNAI index. The agreement is most pronounced during turbulent time

periods. These are the critical ones since they correspond to major regime

changes in the term structure.

The above leads to the following question of interest: could the monthly

Bayes factor series act as a leading indicator of CFNAI? The direction of

causality that this question suggests could prove of value to economists and

financial agents, for, as noted earlier, this could lead policy-makers to bet-

ter control economic factors such as Fed Funds Rates, Mortgage Rates, etc.

6http://www.chicagofed.org/economic research and data/cfnai.cfm
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From a modeling perspective, since the CFNAI is an indicator with “sign”

we take its absolute value to make it comparable to our Bayes factors. A

simple third order vector autoregression, to account for quarterly structure

in the data, is estimated. Denoting the absolute value of the CFNAI, CF,

and the Bayes Factor, BF:
8

<

:

BFt = µ1 + b11BFt�1 + b21BFt�2 + b31BFt�3 + b41CFt�1 + b51CFt�2 + b61CFt�3 + #t1

CFt = µ2 + b12BFt�1 + b22BFt�2 + b32BFt�3 + b42CFt�1 + b52CFt�2 + b62CFt�3 + #t2

The Granger causality test is predictive. In our context, if the variable BF

Granger-causes CF, then past values of BF should contain information that

helps predict CF above and beyond the information contained in past val-

ues of CF alone. From Table 6, when the response variable is BF, none of the

CF lags in that equation are significant, whereas when the response variable

is CF, the first and second lags of BF are significant, as are the lagged CF val-

ues. The overall Granger causal F-test in the table, with BF as the dependent

variable, shows a p-value of 0.3356 which is not significant for the collection

of regression coefficients corresponding to the lagged CF variables. With

CF as the dependent variable, the overall F-test for the significance of all the

lagged BF variables is highly significant (p-value 0.0199).

Taken together, the empirical facts demonstrate that the Bayes factors

from our study could be a leading indicator of economic activity. A reason

for this causality stems from the fact that the macro factors enter the dy-

namic N-S model independently through the observation equation, and re-

cursively through the state equation, developed in Sections 2 and 3. This, in
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turn, helps identify regime changes in the entire term structure through the

product partitioning of the yield data. But, like we argued earlier, a shock to

the economic system is not a one-shot event and the residual effects of, say,

a recession carries over to subsequent months, confirmed by the analysis in

the last subsection. Hence the time series of Bayes factors implicitly con-

tains information that serves as a proxy for a leading economic indicator.

This is a completely new empirical finding using PPM-based term structure

models. The implications of this finding extend beyond term structures.

2.7 Discussion

Our study contributes to statistical modeling of the term structure in

a number of ways. First, we show that regime changes in yield data can be

identified using product partition models along with a dynamic non-linear

N-S model. A comparison with actual events that defined yield regime

changes coincided with our model’s classification of these events as regime

shifts. Second, the analysis was implemented using particle learning: this

approach provides faster estimation of the model parameters. Third, the

Bayes factors from our analysis could serve as a leading indicator of eco-

nomic activity, which was confirmed via a Granger causality test.

Extensions to our framework would include the following: first, ro-

bust modeling of the error terms with fatter tails and stochastic volatility

effect. However, this would increase the complexity of the algorithm, lead-
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ing to difficulties in developing prior distributions. Second, the entire spec-

ification in this Chapter could be applied to the class of ATSM. Third, it is

possible to develop computational strategies to estimate the fixed parame-

ters with backward smoothing without relying on MCMC.
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Figure 2.1: Model Structure and Parameters as a Bayesian Network. The

square plate indicates T � 2 sequential updates of qt. The Ks are macro

factors. G, D, W, E are fixed parameters, updated via Gibbs and Kalman

Filtering. Yis are the yields data. q0
t is the initialization point. The Ris are

possible regime changes implied by u. p is the prior probability of a change

point.
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Figure 2.2: Macroeconomic Variables, IP: Industrial Productivity, PCE: Per-

sonal Consumption Expenditures, M1: Monetary Mass, DEBT: Ratio be-

tween Government Spending and GDP.

35



1970 1975 1980 1985 1990 1995 2000
0

5

10

15

Panel A ! Unsmoothed Fama Bliss Yields

1986 1990 1995 2000
2

4

6

8

10
Panel D ! Posterior Mean Estimates with Dynamic PPM during Great Moderation (1986!2000)

1986 1990 1995 2000
2

4

6

8

10
Panel C ! Unsmoothed Fama Bliss Yields during Great Moderation (1986!2000)

1970 1975 1980 1985 1990 1995 2000

5

10

15

Panel B ! Posterior Mean Estimates with Dynamic PPM

Figure 2.3: Comparison between actual Fama-Bliss Yields and Posterior

Mean Averages during the entire time period, Panel A vs. Panel B; and

during the Great Moderation period, Panel C vs. Panel D.
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Figure 2.4: Panel A: Nelson-Siegel levels (q1,t): Posterior Mean, and the

Short Term Rate. Panel B: Nelson-Siegel Slopes (q2,t): Empirical Estimate,

and Posterior mean. Panel C: Nelson-Siegel Curvatures (q3,t): Empirical

Estimate, and Posterior mean.
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Figure 2.5: Prior to Posterior Sensitivity analysis for the Changepoint Prob-

ability. Summary statistics for the prior to posterior analysis: Panel A: Prior

µ = 0.5, Prior s = 0.2887, Posterior µ = 0.4142, Posterior s = 0.1319;

Panel B: Prior µ = 0.25, Prior s = 0.1936, Posterior µ = 0.2706, Poste-

rior s = 0.1015; Panel C: Prior µ = 0.0909, Prior s = 0.0599, Posterior

µ = 0.1856, Posterior s = 0.0763.
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Authors Model Switching N TV ESTIM Link

Bansal et al. (2003) ATSM HMM 2 NO GMM

Dai and Singleton (2007) ATSM HMM 2 NO MLE

Ang and Bekaert (2002) ATSM HMM 2 NO MLE BC

Chib and Kang (2009) ATSM CH-HMM 4 NO MCMC

Zhu and Rahman (2009) NS HMM 2 NO MCMC

Sims and Zha (2006) VAR HMM 9 YES MCMC

Koopmans et al. (2010) NS-G NO YES MLE

Diebold and Li (2006) NS NO YES MLE

Diebold et al. (2006) NS NO YES MLE BC

Christensen et al. (2007) A-NS NO YES MLE

Ang and Piazzesi (2003) ATSM NO YES MCMC MP

Mumtaz and Surico (2009) NS NO YES MCMC MP

Our Proposal NS+ PPM • YES PL-MCMC BC

Table 2.1: Main Predictive Macro-Finance model presented in the litera-

ture. ATSM: Affine Term Structure Model, NS: Nelson-Siegel Model, A-NS:

Affine version of Nelson-Siegel, NS-G: Nelson-Siegel with Garch Effects,

NS+: Can be extended to ATSM, VAR: Vector Auto-Regression, N: Number

of regimes or change points assumed, HMM: Hidden Markov Model, CH-

HMM: Transient Hidden Markov Model as in Chib and Kang (2009), PPM:

Product Partition Model, TV: Time Varying parameters, GMM: General-

ized Method of Moments, MLE: Maximum Likelihood Estimation, MCMC:

Markov chain Monte Carlo, PL-MCMC: Particle Learning plus MCMC,

Link: Type of Bi-directional Analysis, BC: Business Cycle, MP: Monetary

Policy.
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Maturity Yields Pricing Error Fitted Yields RMSE
(months) Mean Mean in Bp St.Dev.

1 6.44 -2.3 2.319 0.0917
3 6.75 -1.5 2.407 0.0754
6 6.98 2.2 2.418 0.0587
9 7.10 0.3 2.407 0.0635
12 7.20 -1.4 2.393 0.0387
15 7.31 1.9 2.377 0.0537
18 7.38 0.1 2.364 0.0407
21 7.44 -2.5 2.351 0.0363
24 7.46 0.8 2.339 0.0162
30 7.55 1.1 2.316 0.0228
36 7.63 -2.5 2.296 0.0162
48 7.77 2.6 2.265 0.0264
60 7.84 -1.0 2.242 0.0281
72 7.96 -0.4 2.224 0.0322
84 7.99 1.1 2.212 0.0328
96 8.05 -1.5 2.202 0.0467

108 8.08 -1.4 2.196 0.0337
120 8.05 2.5 2.191 0.0567

Mean -0.105 2.306 0.0428
Median -0.007 2.322 0.0387

Table 2.2: In-Sample Results obtained by Monte Carlo average along 10000
particles of the algorithm. Yields Mean: Actual Fama-Bliss Yields Mean
between 1970 and 2000; Pricing Error Mean in Basis Points: difference be-
tween Actual Yields and Average Estimated Yields; Pricing Error Standard
Deviation in Basis Points and Root Mean Square Error. A basis point, bp, is
a unit relating to interest rates that is equal to 1/100th of a percentage point
per annum.
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Event Date Post. Prob.

Unif Beta(1,3) Beta(2,20)

02/74 0.4607 0.3453 0.2336

Oil Crisis 03/74 0.7511 0.4421 0.3660

04/74 0.4350 0.2791 0.1724

12/79 0.3854 0.2739 0.1205

Monetary 01/80 0.8879 0.6660 0.4814

02/80 0.2920 0.1048 0.1407

07/90 0.3613 0.2587 0.1488

Gulf War 08/90 0.6568 0.4174 0.3620

09/90 0.5136 0.4069 0.1956

11/94 0.2920 0.1813 0.1282

End-Year 12/94 0.5136 0.4118 0.2363

01/95 0.4607 0.3448 0.2284

Table 2.3: Sensitivity analysis to different priors for p with respect to four

particular events: First Oil Crisis in 1974, Monetary Shock in 1980, First

Gulf War in 1990 and a month at the end of 1994 that did not experience

any particular shock apart from seasonal turbulence due to end of the fiscal

year. For each event we show the value of the posterior probability for a

time window of three months centered around the event. Unif: Uniform

Prior, the one used throughout the analysis.
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Panel A: 1 month ahead
Maturity\Model RW AR(1) VAR(1) NS Our Model

3m 0.18 �5 �1 +3 +1
1y 0.23 �4 �2 +2 +1
3y 0.25 �2 �2 +5 �3
5y 0.29 �1 �1 +6 �2
10y 0.28 �3 �1 +3 �1

Panel B: 3 months ahead
3m 0.39 �5 �6 +1 �2
1y 0.52 �2 �4 +3 �6
3y 0.53 �1 0 +1 �10
5y 0.55 �1 �1 �1 �9

10y 0.49 0 0 0 �9
Panel C: 6 months ahead

3m 0.74 �5 �3 �11 �18
1y 0.78 +1 +2 �8 �16
3y 0.95 0 +4 �4 �15
5y 0.93 0 +3 �3 �17

10y 0.90 �1 +1 �3 �17

Table 2.4: Out-of-sample comparisons with the Random Walk (RW) model:
the numbers in the RW column are the Root Mean Squared Errors (RMSE)
in basis points. The numbers in the rest of the body of the table are the per-
centage deviations from these RMSE’s. The plus (minus) number indicate
that the said model is worse (better) than the RW model in percentage terms.
For example, consider the 10-year maturity/6-months ahead scenario under
Panel C. The performances of AR(1), Var(1), and NS, are roughly the same.
In contrast, our model does somewhat better. All models in the compar-
isons include macro-factors used in this Chapter. The models that are being
compared are: AR(1), VAR(1), and NS, corresponding to an Autoregessive
(1), a Vector Autoregressive (1), and the Nelson-Siegel models, consistent
with similar comparisons in Diebold and Li (2006). The bold numbers also
isolate the distinctions with respect to the RW, the other models, and our
model.
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Out-of-Sample Results by Coverage Probabilities

and Posterior Predictive Criterion (PPC)

1 Step Ahead 3 Steps Ahead 6 Steps Ahead

Maturity NS RW NS RW NS RW

3 Months 0.87 0.95 0.72 0.69 0.88 0.44

1 Year 0.89 0.93 0.86 0.66 0.86 0.45

3 Years 0.99 0.96 0.89 0.60 0.70 0.57

5 Years 0.95 0.98 0.91 0.82 0.80 0.53

10 Years 0.96 0.99 0.92 0.86 0.87 0.65

PPC 1.99 1.84 2.76 3.51 3.11 6.35

Table 2.5: Out-of-Sample Forecasts on a Rolling Basis between Jan 1976 and

Dec 2000. N-S: Nelson-Siegel, RW: Random Walk. We use 10000 particles

for the N-S model and 10000 realizations of the RW model. The first five

rows are the Coverage Probabilities of the 0.95 Credible Intervals. PPC is

the Posterior Predictive Criterion of Gelfand and Ghosh averaged over all

maturities.
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Dep. Variable: Level Dep. Var.: Curvature

Variable Coefficient Std.Error Coefficient Std.Error

Levelt�1 0.9984 0.0045 -0.0353 0.0083

Slopet�1 0.0330 0.0880 0.9173 0.0163

Curvaturet�1 0.0031 0.0063 0.0400 0.0120

Decayt�1 -0.0010 0.0091 0.1070 0.0330

IPt�1 -0.0009 0.0005 0.0013 0.0010

PCEt�1 0.0003 0.0005 0.0015 0.0009

M1t�1 0.0041 0.0022 0.0040 0.0040

DEBTt�1 -0.0030 0.0011 0.0013 0.0020

constant 0.1222 0.0576 -0.0455 0.1063

Dep. Variable: Slope Dep. Variable: Decay

Levelt�1 -0.0353 0.0083 -0.0037 0.00575

Slopet�1 0.9173 0.0163 0.0158 0.01128

Curvaturet�1 0.0400 0.0120 0.0136 0.00827

Decayt�1 0.1070 0.0330 0.8944 0.02280

IPt�1 0.0013 0.0010 -0.0005 0.00070

PCEt�1 0.0015 0.0009 0.0002 0.00064

M1t�1 0.0040 0.0041 0.0035 0.00284

DEBTt�1 0.0013 0.0021 -0.0034 0.00144

constant -0.0455 0.1064 0.1183 0.07351

Table 2.6: Posterior Estimates for the Dynamics of the State Equation,

namely G and D. The results are obtained by Monte Carlo averaging, using

10000 particles of the algorithm.
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Year Month BF Recession Inflation Market Monetary
1970 3 7.5 X
1972 9 6.8 X
1972 10 3.3 X
1973 3 2.5 X X
1973 5 2.3 X
1973 9 3.0 X
1973 11 2.3 X
1974 3 4.6 X X
1974 6 2.5 X
1977 1 2.5 X
1977 10 2.9 X
1980 1 12.0 X X
1980 5 3.3 X X
1980 8 2.3 X X
1980 11 5.5 X X X
1981 1 3.9 X X X
1981 2 2.3 X X X
1981 4 6.8 X X X
1982 3 2.5 X X X
1984 9 2.9 X X X
1985 9 2.5 X
1990 8 2.8 X
1995 2 2.9
1996 9 2.9 X
1997 6 2.8 X
1997 8 2.5 X X
1997 11 2.5 X X
2000 3 2.3 X
2000 6 2.3 X X

Table 2.7: Characterization of regime changes with Bayes fac-
tor (BF) larger than 2: the actual macroeconomic events, namely
the recessions, inflation shocks and market shocks, were recorded
by Barro and Ursa (2009). Monetary shocks are reported at
http://www.newyorkfed.org/markets/statistics/dlyrates/fedrate.html.
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Vector Autoregression of Order 3, Bayes Factor vs. |CFNAI|

First Equation, Dep. Var. BF Second Equation, Dep. Var.CF

R-sq. 0.8356 Rbar-sq. 0.8322 R-sq. 0.9273 Rbar-sq. 0.9261

Var(#t1) 0.0135 Q-stat 2.0073 Var(#t2) 0.0225 Q-stat 1.4497

Variable Coeff. t-stat t-prob Variable Coeff. t-stat t-prob

BFt�1 1.1193 19.009 <.0001⇤ BFt�1 -0.1710 -2.367 0.0184⇤

BFt�2 0.0125 0.1588 0.8738 BFt�2 0.2648 1.8605 0.0636

BFt�3 -0.2298 -4.7910 <.0001⇤ BFt�3 0.0636 0.6327 0.5272

CFt�1 -0.0250 -0.5708 0.5684 CFt�1 1.3532 27.579 <.0001⇤

CFt�2 0.0596 0.7835 0.4337 CFt�2 -0.3780 -4.232 <.0001⇤

CFt�3 -0.0231 -0.3025 0.7624 CFt�3 -0.1484 -2.929 0.0036⇤

µ1 0.1243 2.9669 0.0032⇤ µ2 0.0260 0.3339 0.7385

Granger Causality Test Granger Causality Test

Variable F-value Prob. Variable F-value Prob.

BF 756.64 <.0001⇤ BF 3.24874 0.0199⇤

CF 1.12287 0.3356 CF 1523.26 <.0001⇤

Table 2.8: BF vs. CFNAI: VAR(3) Estimation and Granger Causality Test.

R-sq: R2 coefficient, Rbar-sq: Adjusted R2 coefficient, Q-stat: Ljung-Box

test statistics for residuals autocorrelation, ⇤ indicates significance at the 5%

level.

47



Chapter 3

Direct Sampling with Applications to Pricing and

Discounting

Monte Carlo methods have been around for a long time; a classic

original reference is Metropolis et al. (1953) followed by generalizations in

Hastings (1970). Bayesian analysis via Markov Chain Monte Carlo (MCMC),

particularly the Gibbs sampler, date back to Geman and Geman (1984).

Since then, the numbers of papers using MCMC methods in Bayesian anal-

ysis is breathtaking. It would be impossible to cite the many advances in

Bayesian computation that have appeared in the literature. For relevant al-

gorithms and applications to asset pricing problems see Johannes and Pol-

son (2002).

It is well-known that the main drawback of using MCMC is that de-

pendent samples are generated. Further, knowing how long to run the chain

and other aspects, such as the burn-in length, are critical considerations.

Indeed, several authors have addressed the difficulties in convergence of

MCMC chains; here again, the literature is vast. These points, therefore,

motivate a search for a non-iterative sampling based approach to Bayesian
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inference which provides independent samples. This could be crucial in

asset pricing problems where estimation errors compound with decision

problems as we will see in Chapter 3.

An alternative has recently emerged and allows for a full Bayesian

analysis in some complex problems without using MCMC. This methodol-

ogy is labelled as “Direct Sampling”; see Walker et al. (2011) and Braun and

Damien (2012).

The aim of this Chapter is to review and extend the “Direct Sam-

pling” algorithm with applications to problems that are relevant for as-

set pricing and discounting. A first application pertains to a Generalized

Method of Moments model. The second involves recovering risk premia

from reduced form equilibrium interest rate models.

In Section 1 we detail the background material. Section 2 explains

Direct Sampling and provides some extensions. Section 3 deals with the

aforementioned applications. Finally, Section 4 concludes with a brief dis-

cussion.

3.1 Background Material

Central to the direct sampling algorithm are the concepts of rejection

sampling and Bernstein polynomials.
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3.1.1 Rejection Sampling

A flexible and (almost) universal approach to generating random

variates from a probability density is the rejection method.

Let the target density of interest be denoted p(q) = f (q)/K, where K

is the normalizing constant (possibly unknown), and f (q) is the unnormal-

ized density of q 2 Rd. Let g(q) be a density so that it is possible to sample

from it straightforwardly. Let c be a known constant such that f (q)  cg(q)

for all q. Then to obtain a random variate from p(q), the following algo-

rithm is carried out.

1 Generate a candidate W from g and a uniform random variate u from

Uniform(0, 1).

2 If u  f (W)/cg(W), return W = y, else go to step 1.

It is easy to prove that y in step 2, has distribution p; see, Devroye

(1986). Clearly, the efficiency of the algorithm depends on c because the

expected number of iterations of the two steps to obtain one random sam-

ple from p is equal to c�1. The rejection algorithm is optimized by letting

c = supq f (q)/g(q). Often times, even this choice may not prove efficient

enough. Additionally, the function g, usually called the envelope function,

should dominate the function f through most of its domain. That is, since

f (q)  cg(q), in order for c to be small g must be close to f . The selection of

g might not be obvious in many instances. Nevertheless, this algorithm is
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easy to implement, and if the two limitations alluded to above are bypassed,

it should be the preferred choice.

Example 3.1. To sample from the standard Gaussian we can use the rejection

method with g as the Laplace distribution. Notice that, f (x) = (2p)�1/2 exp(�x2/2)

and in order to get an upper bound for g we need a lower bound for the kernel, i.e.

for x2/2. But that follows easily from,

1
2
(|x|� 1)2 =

x2

2
+

1
2
� |x| � 0

from where we get,

exp(�x2/2)  exp(
1
2
� |x|) = (2p)1/2

✓

2e
p

◆1/2 ✓1
2

exp(�|x|)
◆

The last term in parenthesis above, is the density of the Laplace distribution which

the above inequality shows to envelope f (x) with

c =
✓

2e
p

◆1/2
⇡ 1.3155

Example 3.2. Let f (x) = xa�1(1� x)b�1, the Beta distribution defined on (0, 1);

f /g is bounded if and only if a, b � 1. We have,

c = (a � 1)a�1(b � 1)b�1/(a + b � 2)a+b�2.

c is close to 1 only if a, b are both small. Now take h(x) = axa�1; the algorithm is

then ready to be coded.

For an extensive review of this topic see Devroye (1986).
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3.1.2 Bernstein Approximation to Bounded Functions

Definition 3.1 (Bernstein Polynomials). Let f (x) be defined on the interval

[0, 1]. Then

Bn (x) = B f
n (x) =

n

Â
i=0

f
✓

i
n

◆✓

n
i

◆

xi (1 � x)n�i .

B f
n (x) is called a Bernstein polynomial of order n of the function

f (x). These polynomials were introduced by Bernstein (1912) to provide

a simple proof of the approximation theorem of Weierstrass which asserts

that for each function f (x), continuous on a closed interval [a, b], and for

each # > 0 there is a polynomial P(x) =
n

Â
i=0

aixi approximating f (x) uni-

formly with an error less than #:

| f (x)� P (x)| < #.

Theorem 3.1. (Bernstein, 1912). For a function f (x) bounded on [0, 1], we have

that

lim
n�!•

B f
n (x) = f (x) .

This holds at each point of continuity x of f ; and the relation holds uniformly on

[0, 1] if f (x) is continuous in this interval.

Proof. See Lorentz (1985), Chapter 1.

So, how good of an approximation to f is obtained via its Bernstein

polynomial approximation? To answer this, consider the following.
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Definition 3.2. (Modulus of Continuity)

d f (#) = max
q,t

|t|h

| f (x + #)� f (x)|

Theorem 3.2. If f (x) is continuous and d f (#) is the modulus of continuity of

f (x), then
�

�

�

f (x)� B f
n (x)

�

�

�

 5
4

d f
⇣

n�1/2
⌘

Proof. See Lorentz 1985, Chapter 1.

A more general bound was given in Gyzl and Palacios (1997).

Theorem 3.3.

sup
q

�

�

�

f (x)� B f
n (x)

�

�

�

= K

 

✓

(log(n)
n

◆1/2
!

Proof. See Gyzl and Palacios (1997).

The constant K depends on the function under consideration. How-

ever, if f is monotone and bounded, we have

K  | f (xmin)� ( f (xmax))|

Hence when the function is monotone we can effectively bound the approx-

imation error globally, although this would correspond to a worst case sce-

nario bound.
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3.2 Direct Sampling

3.2.1 Setup of the Problem

The notation in this Section is based on the one discussed in Braun

and Damien (2012) who derived the dominance conditions for the proposal

distribution and Braun (2012) who presents a tutorial with application to

hierarchical models and marginal likelihood estimation.

The objective is to find an algorithm to sample (approximately) from

a posterior density:

p(q|y) = f (y|q)p(q)
L(y) µ D(q, y)

where p (q) is the prior distribution, f (y|q) is the likelihood given the data

y, L(y) the so-called “marginal likelihood” or “evidence” and D(q, y) is the

posterior up to proportionality constant. See Braun and Damien (2012) for

further interpretation of these definitions. Let q⇤ be the mode of D(q, y),

and define c1 = D(q⇤, y). We can then consider some proposal distribution

g(q) with the same mode at q⇤, and define c2 = g(q⇤). We can then find:

F(q|y) = f (y|q)p(q) · c2
g(q) · c1

By inverting the formula above, we can express the posterior distribution

as:

p(q|y) = F(q|y)p(q) · c1
c2 · L(y)

Braun and Damien (2012) note that the choice of g(q) should be constrained

to the set defined by 0 < F(q|y)  1 to ensure the dominance of the pro-

posal over the target density.
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Now as in Walker et al. (2011) we can introduce a uniform dis-

tributed auxiliary variable u|q, y, defined on the set
⇣

0, F(q|y)
p(q|y)

⌘

.

After derivations that can be found in Braun and Damien (2012) and

Braun (2012), the marginal distribution of u|y is

p(u|y) = c1
c2L(y)

q(u)

where q(u) is defined as P(u < F(q|y)|q, y) for any q drawn from g(q)

satisfying the dominance condition.

The computational strategy behind the Direct Sampling algorithm

and possible extensions requires two steps: 1) sampling from an approxi-

mation to p(u|y), and 2) sampling from p(q|u, y). In particular Braun (2012)

derives:

p(q|u, y) µ 1[u < F(q|y)] g(q)

As a result, to sample from p(q|y), it is necessary to sample only from

p(u|y) and then sample from g(q) until the acceptance condition defined

by u < F(q|y) is satisfied.

An important remark is that if we choose the proposal to be equal to

the prior g (q) = p (q), we recover the notation of the Walker et al. (2011)

paper.
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3.2.2 Sampling from p(u|y)

Walker et al. (2011) note that q(u) can be approximated using Bern-

stein polynomials, and then sampling from p(u|y) µ q(u).

The approximation can be constructed in two steps:

1. The first is an Monte Carlo approximation to q(i/N) by taking M pro-

posal samples from g(q), and counting the proportion of those draws

for which F(q|y) > i/N at distinct grid points for i = 0, 1.., N. Define

qM(i/N) as this Monte Carlo approximation.

2. The second is the interpolation qM(i/N) of u using Bernstein polyno-

mials defined earlier:

bq(u) =
N

Â
i=0

N!
i!(N � i)!

ui(1 � u)N�iqM(i/N) (3.1)

Walker et al. (2011) and Braun (2012) point out that bq(u) is a mixture

of Beta(i + 1, N � i + 1) densities, with weights given by qM(i/N). Hence,

to sample from p(u|y) µ q(u), it is required to first choose grid point i with

probability proportional to the mixture weight qM(i/N), and then draw u

from its conditional Beta(i + 1, N � i + 1) distribution.

3.2.3 The Algorithm

Algorithm 3.1. Part I:

Compute Bernstein Approximation
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(1) Sample from g(q) and compute corresponding F(q|y).

Repeat this N · M times.

(2) Form Monte Carlo Approximation for qM(i/N)

Part II:

Obtain Posterior Samples for Parameters

(1) Sample g(q) and compute corresponding F(q|y)

(2) Select i with probability proportional to the mixture weight qM(i/N)

(3) Draw u from a Beta(i + 1, N � i + 1) distribution

(4) Accept q if F(q|y) > u

(5) Otherwise go back to (II 1)

(6) Repeat (II 1-6) for the desired number of posterior samples.

3.2.4 Discretization in a Direct Sampler and Choice of M and N

Here we briefly examine the performance of a direct sampler for dif-

ferent choices of M and N. To this end, with a < b, let l(x) = xa(1 +

x)�b I(x > 0). Let p(x) ⇠ Gamma(c, d). Hence the target density h(x) µ

l(x)p(x). For this illustration we set a = 4, b = 8, c = d = 1.5. Consider

Figure (3.1). The direct sampler generates samples from the target density

with sufficient accuracy even for modest choices of M and N. In our expe-

riences so far with the direct sampler, it appears that letting N = 100 and M

to be at most 1000 produces very good results.
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It is possible to extend the discussion by deriving some conservative

rules by exploiting the properties of the approximations considered. Ear-

lier we gave a global bound for the approximation Bq(u)
n (q) which in our

case will be smaller than (log(N)/N)1/2 in the sup norm (worst case sce-

nario). Table (3.1) shows the different level of errors that can be achieved

for increasing values of N. We can see that for values of N greater than

10000 it is possible to obtain pessimistic global errors lower than 5%. In

practice a value lower than that, as shown in the simulations above, might

suffice. Consider the following monotonicity constraint which is implied by

the definition of the qM( i
N ) quantities.

qM(
i � 1

N
)  qM(

i
N
)  qM

✓

i + 1
N

◆

(3.2)

Once we have fixed N we can find a reasonable value of M by check-

ing for monotonicity as state in Formula (3.2) for each i = 1, ...N � 1. Define

MSQ = max
i

8

>

>

<

>

>

:

0

B

@

ÂM�1
m=0

⇣

qm

⇣

i
N

⌘

� qM( i
N )
⌘2

M � 1

1

C

A

1/2
9

>

>

=

>

>

;

(3.3a)

QM = min
i

✓

�

�

�

�

qM

✓

i
N

◆

� qM(
i + 1

N
)

�

�

�

�

◆

(3.3b)

where MSQ is the maximum sample standard deviation, along the M sam-

ples, for the entire population of quantiles qM( i
N ) and QM is the minimum

sample spacing, between two consecutive quantiles. Even if we are using

a proxy for the true standard deviation, which we do not know, MSQ is a
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consistent estimator (see Badu, 1966). Hence, for qM( i
N ) we have a conser-

vative bound:

3MSQ  QM. (3.4)

What the bound (3.4) is saying is that in the worst case scenario we want the

minimum spacing between two consecutive qM( i
N ) be at most 3 standard

deviations away from the maximum standard deviation.

This suggest an empirical stopping rule: Given N, fix M0. Com-

pute the set of qM0( i
N ) leading to SQM0 and QM0 by formula (3.3a,b). If

the bound in Formula (3.4) is satisfied we can stop, otherwise we should

increase M � M0. As M increases MSQ will become smaller due to the

convergence of the Monte Carlo approximation at the (NM)1/2 rate. For

the simulation above, for N = 10000 our stopping rule would have implied

M = 265, which is much smaller than the one shown in Figure (3.1).

3.3 Direct Sampling: Case Studies

3.3.1 Bayesian Generalized Method of Moments

The development of the generalized method of moments (GMM) by

Hansen (1982) has had a major impact on empirical research in economics

and finance. GMM has in particular allowed for a rigorous econometric

evaluation of asset-pricing models under realistic functional forms regard-

ing the nature of the of the exogenous variables. See also Chapter 4. In this

Section we show how GMM equations can be effectively estimated using
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the Direct Sampling algorithm.

For the ith subject, for i = 1, . . . , n, let yi be the observed data and

Zi be the corresponding vector of covariates. If yi is assumed to belong to a

member of the exponential family, then we have

f (yi|Zi) = exp
�

(yiqi � b(qi))/ai(f) + c(yi, f)
�

,

where qi is a location parameter, f is a scalar dispersion parameter, and

ai(.), b(.) and c(.) are known functions. Typically, ai(f) = f/wi with known

weights wi. The predictor hi = bTZi is linked with qi through a monotone

differentiable function h(.). Under this Generalized Linear Model, we have

µi = E(yi|Zi) = b0(qi) and vi = Var(yi|Zi) = b00(qi)ai(f). In the GMM

model, with Di = ∂µi/∂b, define

µi(b) = Div�1
i (yi � µi).

The population moment condition is E(µi(b)) = 0, and the sample moment

condition is given by Un(b) = n�1 Ân
i=1 ui(b). Referring to Yin (2009) for

details, one can construct a pseudo-likelihood function L̃(y|b) to replace

the original likelihood function which may be difficult to obtain:

L̃(y|b) µ exp
�

� 0.5Qn(b)
�

= exp
�

� 0.5UT
n (b)S�1

n (b)Un(b)
�

.

Now, given a prior distribution p(b), the posterior distribution is given by:

p̃(b|y) µ L̃(y|b)p(b).
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To implement the model above, Yin (2009) notes that since the posterior

distribution is complicated, and is not log-concave, a Metropolis algorithm

within a Gibbs sampler is needed to sample from the posterior distribution.

Importantly, the GMM model analysis can be very challenging in the pres-

ence of highly correlated data. Yin (2009) develops details of such a corre-

lated model, leading to a posterior distribution similar in form to the model

above, but where the sample moment condition is now a highly complex

expression. To implement the direct sampler for the GMM class of models,

following Hansen (1982), we first obtain a point estimate for b, say b0 us-

ing standard convex optimization techniques, which takes a few seconds to

obtain. Next we construct a pseudo-likelihood L̃0 = e�0.5L̃(b0). Then, the

direct sampling algorithm proceeds as follows.

1. Sample b1, . . . , bM from p(.)

2. Let M be the number of approximation points of the cdf of exp(� 1
2 L̃),

q(exp(� 1
2 L̃));

3. for k = 1, . . . , M, evaluate the ratio

qm

✓

k
M

◆

=

M
Â

m=1
1(e�L̃(bm) > e�L̃0 k

M )

M

4. Sample u(k/M) from beta(k + 1, M � K + 1)

5. Sample b from p(.) until e�L̃(b) > e�L̃0u.
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3.3.1.1 Quantile Regression

We focus on structural equation quantile regression models. Noting

the fact that developing an exact likelihood function in such models is diffi-

cult, Chernozhukov and Hansen (2006) consider inference based on a GMM

formulation of the problem. Additionally, Lancaster and Jin (2009) also

adapt the instrumental variable techniques for structural equation models

developed in Chernozhukov and Hansen (2006). These models are difficult

to implement even with MCMC procedures, as documented in the afore-

mentioned papers. The chief difficulties are the slow mixing of MCMC

chains, and designing efficient transition densities.

To illustrate the direct sampler for the family of quantile regression

models, we collect together some useful details from the papers cited above.

Denoting the t0th quantile as a(t), the random dependent variable Y is

characterized by Y = a(U), with U ⇠ Uniform(0, 1), and a(.) is strictly

increasing. Since

P(Y  a(t)) = P(a(U)  a(t)) = P(U  t) = t,

a(t) is a quantile function.

This now readily extends to a regression quantile. Let Y = a(U) +

b(U)X, with the t0th conditional quantile, a(t) + b(t)X, strictly increasing

in t.

Typically, in economics, for example, quantity (Y) and price (X) of

a product are simultaneous in nature. The above quantile regression fails
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to account for this interdependency. However, in econometrics, this can

be overcome using what are called instrumental variables. For the above

model, we have:

Y = D0a(U) + X0b(U),

where U|X, Z ⇠ Uniform(0, 1); D and X are vectors of endogenous and

exogenous variables, respectively, with corresponding random coefficients

a(U), and b(U); Z, is a vector of instruments that depend on D but are in-

dependent of U. Thus, expression D0a(t) + X0b(t) is the t0th quantile of

Y conditional on X, Z, and is usually referred to as a structural quantile re-

gression model. Since an exact likelihood function of this model is difficult,

a GMM formulation of the problem is proposed by researchers. We omit

details and merely note that it is possible to obtain a “pseudo-likelihood”

(of the form e�Ln(a,b).), leading to a direct sampler which, with appropri-

ate algebraic modifications, will parallel the development in the previous

subsection.

The choice of prior distributions for the quantile regression param-

eters leads to a Bayesian hierarchical model. In the numerical illustration

in the next subsection, we let (a, b) ⇠ MVN
⇣

(a, b)0
n , s2W0

⌘

where W0 is

the asymptotic covariance matrix estimator given by Chernozhukov and

Hansen (2006) and s2 is taken as Ga(1.5, 1.5). So s2 can be thought of

as a finite sample correction to the asymptotic covariance matrix. Letting

63



q =
�

(a, b) , s2�, the prior for q, p(q), will be hierarchical, since one has to

first draw from the prior for s2 and then from the prior for (a, b).

3.3.1.2 Illustrative Analysis of GMM Quantile Regression

The data contain observations on price and quantity of fresh whit-

ing sold in the Fulton fish market in New York over the five month period

from December 2, 1991 to May 8, 1992. These data were used previously

in Graddy (1995) to test for imperfect competition in the market, and ana-

lyzed by Chernozhukov and Hansen (2006) and Lancaster and Jin (2009).

The price and quantity data are aggregated by day with the price measured

as the average daily price and the quantity as the total amount of fish sold

that day. The total sample consists of 111 observations for the days in which

the market was open over the sample period.

For the purposes of this illustration, we focus on a simple Cobb-

Douglas random demand model with non-additive disturbance: ln(Qp) =

a1(U) + a2(U) log(p) + X0b(U), where Qp is the quantity that would be

demanded if the price were p, U is unobserved disturbance, and affects

the level of demand; it is normalized to follow a Uniform(0, 1) distribution,

a2(U) is the random demand elasticity when the level of demand is U, and

X is a vector of indicator variables for day of the week with correspond-

ing random coefficients b(U). Z is assumed to be independent of demand

disturbance U.

Following Lancaster and Jin (2009), as instruments Z, we consider
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two variables capturing weather conditions at sea: “Stormy” is a dummy

variable which indicates wave height greater than 4.5 feet and wind speed

greater than 18 knots, and “Mixed” is a dummy variable indicating wave

height greater than 3.8 feet and wind speed greater than 13 knots. These

variables are plausible instruments since weather conditions at sea should

influence the amount of fish that reaches the market but should not influ-

ence demand for the product.

Consider Table (3.2) which, for brevity, only provides 95% intervals

for the price elasticity parameter. Figure (3.2) instead shows the posterior

density for the ln(Qp) for three different quantiles. Chernozhukov et al.

(2009) provide 95% asymptotic confidence intervals for these data for the

0.25, 0.50, and 0.75 quantile regressions. Lancaster and Jin (2009), using

MCMC, provide a 95% credible interval for only the .50 quantile regression.

They note that the MCMC chain for the other quantiles are difficult to ob-

tain due to poor convergence. In contrast, the direct sampler took a couple

of minutes to generate credible intervals for the three quantile regressions,

based on independent samples from the posterior distributions of the pa-

rameters.

3.3.2 Bayesian Recovery of Risk Premia from Reduced Form GATSMs

Term structure models based on Affine specifications were devel-

oped by Vasicek (1977), and elaborated by Duffie and Kan (1996), Dai and

Singleton (2002), and Duffee (2002) among others. They have become in
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the recent years a basic tool in macro-finance for purposes of introduc-

ing a well defined no-arbitrage framework while studying the relations be-

tween yields on assets of different maturities. As pointed out by Hamilton

and Wu (2012a) these models are extremely popular because of the sim-

ple form of risk premia, and the implied predictions for the price of any

asset. These models have been applied in many contexts: measuring the

role of risk premia in interest rates (Duffee, 2002; Cochrane and Piazzesi,

2009); studying how macroeconomic developments and monetary policy

affect the term structure of interest rates (Ang and Piazzesi, 2003); character-

izing the monetary policy rule (Ang, Dong and Piazzesi, 2007; Rudebusch

and Wu, 2008) and in many other environments as pointed out by Hamilton

and Wu (2012a).

However, researchers have found terrible numerical challenges while

estimating the numerous parameters from the data due to non-linearities

and non-identified likelihood functions. As mentioned also in Hamilton

and Wu (2012a), Ang and Piazzesi (2003) report that:

”...difficulties associated with estimating a model with many fac-

tors using maximum likelihood when yields are highly persis-

tent....We need to find good starting values to achieve conver-

gence in this highly non-linear system....The likelihood surface

is very flat...”

Later, Kim (2008) stated:

66



”Flexibly specified no-arbitrage models tend to entail much es-

timation difficulty due to a large number of parameters to be

estimated and due to the nonlinear relationship between the pa-

rameters and yields that necessitates a nonlinear optimization”.

Recently Joslin, et al. (2010) and Hamilton and Wu (2012a and b)

have proposed solutions to alleviate the unidentifiability of the Gaussian

Affine Term Structure model while Duffee (2011) has proposed a procedure

for introducing computationally efficient latent factors into the interest rate

dynamics. We will take Duffee’s model as a benchmark.

The aims of this Sections are the following.

• Develop alternative Bayesian methodological tools, using the Direct

Sampling algorithm, for the estimation of the structural parameters.

• Revisit some of the frequentist empirical findings using a Bayesian

approach.

3.3.2.1 Economic Modeling: No-Arbitrage Restrictions on Bond Pricing

Parameters

This Section first presents details for obtaining affine discount rates.

It is crucial to specify the dynamics of the Stochastic Discount Factor (SDF).

This constrains the term structure. It is then possible to derive closed-form

pricing relationships that are expressed in terms of the risk-neutral mea-

sure. These conditions impose a mechanical relationship between the SDF
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and the physical factor dynamics, while allowing for considerable flexibil-

ity as concerns the inclusion of exogenous factors. See discussions in Dai

and Singleton (2000) and Bertholon et al. (2008) for extensions. Given the

risk-free dynamics, we have a one-to-one relationship between the physical

factor dynamics and the risk premia. In this Section, we illustrate a discrete-

time version of Duffee’s (2002) model and notation based on Favero et al.

(2011) Gaussian factor model in which the SDF is exponential-affine in these

factors.

In the following, Xt is a K ⇥ 1 vector of factors at time t while rt is the

short term rate.

The transition equation for Xt follows a Vector Autoregression of the

first order, VAR(1):

Xt = µ + FXt�1 + vt, vt ⇠ N (0, W) .

Then the short rate equation is given by:

rt = d0 + d01Xt

where d0 is a scalar and d1 is a K ⇥ 1 vector.

Consequently we have time varying risk-premia associated with the

sources of uncertainty vt,

Lt = l0 + l1Xt,

where Lt is a K ⇥ 1 vector, l0 a K ⇥ 1 vector, and l1 is a K ⇥ K matrix.
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It is important to note that if investors are risk neutral li = 0 for

i = 0 : K. Hence we don’t have risk adjustment. If l1 = 0 then the price of

risk is constant.

No arbitrage opportunities between bonds at different maturities im-

plies that there is a discount factor m connecting the price of the yield of

maturity n with the yield of maturity n � 1 next period:

P(n)
t = Et

h

mt+1P(n�1)
t+1

i

.

The Stochastic Discount Factor is related to the short rate and risk perceived

by the market,

mt+1 = exp
✓

�rt �
1
2

L0
tWLt � L0

tvt+1

◆

.

As shown in Favero et al. (2011) we have no-arbitrage recursive relations

that can be derived from the SDF:

P(n)
t = Et

h

mt+1P(n�1)
t+1

i

= Et

h

mt+1mt+2P(n�2)
t+2

i

=

= ...

= EQ

"

exp

 

�
n�1

Â
i=0

rt+i

!#

,

where EQ denotes the expectation under the risk neutral-probability mea-

sure, under the dynamics of the state vector Xt:

µQ = µ � Wl0

FQ = F � Wl1.
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It is possible to show as in Duffee (2002) and Favero et al. (2011) that the

yields are given by affine transformations of the state variables:

pt,t+n = ln P(n)
t = An + B0

nXt

yt,t+n = an + b0nXt = � 1
n
�

An + B0
nXt
�

,

where the coefficients An and Bn follow the difference, also known as Riccati

equations:

An+1 = An + B0
n (µ � Wl0) +

1
2

B0
nWBn + A1

B0
n+1 = B0

n (F � Wl1) + B0
1,

with boundary conditions given by a1 = d0 = �A1 and b1 = d1 = B1.

In order to understand how the arbitrage free restrictions imposed

directly on the coefficients an, bn in the yield equation are leading to com-

plex nonlinear functions, as pointed out by Hamilton and Wu (2012a), it is

simple to represent them as:

bn+1 =
1

n + 1

"

n

Â
i=0

�

F0 � l0
1W
�i
#

b1

an+1 = a1 �
1

n + 1

n

Â
i=1

B(i),

where B(i) = B0
i (µ � Wl0) +

1
2 B0

iWBi.

This re-parametrization offers insight about the numerical problems

met by researchers while estimating the model.
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3.3.2.2 Bayesian Analysis of Duffee (2011)

As mentioned in the previous Section, Duffee (2011) offers an impor-

tant contribution for developing statistical procedures to estimate Affine

Gaussian Term Structure models. As also verified in Nimark (2012), Duf-

fee’s procedure allows for the identification of an “hidden”factor that is

insignificant in explaining the cross-section of yields but relevant for out-

of-sample exercises. Duffee estimates a 5-factor Affine Gaussian model, as

defined earlier, using US bond data where the key feature of his procedure is

a transformation of the latent factors that can be interpreted as implied prin-

cipal components. Following similar notation described in Nimark (2012),

we denote by the ”+” sign Duffee’s transformation:

yt = A+ + B+X+
t + v+t

X+
t = DX+

t�1 + S#+t .

Duffee’s findings are now summarized.

• The first three factors explain almost all the variance in yields, while

the fifth one is important for explaining future short rates. He illus-

trates this by simulating impulse responses1 of the five factors and

1In Econometrics, impulse response are important tools for policy evaluations. They

describe how the economic system reacts over time to exogenous impulses, which are re-

garded as “shocks”, and are often modeled in the context of a vector autoregression. In this

case, an impulse response from a “shock” coming from one of the hidden factors is going

to affect the dynamics of the short rate for a long period of time. For this reason, Duffee

concluded that hidden factors are going to affect predictability out-of-sample.

71



their effect on the short rate.

• A factor that is irrelevant for the cross section, but important for pre-

dicting short term returns, will exhibit an impulse response function

of the short rate to the affected factor that departs from zero but then

becomes positive or negative. From Duffee’s paper, and also verified

in Nimark (2012), the fifth principal component has, in fact, an higher

“spike” meaning that it is going to affect the behavior of the short

term rate in a more significant way than the fourth and third principal

components.

The main weakness of Duffee’s approach is that he relied on a “re-

duced form approach” that does not directly estimate the market price of

risk parameters (l0, l1) . He is able to recover the short rate dynamics

(d0, d1) just indirectly, but this is somewhat ad hoc. We bypass this issue

using a Bayesian approach.

Bayesian Methodology to Estimate Structural Parameters via Direct Sam-

pling In this section, we adapt the Direct Sampling algorithm that obvi-

ates the need for Markov chain Monte Carlo2 to estimate the structural pa-

rameters of the model described earlier. We consider the same data as in

Duffee (2010).

2A slowly mixing MCMC could exacerbate the identifiability problems described in the

previous section.
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The algorithm is sketched as follows:

• Take D, S as given in Duffee. This is a reasonable assumption since

the latent factors are, typically, taken as known.

• Estimate (l⇤
0, l⇤

1) and (d⇤0 , d⇤1 ) to produce A⇤, B⇤ to be as close as possi-

ble to A+ and B+. This is attained by minimizing the Kullback-Leiber

distance between the reduced model and the structural model:

µ exp(�1
2

KL
�

�

�

�N (Y � A⇤ � B⇤Xt, W⇤) , N(Y � A+ � B+Xt, W+)
�

�

�

�)

Recall that for multivariate normal variables, the KL divergence is

given by:

KL
�

N⇤||N+� µ tr

0

@

(W+)�1 W⇤ + (µ1 � µ0)
0 (W+)�1 (µ1 � µ0) +

� ln
⇣

det(W⇤)
det(W+)

⌘

1

A

where µ1 � µ0 = (A+ � B+Xt � A⇤ + B⇤X). The choice of the KL

follows the studies of Chernuzhukov and Hong (2003) and Gallant

and McCulloch (2009). Also Hamilton and Wu (2012a) propose “the

c2 distance” that is actually incorporated in the central term of the KL

norm: (µ1 � µ0)
0 (W+)�1 (µ1 � µ0). Their approach does not consider

the potential instability of the W⇤ covariance in comparison with W+.

• The maximization was performed by a combination of global and lo-

cal search algorithms, that took about ten minutes of computation. At

the optimum values (denoted by ⇤) the KL distance was about E�7.
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Thus we were able to find combinations of structural parameters very

close to the unconstrained-reduced estimates of Duffee (2010). We re-

peat the procedure several times to check for local/global maxima.

• We build a Direct Sampling algorithm to obtain samples from the pos-

terior distributions of ds and ls. The prior chosen was very “vague”

centered around the ⇤ estimates but with a large variance. This de-

creased the acceptance ratio of the algorithm to about 2.3% but pro-

vided a way of inspecting large regions of the parameter space.

• A posteriori, we eliminated combination of the parameters leading to

economically implausible term structures (negative or reverse shaped).

This also provides an economic argument to take care of unidentifia-

bility.

The results from these analysis can be summarized in the following:

• Posterior distributions are in general “unimodal” and well behaved.

There is no clear sign of statistical unidentifiability by looking at the

posteriors.

• The posterior distributions for the l1 parameters are very sensitive

with respect to the choice of the prior. This is potentially critical as the

connections between factors are afffected by l1.
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• The posterior distribution for d0 is left skewed. This is essentially

driven by the economic identifiability step in which we discard neg-

ative interest rates. See figure (3.3). This has many economic impli-

cations, since uncertainty in the long term risk free rate is tied with

the long run risk of an economy which plays a crucial role in many

asset pricing models. See also Chapter 5 concerning the problem of

estimating long term rates.

• The idiosyncratic prices of risk, d0, for the hidden parameters, mean-

ing the fourth and fifth factor, are far from zero, in line with what

Duffee (2010) and Nimark (2012) show in his empirical analysis. How-

ever, in the Bayesian approach these factors have very large standard

errors. See table (3.3) and (3.4).

• These large variances of the posterior estimates point into the direc-

tion of a very inaccurate predictive power of these models. We be-

lieve that a way to improve predictability is develop a set of strong in-

formative that can shrink posterior estimates in regions that are both

statistically and economically relevant. This is left for future research.

3.4 Conclusion

In this Chapter, we have presented a new and general method for

sampling any target density arising, for example, as a Bayesian posterior

density where analytic methods are not viable.
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It is well-known that the MCMC sampler requires “case-by-case con-

sideration”. In addition, convergence and tuning issues are data specific

and have to be considered when simulating from the same posterior but

with a different data set.

In Direct Sampling, decomposing the target density is a case-specific

exercise; often times, this is a trivial affair, namely, letting p(x), l(x) and

g (x) to be the prior, likelihood and proposal, respectively. It is data specific

only in that sup p (x) l(x) and sup g (x) have to be evaluated. If the sam-

ple acceptance probabilities from the direct sampler are very small, then an

MCMC method would be a better alternative than the method described

here. And, so, there will be a need for MCMC in such situations. A key

point to note is that it is easy to execute the direct sampler in parallel, which

could potentially reduce overall computational time significantly.

We showed how direct sampling can help sample from posterior

distributions in complex pricing and discounting models, such as quan-

tile structural equation regression and affine term structure models. Ex-

tensions to sequential learning problems, nonparametric models and other

asset pricing models will be discussed in the last Chapter of this disserta-

tion.
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N supq

�

�

�

f (q)� B f
n (q)

�

�

�

 (log(N)/N)1/2

100 2.15E�1

1000 8.31E�2

10000 3.03E�2

100000 1.07E�2

1000000 3.72E�3

Table 3.1: Global error bounds for the Bernstein approximation as a function

of the number of basis.

IVQR Comparisons of 95% Intervals for log(Price)

C et al. (2009)1 C et al. (2009)2 L& J (2009)3 Direct Sampler

t = 0.25 [-2.403, -0.324] [-5, 1]NC [-2.5 0.1] [-2.25, 0.40]

t = 0.50 [-1.457,0.267] [-5, 1]NC N/A [-1.50, 0.63]

t = 0.75 [-1.895,-0.463] [-5, 1]NC N/A [-1.99, 0.11]

Table 3.2: Comparison of 95% Confidence/Credible Intervals for the Fish

Data Set. 1 Asymptotic Procedure as in Chernozhukov et al. (2009). 2

Random Walk Metropolis-MCMC. NC denotes non-convergence over the

approximation grid between -5 and 1. 3 Lancaster and Jin (2009) do not

provide estimates for 50th and 75th quantiles. Their MCMC algorithm suf-

fered from poor mixing over the parameter space.
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Parameter *estimate post.mean post.st.dev post t-stat

d0 0.48 0.92 0.35 2.62

d1,1 0.55 0.73 0.17 4.26

d1,2 -0.92 -1.83 0.55 -3.31

d1,3 -1.27 -2.59 0.76 -3.33

d1,4 0.96 1.99 0.58 3.39

d1,5 -1.24 -2.54 0.75 -3.33

l0,1 -28.29 -22.26 34.86 -0.63

l0,2 -85.6 -80.68 117.07 -0.68

l0,3 240.32 225.51 426.42 0.52

l0,4 14.87 13.74 30.86 0.45

l0,5 22.136 23.01 47.6 0.48

Table 3.3: Estimates of the d0, d1,i and l0,i parameters with i = 1, ..., 5.
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Parameter *estimate post.mean post.st.dev post t-stat
l1,1 -1.38 0.39 2.66 0.146
l1,2 -37.24 -79.17 54.48 -1.45
l1,3 -87.06 -20.58 149.51 -0.13
l1,4 205.78 253.08 428.03 0.59
l1,5 -575.85 -463.94 956.37 -0.48
l2,1 9.93 8.59 22.43 0.38
l2,2 -59.66 -10.79 107.34 -0.10
l2,3 -21.04 -22.54 42.58 -0.52
l2,4 -274.67 -299.55 536.91 -0.55
l2,5 394.94 423.77 789.74 0.53
l3,1 1.27 1.469 2.49 0.58
l3,2 104.75 87.53 211.87 0.41
l3,3 27.19 29.93 54.26 0.55
l3,4 14.77 15.20 29.01 0.52
l3,5 -51.59 -53.07 111.01 -0.47
l4,1 -6.24 -7.99 12.05 -0.66
l4,2 45.057 42.65 90.77 0.46
l4,3 -82.55 -80.13 150.27 -0.53
l4,4 5847.70 6008.31 10301.94 0.58
l4,5 -11091.50 -10382.70 21758.56 -0.47
l5,1 -15.79 -18.32 30.94 -0.59
l5,2 146.06 159.39 280.10 0.56
l5,3 -141.38 -157.74 284.31 -0.55
l5,4 19437.21 21129.08 36097.00 0.58
l5,5 -34425.70 5782.74 53959.14 0.10

Table 3.4: Parameter Estimates for the li,j parameters with i = j = 1, ..., 5.
Note from the approximate t-stat column that none of these parameters are
statistically meaningful.
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Figure 3.1: The Impact of Discretization on the Density Approximation for

l(x) = xa (1 + x)�b 1(x > 0). Top Panel: Target Density; Second Panel:

Gamma(1, 1) Prior; Other Panels: Varying M = N Choices.
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Figure 3.2: Posterior contour plots of Intercept vs. Price for three different

quantiles: t = 0.25, t = 0.50, t = 0.75.
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Chapter 4

Bayesian Learning, Distributional Uncertainty

and Asset-Return Puzzles

4.1 Introduction

The large majority of the asset pricing literature assumes rational

expectations, where the objective probability distribution of the economic

fundamentals is common knowledge. For instance, traditional asset pricing

models such as Lucas (1978), postulate that while the payoffs of assets are

stochastic, the representative agent knows the true underlying probability

laws. In reality, this assumption is too restrictive. Economic agents typically

do not have complete information and have to learn about the fundamen-

tals based on their observations and prior information. Then the following

question arises: ”how are the prices of financial assets reflecting the agents’ learn-

ing process about the probability law?”.

There is in fact a large literature on learning in financial markets

where “rational” Bayesian rules are incorporated into asset pricing mod-

els. This is traditionally achieved by assuming parametric uncertainty, where
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the agent learns about a finite number of parameters/moments, such as

means and standard deviations, assuming a known underlying distribu-

tion. Pastor and Veronesi (2009) survey the interface between parametric

Bayesian learning and asset pricing. Relevant work in this area includes,

but is not limited to, Detemple (1986), Dothan and Feldman (1986), Wang

(1993), David (1997), Veronesi (1999), Veronesi (2000), Xia (2001).

However, whether parametric Bayesian learning provides useful ex-

planations to the understanding of asset-return puzzles has been questioned

for the last decade. For example, Veronesi (2000) observed that Bayesian

learning about an uncertain dividend growth can actually exacerbate the

equity premium puzzle. Moreover, as pointed out by Geweke (2001) and

Weitzman (2007), these parametric Bayesian models can potentially lead to

controversial results, where, despite seemingly reasonable distributional as-

sumptions, equilibrium prices may fail to exist.

These shortcomings of parametric learning motivates the introduc-

tion of more general learning models. This Chapter contributes to the re-

search on Bayesian learning in asset pricing by offering a model of distri-

butional uncertainty where the unknown object to be inferred by the agents

is the entire distribution of the fundamentals and not just a parameter or

moment. To the best of our knowledge, for the applications considered in

this study, the proposed approach is a first in the asset pricing literature.

This model is introduced with the goal of providing a potential resolution

to the equity premium, risk-free rate, and excess volatility puzzles. More
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specifically, distributional uncertainty is incorporated into a classic Lucas

exchange economy by using a Bayesian nonparametric prior developed by

Ferguson (1973 and 1974). Based on this, the equilibrium equity premium,

risk free rate and price-to-dividend ratio are evaluated.

To provide empirical support to the analysis, a novel methodology

is developed that provides full quantification of all the relevant uncertain-

ties. This can be thought of as a Bayesian extension to the classic calibra-

tion of Kydland and Prescott (1996). In particular, this study points out a

transmission mechanism between Bayesian learning and distribution un-

certainty that is able to produce plausible predictions of asset returns. It is

shown that distribution uncertainty propagates through higher moments,

similar to the intuition of Weitzman (2007) but, unlike his model, does not

preclude the existence of equilibrium prices. Using the popular Barro and

Ursùa (2008) data set, due to the presence of these thick tails, the predic-

tions of asset pricing quantities rely on risk aversion in the credible range

of 2 through 10; leverage between 2 and 4; and annualized discount rate

between 0.94 and 0.98.

There is a plethora of papers that are able to solve parts of the puzzles

by incorporating features like multi prior, ambiguity aversion, robustness, het-

erogeneity, non-expected utility, taxes, more complex dynamics for the state

variables, etc. These rely on the specification of economically justifiable

statistically over-parametrized pricing kernels. This Chapter, in contrast,

keeps the stochastic discount factor as simple as possible, reminiscent of
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the Lucas (1978) approach, and builds a learning process using the observed

data. However, as the distributional uncertainty model is quite general, it

is possible to reconcile the framework introduced here with several previ-

ous studies. This constitutes a second aim of the Chapter. For instance, this

Chapter investigates the relationship between distributional uncertainty, as-

set prices and information noise within a traditional welfare analysis, using

the derivations of Lucas (2003), Barro (2008) and Martin (2008). The key re-

sult is that the welfare cost of distributional uncertainty is quite high due to

the thick tails of the predictive distribution of consumption growth.

It is also shown that the learning process of the agent will be success-

ful in the long term and will determine a behavior compatible with rational

expectation equilibrium. But, as of 2010, the agent is far from completing

her learning process, and would likely be unable to do so in the foreseeable

future.

The Chapter is organized as follows. Section 2 introduces the main

features of the model by first describing Ferguson’s Dirichlet Process learn-

ing and its implications for a classic Lucas tree economy. Section 3 intro-

duces the data adapted from previous studies of Barro, and provides evi-

dence about the relevance of distributional uncertainty since 1870. Section

4 presents the methodology used to estimate the parameters in the model.

Section 5 characterizes and discusses the estimated asset pricing relations

using calibrations and robustness checks. Section 6 discusses extensions to

Welfare Analysis while Section 7 concludes the Chapter. Appendix (B) con-
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tains details about some pertinent facts about the Dirichlet process.

4.2 The Model

The modeling environment is close to the one studied by Weil (1989)

and previously introduced by Lucas (1978) and Mehra and Prescott (1985).

The notation is purposefully similar to the one of Martin (2008) who first

provided a connection between asset returns and higher moments via the

cumulant generating function. This model is a version of Lucas’ represen-

tative agent, fruit economy with exogenous, stochastic production. Output

of fruit in period t equals real GDP, Yt. As we are dealing with a closed

economy, consumption Ct, equals Yt. This means that the optimal policy is

to consume everything that is available each period. However, uncertainty

about the state of the economy enters the dynamic utility maximization via

Bayesian subjective expectations as in Weitzman (2007) and Geweke (2001).

Subjective expectations and the Bayesian learning approach allow us to con-

sider the implications for pricing risky and safe assets. The learning model

is first developed before nesting it into Lucas’ tree economy by deriving the

appropriate equilibrium asset pricing relationships.
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4.2.1 Dirichlet Process for Learning about the Consumption Growth Dis-

tribution

Based on a known distribution, traditional parametric models use a

fixed and finite number of parameters in the asset pricing literature. Here,

it is assumed that the agent does not know the form of the underlying

distribution from which the data arise. Say she observes a time series of

log-consumption growth x1, x2, ..., xt with each xi being conditionally inde-

pendent and identical draws from some unknown distribution function G.

A Bayesian approach to this nonparametric problem is given by placing a

prior over G, and then computing the posterior distribution for G given the

history. This nonparametric approach to Bayesian learning is being used for

the first time to a consumption-based asset pricing framework.

The Dirichlet Process (DP) is currently one of the most popular Bayesian

models and was developed by Ferguson (1973, 1974). The DP is a stochastic

process whose sample paths index discrete distributions with probability

one. Thus draws from a DP can be interpreted as random distributions

(histograms). This restriction of indexing only discrete distributions is not

as limiting as it may sound; see Ferguson’s papers and Appendix (B) for de-

tails. In the following, we collect together some key features of DPs needed

in subsequent discussions.

A DP is based on a “concentration (or variance)” parameter a, and

a “base” distribution G0. The unknown distribution function G is centered

at this base, and is said to follow a DP (a, G0), written as G ⇠ DP (a, G0).
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The base distribution is the prior mean of the DP: for any event x, we have

E [G (x)] = G0 (x). On the other hand, the concentration parameter can be

understood as driving the precision (inverse of the variance) of G:

VAR (G (x)) =
G0 (x) (1 � G0 (x))

a + 1

Larger as imply smaller variances, and the DP will concentrate more

of its mass around the baseline distribution. Since a describes the concen-

tration of mass around the mean prior belief of the DP, as a ! • we will

have G(x) ! G0(x) for any event, that is G ! G0 (weakly and point-wise)

and this takes us back to a full parametric problem with no learning as in

Mehra and Prescott (1985).

The DP has many interesting properties for the development of asset

pricing models.

Property 1: (P1) The support of the agent’s beliefs can be approximated ar-

bitrarily close by the DP.

(P1) guarantees that the agent can find a close approximation to GTrue

even if GTrue is not supported by any selection of a DP.

Property 2: (P2) For any nonnegative measurable function g,
R

g (x) dG0 (x) 

• then
R

g (x) dG (x) < •. This result, originally proved by Doss and

Sellke (1984), offers a connection between properties of the base distri-

bution G0 and its random functionals, such as asset pricing function-
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als, derived from G ⇠ DP (a, G0). In particular, the moment generat-

ing function of G exists even if the base distribution G0 does not have

a moment generating function.

(P2) allows us to establish the existence of expected utility, bypassing

the objections presented by Geweke (2001) and Weitzman (2007). Also the

finiteness of the moment generating function allows one to establish the

existence of a unique exchange economy equilibrium (Martin 2009).

Property 3: (P3) Given a DP prior, and a sample x1, x2, ..., xt from the true

unknown distribution, the posterior distribution on the space of dis-

tributions is also a DP; i.e., if G ⇠ DP (a, G0) and if x1, x2, ..., xt is a

sample from G, then the posterior distribution of G|x1, x2, ..., xt is a DP

with updated parameters, given by DP
�

a + t, G0 + Ât
i=1 dxi

�

where dxi

is the Dirac delta function assigning point mass to each xi.

(P3) basically states that a DP is a conjugate prior.

Given (P1), (P2) and (P3), it is possible to derive the predictive distri-

bution Ĝt, after observing x1, x2, ..., xt, and is given by:

Definition 4.1. (Predictive Distribution)

Ĝt = E [G|x1, ..., xt] = ptG0 (x) + (1 � pt) Et (x) (4.1)

where pt = a/ (a + t), and Et (x) is the empirical distribution function after

observing x1, ..., xt.
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Ferguson showed that the expected distribution under a DP is the

expectation of the distribution on the space of distributions, and it is a

weighted average of the expected distribution under the initial DP prior and

the empirical distribution. This offers a further way to interpret the concen-

tration parameter; as a tends to zero the predictive distribution tends to the

empirical measure. Thus, we have, in the limit, a model similar to those

used in the adaptive learning literature (Evans and Honkapohja, 2001 and

Al-Najar, 2009).

Finally, Ferguson (1974) develops a way to deal with expectations of

functionals under a DP. In our context, these could be either expected utility

or asset pricing evaluations. He showed that:

E

✓

Z

g (x) dG (x)
◆

=
Z

g (x) dE [G (x)] . (4.2)

where E [G (x)] = G0 (x) with no data observed. When history is

observed E [G (x)] becomes the predictive distribution.

These properties of the DP are used in determining the asset pricing

problem under distributional uncertainty.

4.2.2 The Economy

To connect the classic Lucas’ economy framework with the distribu-

tional uncertainty learning model, three assumptions are made.

A1: Subjective Law of Motion. The consumption growth, xt = log (Ct/Ct�1)
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is the state variable of the problem and is perceived by the agent as

arising from an unknown distribution G.

A2: Bayesian Non Parametric Learning: At each time, as new data ar-

rives, the agent learns about the consumption growth process via the

posterior and predictive distributions of the DP, described above.

A3: Preferences: The agent has standard iso-elastic preferences with an-

nualized time preference rate b and relative risk aversion of g. The

agent maximizes:

EĜ
t

•

Â
t=0

bt C1�g
t

1 � g
if g 6= 1, EĜ

t

•

Â
t=0

bt log Ct if g = 1

We know by property (P2) that expected utility is well defined. Con-

sider an asset which pays dividend stream {Dt}t�0. Given the current

Bayesian prediction Ĝt, the Euler equation relates the price of an asset in

the current period, Pt to the payoff next period, Pt+1 + Dt+1. Expectations

are calculated with respect to the subjective distribution perceived by the

representative agent:

Pt = EĜt

 

b

✓

Ct+1
Ct

◆�g

(Dt+1 + Pt+1)

!

= EĜt

 

•

Â
t

bt
✓

Ct+1
Ct

◆�g

Dt

!

+ EĜ
✓

bT
✓

CT
Ct

◆

PT

◆

.

where T is the last period. Taking the limit for T ! • and imposing the

no-bubble condition:

P0 = EĜt

 

•

Â
t

bt
✓

C1
C0

◆�g

Dt

!
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As in Campbell (2003) and Martin (2008), assume Dt ⌘ (Ct)
l. The case

l = 0 corresponds to risk-less bond; while l = 1 is the wealth portfolio

that pays consumption as its dividends. The case of l > 1 is considered for

levered claims. The inclusion of a levered tree is common in this framework

and is also shared with non-expected utility models (see Bansal and Yaron,

2004 or Johannes et al, 2011). From this we have,

Pt = EĜt

 

•

Â
t

bt
✓

Ct+1
Ct

◆�g

Dt

!

= Dt

 

•

Â
t

btEĜt
⇣

e(l�g)Xt
⌘t
!

.

Introduce the moment generating function of Ĝt, mt (h) = EĜt exp (hX) and

the cumulant generating function ct (h) = log mt (h) which is well defined

for all h due to (P2). Now we have

Pt = Dt

•

Â
t

e�[� log(b)�ct(l�g)]

= Dt
e�[� log(b)�ct(l�g)]

1 � e�[� log(b)�ct(l�g)]

It is convenient to define the log dividend yield dy = log (1 + Dt/Pt). Then

the log dividend yield is given by dy = � log (b) � ct (l � g). The gross

return of the l�asset is given by

1 + Rt+1 =
Dt+1

Dt

⇣

e[log(b)+ct(l�g)]
⌘
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so the expected gross return is

1 + Rt+1 = EĜt

 

✓

Ct+1
Ct

◆l
!

e[log(b)+ct(l�g)]

= e� log(b)�ct(l�g)+ct(l)

It is possible to work backwards and derive a key connection between the

properties of Ĝt and its cumulant generating function. In particular this

is based on expansions for the first four centered moments1. Under the

predictive distribution Ĝt, the asset pricing quantities at time t + 1 given

information up to time t, are:

r f = � log (b) + µg � 1
2

s2g2 +
Skewness

3!
s3g3 � Ex.Kurtosis

4!
s4g4 + ...

(4.3a)

dy = � log (b) + µ (g � l)� 1
2

s2 (g � l)2 +
Skewness

3!
s3 (g � l)3 +

(4.3b)

� Ex.Kurtosis
4!

s4 (g � l)4 + ...

rp = lgs2 +
Skewness

3!
s3
⇣

l3 � g3 � (l � g)3
⌘

+ (4.3c)

+
Ex.Kurtosis

4!
s4
⇣

l4 + g4 � (l � g)4
⌘

+ ...

with r f the log-risk-free rate, dy the log-dividend-yield, and rp, the log-

equity-premium. To interpret the importance of higher moments consider

for the moment the risk-free rate r f . As classic economic theory (Kimball,

1The time subscript is dropped for notational simplicity, since it is clear that they are

time-varying, for they are dependent on Gt.
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1990) tells us, this can be decomposed into three components: the first one

is the rate of pure preferences for the present � log (b), the second is the

first order wealth effect measured by µg, and the last one is the precautionary

effect, 1
2 s2g2. Skewness and excess kurtosis can actually increase or decrease

these effects. For example, it is possible to increase the precautionary effect

by having negative skewness and positive excess kurtosis2 as in the Rietz-

Barro catastrophe model.

Regarding dividend yield, dy, including higher moments allows one

to interpret, in a different way, an observation made by Bansal and Yaron

(2004). They argue that for g < l an increase in uncertainty decreases the

dividend yield, while an increase in the mean growth rate lowers it. This

seems to conflict with observed asset prices if we identify uncertainty with

just s. In our distributional uncertainty model, this difficulty is obviated.

Following (4.3b), the joint impact of variance, skewness and kurtosis gives

a more flexible formulation for dividend yield even if g < l. This means

we could achieve sufficient flexibility for the derived asset pricing quantities

even within the realm of standard expected utility.

2Excess kurtosis has a lower limit of �2. This lower bound is realized by the Bernoulli

distribution with p = 1/2. There is no upper limit to the excess kurtosis.
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4.3 The Barro-Ursùa Historical Data

The data used in this Chapter is the one in Barro and Ursùa (2008).

The data start from 1870 for the United States and a panel of OECD coun-

tries. Barro and Ursùa argue that these data are less affected by sample

selection-bias. They provide annual data on the consumption, C, for 22

countries and gross domestic product, GDP , for 35 countries. Barro and

Ursùa point out that a separation of consumer expenditure into durables

and non-durables is feasible for only a minority of cases. This is potentially

critical as consumer expenditure generates a flow of consumption services

which could have separate asset-pricing implications. However, they sug-

gest that declines in consumer expenditure on non-durables are, on aver-

age, only a few percentage points smaller than for overall consumer expen-

diture, since durables represent only a small fraction of overall spending.

Hence this effect might not be significant in a long term study such as the

one pursued in this Chapter.

The motivation for the study of Barro and Ursùa is to retrospectively

estimate the probability of catastrophic events. This is motivated by the

theoretical work of Rietz (1988), concluding that low-probability of extreme

events might explain the equity premium puzzle; that is, it could help rec-

oncile a relatively large equity premium and low real risk-free rate of in-

terest with moderate risk aversion on the part of households. This is in

contrast, but not necessarily orthogonal, to the model of Weitzman (2007)

who showed that the equity premium and real risk-free rate puzzles could

96



also be explained by “structural uncertainty” in which key parameters, such

as the true variance of equity returns, is estimated via Bayesian updating.

Barro and Ursùa find that principal world economic crises ranked by im-

portance are World War II, World War I and the Great Depression, the early

1920s, and post-World War II events such as the Latin American debt crisis

and the Asian financial crisis. They find a total of 87 crises for C and 148 for

GDP , implying disaster probabilities around 3.6% per year. The disaster

size has a mean of about 22% and an average duration of 3.5 years. They

also point out that C and GDP decline at coincident times. To align this

Chapter with the majority of the previous ones, all the analysis will be per-

formed using the C series. Robustness checks performed by using GDP or

a convex combination of the two series, as suggested by Barro and Ursùa,

show no noteworthy changes in the overall results in this Chapter.

Some summary statistics for the United States in Table (4.2) and in

Figure (4.1) are given. While the iid assumption does not seem unreason-

able, and has been defended by many authors (such as Abel 2002), the Gaus-

sian assumption can be questioned, since we have a slight left skewness and

excess kurtosis of 0.77. Next consider the time-varying historical moments

of the distribution at the end of each decade shown in Table (4.3) and Fig-

ure (4.2). In the early decades this might be a result of a small sample size,

but it appears that this phenomenon propagates throughout the decades

and is still developing. For instance, negative skewness, under rational ex-

pectations, is usually considered evidence for the catastrophe risk model of
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Rietz-Barro, and which is a relatively new event since it first appears just

after 1989. The DP nonparametric model developed in this Chapter is able

to deal with these and other types of structural changes over time.

4.4 Methodology: Bayesian Predictive Calibration

The previous sections described the core model in which the repre-

sentative agent learns about the unknown distribution and then uses that

learning to derive equilibrium pricing conditions. In this Section a novel

methodology is developed that allows the econometrician to estimate all

the relevant quantities and provide summaries, via posterior distributions,

that can be used by a policy maker to pursue further inquiries. The econ-

omy is parametrized by two sets of parameters. First, the statistical compo-

nents qb = {a, G0}; these correspond to a Dirichlet Process prior. Second

the functionals of the statistical parameters, qd = {b, g, l}; these functionals

correspond to the preferences and structure of the Lucas tree. We assumed

throughout that the agents knows her own parameters. In contrast, from

an econometrician’s perspective, qb, qd are unknown, and have to be esti-

mated in order to validate the implications of the asset pricing model under

parameter and distribution uncertainty. Table (4.4) reviews the inferential

problem for the economy with distribution uncertainty.

Traditionally, a test of the consumption-based asset pricing model

has proceeded in two ways. The first, proposed by Hansen and Singleton
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(1982), begins by estimating parameters using various moment restrictions

(GMM) implied by an economic model, and then testing a set of over identi-

fying restrictions. In the second, based on Mehra and Prescott (1985, hence-

forward, M-P) an informal technique known as calibration is developed: here,

a model is validated if it can reproduce various asset pricing quantities for

plausible ranges of the input (“deep”) parameters. While the GMM ap-

proach assumes many (arbitrary) moment conditions, calibration is more

parsimonious, and which checks the validity of the model “along a limited

set of dimensions” as noted by Kydland and Prescott (1996).

The approach taken here is predictive in nature, using Bayesian non-

parametric modeling. This means that sample moments of asset pricing

quantities cannot be used as “plug-in” quantities. In fact both calibration

and GMM are inherently retrospective. Model calibration, by virtue of its

simplicity, is immune from some of these shortcomings. However, it does

not fully quantify all the uncertainties underlying the implied asset pric-

ing quantities. A Bayesian approach is useful in this setup for a number of

reasons.

• A Bayesian approach provides a rich description of all the uncertain-

ties via posterior and predictive distributions of the random parame-

ters in the model.

• The observed data and the structure imposed by the econometrician

might be subject to some form of “residual” uncertainty such as mea-
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surement error, which is readily modeled using a Bayesian approach.

• Summaries derived from the posterior distributions could be used by

policy makers or economists to perform welfare analysis, as shown in

Section VI.

Here, a methodology labeled “Bayesian Predictive Calibration” is de-

veloped. BPC embeds the classic calibration of M-P, and is also able to pro-

vide full uncertainty quantification of the parameters via posterior distri-

butions. This will be valid even if part of the model is infinite-dimensional

and the focus is purely predictive. It also preserves the interpretability and

parsimony of the classic calibration. Thus apart from answering questions

like “for what values of the parameters, is it possible to obtain an equity risk pre-

mium of 7%?”, which is in the spirit of M-P, the econometrician can also

answer questions like “what is the transmission mechanism between G0 and the

equity risk premium? How do asset pricing quantities change with more uncer-

tainty about some of the parameters? What is the statistical distribution of derived

quantities such as the market volatility or the Sharpe ratio?”

We first recast the classic calibration of M-P into the Bayesian model.

This is summarized in Table (4.5). The main idea in the M-P approach is

that the input parameters for beliefs qb and for the economy qd are tuned to

produce asset pricing quantities that are “close” to some target values Zt.

The input parameters as well as the targets Zt are specified using economic

theory and practice, sample moments or results from other studies.
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BPC proceeds similarly. However, in the first step, parameters are

specified according to prior distributions, p
�

qb� and p
�

qd�. In the sec-

ond and third steps, predictive distributions and asset pricing quantities are

computed. In the fourth and fifth steps, we depart significantly from the tra-

ditional approach. “Closeness” to the target values is quantified through a

discrepancy function. The chosen metric is similar to the one used in GMM

studies as it encodes moment conditions implied by the asset pricing model.

However the targets Zt are used to “center” the moments and are not neces-

sarily summary statistics from stock market data. The discrepancy function

chosen here is defined as:

D(bZ, Zt) =
⇣

bZ � Zt
⌘

W�1
⇣

bZ � Zt
⌘0

. (4.4)

As formalized by Hansen and Richard (1987), most of the asset pric-

ing models can be formalized in Hilbert spaces with finite L2 norm; there-

fore a quadratic discrepancy, like the one defined in formula (4.4), seems

appropriate. The choice of W will be discussed in Section 5.2.

The next step in the BPC approach is to develop a pseudo-likelihood

using the discrepancy D. In particular, as suggested by the literature on

Bayesian calibration (Kennedy and O’Hagan, 2001), a Gaussian kernel is

chosen:

p
⇣

D|qb, qd, It

⌘

µ exp
⇣

�D(bZ, Zt)
⌘

(4.5)
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Finally, in the BPC approach, by an application of Bayes theorem, it

is possible to obtain the posterior distribution of the parameters:

p
⇣

qb, qd|D, It

⌘

µ exp
⇣

�D(bZ, Zt)
⌘

p
⇣

qb
⌘

p
⇣

qd
⌘

.

The five steps of BPC are summarized in the Table (4.6).

4.4.1 Choice of the Target Asset Pricing Quantities Zt

The choice of target quantities considered in this Chapter is consis-

tent with the voluminous literature on equity premium. We choose Z =

{r f , dy, rp} the three moment quantities already defined in equations (4.3).

One objection to this choice is that we are excluding relevant quantities like

the excess return volatility or Sharpe ratios. The counter point is that these

quantities are seen as by-products of the process of predicting the three mo-

ments in Z. Choosing a limited set of dimensions in Zt provides a way to

test the robustness of the Bayesian estimates (Kennedy and O’Hagan, 2001).

It is often desired to use the model to predict the process when some of the

conditions specified are uncontrolled and unspecified. In particular, as al-

ready pointed out earlier, BPC will not calibrate all the possible moments

and parameters, but will be able to provide posterior estimates for all the

quantities that can be derived as functionals of p
�

qb, qd|D, It
�

.

Regarding the numerical choice for the targets, we use results from

other elicitation studies such as Welch (1999) and Weitzman (2001) where

economists were asked to predict future asset pricing quantities. The targets
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in this case are forward-looking as well. The targets are defined as:

Zt = {r f = 1%, dy = 7%, rp = 7%} .

Note that Zt represents values that are similar to the empirical mo-

ments for the asset pricing quantities. In particular, an equity premium of

7% was defined as the median in Welch’s study and a low risk free-rate be-

tween 0 and 2% was assessed by Weitzman. The choice of dividend yield is

somewhat difficult since similar results are unavailable. Historically dy has

varied between 0 and 14%, so a target of 7% seems plausible. Consider also

that the quantities derived in (4.3) imply that the Gordon growth model (see

Martin, 2009) holds:

dy = r f + rp � c (l) ,

which can be interpreted as ”dividend yield=expected return � expected div-

idend growth”. This implies that under the targets the expected dividend

growth depends on the leverage, l, but is implied to be around 1%3.

3A dividend growth of 1% is lower than historical averages, which are about 3 � 4%.

However this exercise should be interpreted as a short to long term calibration where due

to the iid hypothesis, all the term structures are flat. For this reason, it appears that a long-

term growth rate of 1% is more plausible and is adopted in this paper. A robustness check

is performed by imposing a dividend yield of 4% implying a dividend-growth of 3%. In

general, there are not significant differences in terms of the posterior distributions for these

deep parameters.
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4.4.2 Choice of the Weighting Matrix W

A critical element in the BPC process is the choice of the weighting

matrix W. Fortunately, the low dimensionality of Z makes this choice less

problematic as W determines the trade-off between proximity to, and cor-

relations around, Zt. For simplicity, assume a simple homoskedastic struc-

ture:

W = s2
D I3⇥3

Thus, obtaining calibrations of Z closer to Zt is equally important with re-

spect to risk-free rate, dividend yield, and risk premium, with no priority

given to any of the derived asset pricing quantities.

The scale of W, sD, assumes the role of controlling for all the remain-

ing uncertainties. In particular we have the following.

Observation errors: In tackling the calibration problem, we use the

Barro-Ursùa data set described earlier. While we refer to their Chapter for

a detailed description of the data, it is natural to allow for the possibility of

observation errors.

Model Inadequacy: Even if we had no uncertainty about the q pa-

rameters, so that we know the true values of all the inputs required to make

a particular prediction of asset pricing quantities, Y, the predicted quanti-

ties will not necessarily be equal to the true asset pricing quantities, defined

as YTrue.
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The choice of sD is to account for these uncertainties, and is discussed

later.

4.4.3 Choice of the Priors, p
�

qb� and p
�

qd�

Throughout, we take flat priors, allowing the contribution of the data

and the rich modeling framework of a Bayesian nonparametric approach to

influence the results.

4.4.3.1 Beliefs, p
�

qb�

For the scale parameter in the Dirichlet process, a, we impose an

upper bound of 139; this means we expect the history to be at least 50% in-

formative. This also implies the expected number of new species in the data

set is at least one, consistent with the findings by Barro and Ursùa of at least

one catastrophe in the data set. Next, the parameters of the Gaussian base

measure of the Dirichlet process µ0 and s0 are specified. Recall that G0 is the

expectation of the Dirichlet Process when no data is available. We assume

that the agent believes in a positive growth rate. The variation around the

positive growth allows for decline in consumption that could have a mag-

nitude similar to the catastrophes calibrated by Barro (2007), who retrospec-

tively estimated an average catastrophe size of 26%. For these reasons, the

ranges 0 < µ0 < 10% and 0 < s0 < 20% seem plausible.
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4.4.3.2 Deep Parameters, p
�

qd�

Regarding risk aversion, experimental studies have neglected the

possibility of having a g > 10, while Kandel and Stambaugh (1993) have

argued that in the case of asset pricing, a g around 20 is still possible; hence

we use their conclusion as the upper bound. The leverage parameter has a

lower bound of one which would imply the equivalence between dividend

yield and consumption wealth ratio, and an upper bound of 8; this is higher

than what other studies have used (Campbell, 2003, Bansal and Yaron, 2004,

Johannes et al., 2011). While previous researchers have argued for a b be-

tween 0.95 and 0.99, we chose a lower bound of 0.8 for b. This is based on a

study of Black (communicated by Mehra and Prescott, 2003) where b = 0.55

was shown to be possible, and which is much lower than what is allowed

here.

A complete panel of the prior distributions is shown in Table (4.7).

4.4.4 Sampling the Posterior Distributions

Posterior evaluations are based on an algorithm developed by Walker

et al. (2011) called “Direct Sampling”. For a description of this method see

Chapter 2. The algorithm for the BPC is presented below.
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4.4.4.1 Direct Sampling for the Bayesian Predictive Calibration Exercise

Based on the discussion above we now summarize the Direct Sam-

pling algorithm applied to the affine term structure models.

I have chosen M = N = 10000.

• Form priors p
�

qb� and p
�

qd�. Find the empirical maximum l̂ of the

psedo-likelihood in (4.5).

• Build Bernstein polynomials for the auxiliary variable p(u) tied to

the psuedo-likelihood. This means evaluationg the Bernstein basis

qM(k/N) = M�1 Âm 1(l(xm) > ck/N) for k = 1, . . . , N.

• Sample qb, qd, from an accept/reject algorithm base on p(u). This is

done by first obtaining u by sampling from Beta(k+ 1, N � k+ 1) with

probability proportional to qM(k/N) and then by sampling l, d from

p(·) until l(x) > l̂u; or rather, more generally, sample from p(x) re-

stricted to the set Au = {x : l̂ > cu}.

• Discard parameter values leading to implausible asset pricing quanti-

ties; e.g. negative interest rates. In this was the Au is futher restricted

ex-post to satisfy economic identifiability.

4.4.4.2 Choice of the Weighting Matrix Parameter

Consistent with the study of Chipman et al (2010), s2
D is treated as

a hyper-parameter. We found that values of s2
D between 0.1 and 0.45 yield
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similar results in terms of the posterior distribution for the deep parame-

ters. All the computations showed in the Chapter are done using s2
D = 0.3.

Alternatively, as suggested by Chipman et al. (2010), s2
D may be chosen by

cross-validation.

4.5 Results

The detailed empirical analysis are presented in the following sub-

sections.

4.5.1 Posterior values for the parameters and asset pricing quantities

The calibration results are presented in Table (4.8). Posterior quanti-

ties are summarized via means and standard deviations as well as quantiles.

This is one of the advantages of using the BPC described in the previous

Section.

The discussion of the results is organized around the different blocks

of parameters qb and qd.

4.5.1.1 Deep Parameters, qd

The BPC produces a mean risk aversion of 9.5 which is one-fifth of

what other retrospective studies with CRRA preferences have found, such

as Mehra and Prescott (1985). Although this value might still be considered

high, the quantile analysis shows that roughly 10% of the paths produced
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is obtained with a value of risk aversion lower than 5. Thus it is definitely

possible to obtain results compatible with experimental data. However in

the eye of the econometrician, the expected value (optimal Bayes estimate

under squared loss, see Berger, 1985) is less than 10. This improvement

is even more impressive as it does not rely on using more complex utility

functions or dynamics as in Weil (1989) or Bansal and Yaron (2004) who

calibrate the model with a risk aversion of 10.

The mean subjective discount rate is about 0.95, lower than other

calibration studies but not too low, since even its 5th quantile does not go

below 0.86. Calibration studies have assumed b = 0.99, while in our case it

appears the agent has a higher preference for the early resolution of uncer-

tainty.

It is also important to stress that the leverage parameter, l, appears to

be smaller than what other studies have considered. This is a positive result

as the inclusion of a high leverage parameter could lead to controversial

empirical results when analyzing dividend yield in comparison with the

consumption-wealth ratio, as in Lettau and Ludvigson (2001).

4.5.1.2 Beliefs and Implied Predictive Distributions

A second block of the results concerns the analysis of the implied be-

liefs of the agent. Recall that these are reflective of an evaluation made at

time 0 (1869), when the best guess made by the agent about the distribu-

tion of consumption growth was Gaussian with mean µ0 and variance s2
0 .
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The implied initial consumption growth mean is around 2% while the ini-

tial standard deviation is 10%. Note also that the concentration parameter

a is about 79. It follows that the agent in predicting the future is draw-

ing from G0 on average 139/ (79 + 139) = 36% of the times. This means

that history alone is informative, on average, 64% of the times. Essentially

the confidence that the agent has on historical data is about 64%. This will

have implications for understanding the convergence to Rational Expecta-

tion equilibrium and the Welfare Analysis discussed later.

The predictive distribution in Table (4.15) is contrasted with the base

measure G0. Figure (4.3) shows how the predictive is derived from history

and G0. From the Table it appears that the historical time series provides

enough information to characterize the center of the distribution while the

tails are still influenced by time 0 beliefs. Table (4.15) allows one to estimate

the probability of a catastrophe under subjective beliefs. We find that the

agent believes that, as of 2010, a drop of 20% in consumption growth might

happen once in the next century, while a 10% drop about five times. This

allows us to interpret Bayesian learning under distributional uncertainty

as a way to tackle survivorship bias problems in asset pricing: the United

States has never experienced a decline in consumption growth lower than

11%, but the agent thinks that it is still quite possible to experience a loss of

20% in the next century. Tail behavior and model sensitivity to tail events

will be discussed in greater generality in section 6.
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4.5.1.3 Posterior Asset Prices Quantities

As we have calibrated the model around the Z target, by comput-

ing posterior distributions, we can derive implied quantities such as stock

volatilities and Sharpe ratios. Consider Table (4.11). On average the model

predicts a market volatility of 16% which is very much in line with the his-

torical quantities. Thus, the distributional uncertainty model can also po-

tentially resolve the excess-volatility puzzle. A greater excess-volatility is

driven by the increase in the predictive variance combined with the lower

leverage parameter. The model also predicts Sharpe ratios which are on av-

erage 44%, but that can be more volatile along the samples considered in

the calibration procedure. This finding is interesting since, historically, the

SP500 has produced a Sharpe ratio of 42%.

4.5.2 Sensitivity Analysis and Robustness Checks

Table (4.10) investigates the role of leverage in the economy: the l

parameter is constrained to be exactly one. It appears that leverage alone

is not important in determining the predictive distribution and the pricing

functionals. The average posterior values for the targets are very similar

with respect to what is shown in Table (4.8).

Table (4.9) shows the results when the target dy = 4%, in contrast

with the original 7%. Note that there are no significant changes in the pos-

terior distribution values for the other quantities. This is a positive result,
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since the BPC is offering similar posterior estimates even if some of the tar-

gets are slightly modified.

Tables (4.12) and (4.13) cluster the derived posterior quantities ac-

cording to values of risk aversion g < 5 and g > 10. This allows us to

understand the impact of risk aversion in conjunction with the predictive

distribution, and in particular with respect to skewness and kurtosis. The

results to this sensitivity analysis are presented in Table (4.14), which shows

what happens to the predictive distribution if we increase risk aversion. The

relevant result is that skewness becomes more important with lower values

of risk aversion; excess kurtosis alone is not able to reproduce values close

to the targets without having some asymmetry in the predictive distribu-

tion.

It is well known in the Bayesian nonparametrics literature that there

is a trade off between variance of the base measure and concentration pa-

rameter a. To provide a robustness check, the same analysis is applied to

a panel of industrialized countries. The relevant question here is to under-

stand whether s0 or a are too large. From the results presented in Table

(4.16), we find that the estimates of s0 are consistent throughout the panel

of countries analyzed. In contrast there seems to be a lower a in countries

like Russia and Germany that have experienced real catastrophes such as

losses in world wars. This is not totally unexpected; countries that have ex-

perienced catastrophes tend to have historical distributions with more pro-

nounced left tails. This implies that in order to produce the same targets,
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the base measure will need to be mixed with a smaller a. The economics

interpretation of this result is that the same representative agent learning

independently in different countries will be able to produce similar predic-

tions of asset pricing.4 This also motivates an investigation of the welfare

costs of uncertainty in the next Section.

4.6 Discussion and Generalizations

The previous Section showed that distributional uncertainty could

effectively provide a resolution to the some well-known asset-return puz-

zles. In this Section, several implications and possible directions for future

research are discussed.

4.6.1 Tail Behavior and Model Sensitivity

Under the CRRA model, it is well known that changes in low-consumption

states can lead to unboundedness. It is therefore important to character-

ize the left tail sensitivity in the model via distributional uncertainty. The

fragility of expected utility when utility is unbounded has been studied at

least since the theoretical work of Nielsen (1984, 1987). Unboundedness is

usually addressed by assuming some “bounding device”, as in Weitzman

4If the agent kept the same a in different countries we would have different posterior

quantities for the asset pricing functionals. This could also explain why the equity pre-

mium is not necessarily a puzzle at the international level.
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(2007) and Bakshi and Skoulakis (2009), which is either applied to the con-

sumption process or to the utility function. Parlour, Stanton and Walden

(2010) have addressed the problem by providing a bound on consumption

labeled “minimum consumption level”. As mentioned in the Introduction,

Geweke (2001) shows that the CRRA-lognormal framework is very fragile

with respect to parametric Bayesian learning in the far-left tails. Thus, even

if the true distribution is normal, but the mean and variance are unknown

with reasonable forms for their priors, expected utility to a Bayesian is not

finite as the sample size goes to infinity. Weitzman (2007) has pushed tail

sensitivity to the extreme by stating an “anti-puzzle” implied by the ex-

plosion of prices even in finite samples. His arguments have already been

contrasted in a couple of papers; the first in the area of environmental eco-

nomics (Nordhaus, 2011), the second by Bakshi and Skoulakis (2010), who

by reparametrizing and calibrating the Weitzman model, are not able to

find levels of structural uncertainty high enough to justify the anti-puzzle.

However these arguments are confined to the parametric case. Distribu-

tional uncertainty, on the other hand, provides a useful generalization as it

does not rely on any “bounding device” or specific parametric form. By in-

voking (P2), we need not worry about boundedness. Doss and Sellke (1984)

showed that the tail behavior of a DP(a, G0) depends on some regularity

properties of the tail of G0. Importantly, they state that no amount of observa-

tions will change the tail thickness of the posterior and predictive of G.

The intuition behind these results is that left tail events, as in the
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Barro-Rietz types of models, reflect the impact of very bad outcomes but

these will not imply a failure of expected utilities. This allows us to study

regions of parameter space, not considered by Geweke (2002) and Weitz-

man (2007), where bad events have a much larger effect on expected util-

ity. In these regions, due to the effect of nonparametric Bayesian learning,

risk premium is higher and risk free rates are lower but they are always

bounded.

4.6.2 Consistency and Convergence to Rational Expectations

In Bayesian nonparametric learning, one starts with imprecise prior

knowledge and updates the knowledge according to the posterior distri-

bution given the data. It is therefore important to understand whether the

updated knowledge becomes more and more accurate as data are collected

indefinitely. This is the consistency property of posterior-based nonpara-

metric inference; see Walker (2004). Bayesian consistency has important

asset pricing implications since, if learning is successful, the predicted asset

pricing quantities will be reflective of the true underlying fundamentals.

By using well-known convergence results (as in Walker, 2004), it is

easy to obtain the learning rates for the Bayesian nonparametric procedure.

Consider the main results from the BPC: we find that the econometrician

estimates a = 79 on average. Table (4.17) shows the distance to the conver-

gence properties through the sampling and learning rate. The learning will

generally be slow as it might take several thousand years of observations to
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be 99% or closer to the truth and produce predictions compatible with ratio-

nal expectations. This is quite similar to recent findings by Stambaugh and

Pastor (2011) who, while analyzing the behavior of long run stock volatil-

ity, conclude that after observing over two hundred years of data, investors

do not know the values of the parameters that govern the data generating

process.

4.6.3 Local Welfare Analysis

The previous subsection provided insights about the importance of

distribution uncertainty in determining the long term dynamic behavior of

the learning process and its implication for asset prices. Here we comple-

ment the analysis by estimating the local cost of consumption fluctuations,

consistent with Barro (2008) and Martin (2008). For g 6= 1, the expected

utility for a generic consumption c0 can be expressed in terms of the log

dividend yield.

U (c0) =
c1�g

0
1 � g

✓

1 +
1

exp (dy)� 1

◆

.

The expression above allows us to compare expected utilities under alter-

native consumption processes via the implied dy. The cost of uncertainty of

the status quo, relative to some alternative scenario summarized by fdy, is

the value f which solves:

U ((1 + f) c0) =
c1�g

0
1 � g

0

@1 +
1

exp
⇣

fdy
⌘

� 1

1

A ,
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where (1 + f) acts as a compensating variation to the current level of con-

sumption. Simple calculations determine a closed form solution for the

level f depending on the two alternative processes the status quo dy, and

its alternative fdy:

f = exp

0

@log

0

@

0

@1 +
1

exp
⇣

fdy
⌘

� 1

1

A

✓

1 +
1

exp (dy)� 1

◆�1
1

A

,

(1 � g)

1

A� 1

As expected, welfare costs do not depend on the current consump-

tion level under CRRA preferences. We consider three different scenarios

concerning the specific moments of the predictive distribution.

(a) Elimination of excess kurtosis uncertainty; (b) elimination of skew-

ness and excess kurtosis uncertainty; (c) elimination of total uncertainty:

variance, skewness and excess kurtosis. As the majority of the welfare costs

is explained by the kurtosis term, the results from the (a) scenario are re-

ported. As in Martin (2008), the costs of uncertainty is higher when agents

are more impatient and less risk averse. In fact when b is smaller, move-

ments in the dividend yield signals that there is a proportionately riskier

situation in the economy. Less intuitive is how risk aversion affects welfare

cost. If we imagine holding the level of uncertainty constant, then increas-

ing g could lead to an increase in the dividend yield, as the agent will be

less inclined to substitute consumption intertemporaly. But we will also

have a second order effect, the precautionary saving effect, as increasing g

could reduce dividend-yield. From Figure (4.4) it appears that the first ef-

fect dominates the second. We can just see a beginning of the second effect
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dominating the first when g > 9. This is in sharp contrast with traditional

welfare analysis (Lucas, 2003) where uncertainty was mainly explained by

changes in variances. Finally, one might wonder if the average magnitude

of the welfare cost is consistent with previous studies. We find about 15% in-

crease in the welfare costs with respect to the calibration exercise of Martin

(2008) who did not consider learning and “tail thickening” effects. Hence,

the welfare projections presented here are quite plausible, since the BPC

approach tells us that the agent considers history to be reliable just 64% of

the times on average. We have shown that this affects excess kurtosis than

skewness, which in turn increases dividend yield.

4.6.4 Epstein-Zin Preferences

The focus of this Chapter is on standard time-separable expected util-

ity due to the analytical tractability of the CRRA framework. What might

happen to the empirical results under a more general utility specification?

Specifically, it is well known that the standard time-separable expected util-

ity specification jointly restricts risk aversion, and the intertemporal elastic-

ity of substitution (IES). This is traditionally achieved by assuming Epstein-

Zin preferences. Martin (2008) develops formulae under this framework

that provide minor variations with respect to the ones under CRRA pref-

erences. Defining j as IES and with q = (1 � g) /
⇣

1 � 1
j

⌘

, Martin (2008)
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finds:

r f = � log (b)� c (�g)� c (l � g)

✓

1
q
� 1
◆

(4.6a)

dp = � log (b)� c (l � g) /q (4.6b)

rp = c (l) + c (�g)� c (l � g) (4.6c)

The formulae in (4.6) show that the q component scales up and down the

risk-free rate and dividend yield but does not enter directly into the cu-

mulant generating function. Kocherlakota (1990) argued that under the iid

hypothesis, the IES will not affect the risk premium as shown in equation

(4.6). Moreover, he pointed out that even if we could identify the risk pre-

mium from historical data, it is not in general possible to disentangle b from

j. This methodological problem could be addressed by refining the BPC

procedure. In fact, the information contained in the data about j will pass

through b, and vice-versa even if the two parameters are tightly linked by

the functional equation in (4.6a-b). However, using a more complex util-

ity function with larger number of parameters in the pricing equations (as

in (4.6)) could possibly exacerbate the Bayesian computation problem. This

could be addressed either by developing sets of informative/structured pri-

ors, in contrast with the non-informative ones adopted here, or by enlarging

the set of targets.

As mentioned in the Introduction, Veronesi (2000) also studies the

effects of learning on asset pricing in an endowment economy. He consid-
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ers CRRA preferences, as in this Chapter. He deals with log-normal dis-

tributions, and therefore did not consider the impact of higher moments

into the pricing equations (4.3). In particular, in his model, the Sharpe ra-

tio is constant, proportional to the coefficient of relative risk aversion and

volatility of consumption, and risk premium moves up and down with the

systematic volatility in returns. Veronesi’s model points out a mechanism

connecting the coefficient of relative risk aversion, g, and the IES (j). He

argues that, on the one hand, we need high g to raise the Sharpe ratio. On

the other hand, high g makes j less than 1. In the presence of learning,

he finds a negative covariation between consumption shocks and returns,

which drives risk premium lower and often times negative. From the per-

spective of the model presented in this Chapter, a counter position to his

reasoning is that most of the “uncertainty” about consumption growth de-

pends on higher moments. In particular, excess kurtosis can be effective in

driving up the risk premia while lowering the risk free rate. This is because,

the learning rule, due to the (P2) property discussed earlier, will generate

posterior distributions that will permanently exhibit tails different than the

original G0. For example, in presence of a positive excess kurtosis, we will

have a positive covariation between consumption growth uncertainty and

stock returns. Moreover, Veronesi (2000) conjectures that “these two effects

can be disentangled by using a more general utility function, such as Epstein and

Zin (1989)”. While the inclusion of Expstein-Zin preferences with j > 1 pro-

duces a stock return which is higher than what we could have in the simple
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CRRA economy, this could also be achieved by letting the higher moments

act positively on the premia, as exemplified in the empirical analysis.

4.7 Concluding Remarks

A model of distributional uncertainty, using Bayesian nonparamet-

rics, was introduced with aim of providing some resolution to a critical

set of puzzles in asset pricing. The results presented have shown that it

is clearly possible to produce consistent sets of beliefs that could explain

the most debated asset-return anomalies. The methodology developed pro-

vides insights towards understanding the the long term implication of dis-

tributional uncertainty and its effects on asset prices.

Based on the results presented here, incorporating distributional un-

certainty into other models presents a promising way to deal with different

asset pricing questions such as the predictability of stock returns, the term

structure of interest rates and the joint dynamics of liquidity and risk in an

equilibrium market model. These are left for future research.
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Figure 4.1: Historical Time Series and Kernel Density for Consumption
Growth in the US. Data from 1870 to 2009
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Figure 4.2: The different kernel densities, obtained by using a Gaussian ker-
nel, are derived by considering data from 1870 to the time shown in the top
right panel.
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Figure 4.3: From base measure G0 to predictive distribution. G0 is based on
the BPC exercise in table (4.8).
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Figure 4.4: Welfare Cost of different forms of uncertainty as a function risk
aversion, g, and annualized discount rate, b.
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Symbol Definition
a Concentration parameter Dirichlet Process
b Annualized discount rate
g Risk aversion parameter
l Leverage parameter
q Generic parameter or block of parameters

p (q) Prior for the q parameter or block of
µ0 Mean of the base distribution
s0 Standard deviation of the base distribution
µ Posterior mean
s Posterior standard deviation

skew Posterior skewness
exk Posterior excess kurtosis
W Weighing Matrix
G0 Base distribution of the Dirichlet Process

DP (a, G0) Dirichlet Process
D () Discrepancy function

c () , ct () Cumulant generating function
xt Log consumption growth at time t
It Information up to time t, x1, ..., xt
r f Log risk free rate
dy Log dividend yield
rp Log equity premium
Zt Target quantities = {r f , dy, rp}
ˆ Predicted quantity

p (q) Posterior distribution for the q parameter
qTrue True quantity
s2

D Hyper-paraneter of the W matrix

Table 4.1: This table includes the symbols and definitions of the main quan-
tities and parameters used in the Chapter.
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Log-Consumption Growth for the United States

from 1870 to 2010, annual data

Mean 0.0177

Standard deviation 0.0353

Skewness -0.1134

Excess kurtosis 0.7732

Autocorrelation at lag 1 0.0792

Autocorrelation at lag 5 -0.0862

Autocorrelation at lag 20 -0.0393

Minimum -0.1001

Maximum 0.1076

Table 4.2: Summary statistics for the United States log-consumption growth

time series.
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time Mean St.dev Skew Ex.kurt

1889 0.0205 0.0464 0.6063 -0.6244

1909 0.0171 0.0419 0.5890 -0.3633

1929 0.0132 0.0419 0.4580 -0.4223

1949 0.0141 0.0444 0.1163 -0.3338

1969 0.0155 0.0406 0.0460 0.0332

1989 0.0171 0.0380 -0.0572 0.3138

2009 0.0177 0.0353 -0.1134 0.7732

Table 4.3: Changes in the first fours moments of the historical distributions.

These are calculated using the information up to the date in the first column.

Data for the United States from 1870 to 2010.
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Different Agents and the Inferential Problem

in the Economy with Distribution Uncertainty

Agent: Representative Econometrician

Uncertainty: Distrib. Uncertainty

Distribution Uncertainty

+

Parameter Uncertainty

Priors: Dirichlet Process p
�

qb�p
�

qd�

Output: ZTrue = {r f , dy, rp}
Calibration +

Posterior Distributions

p
�

qb, qd|D, It
�

Uncertainty:

Priors:

Output:

Economist/PolicyMaker

Posterior Uncertainty

Summarized by

Calibration +

Posterior Distributions

Verfying Puzzles

Welfare Analysis

Counterfactual Analysis

...

Table 4.4: This table describes the inferential problem in the economy with

distributional uncertainty as seen from the eyes of three different actors.

The representattive agents knows her deep parameters but is learning the

unknown distribution. The econometrician also has to estimate the deep

parameters while the economist or policy maker is interested in summaries

to perform further inquiries. 130



Traditional Approach to Calibration

(1) Specify parameters input, qb= {a, G0} for beliefs and qd= {b, g, l}

for the economy

(2) Produce predictive distribution with qb and combine it with qd

(3) Asset pricing quantities bZ, obtained based on (2)

(4) Calibration is successful if the asset pricing

quantities are ”close” to some Targets Zt

which could be either sample moments or obtained

by empirical or experimental studies.

(1)Beliefs (2)
Predictive

Distribution
(3)

Asset Pricing

Quantities
(4)

Calibration

Successful?

qb! bG! bZ! bZ ⇡ Zt

qd + History of

C.Growth, It
%

(1)
Economy

Parameters

Table 4.5: This table describes the traditional approach to calibration as in

Mehra and Prescott.
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Bayesian Predictive Calibration

(1) Specify parameters input, qb= {a, G0} for beliefs and qd= {b, g, l}

for the economy

(2) Evaluate predictive distribution with qb, combine it with qd

(3) Asset pricing quantities bZ, using (2)

(4a � b) Specify discrepancy measure D(bZ, Zt)

and compute pseudo-likelihood ⇡ p
�

D|qb, qd�

(5) Compute posterior distribution p
�

qb, qd|D, It
�

(1)Beliefs (2)
Predictive

Distribution
(3)

Asset Pricing

Quantities
(4a)

Discrepancy

Function

p
�

qb�! bG! bZ! D(bZ, Zt) !

qd + History of

C.Growth, It
%

(4b)
Pseudo

Likelihood

⇡ p
�

D|qb, qd, It
�

(1)
Economy

Parameters

(5)
Posterior

Distribution

! p
�

qb, qd|D, It
�

Table 4.6: This table illustrates how the Bayesian Predictive Calibration

modifies the traditional calibration approach in order to obtain full estima-

tion of all the parameters.
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Specification of Prior Distributions

Parameter Prior Description

a Uniform(0,137) Concentration parameter of DP

µ0 Uniform(0,0.10) Mean of the centering distribution G0

s0 Uniform(0,0.20) Standard deviation of the centering distribution G0

g Uniform(0,20) Risk aversion

b Uniform(0.80,1) Annual discount rate

l Uniform(1,8) Leverage of the risky asset

Table 4.7: Weakly informative priors are chosen for the sets of parameters.
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BPC for Dirichlet Process Simulations.

Based on 10000 posterior samples

DP Prior Param. Deep Param.

a µ0 s0 g b l

Mean 78.78 0.021 0.101 9.464 0.954 2.422

St.Dev 36.97 0.015 0.031 4.358 0.042 1.152

q5 14.59 0.002 0.048 3.852 0.862 1.104

q25 49.36 0.009 0.078 6.108 0.935 1.535

Median 82.52 0.020 0.103 8.393 0.968 2.127

q75 110.56 0.030 0.127 12.237 0.985 2.998

q95 131.89 0.048 0.146 18.272 0.997 4.928

Asset Pricing Predictive Mom

r f dy rp µ s skew ex.k

Mean 0.019 0.063 0.070 0.018 0.066 0.040 2.829

St.Dev 0.010 0.030 0.011 0.005 0.018 0.245 1.838

q5 0.002 0.026 0.052 0.010 0.040 -0.344 0.624

q25 0.011 0.040 0.060 0.014 0.052 -0.127 1.607

Median 0.020 0.056 0.070 0.018 0.064 0.044 2.408

q75 0.028 0.081 0.080 0.021 0.079 0.182 3.538

q95 0.034 0.126 0.088 0.028 0.097 0.455 6.575

Table 4.8: Posterior estimates for the relevant parameters in the economy

with distributional uncertainty.
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BPC for Dirichlet Process Simulations.

Based on 10000 posterior samples

Dividend Yield dy = 4%

DP Prior Param. Deep Param.

a µ0 s0 g b l

Mean 78.40 0.020 0.101 9.309 0.956 2.425

St.Dev 36.75 0.014 0.031 4.444 0.041 1.130

q5 14.61 0.001 0.047 3.631 0.866 1.103

q25 49.42 0.009 0.078 5.836 0.939 1.537

Median 81.53 0.019 0.103 8.304 0.970 2.138

q75 109.91 0.029 0.127 12.228 0.987 3.040

q95 131.61 0.046 0.146 18.145 0.998 4.793

Asset Pricing Predictive Mom

r f dy rp µ s skew ex.k

Mean 0.020 0.061 0.070 0.018 0.065 0.025 2.836

St.Dev 0.010 0.030 0.012 0.005 0.017 0.236 1.845

q5 0.002 0.021 0.052 0.010 0.040 -0.357 0.582

q25 0.011 0.038 0.060 0.014 0.052 -0.132 1.598

Median 0.021 0.054 0.070 0.017 0.064 0.034 2.445

q75 0.028 0.079 0.080 0.020 0.078 0.166 3.580

q95 0.034 0.122 0.088 0.027 0.097 0.412 6.520

Table 4.9: Posterior estimates for the relevant parameters in the economy

with distributional uncertainty. Here the dividend-yield target is con-

strained to be equal to 0.04. This allows for a robustness check to under-

stand whether the posterior quantities are sensitive to one of the targets.
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BPC for Dirichlet Process Simulations.

Based on 10000 posterior samples

Leverage l = 1

DP Prior Param. Deep Param.

a µ0 s0 g b l

Mean 74.03 0.014 0.091 11.396 0.927 1.000

St.Dev 37.83 0.011 0.032 4.291 0.051

q5 11.35 0.001 0.041 5.308 0.825

q25 43.02 0.006 0.064 7.718 0.894

Median 75.65 0.013 0.089 10.966 0.937

q75 106.72 0.020 0.119 14.777 0.967

q95 131.69 0.034 0.144 18.806 0.994

Asset Pricing Predictive Mom

r f cw rp µ s skew ex.k

Mean 0.018 0.048 0.068 0.015 0.060 -0.155 2.496

St.Dev 0.010 0.017 0.011 0.004 0.018 0.156 1.995

q5 0.002 0.024 0.051 0.010 0.038 -0.421 0.487

q25 0.009 0.036 0.058 0.013 0.046 -0.243 1.083

Median 0.018 0.046 0.067 0.015 0.056 -0.147 2.020

q75 0.026 0.058 0.078 0.017 0.072 -0.053 3.211

q95 0.033 0.080 0.087 0.022 0.094 0.091 6.317

Table 4.10: Posterior estimates for the relevant parameters in the economy

with distributional uncertainty. Here the leverage parameter is constrained

to be equal to one.
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Statistics Excess Return Volatility Sharpe Ratios

Mean 0.16 0.44

St.Dev 0.09 0.43

q5 0.06 0.15

q25 0.10 0.28

Median 0.14 0.47

q75 0.20 0.72

q95 0.33 1.29

Table 4.11: As a robustness checks the posterior distributions of Excess Re-

turn Volatility and Sharpe Ratios are derived. These computations are per-

formed using the 10000 posterior samples shown in table 3.
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BPC for Dirichlet Process Simulations.

Based on 2000 posterior samples. Restricted on value of Risk Aversion  5

DP Prior Param. Deep Param.

a µ0 s0 g b l

Mean 91.60 0.012 0.125 4.075 0.976 2.258

St.Dev 29.49 0.010 0.018 0.639 0.016 0.678

q5 40.74 0.001 0.091 2.901 0.946 1.268

q25 68.14 0.004 0.113 3.646 0.968 1.763

Median 94.33 0.010 0.129 4.185 0.979 2.173

q75 117.45 0.018 0.140 4.600 0.988 2.689

q95 133.29 0.032 0.148 4.927 0.996 3.469

Asset Pricing Predictive Mom

r f dy rp µ s skew ex.k

Mean 0.022 0.036 0.068 0.015 0.083 -0.143 3.168

St.Dev 0.009 0.011 0.012 0.004 0.012 0.219 1.258

q5 0.005 0.022 0.052 0.009 0.063 -0.481 1.713

q25 0.015 0.027 0.058 0.012 0.073 -0.286 2.311

Median 0.024 0.034 0.067 0.014 0.083 -0.156 2.860

q75 0.030 0.043 0.078 0.017 0.093 0.002 3.697

q95 0.034 0.058 0.088 0.023 0.103 0.226 5.521

Table 4.12: Posterior estimates for the relevant parameters in the economy

with distributional uncertainty. Means, Standard deviations and Quantiles

are reported. Here a robustness check is performed by clustering on the

level of risk aversion.
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BPC for Dirichlet Process Simulations.

Based on 4000 posterior samples. Restricted on value of Risk Aversion � 10

DP Prior Param. Deep Param.

a µ0 s0 g b l

Mean 68.55 0.022 0.077 14.260 0.941 2.482

St.Dev 40.34 0.014 0.026 2.938 0.049 1.308

q5 6.07 0.002 0.033 10.319 0.838 1.075

q25 32.03 0.013 0.061 11.569 0.912 1.409

Median 69.81 0.022 0.076 13.920 0.955 2.071

q75 103.62 0.029 0.094 16.615 0.981 3.261

q95 130.13 0.042 0.126 19.366 0.997 5.235

Asset Pricing Predictive Mom

r f dy rp µ s skew ex.k

Mean 0.018 0.074 0.071 0.018 0.050 0.040 2.242

St.Dev 0.010 0.031 0.011 0.004 0.009 0.146 1.875

q5 0.002 0.031 0.052 0.011 0.036 -0.216 0.450

q25 0.010 0.049 0.061 0.016 0.043 -0.061 1.000

Median 0.019 0.068 0.071 0.018 0.049 0.056 1.686

q75 0.027 0.095 0.080 0.020 0.056 0.138 2.775

q95 0.034 0.133 0.088 0.024 0.067 0.264 6.230

Table 4.13: Posterior estimates for the relevant parameters in the economy

with distributional uncertainty. Means, Standard deviations and Quantiles

are reported. Here a robustness check is performed by clustering on the

level of risk aversion.
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the Effect of Risk Aversion over the Model: if g "

Prior a ",µ0 ",s0 #

Other Deep Parameters b #, l #

Predictive Distribution Moments µ ⇠=, s #, sk #,exk #

Table 4.14: Sensitivity Analysis: changes in the posterior parameters means

to an increase in risk aversion.

Quantiles G0 Hist Pred

q1 -0.213 -0.072 -0.173

q5 -0.145 -0.040 -0.100

q25 -0.046 -0.001 -0.012

q50 0.021 0.017 0.018

q75 0.089 0.039 0.048

q95 0.187 0.082 0.132

q99 0.254 0.106 0.217

Table 4.15: Comparison between quantiles of the initial, historical and pre-

dictive distribution of consumption growth. Quantiles are reported.
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BPC for Dirichlet Process Simulations
Robustness Comparison Between Different Countries

DP Prior Param. Deep Param.
Means a µ0 s0 g b l

USA 78.78 0.021 0.101 9.464 0.954 2.422
AUS 71.56 0.030 0.103 8.012 0.952 2.403
GER 70.10 0.034 0.104 6.681 0.960 1.974
ITA 82.09 0.035 0.116 6.302 0.963 1.881
UK 75.22 0.247 0.100 9.647 0.951 2.574
FRA 61.25 0.029 0.091 3.921 0.971 2.257
RUS 55.67 0.030 0.077 2.730 0.958 2.638
CAN 74.58 0.037 0.110 8.535 0.956 2.115
JAP 64.04 0.020 0.093 3.367 0.975 2.252

Asset Pricing Predictive Mom
Means rf dy rp µ s skew ex.k
USA 0.019 0.063 0.070 0.018 0.066 0.040 2.829
AUS 0.020 0.066 0.069 0.018 0.069 -0.029 2.827
GER 0.020 0.057 0.071 0.020 0.077 -0.10 2.646
ITA 0.021 0.061 0.071 0.023 0.082 -0.142 3.678
UK 0.018 0.0618 0.069 0.016 0.0632 0.044 3.753
FRA 0.022 0.0380 0.071 0.015 0.083 -0.924 7.106
RUS 0.021 0.0390 0.0716 0.015 0.110 -1.624 9.486
CAN 0.020 0.064 0.0708 0.021 0.0761 -0.034 2.618
JAP 0.025 0.034 0.072 0.017 0.087 -1.444 10.39

Table 4.16: Posterior estimates for the relevant parameters in the econ-
omy with distributional uncertainty. Here a cross-sectional analysis using a
panel of OECD countries is performed.
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Learning and Convergence to the Truth

Year Sampling Rate: t/ ((t + a)) Learning Rate: 1 � t/
⇣p

t (t + a)
⌘

2010 64.0% 94.6%

2200 80.7% 95.5%

2500 88.8% 96.5%

3000 93.5% 97.2%

5000 97.5% 98.3%

10000 99.0% 98.9%

50000 99.8% 99.5%

1000000 99.9% 99.7%

Table 4.17: Learning and convergence to the truth in the model with distri-

butional uncertainty.
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Chapter 5

Social Discounting Using a Bayesian
Nonparametric Model

5.1 Introduction

Cost-benefit analysis (CBA) is a decision tool for comparing benefits

and costs of a project, intervention or government policy. CBA has the pur-

pose to determine if an investment/decision is desirable, and to provide a

basis for comparing projects.

A crucial ingredient in every CBA evaluation is the discount rate. As

in Freeman and Groom (2010) this can be shown to be equal to the minimum

level to make the project profitable. CBA applied to long term projects and

policies is particular critical due to the difficulty in estimating a long term

discount rate. Estimation errors can in fact lead to opposite policy recom-

mendations. Overestimation of the discount rate implies that fewer invest-

ment projects will be profitable in expectations. At the collective level, the

outcome will be a low level of investments and savings, see Gollier (2011)

for discussion. On the contrary, the underestimation of the discount rate

enlarges the set of profitable investment opportunities. This means that a

larger portion of the wealth of nations will be invested as also pointed out
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by Gollier (2011). Social discounting is usually referred as the process of

finding the appropriate level of discounting for intergenerational projects.

To understand the behavior of discount rates under uncertainty con-

sider the following example.

Example 5.1. Assume that the interested rate over next century will be either 2%
or 4%, with equal subjective probability. We will obtain a reward of $1 in 100
years. We can then compute the expected present value of the reward. If the interest
rate is 2%, the present value is about $0.13 while it is about $0.02 in the 4%case.
The averaged-expected present value is consequently about $0.07. But if instead the
interest rate was known to be 3% for sure, we would derive a present value equal
to about $0.05. This means that uncertainty causes less discounting than in the
average 3% case. In fact it is easy to compute that the effective discount rate in this
case is 2.06% much closer to the minimum value than the average of the discount
rates.

This naive example captures the nature of the so called “Weitzman-

Gollier paradox” (Gollier and Weitzman, 2010), where in case of an uncertain

discount rate, it is sound to average over present values, and not over inter-

est rates. This leads to schedules of discount rates that decline with the hori-

zon and tend in the limit, to the lowest possible value. Major contributions

to this area were made by Weitzman (1998, 1999, 2001 and 2010). In par-

ticular, Weitzman (2001) surveyed more than two thousand economists for

their opinions of an appropriate discount rate. Based on this, he proposed

a schedule of social discount rates derived by fitting a Gamma distribution

to individual opinions. As pointed out by Freeman and Groom (2010) and

Gollier (2011) the Gamma discounting approach has been of great practical
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interest. In fact declining discount rates based on uncertainty have been

adopted for long-run decision making by international policy makers. For

a more general introduction to the policy implications of these findings see

also Freeman and Groom (2010).

Jouini et al. (2010) have questioned whether Weitzman was correct in

assigning equal weights for economists’ opinions. They prove that, in equi-

librium, the weight that a social planner should put on an individual dis-

count factor is related to that individual’s rate of pure time preference and

lifetime endowment. Applying this equilibrium framework to Weitzman’s

sample data, they find that the precise term structure of discount rates dif-

fers from that proposed by Weitzman; however, it does not change the im-

plied policy recommendations. Freeman and Groom (2010 and 2011) show

that the term structure of social discount rates resulting from Weitzamn’s

study is highly sensitive to the way of combining the survey responses.

They recommend a mixed normative-positivist approach leading to a flat-

tened term structure. Their approach will be also discussed in Section 5.4.2.

All these approaches use a parametric approach to modeling the

data, such as a Gamma distribution.

The contribution of this Chapter is to characterize the Gamma dis-

counting framework as a Bayesian decision problem. We contend that the

treatment of Weitzman’s survey data should incorporate the statistical un-

certainty about the expert responses via a nonparametric approach. This

is important since if responses are forecasts of the long-term average inter-
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est rate, statistical uncertainty in the data leads to a term structure of social

discount rates that is, on average, declining at a lower rate. Based on our

analysis of Weitzman’s survey data, it is difficult to justify severely declin-

ing schedules.

This Chapter is organized as follows. Section 2 reviews the basics of

Weitzman’s Gamma discounting approach, questions his assumptions and

provide preliminary data analysis. Section 3 deals with a Bayesian non-

parametric approach to the Weitzman’s problem and presents the main re-

sults. Section 4 discusses the findings, and contrasts them with other studies

while Section 5 concludes this Chapter.

5.2 Weitzman’s Gamma Discounting

As mentioned in the Introduction, Weitzman (2001) designed and

emailed a survey to approximately 2800 PhD-level economists. He obtained

n = 2160 responses. To understand the survey design consider the follow-

ing:

“As part of an empirical study, I need your best point esti-

mate of the appropriate real discount rate to be used for evalu-

ating environmental projects over a long time horizon.

... You are being asked the following question: ‘Taking all rel-

evant considerations into account,what real interest rate do you
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think should be used to discount over time the (expected) ben-

efits and (expected) costs of projects being proposed to mitigate

the possible effects of global climate change?’ ... I will settle for

what might be called your ‘professionally considered gut feel-

ing.’ ”(Weitzman, 2001, p.271)

The survey data can be found on Table 1 in Weitzman (2001). The de-

scription of the Gamma discounting framework in this Section is based on

the one presented in Weitzman (2001) and Freeman and Groom (2010, 2011).

From the survey responses, an empirical schedule of discount rates was

derived using a sample method for combining expert opinions. Note that

the importance of a Bayesian approach is implicit in Weitzman’s question

above. “Gut feeling” is essentially a prior belief about a phenomena, in this

case discount rates. And a “best point estimate” is essentially a guess at the

mean (or mode) of a probability distribution for discount rates. Weitzman

and others assume a Gamma distribution since it appears to fit the observed

data reasonably well. Summary statistics for the data are described in Ta-

ble (5.1) where we differentiate between constrained and unconstrained re-

sponses. This distinction arises from the fact that 48 economists reported

interest rates that were lower than or equal to zero. This offers a theoreti-

cal complication: Weitzman (1998) argues that the discount rate goes to its

lowest possible value as the horizon goes to infinity. If we have a distribu-

tion that places mass on negative values, we will have, in the limit, as the

horizon goes to infinity a negative interest rate, which is impractical and
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extremely implausibile. If the negative observations are ignored, as it is

implicity in the Gamma discounting approach of Weitzman (2001), we will

have a a term structure that decays to zero but never goes negative. For this

reason we treat the data in the same way as Weitzman (2001) and Freeman

and Groom (2010 and 2011) ignoring the negative values.

As in Freeman and Groom (2010) an underlying assumption is that

we can interpret the responses as a forecast of the average long-run interest

rate over the horizon of interest, H. This means that rt�1 is the risk free rate

of return for the single period [t � 1, t] and

r̄H =
1
H

H�1

Â
t=0

rt.

The answer given by the respondents in Weitzman’ survey can be repre-

sented by r0 = E0 [r̄H] where E0 denotes expert i0s expectation at time 0.

The social planner, called by Weitzman the “Wise Neutral Observer”

(WNO), is interested in the present value, p0, of a certain $1 cash flow at

time H. This is similar to the example in 5.1. Freeman and Groom (2010)

show that by using the standard present value analysis:

pH�1 = exp (�rH�1)

under the assumption of risk-neutrality and that she is discounting at the

risk-free rate, looking one period earlier:

pH�2 = EH�2 [pH�1] exp (�rH�2)

= EH�2 [exp (�rH�1 � rH�2)]
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By iterating as in Feeman and Groom (2010) we have the following repre-

sentation for RD (H):

RD (H) = � 1
H

ln (E0 [exp (�Hr̄H)])

Using the survey data one can characterize the expectation E0 [exp (�Hr̄H)]

by specifying an appropriate probability density for �Hr̄H. Then it is im-

portant to understand how to combine these forecasts to characterize the

schedule of discounting rates RD (H).

In the context of gamma discounting, experts must make a subjec-

tive prediction of r. In this case it seems plausible to use a prior probability

which is equal for each of the n experts where they are all assigned a com-

mon prior probability of being right. Thus we can simply evaluate a WNO’s

expectation E0 [exp (�Hr̄H)], as follows:

EW
0 [exp (�H) r̄H] =

1
n

n

Â
i=1

exp (�Hri)

This is the sample mean discount factor and Weitzman’s (2001) work can be

interpreted within this “in-sample” framework.

More generally, Freeman and Groom (2010) show that if the survey is

interpreted as a question about the long term rate, we can extend Weitzman

(2001) framework by assuming that each ri is drawn independently from

a known underlying distribution with probability function F. In this case

we have a statement about the “population” and not the sample. Then the

149



certainty equivalent rate is given by

RD (H) = � 1
H

ln
✓

Z

exp (�HrH) dFH

◆

= � 1
H

cF (�H) . (5.1)

where c (�) describes the cumulant generating function (log moment gen-

erating function, see also the previous Chapter) of the F distribution. Un-

like the approach described above, Weitzman assumes that each estimate ri

is drawn from a Gamma distribution with parameters a, b. Again, this is

equivalent to assuming that the true distribution of discount rate for every

expert is a Gamma distribution, and that each one of them reports one in-

dependent realization from it. Under this assumption, Freeman and Groom

(2010) recover Weitzman’s derivations. In fact it is easy to see that:

EW
0 =

✓

b

b + H

◆a

And finally

RD (H) = � 1
H

a log
✓

b

b + H

◆

(5.2)

In the context of the more general “population” framework, from

a statistical standpoint, we believe there are three reasons to question the

approaches described above. We contend that: (a) the Gamma discounting

schedule is quite sensitive to the way one estimates the parameters, (b) other

parametric distributions could also lead to interpretable term structures of

the certainty equivalent rate, (c) higher moments, like skewness and kurto-

sis can be quite important in determining long term rate and that the sample

size of 2160 can lead to wide confidence intervals for the higher moments.
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We call the objections in (a) and (b) as “uncertainty within distribution” and

“uncertainty between distributions”, respectively, and (c) reflects “higher

moments uncertainty and sample size”.

5.2.1 Uncertainty within Distribution

Weitzman (2001) estimated the parameters of the gamma distribu-

tion using the method of moments, obtaining ba = 1.90, bb = 47.62, while

Groom and Freeman (2011) used the maximum likelihood score reporting

ba = 2.53, bb = 62.93. These two methods are equally valid leading to differ-

ent values for the estimated parameters, and hence to quite different term

structures. The Freeman and Groom implied term structure is flatter as a

result of a larger shape parameter a. In fact it is easy to see by taking deriva-

tives of equation (5.2) that while an increase in the scale parameter b could

have varied effects, an increase in the shape a leads to an increase in the

term structure.

∂RD (H)
∂a

= � 1
H

✓

log
✓

b

b + H

◆◆

> 0 (5.3a)

∂RD (H)
∂b

=

 

a(b + H)
b

(b + H)2 � 1
b + H

!

1
b + H

(5.3b)

5.2.2 Uncertainty Between Distributions

For illustrative purposes, in addition to the Gamma discounting ap-

proach, we consider three parametric alternatives: Weibull, Inverse Gaus-

sian and Lognormal Distributions. These distributions are presented in Ta-
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ble (5.2). If a WNO is uncertain about which distribution to use, he might

be tempted to estimate the “best” distribution out of all the alternatives by

using the Weiztman survey. We obtain maximum likelihood estimates for

all the approaches in line with Freeman and Groom (2011). These are pre-

sented in Table (5.3), while Figure (5.1) presents the different fits overlaid on

a histogram (empirical distribution) of the survey data. The results in Table

(5.4) show the term structures implied from the different distribution at the

maximum likelihood estimates.

5.2.3 Higher Moments Uncertainty and Sample Size

Consider equation (5.1) which captures the influence of higher mo-

ments on the discount rates. We can expand the cumulant generating func-

tions in terms of the first four cumulants ci and moments:

RD (H) = � 1
H

cF (�H) = c1 �
1
2

c2H +
1
6

c3H2 � 1
24

c4H3 + ... (5.4)

= µ � 1
2

s2H +
1
6

H2s2Skewness � 1
24

H3s4Kurtosis + ...

It is easy to see that skewness, kurtosis and higher moments in gen-

eral can easily shift up/down the term structure. Table (5.5) provides the

implied skewness and kurtosis for the four different distributions. The third

and fourth moments implied by the Gamma discounting approach of Weitz-

man are quite problematic as they depend parametrically just on the shape

parameter a. We showed earlier that the shape has a strong effect on the
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term structure and that its estimation is quite dependent on the methodol-

ogy adopted.

Moreover, while different distributions seem to represent well the

empirical histogram, they can still exhibit dramatically different levels of

skewness and kurtosis. This is exemplified, again, in Table (5.5). Gollier

(2009) and Freeman and Groom (2011) have partially by-passed this prob-

lem by assuming that the “central limit theorem” holds given the large

number of responses considered by Weitzman (2001). They consequently

assume that the higher central moments are zero, via convergence to the

Normal distribution, and therefore does not adversely affect the term struc-

ture in equation (5.4). We believe their assumption is not realistic for at

least two reasons: first, convergence in distribution via CLT of F to a Nor-

mal does not imply convergence of the moment functionals RD (H) (see

for example DasGupta, 2009). Convergence of moments require stronger

conditions such as uniform convergence. Uniform convergence cannot be

easily verified from sample data as it depends on the parametric function

adopted. Second, it is notoriously difficult to apply central limit theorem

arguments to higher sample moments and consequently to estimate them

from raw data. This is usually achieved by considering k�statistics, that

is, combination of the first k sample cumulants. In an important survey,

McCullagh (1987) states that:

“As a general rule, the higher order k�statistics tend to have

large sample variability and consequently, large quantities of
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data are required to obtain estimates that are sufficiently pre-

cise to be useful. By way of example, under the optimistically

favourable assumption that the data are approximately normally

distributed with unit variance, approximately 40000 observations

are required to estimate the fourth cumulant (moment) accu-

rately..”

As a result the sample size of n = 2160 responses is not large enough

to rule out the importance of higher moments.

5.2.4 Summary of the Analysis of Weitzman Data

Key points from the analysis above are the following:

• Different distributions that fit the data reasonably well lead to term

structures that are quite different in the longest maturities: this is due

to the effect of higher moments.

• To quantify their “gut feeling”, implicitly, each economist selects one

unique distribution and the mean guess corresponding to it. In the

absence of a formal Bayesian approach, it is unclear how to average

term structures when the parameters and distributions are uncertain

as well.

• The best distribution in terms of the log-likelihood is the log-normal

which does not have an analytical form for its moment generating
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function. Hence, even if we fit the data well, there is no guarantee

of a sensible term structure of certainty equivalents.

• We do not believe that it is reasonable to apply CLT arguments within

the scope of estimating the term structure of social discounting rates:

this is because higher moments are important and the sample size is

not large enough.

• Parametric forms are ill-suited to model data where higher-order mo-

ments could significantly impact inference, and the resulting policy

recommendations. Even the elicited mean responses from experts

vary considerably; surely, then, judgements about the underlying prob-

ability model driving the data could be difficult to agree upon. Why

not let the observed data drive us in the direction of a “true” model

for social discount rates, rather than assume a specific form? This can

be attained via Bayesian nonparametrics.

The main point of this Chapter is that in order to cope with un-

certainty between/within distributions, and to consider the importance of

higher moments, a WNO could derive sensible term structures using Bayesian

nonparametric models. All of the technical difficulties described above are

resolved satisfactorily. We use Weitzman’s survey data to “calibrate” or to

estimate the relevant statistical quantities. The policy upshot of this analy-

sis is that the term structure is significantly flatter when compared to any of

the parametric models detailed in Table (5.2).
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5.3 Bayesian Nonparametric Approach

The WNO wants to estimate RD (H) but does not know the under-

lying true distribution that is driving discount rates. Assume that there is

a true distribution F⇤ and call the set of all possible distributions on the

positive real line F .

A Bayesian approach to this problem is given by placing a prior dis-

tribution over F , and then find the best Bayes action, i.e. estimating the

best distribution RbFD (H), to minimize some loss function under the prior.

In more formal terms, the agent solves the following problem

min
F

⇣

RF
D (H)� RF⇤

D (H)
⌘2

F 2 F .

The agent aims to find the optimal term structure of certainty equiv-

alents RF⇤
D (H) by minimizing a square loss with respect to a generic term

structure RF
D (H) implied by some F 2 F . The agents take a Dirichlet pro-

cess prior on F . For an introduction to the Dirichlet Process, refer to Ap-

pendix (B). Hence F ⇠ DP
�

c, F0� where c is called the concentration pa-

rameter and F0 the centering measure. It follows that

min
F

⇣

RF
D (H)� RF⇤

D (H)
⌘2

= EF (RD (H))

F ⇠ DP
⇣

c, F0
⌘

EF (RD (H)) =
Z

� 1
H

ln
✓

Z

exp (�HrH) dFH

◆

dDP
⇣

c, F0
⌘
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Essentially, we are averaging over all possible distributions gener-

ated by a Dirichlet Process, and is calculated as

EF (RD (H)) =
Z

� 1
H

ln
✓

Z

exp (�HrH) dFH

◆

dDP
⇣

c, F0
⌘

� RF0

D (H) = � 1
H

ln
✓

Z

exp (�HrH) dF0
H

◆

.

The proof follows by a simple application of Jensen inequality for

expectations. Recall that if f is a concave function (as f = � 1
H log(�HX) is

concave), then f (E (X))  E [f (X)].

There are also two interesting limiting cases: (a) when c ! •, then

RbFD (H) = RF0

D (H); (b) if c ! 0, then RbFD (H) is equal to the sample mean, so

the term structure is flat. (a) is an immediate consequence of the behavior

of the Dirichlet Process that tends to its centering measure as c ! •. (b)

stems from the fact that as c ! 0, the DP tends to the empirical measure

which has a moment generating function equal to exp

 

�H
n

n

Â
i=1

Xi

!

. In this

case the term structure does not depend on the horizon H. The economic

interpretation of this result, is that an economic agent who does not have

a proper “gut feeling” behaves in a myopic way implying a flat discount

rate curve. This is in agreement with the traditional asset pricing model of

Lucas (1978) or growth model of Ramsey (1928).

These limiting cases point to the direction that the higher the distri-

butional uncertainty, driven by a lower c, the flatter the curve. However,

recall that parameters driving the centering measure can also have an im-
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pact on the increase/decline of the curve. By taking as a centering mea-

sure a Gamma distribution, with shape a and scale b, in agreement with

the Gamma discounting literature, we might end up eliciting a value of a

which is lower than those found by Weitzman (2001), and Freeman and

Groom (2011), leading to a decreasing curve for the term structure.

5.3.1 Using the Survey Data to Calibrate the Dirichlet Process Prior

Recall our interpretation of the Weitzman data. We assume that ev-

ery economist has his own (independent from the others) feeling, a proper

prior distribution over the possible discount rates, and he reports the mean

of the distribution as the only datum to characterize his beliefs. The Weitz-

man data are the distribution of the mean functional. We assume a DP prior

over the set of distribution with base distribution Gamma determined by

parameters a and b, and concentration parameter c. We wish to estimate

these three parameters.

Hjort and Ongaro (2005) present an accurate study of the distribu-

tional properties of random Dirichlet Process means. They find a recursive

relationship between successive raw moments. We report here the main

result used for the calibration exercise.

Proposition 5.1. (Hjort and Ongaro, 2005) Let F ⇠ DP
�

c, F0� and define q =
R

xdF, the mean Dirichlet process functional. Then for any positive integer
k:

EF (q)k = c (k � 1)!
k�1

Â
j=0

1

j! (c + j)[k�j] E
F0
(X)k�j EF (q)j (5.5)
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where z[k] = z(z + 1)...(z + k � 1).

The recursive formulation in (5.5) allows for easy numerical compu-

tation of the raw moments depending on F0 ⇠ Gamma (a, b), and c, the

concentration parameter.

We match empirical raw moments from the survey data with the im-

plied raw moments from (5.5). We choose a large number of moments to

be matched follows the discussion on the importance of higher moments

that have strong implications for the behavior of the long term rates. This

leads to an overidentified non-linear system in three unknowns, which is

solved numerically. We search for values of the parameters that we believe

are economically significant; specifically,

1  a  3

30  b  80

0.001  c  500.

There is in fact a multiplicity of equilibria from the matching mo-

ments equations, and many of them lead to distributions with shape pa-

rameters that are not directly comparable to those in Weitzman (2001) and

Freeman and Groom (2011).
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We obtain calibrated values for the parameters equal to:

â = 2.07

b̂ = 47.64

ĉ = 191.6.

The implied term structure of long term rates is given in Table (5.6)

where we have reported previous computations for comparison. Note that

as we are producing Monte Carlo averages of Dirichlet Process samples un-

der the calibrated parameters, we can also obtain interval estimates for the

certainty equivalent rates. From the predictive distribution of the Dirichlet

Process, see Appendix (B), c = 191.6 implies sampling from the base mea-

sure an average of 191.6/2160=8.87% of times. This tells us that the survey

data alone is informative an average of 91.13% of times. Figure (5.2) com-

pares the predictive distribution with the base measure and the empirical

distribution.

It is easy to see that the schedule of discount rates implied by our

methodology is in general larger than Weitzman’s. Interestingly even the

5th quantile is quite close to what Weitzman (2001) proposed. This leads us

to to the conclusion that the sharp declines he originally proposed are mit-

igated by distribution uncertainty. This is despite the fact the base measure

has a shape parameter of 2.07 that is significantly lower than the one used

by Weitzman (2001) equal to 2.53.
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5.4 Discussion

5.4.1 The Economic Significance of the Results

The economic significance of a low discount rate can be illustrated

by considering the case of climate change. As reported by Gollier (2011),

Nordhaus (2008) estimates a socially efficient discount rate of 5%. In par-

ticular he estimated that the net present value of the future damages gen-

erated by one more tonne of CO2 emitted today is 8 dollars. As pointed

out by Gollier (2011), this implies that none of the big technical projects to

decrease our emissions, such as carbon sequestration are currently socially

profitable, because they all reduce emissions at a cost which is much larger

than CENordhaus = 8 dollars per tonne of CO2. Nordhaus conclusions are

that the efficient response to climate change would, in the near term, be

dominated by investment in green research and development while wait-

ing for the implementation costs to decrease due to technological progress.

In contrast, Gollier (2011) reports that Stern (2006) implicitly used a smaller

discount rate of 1.4%. He ended up with a net present value of future dam-

ages around CEStern = 85 dollars per tonne of CO2. With this value of

carbon, it is efficient to invest significantly in these technical projects. These

two examples show how different interest rate can lead to opposite policy

recommendations as also stated in the Introduction.

Under the two different models, assuming H = 100, consistently

with the example in Section 1, we can easily back-out the expected benefits;

BNordhaus = 8 exp(5) = 1187$ per tonne of CO2 and BStern = 85 exp(1.4) =
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344$ per tonne of CO2.

Our results point in the direction of a discount rate that can reason-

ably be in the range of 2.15% and 2.59% with 90% confidence over the next

century horizon. This interval sits in between the estimates of Nordhaus

(2008) and Stern (2006) but closer to the evaluation made by the latter.

We can then compute 90% uncertainty bounds for the two models

under the Bayesian nonparametric approach. We obtain:

CENordhaus 2 [89.04, 138.26] $ per tonne of CO2

CEStern 2 [29.03, 45.04] $ per tonne of CO2.

One clear result by comparing the bounds with the original evalua-

tions of Stern and Nordhaus is that the spread between the two models is

now smaller even if the intervals are still not overlapping. Interestingly the

bounds for Stern’s estimate is more optimistic compared to Nordhaus. The

Bayesian nonparametric approach has therefore reversed the conclusion of

the two authors. In policy terms this probably implies that just a fraction of

the projects would still have a positive net present value. A recommenda-

tion could be to first pursue the projects with higher net present value, sim-

ilar to the conclusions of the so-called ”Copenhagen consensus” (see Lom-

borg, 2004). The ”consensus” suggested to pursue public programs yielding

immediate benefits, and recommended that environmental projects should

be implemented only after all these other projects were fully funded.
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5.4.2 Comparison with the Schedule of Freeman and Groom (2011)

Freeman and Groom (2011) take a different approach by consider-

ing the problem of aggregating “expert opinions”. In fact one limitation of

Weitzman’s discounting approach is to assume that the economists/experts

come from independent “schools of thought”. Using the Optimal Power

Normal Approximation Method (OPNAM, proposed by Kulkani and Power,

2010) they select N “independent” observations out of the original n. They

show that under OPNAM, which as the name indicates, involves a Normal

approximation, if N gets smaller the term structure become flatter. This ef-

fect is similar to the one driven by our concentration parameter, c. In fact

a smaller N can also imply higher ignorance regarding the distribution of

responses. One drawback of their approach is that they find N to be de-

pendent on some “loose” hyper-parameter, which they fix at some level,

whereas, in contrast, we are able to identify c by using the properties of the

Dirichlet Process means.

From a research perspective it would be interesting to combine a

Bayesian nonparametric approach with the problem of mixing experts opin-

ions. It is easy to anticipate that the distributional effect, driven by c, will

compound with the N < n effect of Freeman and Groom (2011). This is left

for future research.
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5.4.3 Risk-Adjusted Gamma Discounting

Weitzman (2010) presents and interesting extension to his original

framework, by incorporating notions of “risk aversion”. He nests the Gamma

discounting into an optimal growth problem in which the productivity of

capital is the primal source of uncertainty and the social planner is risk

averse with CRRA utility and coefficient of relative risk aversion g. This

setup is similar to the one presented in Chapter 4 and references therein.

When g > 0 the formulation in (5.2) needs to be adjusted for risk aversion.

We refer to Weitzman (2010) for the technical details; here, we just state his

main result. By assuming again a gamma distribution kernel for the vari-

ables in play he obtains:

RD (H, g) =
a � g

H
ln
✓

b

b + H

◆

1 < g < a,

which has as a limiting case (5.2) when g = 0. As risk aversion acts as a

correction to the shape parameter, by decreasing the “effective alpha” of the

distribution we can see an effect of risk aversion that is captured by the com-

parisons in (5.3a). As the shape decreases the term structure shifts down.

Weitzman justifies this behavior by stating that risk adjustment places even

more weight on costs and benefits in the distant future by accentuating the

small probabilities, namely the left tail of the distribution, such as catas-

trophes (see again Chapter 4 for a description of the Barro-Reitz type of

models); this is called by Weitzman (2011) “fear factor”.
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We contend that this approach is rather questionable as risk aversion

decreases both skewness and kurtosis; see Table(5.5) due to the mechani-

cal relationship between the shape parameter and higher moments. This

seems to partially contradict the idea of putting more mass on the tail of the

distribution.

As an alternative we could consider an agent with CARA utility

exp(�gx), which is very common in models with Bayesian uncertainty (see

for example Vives, 2009). With risk aversion, g, we find that:

RD (H) = � 1
H

ln
✓

Z

exp(�grH) exp (�HrH) dFH

◆

= � 1
H

cF (�(H + g)) .

(5.6)

In this case risk aversion is directly tied to the investment horizon

H. In particular we have an increase in the effective H = H + g which

can be reconciled with an agent putting more weight of far distant events

and therefore paying more attention to potentially catastrophic outcomes.

However the mechanism underlying these adjustments is quite different

than Weitzman’s. Consider an expansion of equation (5.6) up to the first

four cumulants. We have:

RD (H) = µ� 1
2

s2 (H + g)+
1
6
(H + g)2 s2Skewness� 1

24
(H + g)3 s4Kurtosis

In this case, it is easy to see how risk aversion affects higher moments. An

increase in risk aversion will propagate exponentially through higher mo-

ments. We therefore have a “higher moments fear effect”; risk aversion will

have the agent putting more mass on the tails and not just shifting down
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the term structure. We believe this mechanism is more realistic than the one

presented in Weitzman (2010).

5.4.4 Connections with Hyperbolic Discounting

Hyperbolic discounting refers to the tendency for people to increas-

ingly choose a smaller-sooner reward over a larger-later reward as the de-

lay occurs sooner rather than later in time. This choice is usually referred

to as time-inconsistent in contrast with traditional exponential discounting

which is the object of this Chapter.

Time-inconsistency can be explained by the following scenario: when

offered a larger reward in exchange for waiting a set amount of time, people

choose to wait as the rewards happen farther in the future. Hyperbolic dis-

counting has been applied to a wide range of phenomena from winning the

lottery, where people prefer one lump-sum payment to a series of install-

ments, to addiction phenomena where people prefer to be addicted today

rather than waiting for rehabilitation tomorrow.

One important feature of hyperbolic discounting curves is that they

decay at a slower rate than traditional exponential ones
⇣

RExp
H = exp (�kH)

⌘

.

One outcome from this Chapter is that a model with distributional

uncertainty exhibits lower decays than in the Gamma discounting approach

of Weitzman. One might wonder if the decay rate of our Bayesian nonpara-

metric model is comparable with a pure hyperbolic discounting model with
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no uncertainty. To verify this claim we match the mean posterior discount-

ing curve in table (5.6) with a hyperbolic discounting curve introduced by

Laibson (1997). This is also known as a “quasi-hyperbolic” discount func-

tion, which works well in empirical settings. Laibson (1997) showed:

RQH
H=0 = 1 (5.7a)

RQH
H = bdH (5.7b)

where b and d are constants between zero and one, H is again the delay in

the reward and RQH
H is the discount factor. Given this representation, quasi-

hyperbolic time preferences are also referred to as “beta-delta” preferences.

They retain the analytical tractability of exponential discounting while cap-

turing the key qualitative features of discounting with true hyperbolae.

We find the b, d parameters in (5.7) to approximate as close as possi-

ble our mean posterior discounting curve. However it is easy to verify that

is not possible, in general, to approximate the entire term structure satisfac-

torily. For example with b = 0.035 and d = 0.997 the center of the curve

between 100 and 500 years horizon is approximated well, while for shorter

and longer horizons, our exponential mean posterior is markedly different,

resulting in larger values in both the short and longer terms. This is essen-

tially driven by the fact that Laibson’s model does not include any form of

parameter or distribution uncertainty as the b and d parameters are fixed.

This result implies that while portions of the curves can could be seen as

observationally equivalent to a hyperbolic discounting curve, our Bayesian
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nonparametric framework allows for a richer behavior while preserving the

time-consistency properties of the exponential discounting model.

A possible direction for future research, could be to generalize the

Bayesian parametric models of Sozou (1998), leading to Bayesian nonpara-

metric hyperbolic discounting curves which we anticipate could be as flex-

ible as the exponential ones described in this Chapter.

5.5 Conclusion

Uncertainty is a key element in all long term investments. Policy

recommendations should take careful account of level of uncertainty, the

long time horizons and the range of possible outcomes. In this Chapter, a

Bayesian nonparametric model was used to deal with uncertainty concern-

ing discount rates for long term projects.

The rapid decline in social discount rates associated with gamma dis-

counting (Weiztman, 2001) is shown to be highly sensitive to distributional

assumptions. If Weitzman’s survey is interpreted as normative, a wise so-

cial planner could benefit from incorporating distribution uncertainty via

Bayesian nonparametric models. In this case, when compared to a para-

metric approach, the term structure of certainty equivalents is flatter and

will not be lower than 2% over the next century horizon.
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Survey Data Positive Survey Data
Mean 0.0394 0.0403

Standard deviation 0.0296 0.0292
Skewness 2.3235 2.4283
Kurtosis 12.1357 12.572
cases, n 2160 2112

Table 5.1: Summary statistics for the Weitzman’s survey data.

Distribution pdf RD (H)

Gamma ba

G(a)ra�1 exp (�br) � 1
H a log

⇣

b
b+a

⌘

Weibull k
l

⇣

x
µ

⌘k�1
exp (�x/l)k � 1

H log
⇣

Â•
n=0

(�H)nln

n! G (1 + n/k)
⌘

Inv. Gaussian
r

⇣

l
2pr3

⌘

exp
✓

�l(r�µ)2

2µ2r

◆

� 1
H log

✓

l
µ

✓

1 �
q

1 + 2µ2H
l

◆◆

Lognormal 1
r
p

2ps2 exp
✓

� (log x�µ)2

2s2

◆

No Analytical Form

Table 5.2: Different Distributions and Implied Term Structure of Certainty
Equivalents.
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Distribution Parameters Estimates Log-Likelihood
Gamma a = 2.537, b = 62.939 5073.85
Weibull l = 0.0452, k = 1.540 4971.37
Inv. Gaussian µ = 0.040, l = 0.078 5147.94
Lognormal µ = �3.421, s = 0.646 5149.19

Table 5.3: Paramters point estimations for the survey data under different
distributional assumptions.

Distribution RD (1) RD (25) RD (100) RD (200) RD (500)
Gamma 3.96% 3.40% 2.41% 1.81% 1.11%
Weibull 4.02% 3.33% 2.21% 1.58% 0.90%

Inv. Gaussian 3.95% 3.30% 2.46% 1.98% 1.42%
Empirical 3.99% 3.33% 2.47% 1.96% 1.43%

Table 5.4: Schedule of social discount rates for different distributional fits.

Distribution Skewness Kurtosis
Gamma 2p

a
= 1.256 6

a = 2.365

Weibull 1.033 4.243
Inv. Gaussian 2.148 7.69
Empirical 2.4283 12.572

Table 5.5: Higher moments implied by different parametric and empirical
distributions.
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Figure 5.1: Different distributions and the Weitzman’s survey data as a his-
togram.
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Figure 5.2: Predictive distribution implied by our calibration (Panel C) in
comparison with the calibrated base measure (Panel B) and the Weitzman
data (Panel A). In black, we show for each histogram a kernel density esti-
mator based on the Gamma kernel.
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Distribution RD (1) RD (25) RD (100) RD (200) RD (500)
Empirical Distribution 3.99% 3.33% 2.47% 1.96% 1.43%

Ga(a = 2.53, b = 62.93)
Freeman and Groom (2011)

3.96% 3.40% 2.41% 1.81% 1.11%

Ga(a = 1.90, b = 47.62)
Weitzman (2001)

3.65% 3.23% 2.16% 1.57% 0.93%

Mean DP
 

a = 2.07, b = 47.64,
c = 191

!

3.99% 3.53% 2.36% 1.73% 1.04%

Q5 DP
 

a = 2.07, b = 47.64,
c = 191

!

3.65% 3.23% 2.15% 1.54% 0.89%

Q95 DP
 

a = 2.07, b = 47.64,
c = 191

!

4.35% 3.83% 2.59% 1.92% 1.21%

Table 5.6: Term Structures of certainty equivalents with our Bayesian non-
parametric model in comparison with those of Freeman and Groom (2011),
and Weitzman (2001). Time horizons are 1, 25, 100, 200 and 500 years.
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Chapter 6

Conclusion and Directions for Future Research

There are two common denominators to this research.

1: Micronumerosity in Long Term Studies. First, is the “lack of data” for

long term pricing and discounting problems. The case presented in Chap-

ter 5 is particularly extreme; the only source of information concerning long

term rates is survey data designed over 10 years ago by Weitzman (2001).

Goldberger (1964) coined the name “micronumerosity”. This refers to situa-

tions where the sample is inherently small. We believe this aspect is inextri-

cable from the long term behavior of asset prices but is rarely acknowledged

in graduate level textbooks in Econometrics, Economics and Finance. As

described in this thesis, the standard approach proceeds in either plugging

reasonable point estimates that excludes distribution or parametric uncer-

tainty; or to estimate the parameters by using procedures that are guaran-

teed to work well in asymptotic settings but not in small samples.

2: Distribution Uncertainty and the Bayesian Approach. Cochrane (2005,

Chapter 16) states:
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”Bayesian econometrics can in principle incorporate infor-

mation of previous researchers, yet it is never applied in this way

as each study starts anew with an “uninformative” prior. Statis-

tical theory draws a sharp distinction between the model which

we know is right; utility is exactly power – and the parameters

which we estimate. But this distinction is not true; we are just as

uncertain about functional forms as we are about parameters.”

This thesis embraces Cochrane’s intuition. We have designed “informative”

priors in the Bayesian Predictive Calibration exercises where the outcome

from previous studies was used as a “target” to back out a sensible prior of

a subjective rational agent.

We have shown that Bayesian nonparametric learning provides a

flexible framework to incorporate both “micronumerosity” and parameter

and distribution uncertainty into dynamic pricing problems. This could

possibly lead to the development of a unifying framework for asset pricing

studies.

The above aspects were the unifying methodological binders of Chap-

ter 2, 4 and 5. This thesis presented new and novel results in sequential

Bayesian nonparametric learning for predicting interest rates, uncertainty

quantification and prediction in consumption-based asset pricing and long-

term discounting.
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Additionally, this thesis also adapts a non-MCMC algorithm, Direct

Sampling, to do full Bayesian inference in problems that are almost impos-

sible to do using MCMC. Applications to asset pricing were illustrated in

Chapter 3 where despite the complexity of the affine term structure we were

able to estimate structural parameters in a matter of minutes.

Some possible extensions to the ideas developed in this thesis are

now described.

6.1 Sequential Estimation of Affine Term Structure Models

In Chapter 3 we showed that recovery of structural parameters from

reduced form affine term structure models can be done using the Direct

Sampling Algorithm. However this is not a complete Bayesian estimation

of the model since we took the latent factors as given. There are in general

three difficulties associated with full Bayesian estimation of affine models:

the presence of unobservable latent factors; the bias due to estimating the

parameters of the continuous-time specification with data observed only at

discrete intervals; and the identifiability problem when exploring a large

parameter space. Previous attempts have tried to overcome these problems

by adopting a Bayesian approach to estimation using MCMC. But these at-

tempts, see Chapter 2 Table 1, are unconvincing since it is highly suspect

as to whether these algorithms for the full model actually converged due to

the awkward nonlinearities in the pricing equations. The issue is further ac-
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centuated due to the identifiability and bias problems. Following Chapter

2, a possible research objective is to design a sequential algorithm, based on

Particle Learning, for the reduced form model which could be thought of

as a conditionally dynamic linear model, and then to recover the structural

parameters using Direct Sampling as exemplified in Chapter 3. When the

number of latent factors is not large, we believe there could be significant

computational advantages by combining the two algorithms.

An alternative strategy is to design a sequential rejection sampler, as

in Kitagawa (1996); in this scenario, the latent and fixed parameters could be

estimated in one single step of the algorithm, but the computational burden

could be quite significant.

6.2 Extensions to Direct Sampling

In Chapter 3 we showed that it is important to understand the error

in the Bernstein Polynomial approximation. We showed that is possible to

assume bounds such as:

sup
q

�

�

�

q (u)� Bq(u)
n (x)

�

�

�

 5
4

d f
⇣

n�1/2
⌘

= K

 

✓

(log(n)
n

◆1/2
!

An important question is to understand how the error propagates to

the posterior distribution. In other words, if we are estimating q (u) with

some error that we can globally bound by either working out the constant
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or the modulus of continuity, could we establish a bound under some met-

ric on the posterior distribution,
�

�p (q|y, u)� pDS (q|y, u)
�

�? This could be

extremely important in understanding the range of possible applications of

the DS algorithm. It is easy to anticipate that the bound will also depend on

the dimension of the parameter space and the sample size.

Can the DS algorithm be used effectively in Bayesian nonparamet-

rics? This is a difficult question to answer but would be worth the effort

since it would effectively eliminate the need for MCMC in the vast majority

of problems. One approach to this problem is to design a surrogate likeli-

hood like those derived in the Slice Sampling literature. This is being pur-

sued at the moment.

6.3 Applications of Bayesian Nonparametrics to Other Pric-
ing Studies

The models presented in Chapter 4 and 5 are somewhat limited in

scope as the underlying assumption is a model based on iid assumptions,

albeit from an unknown distribution. The asset pricing literature is cur-

rently exploring the role of persistency of consumption growth (see Bansal

and Yaron, 2004). A simplified setup is the AR(1) model for consumption

growth:

xt+1 = µ + rxt + s2#t+1
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where r is the persistency parameter, µ
1�r is the long term mean, s is the

variance of the innovations and #t has a standard normal distribution. If

r = 0 we recover the model presented in Chapter 4. The contribution from

Basal and Yaron (2004) points to the role of the long term uncertainty around

the mean µ
1�r which could work in favor of reducing the asset-return puz-

zles. The above model could be tackled via Bayesian nonparametrics. This

approach would also be an extension to the Johannes et al. (2011) paper.
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Appendix A

Appendix to Chapter 1

A.1 Bayesian Reduced Form VAR

Jeffreys’ Prior for E

The Jeffreys prior for E takes the form p (E) µ |E|�(M+1)/2. The con-

ditional posterior is of the form E|... ⇠ IW
�

Ê, T � M � 3
�

with Ê=(Y�Fqt)
0(Y�Fqt)

T·M�3 .

The VAR Model

A simple reduced-form VAR model can be written in multiple ways,

each one serving a purpose in the development of prior distributions de-

tailed below. Let T denote the lenght of the time series, k the of lags and M

the dimension of the vector q. Consider the following three versions of the

VAR model appropriate to this Chapter:

1. qt = Gqt�1 + DKt�1 + wt with wt ⇠ N (0, W)

2. qt = XtGD + wt, with Xt =
h

qt�1 Kt�1

i

and GD =
h

G D
i

, and

3. qt = Ztgd + wt with Zt = (I ⌦ Xt), and gd= vec(GD).
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Let X = [X1, ..., XT]. The OLS estimates are cgd = (Â Z0
tZt)

�1 (Â Z0
tqt),

dGD = (X0X)�1 (X0q).

Define the sum of squared errors of the VAR by Ŝ =
⇣

q � XdGD
⌘0 ⇣

q � XdGD
⌘

and the OSL estimate for W as Ŵ = Ŝ
T�k .

The Minnesota Prior

Despite the attractiveness of drawing on cross-sectional information

from related economic variables, the VAR model has empirical limitations.

For example, in our model model the four dependent variables and three

lagged independent variables produce a total of 42 coefficients to estimate.

Large samples of observations involving time series variables that cover

many years are needed to estimate the VAR model, and these are not always

available. To overcome these problems, Doan, et al. (1984) proposed the use

of the Minnesota conjugate prior. The intuition underlying this prior is to

selectively restrict the hyperparameters of gd. To this end, the prior means

and variances take the following form

gdi ⇠ N
⇣

1, s2
gdi

⌘

gdj ⇠ N
⇣

0, s2
gdj

⌘

where gdi denotes the coefficients associated with the lagged dependent

variable in each equation of the VAR and gdj represents any other coeffi-

cient. The prior means for lagged dependent variables are set to unity in

belief that these are important explanatory variables. On the other hand, a

182



prior mean of zero is assigned to all other coefficients in the equation. This

is like saying that a priori, we believe that the dependent variable should

behave as simple random walk, as it is widely recognized in the economet-

ric literature that the random walk performs well in predictions. Denote by

fgd the vector made of the gdi and gdj prior means.

The prior variances, s2
gdi

and s2
gdj

, specify uncertainty about the prior

mean. Because the VAR model contains a large number of parameters,

Doan, et al. (1984) suggested a formula to generate the standard deviations

as a function of a small number of hyperparameters: t, f and a weighting

matrix z(i, j). This approach allows a practitioner to specify individual prior

variances for a large number of coefficients in the model using only these

three parameters. Doan et al. show that the specification of the standard

deviation of the prior is imposed on variable j in equation i at lag k by:

sijk = tz (i, j) k�f
✓

ŝuj

ŝui

◆

where ŝui is the estimated standard error from a univariate autoregression

involving just variable i, so that
⇣

ŝuj
ŝui

⌘

is a scaling factor that adjusts for vary-

ing magnitudes of the variables across equations i and j. Doan et al. labeled

the parameter t as ‘overall tightness’, reflecting the standard deviation of

the prior on the first lag of the dependent variable. The term k�f is a lag

decay function with 0  f  1 reflecting the decay rate, a shrinkage of the

standard deviation with increasing lag length. This has the effect of forcing

the prior means to be zero as the lag length increases, based on the belief
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that more distant lags represent less important variables in the model. The

function z(i, j) specifies the tightness of the prior for variable j in equation i

relative to the tightness of the own-lags of variable i in equation i.

In this Chapter, the overall tightness and lag decay hyperparameters

used in the standard Minnesota prior have values t = 0.1, f = 1. The

weighting matrix used is:

Z =

2

6

6

6

6

6

6

4

1 0.5 0.5 0.5

0.5 1 0.5 0.5

0.5 0.5 1 0.5

0.5 0.5 0.5 1

3

7

7

7

7

7

7

5

This weighting matrix favors gdi = 1, because the lagged dependent vari-

able in each equation is felt to be an important variable. The weighting

matrix also enforces a prior mean of zero for coefficients on other variables

in each equation more tightly since the gdj coefficients are associated with

variables considered less important in the model. Denote now by Sgd the

derived matrix populated by the sijk elements as described above.

With the above prior, the estimation of the VAR follows the same

direction as in a standard natural conjugate case. The Gibbs sampler for

W,G, D is implemented by sampling from the conditionals: W|q, gd ⇠

IW
�

Ŝ, T � k
�

, as in the Jeffreys prior case, and gd|W, q ⇠ N
⇣

gd, Sgd

⌘
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where

Sgd =
h

S�1
gd +

⇣

W�1 ⌦
�

X0X
�

⌘i�1

gd = Sgd



Sgd
�1
fgd +

⇣

W�1 ⌦ X
⌘0

q

�

.

A.2 Computational Notes and Prior Specification

For each pass L of the algorithm (meaning a complete update be-

tween time 1 and time T) we use N = 10000 particles which selects the

most likely partition. We repeat the algorithm for L = 30000 passes adding

up to a total of 3E10 updates for the partitions.

The priors, initializations and estimation method are given below:

Parameters Prior/Initialization Estimation Method

qt =

2

6

6

6

6

6

6

4

b1,t

b2,t

b3,t

lt

3

7

7

7

7

7

7

5

q0
t ⇠MVN

�

m0
t , C0

t
�

PL(+),(2),(3)

p(ut|p) p ⇠ Beta
�

ap, bp
�

PL(1)

E Jeffreys Gibbs(4)

G, D Minnesota Gibbs(4)

W Jeffreys Gibbs(4)

Descriptions of Model Parameters, their Priors and Estimation Meth-

ods. In the Second Column we indicate the different prior settings: q0
t are
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obtained at each time t via a cross-sectional non-linear maximum likelihood

with boostrapped covariance. Jeffreys indicates Jeffreys prior, while Min-

nesota indicates a Minnesota prior with tightness 0.1,decay 1 and weighting

matrix as detailed in the Appendix. PL indicates Particle Learning, Gibbs

indicates standard Gibbs updating. Also as denoted by +, the lt coefficient

is blindedly propagated.
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Appendix B

Dirichlet Process

For theoretical and practical reasons, the most famous and used prior

distribution on a function space is the Dirichlet process (Ferguson, 1973).

For a brief and intuitive description of this model see Kacperczyk and Damien

(2012).

We enter the world of Bayesian nonparametrics when G, such the

unknown distribution of consumption growth in Chapter 4, is treated as

a random variable; that is, one must now assign a prior distribution to G.

Since G is infinite-dimensional, we need a stochastic process whose sam-

ple paths index the entire space of distribution functions. Here we state a

formal definition of the Dirichlet Process. The agent’s initial beliefs about

the true distribution are characterized by a prior distribution over the space

of probability measures on (W,B) where W is taken to be a compact subset

of R, the real line, and B is the s-algebra of Borel subsets of W. Formally,

let G (W) be the space of probability measures on (W,B). The true, but un-

known, consumption distribution is denoted by GTrue. The support of GTrue

is assumed to be a compact subset of W. Let B be the s-algebra of Borel

subsets of G (W) with respect to the topology of weak convergence and let
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G(G(W)) denote the space of probability measures on (G (W) ,B).

The agent’s beliefs about the true distribution are represented by a

measure P 2 G(G(W)). Let n be a random probability distribution on W

chosen according to P so that both
R

xn (dx) and n (B) for B 2 B are ran-

dom variables. Let E [·] denote the expectation with respect to P . Then E [·]

is a probability measure on (W,B). If G is the distribution function asso-

ciated with n, G(x)=n ((�•, x)), then the distribution function associated

with E [n] is denoted by E[G]. In the case of Chapter 4, define xt as the

log-consumption growth at time t. Let x1, x2, ..., xt denote a random sample

of size t chosen according to n. The information contained in x1, x2, ..., xt is

used to update the agent’s beliefs about the true consumption growth dis-

tribution GTrue via the Dirichlet Process (DP) of Ferguson (1974) which can

be formally defined as follows:

Definition B.1. (Dirichlet Process, Ferguson 1973) Let L (·) be a finite non-
null measure on (W,B) and let n be a random process indexed by ele-
ments of B. Then, n is a Dirichlet process with parameter L, written as
G 2 DP (L), if for every finite measurable partition {I1, ..., Im} of W, the
random vector (G (I1) , ..., G (Im)) has a Dirichlet distribution with parame-
ter (L (I1) , ..., L (Im)).

The definition above allows for an easy verification of the form of the
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predictive distribution in (4.1):

Ĝ = E [G|x1, ..., xt] =
L(x) + Ât

i=1 1[xi,•) (x)
L (W) + t

=

=



L (W)
L (W) + t

�

L(x)
L (W)

+



t
L (W) + t

�

Ât
i=1 1[xi,•) (x)

t
=

= ptG0 (x) + (1 � pt) Et (x)

where 1[xi,•) is the indicator function with respect to the set [xi, •), pt =

c/ (c + t), c = L (W), G0 (x) = L (x) /L (W), is the normalized base mea-

sure, and Et (x) is the empirical distribution function after observing x1, ..., xt.

In summary, the posterior distribution of the DP is a weighted aver-

age between the prior base distribution and the empirical distribution. The

posterior distribution is also the predictive distribution. As c ! 0, the prior

becomes non-informative in the sense that the predictive distribution is just

given by the empirical distribution. On the other hand, as the amount of

observations grows large, it can be shown that the posterior distribution is

dominated by the empirical distribution, which in turn is a close approx-

imation to the true underlying distribution. This theoretical result gives a

consistency property of the DP, namely that the posterior DP approaches the

true unknown, underlying distribution.

The consistency result points to a practical merit of the DP. Even if

the econometrician or the agents’ initial belief about the base measure, G0,

is somewhat misguided, the long term implications of the model, as more

data are observed and learning takes place, is that convergence to rational
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expectations will not be affected. In this sense, the DP machinery for learn-

ing about an unknown distribution bears similarities to the recent stream of

research about robustness.

Finally, one would also like assurances that functionals of a DP, such

as the ones used the asset pricing literature, converge. What is required in

this case is to verify the convergence of moments, which calls for a further

property, namely “uniform integrability”. For the DP uniform integrability

can be verified, since its predictive distribution is L2 dominated; see van der

Vaart (1998).

Sampling from a Dirichlet Process is fairly easy by exploiting the

stick-breaking respresentation of Sethuraman (1994).

Algorithm B.1. (Stick-Breaking Representation of a DP)

Draw v1, v2,...,vn ⇠ Beta (1, c)

Draw x1,x2,....,xn ⇠ G0

Form pi (v) = vi

i�1

’
j=1

�

1 � vj
�

Then G = Â•
i=1 pi (v) dxi , where dxi is the Dirac point mass at xi.

This representation was used to compute the moment functionals in

Chapter 4 and 5.
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