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In the design of novel materials, tunable properties are parameters such

as composition or structure that may be adjusted in order to enhance a desired

chemical or material property. Trends in tunable properties can be accurately

predicted using computational and combinatorial chemistry tools in order to

optimize a desired property. I present a study of tunable properties in mate-

rials and employ a variety of algorithms that ranges from simple screening to

machine learning.

In the case of tuning a nanocomposite membrane for olefin/paraffin sep-

arations, I demonstrate a rational design approach based on statistical mod-

eling followed by ab initio modeling of the interaction of olefins with various

nanoparticles. My simplified model of gases diffusing on a heterogeneous lat-

tice identifies the conditions necessary for optimal selectivity of olefins over

paraffins. The ab initio modeling is then applied to identify realistic nanoma-

terials that will produce such conditions.
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The second case, α-Fe2O3, commonly known as hematite, is potential

solar cell material. I demonstrate the use of a screened search through chemi-

cal compound space in order to identify doped hematite-based materials with

an ideal band gap for maximum solar absorption. The electronic structure of

hematite is poorly treated by standard density functional theory and requires

the application of Hartree-Fock exchange in order to reproduce the experimen-

tal band gap. Using this approach, several potential solar cell materials are

identified based on the behavior of the dopants within the overall hematite

structure.

The final aspect of this work is a new method for identifying low-energy

chemical processes in condensed phase materials. The gap between timescales

that are attainable with standard molecular dynamics and the processes that

evolve on a human timescale presents a challenge for modeling the behavior

of materials. This problem is particularly severe in the case of condensed

phase systems where the reaction mechanisms may be highly complicated or

completely unknown. I demonstrate the use of support vector machines, a

machine-learning technique, to create transition state theory dividing surfaces

without a priori information about the reaction coordinate. This method can

be applied to modeling the stability of novel materials.
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Chapter 1

Introduction

1.1 Chemical Compound Space and Materials Design

Chemical compound space (CCS) is the high-dimensional space that

contains all possible chemical compounds and is spanned by all of the elements

of the periodic table in all potential stoichiometries. The vastness of CCS is

large enough to be effectively infinite. Even the region of CCS that contains

only small carbon-based molecules is estimated to be on the order of 1060

different stable compounds [1]. When the full CCS is considered beyond the

small organic molecules, it quickly becomes apparent that there are many

orders of magnitude more stable compounds in CCS than there are atoms in

the universe. In short, the full range of possible chemical compounds is vastly

larger than the number of compounds that have ever existed.

Given the immenseness and richness of CCS, the challenge of designing

chemical compounds seems almost insurmountable. For a given compound,

there are many possible compounds that could reasonably be considered to be

nearby in CCS. For a fixed chemical composition, there may be many potential

isomers that each have quite different chemical properties. For example, there

are twenty-four monosaccharides that each have the formula C6H12O6, and,
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yet, each of the stereoisomers has a different biological activity. In contrast,

if the overall structure is held fixed, composition is a convenient variable that

may be adjusted incrementally. For example, adjusting the amount of zinc

that replaces copper in its lattice yields brasses with varying malleability and

ductility. These two adjustable parameters–structure and composition–allow

for a designer to move through this high-dimensional, effectively infinite space.

The challenge in materials design is, thus, to predict the changes in

material properties as these two parameters are adjusted incrementally. Con-

sider the case of pure carbon: adjustments in structure alone can yield ma-

terials that range from diamond to graphite. Impurities in these resulting

structures–replacing carbon with either of its periodic table neighbors, boron

and nitrogen–yield a great variety of optical, conductive, and other material

properties. The challenge is, thus, to determine the underlying rationality

that results in new properties as the two parameters are adjusted. If a labo-

ratory wishes to design a diamond with a specific color and luster, then the

relationships between structure, composition, and observed properties must

be understood.

Determining such relationships are, however, only the the first step

of the materials design process. The thermodynamic and kinetic properties

of the resulting materials must be assessed in order to determine stability

and functionality. An unstable composition or structure will eventually react

and/or rearrange in order to find thermodynamic stability. Yet, if this unstable

configuration has no reaction pathways with low enough activation energies for
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the barriers to be overcome, then it will remained kinetically trapped in the

less stable configuration. For instance, grain boundary strengthening in steels

is directly related to the stability of the material [2]. This process is, however,

a dynamic one. In materials under stress and thermal gradients, creep is

a process of deformation over time in response to these conditions [3]. Grain

boundary migration, surface catalysis, and other related processes in materials

design require both a thermodynamic and a kinetic understanding.

In order to model the kinetic and thermodynamic properties of novel

materials, the requirements are easily stated: fully solve the electronic struc-

ture of the material and simulate long-time dynamics of the system. These

goals are completely intractable, even with modern computing power. The

timescale gap between atomic vibrations and catalytic events is severe enough

that rare event kinetics cannot be modeled using traditional molecular dy-

namics (MD). Accurate simulations of rare events may be achieved within the

framework of transition state theory (TST) by algorithms like kinetic Monte

Carlo (KMC); these approaches are detailed in Sec. 1.2. Similarly, density

functional theory (DFT) is the most commonly used method to calculate the

electronic structure of materials; however, it suffers from many fundamental

inaccuracies that must be taken into account. A short review of DFT and the

primary inaccuracy, self-interaction, is discussed in Sec. 1.3.

Following the short reviews of background information in this chapter,

the rest of this work represents four previously published [4, 5, 6, 7] research

papers that all relate to the search for tunability in CCS. The first chapter, in
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collaboration with Graeme Henkelman, is a statistical study of olefin selectivity

in gas separation membranes; a simplified model for optimizing selectivity as a

function of several parameters is derived. The second chapter, co-authored by

Kelly Tran, Anna Shi, Ryan H. Smith, and Graeme Henkelman, builds upon

the statistical model in order to design a realistic material that optimizes

olefin selectivity. The third chapter, co-authored with Graeme Henkelman, is

a systematic study of dopants in α-hematite, which is adjusted in composition

but not structure. The final chapter, co-authored by Katja Hansen, Daniel

Sheppard, Matthias Rupp, Klaus-Robert Müller, and Graeme Henkelman, is

a novel method for identifying reaction pathways based on machine learning

algorithms.

1.2 The Rare Event Problem

One of the classical problems in theoretical chemistry is the problem

of simulating dynamics over long time scales. Atomic vibrations occur on the

order of 1 fs (10−15 s). Assuming a relatively low reaction barrier on the order

of 0.5 eV with a standard 1013 s−1 prefactor, a single barrier-crossing event will

occur on the order of 1 µs (10−6) at 300 K. The rate of a barrier-crossing event

could be measured by numerically integrating Newton’s equations of motion,

as in MD, and simply counting the number of events in a given time. Given

a time step on the order of a tenth of a vibrational period, over a 1011 MD

steps would have to be taken before a single reaction event would be expected

to occur. Such a simulation would be computationally intractable–especially

4



if one wished to observe a sufficient number of events to determine the rate

with statistical certainty. This disparity in timescale between atom vibrations

and barrier-crossing events is termed the rare event problem.

1.2.1 Transition State Theory

The must successful framework for bridging the gap in timescales be-

tween atom vibrations and rare events, such as bond-breaking during catalysis,

is transition state theory (TST) [8, 9, 10]. Within the framework of TST, the

rare event problem is transformed from a problem of dynamics to one of equi-

librium statistical mechanics. Within TST for an N -dimensional system, a

hypersurface in N − 1 dimensions is chosen in order to divide the reactant

basin from all of the product basins.

The choice of dividing surface is the crucial step for accurately calcu-

lating a reaction rate through the surface. The overall reaction rate may be

expressed as

kTST =

∫

‡

exp

(
−V (x)

kBT
dx

)

∫

R

exp

(
−V (x)

kBT
dx

)〈v⊥〉 (1.1)

where 〈v⊥〉 is average velocity crossing the transition state in the direction

of reactants to products, and the integrals for the potential, V (x), are taken

for x over the transition state, ‡, and over the whole reactant basin, R. In

this expression, the first term is the probability of finding the system at the

transition state surface and the second term is the average velocity leading

from the reactant basin to a product. Thus, the dynamical sampling problem

5



is transformed from counting crossing events to statistical sampling of the

dividing surface.

The primary approximations made to create Eq. (1.1) are that every

forward surface crossing event leads to a reactants-to-products reaction and

that the chosen dividing surface fully encloses the reactant basin. The number

of reactive events must be at least the same as the number of crossing points,

so the TST rate and the true rate are related by

kTST > ktrue. (1.2)

Given this relation, the TST rate is an upper bound on the true rate. Thus,

a surface may be variationally optimized by minimizing the TST rate. The

dynamical correlation factor, κ ∈ [0, 1], represents the fraction of crossing

points which lead to a successful trajectory. From this correction, the true

rate may be found from the TST rate by

κkTST = ktrue. (1.3)

In this manner, the true rate may be identified exactly from the TST rate and

the fraction of crossing points which lead to successful reactions.

1.2.1.1 Parallel Tempering

An assumption of ergodicity underlies the TST approximation. A single

long-time trajectory must be able to sample all of the phase space within the

surface. Finding such an ensemble average at low temperatures can be a

6



difficult problem. Energetic barriers within the surface may prevent a low

temperature trajectory from sampling a region of the surface. This problem

may be avoided through the use of parallel tempering, often known as replica

exchange or parallel replica exchange.

By spawning many trajectories in parallel at differing temperatures,

the full low temperature ensemble may be sampled by allowing exchanges

of phase space coordinates between trajectories. Thus, a low temperature

trajectory trapped in a basin is allowed to heat up enough to escape the local

basin and fully sample the rest of phase space. For two trajectories separated

in temperature by ∆T , the distribution of energies sampled will overlap. As

∆T → 0, the overlap between the two distributions approaches unity. For a

given set of trajectories at positions xi and xj with temperatures Ti and Tj ,

the probability to exchange coordinates is given by

p = min

(
1, exp

((
V (xi)− V (xj)

)( 1

kBTi

− 1

kBTj

)))
. (1.4)

This update allows for the energy distributions for Ti and Tj to each contain

configurations xi and xj with the proper Boltzmann weighting of each.

From Eq. (1.4), it is apparent that an exchange between replicas is

accepted always if the lower-energy configuration is swapped to a lower tem-

perature. An exchange between replicas where the lower-energy replica is

exchanged to a higher temperature is accepted with a probability given by the

Metropolis criterion. After an exchange, the replicas are thermalized in their

7



new states by updating the velocities, v, by

vnew = vold

√
Tnew

Told

. (1.5)

Through the use of parallel tempering, the proper canonical ensemble

average within the dividing surface can be easily sampled. Such an ensemble

average is necessary for measuring the TST rate and generating a forward flux-

weighted sampling of crossing points. Assuming the dividing surface is fully

ergodic, the heating and cooling of many replicas allows for the ensembles to

be properly calculated such that the rates may be calculated.

1.2.2 The KMC Method

1.2.2.1 Sampling Dynamics with Monte Carlo

The computational intractability of simulating long-timescale dynam-

ics has led to a wide variety of methods for modeling chemical dynamics on

reasonable time scales. Monte Carlo sampling of ensembles or dynamical paths

transforms the problem from one of dynamics to one of statistical mechanics.

For instance, when trajectories thermalize in a potential well and lose memory

of past states, a single MD trajectory will spend most of its time in a sin-

gle state before a single reactive event; the state-to-state dynamics are, thus,

Markovian.

For such a Markovian system, an example of which is shown graph-

ically in Fig. 1.1, the instantaneous velocity and position of a trajectory is

unnecessary when only the rates of state-to-state dynamics are desired. Thus,

8



Figure 1.1: On this simple 3-state potential energy surface, a long MD trajec-
tory, in red, thermalizes in a single minimum before a single reactive event.
The reactive events occur very near to the saddle points, which are marked
with a green X.

only the present state and the escape rates from it are required to generate a

distribution of escape times from that state. This distribution may be sampled

with Monte Carlo in order to generate a statistically exact set of state-to-state

processes. The kinetic Monte Carlo algorithm (KMC) has been derived to ac-

curately sample the large number of dynamical trajectories for which accurate

rates are known a priori.

In the KMC method [11], a single state is taken to be a well on a

potential energy surface (PES). The escape rates from this well must be known;

for real chemical systems, however, these rates are generally taken from TST.

The system is assumed to thermalize in the well such that transitions from

state to state are Markovian. When the structure of the bottlenecks on the

PES is known in advance, then the evolution of the system from state to state
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may be modeled via KMC as a function of only the known rates.

For a given state on the PES, the survival probability in that state is

given by

psurvival(t) = exp (−kRt) (1.6)

where kR, the sum of all rates ki that escape the present state, is given by

kR =
N∑

i=1

ki. (1.7)

This expression simply gives the probability that, by time t, the system has

not escaped the present state. As is apparent from Eq. 1.6, the kinetics are

first-order and dependent only upon the present state. For the KMC method,

however, the distribution of interest is the distribution of time spent in the

present state until first escape. This distribution p(t) is defined by

∫ t′

0

p(t) dt = 1− psurvival(t
′) (1.8)

such that the distribution of p(t) returns the probability that the system has

escaped by time t′. Eq. 1.8 combined with Eq. 1.6 yields the desired distribu-

tion where

p(t) = kR exp (−kRt) (1.9)

From probability theory, the first passage time is given by the first

moment of the p(t) distribution. The average amount of time the system

spends in a state, then, is given by

< t >=

∫ ∞

0

t p(t) dt =
1

kR
. (1.10)
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This relation simply states that the average time to escape a state is given

by the reciprocal of the sum of all of the rates to escape that state. A state

characterized by one fast escape process and many slow processes will be dom-

inated by the fast escape process. The criterion established by Eq. 1.10 forms

the basis for updating the time step in the KMC algorithm.

The probability of transitioning from an initial state to any of the final

possible states must be weighted proportionately by the reciprocal of the sum

of all of the rates. Similarly, the average time spent in a given state must be

equal to the reciprocal of the sum of all of the rates.

1.2.2.2 The Kinetic Monte Carlo Algorithm

The first step of the algorithm is to construct a rate table of all potential

processes that escape the present state. The sum of all rates, kR, is then

determined from Eq. 1.7. A random number, r, is chosen on [0, kR] and the

corresponding process, kr, is selected from the rate table.

The selection of the process kr must be selected carefully. Faster pro-

cesses, which are those with a larger rate, must be selected proportionately

more often than the slower processes with smaller rates. This selection from

the rate table is typically performed using a mid-point search. The selection

may be performed less efficiently, but more simply, by beginning from ktest = 0

and adding the individual rates k to ktest until the criterion r < ktest is satisfied.

This process is shown graphically in Fig. 1.2.

In order increment the system time such that the proper distributions
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Figure 1.2: The rate table R is shown graphically. The selection of the rate
kr which corresponds to the random number r is shown for the range [0, R].

are obtained, the time step must satisfy Eq. 1.10. A random number u is

chosen on a uniform distribution over (0, 1]. By inverting Eq. 1.9, the time

step is updated by

tstep =
−1

kR
ln(u). (1.11)

This updated time step tstep assures that the criterion from Eq. 1.10 is satisfied.

The final step is to update the total simulation time by adding tstep

and to carry out the selected process that is associated with the rate ki. The

next kinetic step is determined again by building a rate table of all newly

available processes and removing newly unavailable processes. By iterating
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this algorithm over many steps, the full PES is explored while maintaining

the correct distributions from Sec. 1.2.2.1. If the system is ergodic, a long

simulation will eventually visit all regions of phase space while maintaining

the proper Boltzmann distribution.

1.3 DFT and the Self-Interaction Error

Solving the electronic structure of materials is the fundamental prob-

lem that underlies all materials design, and the most successful method for

approximating the electron density in solid-state systems for materials design

is DFT. Many classes of materials, however, are significant challenges for stan-

dard DFT implementations. Band gaps and charge separation in transition

metal oxides are particularly difficult to model due to the self-interaction error

in standard DFT. This error results in unphysical delocalization of electrons

that tends to stabilize unpopulated states and inaccurately underestimates

band gaps. In order to accurately model transition metal oxides and similar

materials, the self-interaction error must be diminished.

1.3.1 From the Schrödinger Equation to the Kohn-Sham Equations

All electronic structure methods fundamentally seek the same goal:

to numerically solve the time-independent Schrödinger equation [12] (TISE),

which is simply written as

ĤΨ = EΨ, (1.12)
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where the Hamiltonian operator, Ĥ, is given by

Ĥ = − ~
2

2m

∂2

∂r2
+ V (r). (1.13)

The many-body wave function, Ψ(r), cannot be found analytically for systems

with greater than one electron and must be solved numerically.

Hohenberg and Kohn (HK) [13] first demonstrated that a one-to-one

mapping must exist between the ground state solution of the TISE, Ψ(r), and

the charge density, n(r). This mapping results in a reduction in dimensionality

from 3N dimensions, where N is the number of electrons, in the full Ψ(r) to

only 3 spatial dimensions in n(r). The TISE may be re-written in the form

proposed by HK as

E[n] = T [n(r)] + U [n(r)] + V [n(r)], (1.14)

where T [n(r)] is the kinetic energy functional, U [n(r)] is the electron-electron

functional, and V [n(r)] is the system-dependent potential energy functional

that includes the electron-nuclear potential. This mapping is, in principle,

exact if the density functional expressions are known.

Unfortunately, the exact form of the kinetic energy functional remains

unknown. An early density functional model that predates the Hohenberg-

Kohn theorems is the Thomas-Fermi model, which relies upon assumption

that electrons are distributed uniformly in momentum space [14]. Use of the

Thomas-Fermi kinetic energy functional, however, fails to predict chemical

bonding [15]. For the case of non-interacting particles, however, the kinetic
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energy operator is known exactly. Kohn and Sham [16] first approximated

the unknown many-body kinetic energy operator with single-electron, non-

interacting orbitals such that

N∑

i

‖φi(r)‖2 = n(r) (1.15)

and that the single-electron kinetic energy operator reduces in atomic units to

Ts[n(r)] = −1

2

N∑

i

〈φi(r)
∣∣∇2
∣∣φi(r)〉. (1.16)

The change from the many-body interacting charge density to a fictitious sys-

tem of non-interacting, single-electron orbitals transforms the full Kohn-Sham

equation to

E[n(r)] = Ts[n(r)] + J [n(r)] +

∫
dr vext(r)n(r) + Exc[n(r)] (1.17)

where vext(r) is the external potential and the nuclear-electron attraction and

Exc[n(r)] the exchange-correlation energy. The Coulomb function J [n(r)] here

is given by

J [n(r)] =
1

2

∫
dr

∫
n(r)n(r′)

|r− r′| dr′ (1.18)

In principle, Eq. (1.17) is exact if the true form of the exchange-

correlation (XC) functional, Exc[n(r)], is known. This term contains the resid-

ual portions of the kinetic energy and the Coulomb terms that are lost when

the system is transformed from the many-body charge density to a fictitious

system of non-interacting electrons. The XC functional may be formally de-
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fined as

Exc[n(r)] = (T [n(r)]− Ts[n(r)]) +

(
Eee[n(r)]−

1

2

∫
dr

∫
n(r)n(r′)

|r− r′| dr′
)
.

(1.19)

In this manner, the XC term accounts for the difference between the true ki-

netic energy functional and the Kohn-Sham functional as well as the difference

between the non-classical portion of the electron-electron term and the Hartree

term. By accounting for the differences between the true functional form and

the Kohn-Sham functional form with the XC term, the Kohn-Sham form re-

mains, at least in principle, exact if the true form of the exchange-correlation

functional is known.

1.3.2 The Local Density Approximation

In practice, the functional form of the exchange-correlation term is

unknown and must be approximated. The most successful approximation to

the true form of the XC functional is the so-called local density approximation

(LDA). In the LDA, the XC energy for a given density is approximated by the

homogeneous electron gas. The functional may, thus, be written as

ELDA
XC [n(r)] =

∫
dr n(r)εXC(n(r)). (1.20)

The XC energy is, thus, fully local, for it only depends on the charge density

at a given point in space. The exchange and correlation contributions to εXC

for the homogeneous electron gas are fully separable. The exchange energy of

a given density of homogeneous electron gas may be solved analytically [17]
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and is given by

εX = −3

4

3

√
3n(r)

π
. (1.21)

The correlation component, however, has no analytical form. The first

quantum Monte Carlo (QMC) calculations of the correlation energy in the

homogeneous electron gas were performed by Ceperley and Alder [18], and εC

was parametrized by Perdew and Zunger [19], Vosko et al [20], and others.

Thus, for any given charge density, the XC energy may be extracted from the

homogeneous electron gas.

The self-interaction error in the LDA and its related variants, such as

the generalized-gradient approximation (GGA), arises from the lack of com-

plete cancellation of the Coulomb kernel in Eq. (1.19). For a single-electron

system, the functionals Ts[n(r)] and the electron-nucleus external potential

define the entire energy of the system, so the criterion

J [n(r)] + EXC [n(r)] = 0 (1.22)

must be met if the solution is exact [21]. In the case of the LDA, this criterion

is not met, and this lack of cancellation results in a tendency to delocalize

electrons due to self-repulsion. Worse, the LDA functionals suffer from M -

electron self-interaction, which is defined as a lack of linear variation in N over

M − 1 < N ≤ M [22]. The lack of linearity with respect to fractional charges

results in significant underestimations of band gaps in solids, incorrect lattice

constants, and other incorrectly predicted material properties [23].
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In contrast, the Hartree-Fock method, a wave function-based method

for self-consistently solving the Schrödinger equation for a non-interacting field

of electrons, is self-interaction free. The overall Hartree-Fock electronic energy

is written as

EHF =
∑

i

〈i|h|i〉+ 1

2

∑

i,j

〈
ii

∣∣∣∣
1

r12

∣∣∣∣ ii
〉
−
〈
ij

∣∣∣∣
1

r12

∣∣∣∣ ji
〉

(1.23)

where h is the single-electron Hamilitonian, the indices i, j denote the single-

electron orbitals, and r12 ≡ |r− r′|. From Eq. (1.23), it is apparent that when

i = j, the Coulomb and exchange integrals completely cancel. In this manner,

Hartree-Fock is completely self-interaction free. Unfortunately, this method is

both computationally expensive and does not include correlation effects.

By re-introducing the exact exchange expression from Hartree-Fock the-

ory to the Kohn-Sham XC functional, the SIE may be partially corrected. By

defining

EXC = αεHF
x + (1− α)εGGA

x + εGGA
c , (1.24)

the SIE in standard LDA/GGA may be mitigated such that the correct ther-

mochemistry or band gap can be predicted [24]. The parameter α may be set

to a conventional value, such as α = 0.25 in order to conform with the PBE0

functional, or tuned in order to reproduce an experimental value and then

applied to similar systems in which an experimental value is unknown. These

hybrid functionals, which mix exact exchange and LDA/GGA exchange, are

significantly more computationally-intensive due to the required evaluation of
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the HF exchange integrals; however, they may significantly improve the accu-

racy of Kohn-Sham DFT in comparison to the standard local and semi-local

functionals. Thus, the SIE introduced by approximating the XC functional

with the homogeneous electron gas may be canceled by introducing Hartree-

Fock exchange in order to accurately calculate material properties, such as the

band gap and lattice constants.
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Chapter 2

A Model to Optimize the Selectivity of Gas

Separation in Membranes

2.1 Abstract

We present a model of olefin/paraffin separation via nanocomposite

membranes and a corresponding lattice kinetic Monte Carlo simulation. Our

model is based on the solution-diffusion theory of facilitated transport through

microporous membranes and the preferential binding of olefins to silver ions

and nanoparticles. In our model, olefin molecules bind to the randomly dis-

tributed traps on a lattice whereas paraffin molecules do not. Selectivity for

olefins over paraffins in the steady state is explained in terms of lattice tracer

diffusion and the equilibrium statistics of adsorbed gases. We show that, to

first order, the maximum selectivity occurs when the rate at which an olefin

molecule enters the lattice is the same as rate at which it leaves a trap site. The

maximum selectivity is larger for weaker binding traps than for tight binding

traps. Our model also demonstrates that the maximum selectivity increases

with nanoparticle loading in the membrane and that, when the selectivity

is maximized as a function of olefin binding and applied pressure, the olefin

permeability is reduced from the neat membrane by a constant factor.
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2.2 Introduction

Every year approximately 150 million tons of light olefins–ethylene and

propylene–are produced in the petrochemical industry at great energetic cost

[25]. Approximately 1.4 ×1014 BTUs per year are invested to separate ethane

from ethylene and propane from propylene [26]. The boiling points of ethylene,

169 K, and ethane, 184 K, [27] are close enough that large cryodistillation

fractionating columns are required for efficient separation.

The separation is energy intensive in large part due to the phase change.

The light olefin mixtures are cooled under high pressure before fractionation.

Membrane separation of gases, in contrast, does not require a phase change. A

stable membrane for olefin/paraffin separation would lead to significant energy

savings and lower costs during industrial production of ethylene and propylene.

Designing a robust and highly olefin selective membrane, however, remains an

open problem.

Models of gas separation membranes are commonly based on the mech-

anism of separation. Models of gas permeation treat the membrane as a porous

network of polymer chains containing microcavities of diameters ranging from

5-1000 Å. Solution-diffusion membranes, in which transient gaps appear due

to thermal motion, stand in contrast to rigid polymers that act as molecular

sieves [28]. In the limit of large microcavities in the pore-flow model, per-

meation is a pressure-driven process of gas flow through small pores in which

large molecules are separated from smaller molecules based on size.
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In the limit of small microcavities on the order of 5-10 Å, however,

permeation becomes a diffusive process controlled by the thermal motion of

the constituent membrane polymers [29]. Permeation in this limit consists of

three distinct steps: [30]

1. Adsorption at the upstream face.

2. Diffusion through the membrane based on thermal motion of polymer

chains.

3. Desorption from the downstream face.

Step 2 has been modeled using molecular dynamic (MD) simulations

of gas molecules in membrane cavities. [31, 32, 33, 34] Particles move from

cavity to cavity based on the thermal fluctuations of membrane polymers. Lim

and co-workers [35] performed MD simulations of CO2 and CH4 permeation in

polyetherimide matrices and observed that molecular displacement over time

from initial positions are marked by small displacements within a microcavity

punctuated with much larger rapid displacements corresponding to a hop to

a nearby microcavity. The ability to hop between cavities is controlled by

thermal motion that opens temporary channels between cavities and results

in diffusion-controlled permeation.

The overall diffusion constant for a gas molecule in a specific membrane,

as predicted by the solution-diffusion model, is a function of temperature

and its own cross-sectional area. Smaller molecules pass more easily through
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thermally-opened channels between microcavities. In the olefin/paraffin sep-

aration problem, olefins have a smaller cross sectional area than the corre-

sponding paraffin. Experimental results, as predicted, demonstrate that neat

organic membranes commonly have a large selectivity for olefins over the cor-

responding paraffin [27, 36, 37].

There is a tradeoff, however, between permeability and selectivity.

Burns and Koros [38] report an experimentally observed upper bound to propy-

lene/propane selectivity as a function of propylene permeability. The great-

est selectivity is observed at low propylene permeability, whereas selectivity

falls to unity at very high propylene permeabilities. An industrially desirable

membrane, in contrast, maximizes both permeability and selectivity in order

to achieve efficient selectivity in the shortest amount of time and the least

amount of membrane. Facilitated transport membranes have been demon-

strated to increase both selectivity and permeability and offer strong promise

for industrial separations [39].

Membranes containing ionic silver complexed with a counterion, such as

BF4
−, and supported in an organic polymer scaffold have been demonstrated

to have a high selectivity for olefins over paraffins in the equilibrium gas flux.

[40, 41, 42, 43, 44] The silver ions selectively bind to olefins through a d-π∗

complexation that is unavailable to paraffins, which contain only σ bonds in

the carbon backbone [39]. The silver-olefin complex is particularly unstable

upon exposure to air, however, which is undesirable for industrial applications

[45].
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Membranes that replace ionic silver with silver nanoparticles provide

an appealing alternative for olefin/paraffin separation [46, 47, 48]. Membranes

containing silver nanoparticles have been demonstrated to be much more stable

for olefin/paraffin separation over time [49].

Methods such as laser ablation of microparticles (LAM) are capable

of producing small, relatively monodisperse nanoparticles without surfactants

[50, 51]. LAM may be used to generate core/shell nanoparticles of metal/metal

as well as metal/metal oxide [52, 53]. Core/shell nanoparticles are of partic-

ular interest due to their tunable properties by varying the composition and

thickness of the core and shell independently [54, 55, 56].

In this work, we present a model of membrane separation for mem-

branes containing olefin-binding nanoparticles. We seek to predict overall

trends in selectivity as a function of the olefin binding energy to nanopar-

ticles. Changes in the selectivity as a function of pressure is explained in

terms of changes to the sorption and diffusivity of the component molecules.

2.2.1 Lattice Diffusion

The problem of random walks on lattices has been extensively consid-

ered and has a wide variety of applications in chemistry and physics. Pólya

[57] proved that random walks in one or two dimensions are recurrent and

walks in higher dimensions are transient. On a one- or two-dimensional lat-

tice, the probability of a tracer visiting a given lattice site is unity; however,

the average time that passes before first hitting this site is infinite.

24



When reflecting or absorbing barriers are introduced, the probability

of hitting the barrier after N steps was first calculated by Chandrasekhar

[58] using the reflection principle. As a consequence of Pólya’s proof, the

probability of the tracer hitting the barrier over long enough time scales is

unity. This result is easily generalized to the case of a free Brownian particle

undergoing diffusion in one dimension [59]. Given infinite time, the particle

must hit the barrier.

With this result, the probability distribution for the first passage time

may be derived [58]. The first passage time refers to the amount of time for

a particle to be absorbed at a barrier. For one dimensional random walks

with a barrier at the origin, the mean first passage time is infinite. While the

probability of the particle hitting the barrier is unity, it may require infinite

time to do so [60].

For unbiased random walks, such as in Brownian motion, the mean

square displacement of tracers is linear in time. In contrast, anomalous dif-

fusion, the regime in which mean square particle displacement is nonlinear in

time, has been observed in a variety of contexts, including cellular transport

[61, 62] and in colloidal solutions [63]. Subdiffusion is the regime in which the

mean square displacement varies as a power function of time with an exponent

on 0 < α < 1.

The onset and characteristics of subdiffusion of tracers on two-dimensional

lattices has been studied in a variety of potential energy landscapes. For land-

scapes that feature obstacles, diffusion is anomalous for short times and normal
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for long times [64, 65]. As the concentration of obstacles increases, the pres-

ence of continuous lattice points through which long-range diffusion occurs

decreases until the percolation threshold is reached [66, 67].

Our lattice model of membrane separations makes use of random walk

statistics to explain the diffusive properties of molecules in membranes. Paraf-

fin molecules diffusing around olefins bound to nanoparticles is analogous to

the case of diffusion amongst mobile obstacles. Diffusion through the mem-

brane to the downstream face is also roughly analogous to the one-dimensional

random walk with an absorbing boundary first solved by Chandrasekhar.

2.3 Model Details

Beginning with the solution-diffusion model, five macroscopic parame-

ters are required to model a gas-separation membrane that contains nanoparti-

cles. The diffusivity of molecules in the neat membrane provides hopping rates

for large diffusive jumps between lattice sites. The density of nanoparticles in

the membrane and the olefin-nanoparticle binding energy give an Arrhenius

probability of finding the olefin molecule bound to a nanoparticle. The up-

stream pressure and the sorption coefficient provide the concentration of gas

molecules along the upstream edge of the membrane in steady state.

In the solution-diffusion model, the membrane is treated as a series of

microcavities that gas molecules hop between based on the thermal motion

of the membrane’s polymer chains. This behavior as represented in a lattice

kinetic Monte Carlo (KMC) model as molecules that may hop to adjacent sites
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on a N×N grid. A single lattice site may only be occupied by a single gas

molecule.

Periodic boundary conditions are applied at two opposite lattice edges.

Molecules that diffuse across the edge are brought back in the corresponding

row at the opposite edge. Similarly, molecules at one of the edges can be

blocked by a molecule in the same row at the opposite edge. The lattice size

is chosen such that edge effects do not appear. In this manner, an effectively

infinitely long slice through a membrane is simulated.

The diffusivity, D, of the gas in the membrane provides the site-to-

site hopping rate for gas molecules in the membrane. For a membrane with

diffusivity, D, the rate of site-to-site hopping, Γ, is given by

D = Γℓ2, (2.1)

where ℓ is the diffusional jump distance. Eq. (2.1) is closely related to the

Einstein-Smoluchowski relation; however, in the KMC model Γ represents the

hopping rate to a single given adjacent site, not to any of the four adjacent

sites as in the case of surface diffusion. The value of ℓ for a membrane of total

thickness L is given by L = ℓN . In the KMC model, ℓ is the natural unit of

length and varying it while holding the number of lattice points, N , constant

represents a change to the diffusional jump length. In what follows, ℓ is taken

to be the unit of length.

Figure 2.1 shows how the membrane is modeled with KMC. An olefin:paraffin

gas mixture reversibly adsorbs to the membrane along one face, diffuses through

27



Γoff

Γ
on

Γ
off

Γ

Periodic Boundary Condition

Periodic Boundary Condition

U
p

st
re

am
 F

ac
e

D
o

w
n

stream
 F

ace

Neat

Trap

Γ

Γ

Γ

Γe
-∆E

Γe
-∆E

Γe
-∆E

Γe
-∆E

O

O/P

Figure 2.1: Parameters for the KMC model are shown on a small, sample
lattice. The olefin hopping rate from a trap is Γ exp(−∆E); paraffin hopping
rates from traps are the same as neat sites, Γ.

the membrane, and passes through the downstream face to be collected in a

vacuum. In order to simulate the behavior of membranes containing olefin-

specific binding agents, randomly distributed lattice sites are treated as traps.

The fraction of trap sites, ρ, is a fixed parameter. Olefins on the lattice bind

to the traps with a binding energy, ∆E. The paraffin molecules, however, do

not bind to the trap sites and, thus, behave as if every lattice site were a neat

membrane site.

From a neat membrane site, the hopping rate, Γ, is the rate for a

molecule to hop to an adjacent, unfilled site. The hopping rate from a trap site
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for olefin molecules becomes Γ exp(−∆E) and remains Γ for paraffin molecules.

The parameter ∆E is expressed in units of kBT , which effectively sets the kBT

denominator in the Arrhenius expression to unity and the full exponent to a

unitless quantity.

By setting kBT = 1, the reduced units of the simulation are effectively

a function of the true experimental temperature. The binding energy between

the olefin and carrier is an absolute, temperature-independent

The choice of N is dictated by the sorption coefficient, S, which relates

the concentration of molecules at the upstream face of the membrane, C, at

an applied pressure, p, by

S =
C

p
. (2.2)

For a membrane of fixed thickness, L, and applied pressure, increasing N

increases the number of gas molecules adsorbed along the upstream edge.

Membranes with a large sorption coefficient necessitate a finer lattice.

The last macroscopic parameter is the applied pressure at the upstream

face. The parameters of the simulation are in terms of kinetic rates, however,

not macroscopic pressures. A gas at pressure p in equilibrium with a surface

containing adsorption sites forms a Langmuir isotherm,

θ(p) =
p

1 + p
, (2.3)

where p is taken to be in reduced units of the pressure, p0, at which half of

the sites are occupied. At the pressure where p = p0, p = 1 in the reduced

units of the expression. By defining p in these reduced units, p is no longer
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an absolute pressure that directly maps to a single experimental pressure but

is instead defined by the sorption isotherm of the physical membrane. The

reduced pressure is related to the rates of hopping onto and off of the surface

in the KMC model by

p =
Γon

Γoff

. (2.4)

The rate of desorption from the surface, Γoff , is chosen to be equal to the rate

of hopping between sites in the membrane, Γ. Then, the pressure determines

the rate for a molecule to hop onto the membrane on the upstream face Γon

in the KMC model.

We have chosen to model separations for an upstream gas containing

equal partial pressures of olefin and paraffin. In the KMC model, this is es-

tablished with an equal probability for these molecules to hop onto the lattice.

The concentration of one of the individual gas components along the leading

edge is given in terms of the partial pressures by equal to 1
2
θ(p).

Opposite the upstream face of the membrane is the downstream face.

On this edge, molecules may leave the lattice with rate Γoff . Vacuum is en-

forced by setting the rate of molecules re-entering along the downstream face

to zero. Molecules leaving along this edge are counted in the output flux of

gas through the membrane.

A standard kinetic Monte Carlo (KMC) algorithm is employed to model

the diffusion of particles along the lattice. Initial conditions are implemented

by randomly distributing trap sites in the membrane based on ρ. With each
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KMC step, a cumulative function, R, is generated consisting of the sum of all

rates available to the system in the current state. A random number is chosen

on [0, R]. A given process is then selected from R such that processes are

proportionately weighted so that faster processes are selected proportionately

faster than slower processes. A second random number, u, is generated on

(0, 1] and the time step is updated as

∆t =
− ln u

R
. (2.5)

The unit of time in our model is taken to be Γ−1. The selected process is

then carried out and R is updated to reflect any processes that either became

available or unavailable in the new state, where the algorithm is repeated.

2.4 Results and Discussion

The motivation for this work is to identify the statistical basis of selec-

tivity for olefins over paraffins in the steady state in gas separation nanocom-

posite membranes. To accomplish this goal, the equations for the flux of each

component gas are derived for both the neat and trap-containing membranes.

While the concentration of each gas along the front edge is given exactly by

the Langmuir isotherm, the diffusion statistics of the gases on the lattice are

not known exactly. With the flux equations derived, the statistical basis for

selectivity is an optimization problem in three parameters – p, ∆E, and ρ –

that may be solved with several approximations.
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2.4.1 Flux Through a Neat Membrane

The permeability, P , of a single gas component in a membrane is defined

as the product of the diffusivity, D, and the sorption, S, in the membrane.

The permeability is a material property given by

P = SD =
JL

∆p
, (2.6)

where ∆p is the applied pressure difference and J is the flux of gas through the

membrane. In the KMC model, a vacuum is present at the downstream face,

so that the applied pressure across the membrane is the same as the upstream

pressure, ∆p = p.

As defined in Eq. (2.2), the sorption, S, is the concentration of gas

along the upstream face of the membrane divided by the applied pressure.

Within the KMC model, the concentration of gas molecules along the edge

of the lattice follows the Langmuir adsorption isotherm in Eq. (2.3). KMC

simulations were performed on a neat membrane and the time-averaged con-

centration of molecules along the edge in equilibrium with the gas are shown,

inset in Fig. 2.2, to agree with the Langmuir isotherm.

An expression for the flux through a single lattice site on the down-

stream face is derived by substituting KMC model parameters into Eq. (2.6)

of the membrane to obtain

J = Γ
θ(p)

L
. (2.7)

The flux of particles through the unit length ℓ in unit time Γ−1 at the down-

stream face is a function of p and the thickness L. As shown in Fig. 2.2,
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Figure 2.2: The flux of particles in a neat membrane is plotted as a function
of pressure. Inset is the Langmuir isotherm also as a function of pressure. The
solid lines are analytical predictions of Eqs. (2.3) and (2.7), and solid black
circles are time-averaged concentrations from individual KMC simulations.
The red star marks the data point at which KMC simulations begin to diverge.
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there is strong agreement between the KMC data and Eq. (2.7) in the tracer

diffusion limit, where the value of θ(p) is very close to zero and all molecules

follow a two-dimensional random walk. As shown by the red star, when the

front edge of the lattice begins to fill, the KMC flux diverges from Eq. (2.7).

This expression assumes a vacuum at the downstream face. A nonzero back

pressure, however, would contribute a small correction term from Eq. (2.3)

that is not significant in the linear flux regime.

Along the axis between the upstream and downstream faces, the diffu-

sion of molecules is mathematically analogous to the problem of the random

walk in one dimension with an absorbing boundary. For a semi-infinite line

(x ≥ 0) with an absorbing barrier at the origin and the tracer initially at x0

along the line, the probability of first hitting x = 0 at time t is derived by

Chandrasekhar [58] as

f(t) =
x0√
4πDt3

exp

(−x2
0

4Dt

)
. (2.8)

The mean first passage time to reach x = 0,

〈t〉 =
∫ ∞

0

tf(t) dt = ∞, (2.9)

does not converge due to the fraction of tracers that spend most of their time

at large x before returning to x = 0. Without the fat tail, the typical diffusion

time over the distance x0 scales like

tx0 ∼
x2
0

4D
. (2.10)
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Figure 2.3: The average transit times for molecules that enter the membrane
at the upstream face and eventually reach the downstream face are plotted as
a function of L2. Individual dots are KMC data points and the line is a linear
fit.

On the membrane, however, molecules that move in the opposite direction

simply hop off of the membrane into the source gas. Eq. (2.10) provides an

approximate scaling law for the average transit time for a molecule diffusing

between the upstream and downstream face.

In Fig. 2.3 the observed transit times from the KMC model are plotted

as a function of membrane thickness, L. With increasing thickness, the transit

times are linear with L2. The least-squares fit of a trend line passing through

the origin gives a slope of 0.688
4D

, which is consistent with the prediction from

Eq. (2.10).
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2.4.2 Membranes Containing Traps

In the KMC model, paraffin molecules see no change in hopping rate

from any site, whereas olefin molecules hop at either Γ from a neat site or

Γ exp(−∆E) from a trap site due to the binding energy ∆E. The overall effect

of the heterogeneity in hopping rates is that paraffin molecules are unaffected

by traps and olefin molecule diffusion is hindered.

For traps that are in equilibrium with the applied gas, the fractional

filling of traps by olefins is given by the Langmuir adsorption isotherm for a

mixed gas system,

θtrap =
pole exp(∆E)

1 + ppara + pole exp(∆E)
, (2.11)

where pole and ppara are the partial pressures of the olefin and paraffin respec-

tively.

The fractional distance through the membrane may be defined as ξ,

where ξ = 0 at the upstream face and ξ = 1 at the downstream face. As

shown in Fig. 2.4, a “piling up” effect occurs as the trap filling profile becomes

nonlinear. This effect occurs in the limit of low trap loading and high pressures

where the effective pressure gradient is roughly linear. In the limit of large

trap loading, as seen in Fig. 2.5, the concentration in ξ approaches the Fickian

case with a linear profile.
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Figure 2.4: Trap filling for the KMC model in profile through the membrane
are shown as a function of applied pressure at the upstream face. Occupancy
values are normalized by the isotherm of Eq. (2.11) such that 1 is as predicted
by the isotherm and 0 is no traps filled. All profiles are time-averaged under
steady state conditions for ρ = 0.2 and ∆E = 9.6.

2.4.2.1 Sorption and Diffusivity of Paraffins

Paraffin molecules do not interact with traps and, as a consequence,

their overall diffusivity and sorption on trap-containing lattices is affected

only by the blocking effect of the olefins. The availability of sites for paraffins

through the membrane is controlled by the filling of trap sites by olefins. The

concentration along the upstream face is

Cpara = θ(ppara)[1− ρθtrap(pole)]. (2.12)

where θtrap is the fraction of filled traps from Eq. (2.11) and θ(ppara) is the

isotherm of Eq. (2.3) as a function of the partial paraffin pressure.
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Figure 2.5: The KMC model trap fillings in profile through the membrane are
shown as a function of trap density on the lattice. The profiles are normal-
ized as detailed in Fig. 2.4. All profiles are time-averaged under steady state
conditions for pole = 0.001 and ∆E = 4.8.

The diffusivity for paraffins on a square lattice containing mobile obsta-

cles, the olefins bound in traps, cannot be solved exactly. Correlation function

analysis reveals the diffusivity to be a product of an obstruction factor, D∗,

which is a function of obstacle concentration, c, and the ratio of molecule

jump rate to that of the obstacles, γ. The correlation function analysis was

performed by van Beijerin and Kutner [68] and expanded upon by Saxton [66].

The overall diffusion constant for the molecule diffusing amongst mobile

obstacles is

D(c, γ) = DneatD
∗(c, γ) = Dneat(1− c)f(c, γ). (2.13)
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The correlation factor, f , is given by

f(c, γ) =

√
A2 + B2 − A

2γ(1− c)f0
(2.14)

where

A = (1− γ)(1− c)f0 + c (2.15)

B = 2
√

γ(1− c)f0 (2.16)

and

f0 =
1− η

1 + (2γ − 1)η
. (2.17)

The constant η is dependent on the type of lattice; for a square lattice it is

equal to 1− 2
π
. The ratio of hopping rates γ is given by

γ = exp(−∆E). (2.18)

The only quantity which is not known analytically in Eqs. (2.13)-(2.17) for

D∗ is the concentration of filled traps, c. To simplify our derivation, we will

neglect the inhomogeneity of the filled trap concentration and approximate c

as its value at the upstream face

c = θtrap(pole) ρ (2.19)

For low trap densities and at low pressures Fig. 2.4 shows that c drops linearly

across the membrane. This is the worst case for the approximation – c is

overestimated by a factor of two. Fortunately, this low c limit is where D∗,

which is largely determined by (1 − c), is close to unity and the value of c
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is not important. In the high concentration limit where traps strongly effect

the diffusivity, the approximation in Eq. (2.19) becomes increasingly accurate.

Although a vacuum at the downstream face is assumed, in the limit of small

back pressure, the mean-field approximation becomes more accurate, as well.

In the limit of γ → ∞, the percolation threshold is reached at c ≈ 0.41,

above which long range diffusion stops. Below this limit, long-range diffusion

is possible but obstructed. The overall diffusivity for paraffins also contains D∗

terms due to the blocking effect of paraffins and unbound olefins; however, in

the low pressure limit, these terms are close to unity and can be disregarded.

The flux, then, of paraffins is produced by combining Eqs. (2.12) and (2.13)

into Eq. (2.7) to produce

Jpara =
θ(ppara)

L
[1− ρ θtrap ] ΓD

∗ (2.20)

Fig. 2.6 shows the comparison between the analytic model and the full KMC

simulation. The KMC data are in agreement with the model at weak binding

and low pressure, and although there is some divergence as pressure increases,

the trend in paraffin flux is captured over the range of pressures considered.

The approximations that result in the paraffin diffusivity given in Eq. (2.13)

are tested by plotting the transit time as a function of membrane thickness.

The transit times for varying thicknesses of the membrane with different ap-

plied pressures are shown in Fig. 2.7. Diffusion is normal for all applied

pressures–all transit times are linear in L2. The ratio of the slopes provides the

exact diffusivity experienced by paraffin molecules that leave the membrane

40



J

÷
÷

÷
÷
÷
÷
÷

æ

æ

æ

æ

æ

æ

æ

0.010.001 0.1

10-3

10-4

DE=4.8, Ρ=0.2

÷
÷

÷
÷
÷
÷
÷

æ

æ

æ

æ

æ
æ
æ

0.010.001 0.1

10-3

10-4

DE=4.8, Ρ=0.4

÷
÷

÷
÷
÷
÷
÷

æ

æ

æ

æ

æ

æ

æ

0.010.001 0.1

10-3

10-4

DE=6.2, Ρ=0.2

÷
÷

÷
÷
÷
÷
÷

æ

æ

æ
æ

æ

æ
æ

0.010.001 0.1

10-3

10-4

DE=6.2, Ρ=0.4

pole

Figure 2.6: The flux of paraffins in solid black and olefins in dashed red
through the downstream face under different olefin trap depths, ∆E, and
trap coverages, ρ, is plotted as a function of partial pressure. Markers–stars
for olefins and circles for paraffins–are KMC data and the lines are from
Eqs. (2.20) and (2.21).
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through the downstream face. These values from KMC are compared to the

value predicted by Eq. (2.13) in Table 2.1.

The comparison between the analytical prediction and the KMC data

provides a measure of validity for the approximation of c in Eq. (2.19). Ap-

proximating the total concentration of occupied traps by the front end trap

Table 2.1: Comparison of predicted Dpara to KMC for ρ = 0.4 and ∆E = 4.8

Case Analytical KMC

ppara = 0.001 0.907 0.959
ppara = 0.01 0.534 0.739
ppara = 0.1 0.228 0.396
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filling overestimates the actual filling. In the low pressure cases, the difference

between analytical and observed is quite small; however, with increasing pres-

sure the analytical expression underestimates the effective diffusivity by nearly

a factor of two. Comparing Table 2.1 with Fig. 2.6 provides an explanation

for the deviation from the analytical projection in the KMC model. With

high pressures, larger fluxes of paraffins are observed than predicted due to

the underestimation of the effective diffusivity.

2.4.2.2 Sorption and Diffusivity of Olefins

The expression for the permeability of olefin molecules must obey sev-

eral limiting cases. The net permeability for olefins must converge to that of

paraffins in the limit of the trap coverage and/or trap depth going to zero,

ρ → 0 and ∆E → 0, respectively. Similarly, as ∆E → ∞, the permeability of

olefin molecules must return to that of paraffins; this is the case of molecules

moving amongst immobile obstacles. To conform with these limiting cases, as

p → ∞ or p → 0 the selectivity for olefins over paraffins must return to unity.

Although molecules may freely diffuse between trap sites and neat sites

on the lattice, the steady state statistical behavior may be modeled as two

distinct pathways, one containing only neat sites and the other containing

only trap sites. The permeability of olefin molecules is thus represented as a

sum of terms representing the flux contribution from unbound olefin molecules

and that from olefin molecules bound in traps. This model is similar in form

to the dual-sorption model [39], which contains a neat membrane term and a
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term due to the reversible binding at fixed site carriers, the analogue of traps

on a lattice.

The permeability from the two modes of transit is

Pole = SneatDneat + StrapDtrap. (2.21)

The first term in this expression is functionally similar to Eq. (2.20). The sorp-

tion, however, has a slightly different form. Because olefin molecules interact

with traps, the maximum amount of unbound olefin molecules is limited to

(1− ρ). In this case, the neat concentration is

Cole,neat = θ(pole)(1− ρ). (2.22)

In the limits of low trap coverage, small ρ, Eq. (2.22) is approximately equal

to Eq. (2.20). The diffusion constant, Dneat, is equal to the paraffin case of

Eq. (2.13). As in the paraffin case, additionalD∗ factors due to blocking effects

of paraffins and other unbound olefins are close to unity and may be neglected

at low pressure. The neat flux contribution is

Jole,neat = Γ
θ(pole)

L
(1− ρ). (2.23)

The second term in Eq. (2.21) is functionally similar to the neat case.

The overall diffusivity is the Einstein-Smoluchowski relation for a homogenous

lattice containing only traps which is

Dole,trap = Dneat exp(−∆E). (2.24)
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The concentration of filled traps at the front edge is given by Eq. (2.11) mul-

tiplied by ρ, the fraction of trap sites,

Cole,trap = θtrap(pole)ρ. (2.25)

The flux for the trap contribution is obtained from Eqs. (2.11) and (2.24) as,

Jole,trap = Γρ
θtrap(pole)

L
exp(−∆E). (2.26)

As p → ∞ or ρ → 0, the neat membrane case, this term vanishes.

Fig. 2.6 shows the agreement between the KMC data and the analytical

model of olefin flux. Unlike the paraffin case, the olefin expression does not

diverge from observations at large trap concentrations. At high trap concen-

trations, the term from Eq. (2.26) dominates.

2.4.2.3 Selectivity

For olefin/paraffin separation membranes, the parameter that directly

measures the membrane’s ability to separate the two gases is the selectivity,

α =
Pole

Ppara

=
Jole
Jpara

=
SoleDole

SparaDpara

. (2.27)

The selectivity expression from Eq. (2.27), when combined with Eqs. (2.20)

and (2.21), yields the two-term expression

α =
Sole,neatDole,neat

SparaDpara

+
Sole,trapDole,trap

SparaDpara

. (2.28)

The first term in this expression, the ratio the permeability of olefin molecules

on non-trap sites to the permeability of paraffin molecules, approaches unity

45



as p → ∞. As p → 0, the different sorption expressions from Eqs. (2.12) and

(2.22) results in this first term approaching (1− ρ).

In the second term, olefin trap sorption is larger than paraffin sorption

as p → 0. The olefin trap sorption has a theoretical maximum of ρ, and this is

the limiting case as p → 0. With increasing pressure, the denominator [from

Eq. (2.26)] dominates and this term tends toward zero.

The behavior of each of these terms acts in contrast–one rises from

(1− ρ) towards a maximum of unity while another drops from a maximum of

ρ toward zero. The rates at which these terms approach the limiting cases are

not, however, equal.

The paraffin diffusivity, in the denominator of both terms, depends

directly on the olefin trap sorption as shown in Eq. (2.19). With increasing

∆E and/or pressure, the sorption of olefins on traps becomes larger while the

diffusivity of paraffins becomes smaller. This coupling of terms does not lead

to a clean analytical derivative for a peak selectivity as a function of pressure

in Eq. (2.28). The overall selectivity as a function of pressure for different trap

depths is shown in Fig. 2.8.

2.4.2.4 Optimizing Selectivity

As detailed in Sec. 2.3, five macroscopic inputs are required to build

the parameter space of the lattice model. The resulting permeability and selec-

tivity from those parameters may be tuned by adjusting the input parameters.

Experimentally, this is akin to adjusting the applied pressure, chemical com-
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position of the membrane, and other similar changes.

Some parameter changes have a clear effect. From Eq. 2.28 it is clear

that increasing ρ will always increase the selectivity. Similarly, increasing

the temperature will lower ∆E–the units are in kBT–and lower the resulting

Arrhenius rate. The applied pressure, however, does not follow a clear trend;

selectivity vanishes in the limit of very large pressure and very low pressure.

Given that larger pressures result in larger flux of gas, an optimal mem-

brane will maximize both selectivity and the pressure at which peak selectivity

occurs. This peak pressure, however, is directly coupled with other parameters

of the model, in particular ∆E and ρ. A derivative of selectivity with respect

to pressure yields an expression for peak pressure as a function of these two

parameters.

The two-term expression of Eq. (2.28) may be simplified in order to find

a derivative that gives a reasonable prediction of the peak position in pressure.

In the first term, the ratio
Dole,neat

Dpara
is equal to unity and may be ignored. This

first term may now be represented as

Sole,neat

Spara

=
pole(1− ρ)

ppara − pparapoleρ

γ+γpole+pole

(2.29)

where γ = exp(−∆E) is the same as in Eq. (2.18).

The second term is more complex; however, it may be simplified. From

Eq. (2.13), f(c, γ) is close to unity and slow to change with pressure, so it may
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be ignored. The ratio of diffusivities reduces to

Dole,trap

Dpara

≈ γ

1− poleρ

γ+γpole+pole

(2.30)

if f(c, γ) is disregarded. Similarly, the sorption ratio is

Sole,trap

Spara

=
ρ (1 + ppara + pole) pole

[γ + pole(γ + 1− ρ)] ppara
. (2.31)

These equations simplify by considering the case where pole = ppara . Putting

Eq. (2.29) plus the product of Eqs. (2.30) and (2.31) together, taking the

derivative, and setting it to zero yields the pressure for which selectivity is

maximized,

pmaxα =
2(γ2 + γρ)

ρ− γ − (γ − ρ)2
. (2.32)

The full selectivity expression for Eq. (2.28) is plotted with KMC data

in Fig. 2.8. Peaks in selectivity from the KMC simulations are accurately

reproduced with the analytical model; the actual magnitude of selectivity,

however, is somewhat overestimated.

In Fig. 2.8, a clear trend is present: the peak of selectivity occurs at

large pressures for weak binding and at small pressures for strong binding.

With trap depth and pressure there is a tradeoff. High pressures and trap

depths increase olefin sorption and drive down paraffin diffusivity. However,

from Eq. (2.26), as p → ∞ and ∆E → ∞, the olefin trap permeability – and

consequently the second term of Eq. (2.28) – is driven to zero. The predicted

pressure at which the peak of selectivity occurs is plotted against KMC data

in Fig. 2.9. The KMC data follows the analytical model quite closely.
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Figure 2.8: Selectivity for olefins over paraffins as a function of olefin partial
pressure is plotted from KMC data. Solid lines are the analytical expression
from Eq. (2.28).
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As a first approximation to Eq. (2.32), the maximum of selectivity may

be reduced to

pmaxα ≈ 2γ. (2.33)

The implication of Eq. (2.33) is that selectivity is maximized at the point when

the applied pressure is equal to the Arrhenius factor for escaping a trap site.

At this point, molecules are entering the lattice at the same rate that trapped

molecules are leaving traps.

Two limiting cases are apparent. In the limit where γ ∼ ρ, the squared

term in Eq. (2.32) can be ignored and the entire expression is reduced via

Taylor expansion to

pmaxα ≈ 2γ

(
1 +

2γ

ρ

)
. (2.34)

In the weak binding limit, the second term explains the curve observed in

Fig. 2.9. In the limit of γ ≪ ρ, however, the squared term behaves simply like

ρ2. Considering this limit, Eq. (2.32) reduces to

pmaxα ≈ 2γ exp(−ρ). (2.35)

Eq. (2.34) contains an additional term that become significant as γ approaches

the same order of ρ. This correction term shifts the peak of selectivity to an

applied pressure that is slightly larger than the escape rate from the traps.

Substituting Eq. (2.34) into Eq. (2.27) gives the magnitude of selectivity

at the optimal pressure for each trap binding energy. As shown inset in Fig. 2.9,

the actual magnitude of selectivity at the optimal pressure for a given binding

energy is not constant. Both KMC data and the analytical model indicate that
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Figure 2.10: The selectivity data from Fig. 2.8 is plotted against the olefin
flux at that pressure normalized by the neat membrane flux from Eq. (2.7).
The x-axis is the ratio of olefin flux for membranes with traps to the neat
membrane flux at the same pressure.

more selectivity is possible for weaker binding. Our model indicates that when

the pressure is optimal for the binding energy, weaker binding is preferable due

to the larger resulting selectivity.

2.4.2.5 Comparison to Neat Membrane

Maximizing selectivity by increasing the concentration of traps and

applying the optimum pressure is not ideal for producing a physical membrane.

Traps, by definition, slow the diffusion of molecules. An ideal membrane

maximizes both selectivity and the flux of olefins. At large trap depths, the

benefit of the large selectivity is offset but the slow transit of olefin molecules.
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The selectivity data at various pressures for ρ = 0.2 is plotted on the

y-axis of Fig. 2.10 while the x-axis is the olefin flux for the trap-containing

membrane divided by the neat membrane flux at the same pressure. The

common position of the maxima demonstrates that increasing the trap depth

does not affect the relative permeability at peak selectivity.

In the regime of low applied pressures, the sorption profile is roughly

linear – double the pressure means roughly double the resulting flux. Given

that there is the same flux penalty for introducing trap sites regardless of

∆E at the pressure of peak selectivity, in absolute terms it is most sensible

to design membranes with weak binding trap sites. These membranes maxi-

mize selectivity at high pressures, and, in absolute terms, the flux of olefins is

maximized as well.

2.5 Conclusions

We have presented a lattice model of nanoparticle-containing mem-

branes that identifies the relevant trends in tunable parameters in order to

enhance olefin/paraffin separation. Olefins bind tightly to nanoparticles due

to a d-π∗ interaction that is unavailable to paraffins. In the steady state, a

larger flux of olefins is noted as a function of applied pressure, nanoparticle

binding energy, and area fraction of nanoparticles in the membrane. We pre-

dict trends as these parameters are adjusted and provide a rational guide for

rational membrane design.

Our model demonstrates that change in permeability of paraffins is the
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result of both sorptive and diffusive effects. The sorption of paraffins is driven

downward due to the lack of available sites as traps begin to fill with pres-

sure. The diffusivity of paraffins is analogous to the case of tracer diffusion

in an archipelago of mobile obstacles. Long-range diffusion is obstructed but

possible as long as the obstacles are mobile and diffusion is normal over long

distances. Overall olefin permeability is the statistical average of contributions

from olefin molecules in neat and trap regions. Neat olefin diffusivity is exactly

that of paraffins–obstructed by slower moving obstacles. Trap olefin diffusiv-

ity, however, is much slower due to the Arrhenius rate factor. The lowered

diffusivity of olefin molecules is offset by the large increase in sorption due to

the filling of the traps.

We demonstrate that the balance between sorption and diffusivity for

olefins is not perfectly offsetting and that selectivity is the result. The selec-

tivity of olefins is maximized when the applied pressure results in molecules

entering the membrane at roughly the same rate olefins leave traps. When

the optimum pressure is applied, the overall selectivity is roughly constant for

tight binding but becomes larger for weaker binding. Due to this effect, weaker

binding traps offer higher selectivity if the applied pressure is optimal.

From this model overall trends for selectivity in physical membranes

may be predicted. Increasing the area fraction of olefin-binding agents in

the membrane will always increase the magnitude of selectivity. The optimum

pressure to maximize selectivity is directly tied to the binding energy of olefins

onto the carriers. If the binding of olefins becomes weaker, then the applied
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pressure must be higher to maximize selectivity. The maximum of selectivity at

the optimal pressure is constant in the tight binding regime but becomes larger

in the weaker binding regime. Starting from five macroscopic parameters–

sorption, diffusivity, binding energy, pressure, and area fraction nanoparticles–

it is possible to predict the selective behavior of a membrane and identify

trends as these parameters are adjusted.
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Chapter 3

Why Silver Nanoparticles are Effective for

Olefin/Paraffin Separations

3.1 Abstract

The majority of nanocomposite olefin/paraffin separation membranes

use silver nanoparticles or silver ions as the olefin binding agent. In this the-

oretical study we characterize the olefin interaction with silver nanoparticles

and show that silver is special in that it chemisorbs ethylene more weakly

than other metals. Some variation with particle size is found; small 79 atom

nanoparticles tend to bind ethylene more strongly than larger 140 atom par-

ticles, which in turn are well approximated by facets of bulk crystal surfaces.

The effect of replacing cores of nanoparticles with different metals is demon-

strated to selectively tune binding based on the relative d-band centers of the

two metals. We identify silver-cored, gold-shelled nanoparticles as potentially

more effective for olefin/paraffin separations. Random alloys of gold and sil-

ver were also considered. We find that 25%-75% Au-Ag random alloys are

strong candidates for use in olefin/paraffin separation membranes due to the

presence of reactive (111) faces without the cost of strong increases in the

binding energies on edges and corners. Nanocomposite membranes containing

these nanoparticles hold promise for more efficiently separating olefins from
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paraffins.

3.2 Introduction

Ethylene, a basic industrial synthetic building block, is commonly used

in the production of various polyethylene plastics as well as in many glycols,

surfactants, and styrenes. With yearly production exceeding 75 million tons,

ethylene is the most commonly produced light olefin [69]. Ethylene and other

light olefins are typically produced via steam cracking of naphtha, ethane, and

other hydrocarbons feeds at high temperatures [70]. Steam cracking, including

related purification processes, is the most energy intensive processes in the

petrochemical industry [25].

The separation from ethane is a key step in the production of ethylene

via steam cracking. Typically ethylene/ethane mixtures are liquified for cryo-

distillation in large fractionating columns. This process, in large part due to

the required phase change, is highly energy-intensive. Olefin/paraffin separa-

tion accounts for well over 1014 BTU of energy per year [26]. Gas separation

membranes offer an appealing energy-efficient alternative to the cryodistilla-

tion process.

Olefin/paraffin separation membranes commonly contain silver ions

that selectively chemisorb olefins [39, 40, 42, 41]. Membranes containing sil-

ver ions are unstable over long periods of time and under exposure to light

[45]. Membranes that replace ionic silver with silver nanoparticles have been

demonstrated to be more resistant to degradation over time while remaining

56



selective for olefins [49, 47]. Similar membranes containing gold nanoparticles

in place of silver have also been demonstrated to be selective for propylene

over propane [71].

Models of olefin-paraffin separation indicate that the selective prop-

erties of nanocomposite membranes may be tuned by adjusting the binding

energy of the olefin onto nanoparticles [4]. Nanoparticles are particularly ap-

pealing for this type of application because their properties, such as the bind-

ing energy of a target molecule, may be tuned by adjusting particle size and

composition [56]. Beginning with the unusual size dependence of catalytically

active Au nanoclusters by Valden et al. [72], size effects in nanoparticles have

been of considerable interest for catalyst design. Size represents a tunable pa-

rameter that may be controlled experimentally in order to adjust the binding

energy of ethylene to the nanoparticle surface.

Bimetallic systems offer a second level of tuning—in addition to particle

size—to selectively increase or decrease the surface electron density by substi-

tuting a more electron-rich or electron-poor metal at the near-surface [73, 74].

Core-shell bimetallic nanoparticles can be synthesized using dendrimer encap-

sulation techniques with controlled size and composition [75, 76].

In this work we seek to identify the properties of Ag that contribute

to its uniqueness for olefin/paraffin separation membranes. We find that Ag

is special, for it has the weakest chemisorption energy for ethylene among

the late transition metals. We then investigate alloys to find other possible

nanoparticles with chemisorption energy similar to, or weaker than, Ag. Ul-
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timately, we suggest novel nanoparticles that could potentially improve upon

the effectiveness of Ag for use in olefin/paraffin separation membranes.

3.3 Computational Details

The chemisorption of ethylene to noble metal nanoparticles and slabs

was calculated with density functional theory (DFT). The coinage metals of

group 11—Cu, Ag, and Au—as well as the group 10 metals—Ni, Pd, and Pt—

were considered as pure metal, and in core-shell, and random alloy nanoparticle

geometries. Ethylene binding to metal slabs at kink and step defects was also

considered.

All DFT calculations were performed using the Vienna ab initio Sim-

ulation Package (VASP) [77]. Valence electrons were described with Kohn-

Sham single-electron wave functions [13, 16] and expanded in a plane wave

basis with an energy cutoff of 274 eV. Core electrons, including the semi-core

p states in the metals, were described within the projector augmented wave

(PAW) framework [78, 79]. Spin-polarization was considered in all cases and

applied where required. The exchange-correlation contribution to the DFT en-

ergy was determined through the PW91 generalized-gradient approximation

(GGA) functional [80].

DFT was used to optimize the structure of all nanoparticles, adsor-

bates and surfaces such that the forces on all atoms were less than 0.01 eV/Å.

Nanoparticle structures, containing 38, 79, or 140 atoms, were assumed to be in

a face-centered cubic truncated-octahedron geometry. In core-shell nanopar-
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corner

edge

(111) face

Figure 3.1: A 79-atom Ag@Au core-shell nanoparticle; binding sites for ethy-
lene are shown.

ticle geometries, the 6, 19, and 44 core atoms were replaced by a different

metal. Alloy nanoparticles were generated by randomly distributing specified

fractions of the component metal atoms in the nanoparticle.

Nanoparticles were placed in the simulation box with 4 Å vacuum on all

sides such that periodic images were separated by at least 8 Å. The Brillouin

zone was sampled at the Γ-point, and a Gaussian-like function [81] with a

smearing width of 0.01 eV was used for determining partial occupancies of

states near the Fermi level. Binding sites included (111) faces, edge, and

corner sites and are shown on a Ag19@Au60 nanoparticle in Fig. 3.1. The

notation is of the form core@shell.

Slab calculations were performed on FCC surfaces with the bottom

two layers held frozen in bulk positions using PAW-GGA optimized lattice
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step kink

(a) (b)

Figure 3.2: (a) A (111)/(111) step is the slab analogue of a nanoparticle edge
site; (b) a kink site is the slab analogue of a nanoparticle corner site.

constants [82]. A vacuum of at least 10 Å was used to separate periodic images

between slabs. The Brillouin zone was sampled with a 4×4×1 Monkhorst-Pack

[83] k-point mesh, and integrated using the method of Methfessel and Paxton

[84] with a smearing width of 0.1 eV. For both nanoparticle and slab systems

the energy was extrapolated to a state of no partial occupancy.

The clean (111) face was modeled in a p(3×3) geometry, with nine

atoms per layer. The stepped surface, similar to the nanoparticle edge, has a

(111) microfacet. The slab analogue of a corner binding site, was chosen as

a kink site on the (111) surface. The step and kink binding sites are shown

in Fig. 3.2. Both the stepped and kinked surfaces were modeled using vicinal

surfaces and sampled with the same k-point mesh as the clean slab.

The local d density of states (DOS) was calculated for each atom by

projecting the Kohn-Sham wave functions onto spherical harmonic functions

within the atom’s Bader volumes [85]. A grid-based decomposition of the

charge density was used to determine the Bader volume [55]. The d-band

center was determined by an average over the range -10 to 2 eV with respect
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to the Fermi level.

For vibrational frequencies, the Hessian matrix was built by moving

all atoms in the ethylene molecule and the nearby metal atoms by a finite

difference of 0.002 Å. The Hessian was then diagonalized to find the normal

modes. Due to the accurate forces required to build the Hessian, systems where

vibrational frequencies were calculated were further optimized in geometry

such that the force per atom was smaller than 0.003 eV/Å.

3.4 Ethylene Binding on Pure Metals

3.4.1 (111) Faces

Molecular binding on (111) faces tends to be weak; the surface elec-

tronic states are delocalized over the surface and the overlap between the

adsorbate HOMO and the surface is small. The high coordination of sur-

face atoms delocalizes the surface states in contrast to a rough surface with

localized states where stronger binding can occur [86].

The binding geometries of ethylene at nanoparticles and slabs are shown

in Fig. 3.3. On the (111) face, the molecule sits directly on top of a single

surface atom; this binding position has been determined theoretically for Cu

[87, 88], Ag [89], and Au [86]. Small nanoparticles have small (111) faces over

which electronic states may be delocalized. With increasing size, the faces

grow larger and allow for a greater degree of delocalization of states. The

effect of size on chemisorption on the (111) face is shown in Table 3.1.

From Table 3.1, small nanoparticles—those containing 38 and 79 atoms—
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(a) (b)

Figure 3.3: (a) Ethylene binding atop a single Cu atom on the (111) face of a
Cu79 nanoparticle, and (b) on the bulk Cu(111) surface.

tend to bind ethylene stronger than larger particles. There is only small varia-

tion between the 140-atom nanoparticles and the bulk value. No chemisorption

is found for any size for Ag nanoparticles or on the bulk, and only weak bind-

ing is seen for large Au particles and the surface of Au(111). The Ni group

metals all chemisorb ethylene stronger than the Cu group.

The binding energies in Table 3.1 are for the top site binding position;

Table 3.1: Ethylene binding to (111) faces (eV)
NP-38 NP-79 NP-140 slab

Ni 0.94 0.73 0.77 0.72
Pd 0.65 0.74 0.75 0.78
Pt 1.35 1.24 0.99 0.89
Cu 0.11 0.29 0.14 0.21
Ag ** ** ** **
Au — 0.25 0.10 0.10

** no chemisorptive interaction > 0.05 eV
— particle deformed
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(a) (b)

Figure 3.4: (a) The di-σ bridging geometry for ethylene on a Pt79 (111) face
and (b) on bulk Pt(111).

Table 3.2: Di-σ (111) face binding (eV)
NP-38 NP-79 NP-140 slab

Pd, di-σ 1.00 0.96 1.02 1.00
Pt, di-σ 1.59 1.59 1.35 1.18

however experimental [90] and theoretical [91, 92] evidence indicates that, on

the Pt(111) face, ethylene chemisorbs preferentially through a di-σ interaction.

In this geometry, the carbon centers become sp3-like as the molecule bridges

two surface Pt atoms [91]. This is in contrast to the top-site binding where the

center of the C-C bond is on top of a single surface atom and both carbon atoms

remain sp2-like in character. The same preference for di-σ surface binding

compared to top binding is observed for ethylene chemisorption on the Pd(111)

face [93, 92] and Pd(100) face [94, 95].

The di-σ binding geometries are shown in Fig. 3.4 and energies in Ta-

ble 3.2. Chemisorption on Pt and Pd is preferred in the di-σ binding geometry.
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(a) (b)

Figure 3.5: (a) Ethylene binding to an Ag79 nanoparticle edge, and (b) to a
step on Ag(111)/(111).

Top site binding from Table 3.1 is unfavorable as compared to the di-σ geom-

etry at all sizes.

3.4.2 Edges and Steps

Edge and corner atoms, as well as their slab analogs, are under-coordinated

as compared to the bulk. Under-coordination localizes electronic states at the

defect and allows for greater overlap between the adsorbate HOMO and the

surface LUMO [96, 88, 87]. Ethylene chemisorption to edge sites is shown in

Fig. 3.5 and the binding energies are summarized in Table 3.3. There are no

edge atoms in the 38-atom nanoparticles.

From Table 3.3, several trends emerge. Once the particle size reaches

140 atoms, the binding energies are, in general, close to the bulk equivalent val-

ues. Small particles, those with 38 and 79 atoms, bind ethylene more strongly.

The di-σ binding geometry is dominant at all sizes for Pd and Pt, but the π
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Table 3.3: Edge and step site binding (eV)
NP-79 NP-140 slab-step

Ni, π 1.17 1.26 1.23
Pd, di-σ 1.28 1.25 1.16
Pd, π 1.05 1.06 1.07
Pt, di-σ 1.73 1.51 1.40
Pt, π 1.37 1.23 1.18
Cu, π 0.75 0.57 0.63
Ag, di-σ ** ** **
Ag, π 0.32 0.23 0.26
Au, di-σ 0.45 0.36 0.26
Au, π 0.43 0.42 0.43

** no chemisorptive interaction > 0.05 eV

geometry dominates for the other metals. Uniquely among these metals, Ag

has no di-σ chemisorption.

3.4.3 Corners and Kinks

The under-coordinated atoms at corner and kinks have localized elec-

tronic states and are generally free of steric hindrance from neighboring atoms,

so binding is expected to be strongest on these sites. Ethylene chemisorption

is shown in Fig. 3.6 and the binding energies are summarized in Table 3.4.

Binding is the strongest on the corners and kinks as compared to edges

and the (111) face. There is also less variation in binding energy across the

range of particle sizes into the bulk. In particular, Ag, Pd, and Pt show almost

no change with increasing particle size. Binding on the smallest particles

of Au and Ni resulted in significant deformation from the initial truncated

octahedron geometry.
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(a) (b)

Figure 3.6: (a) Ethylene binding to an Ag79 corner, and (b) to a kink site on
Ag(111).

3.5 The Uniqueness of Silver

From the previous sections, it is apparent that Ag binds ethylene the

weakest among the noble metals. Even the strongest binding sites for ethylene

on Ag are still on the order of 0.2 eV lower than the next weakest metal, Au.

Ag is unique for its weak chemisorption of ethylene.

Table 3.4: Corner and kink site binding (eV)
NP-38 NP-79 NP-140 slab-kink

Ni — 1.26 1.34 1.12
Pd 1.15 1.18 1.17 1.16
Pt 1.57 1.56 1.59 1.54
Cu 0.63 0.79 0.69 0.67
Ag 0.31 0.37 0.35 0.36
Au — 0.71 0.60 0.59

— particle deformed
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This observation is consistent with analytical models of optimal binding

energies for olefin separation membranes. The model of Pozun and Henkelman

[4] predicts that the magnitude of selectivity increases with weaker chemisorp-

tion, as does the pressure at which the selectivity peak occurs. This model

predicts that the maximum of selectivity occurs in a 50:50 ethylene/ethane

gas mixture at a pressure given by

p

p0
= 2 exp

(
−∆E

kT

)
, (3.1)

where p0 is the pressure at which half of the Langmuir adsorption sites are

filled and ∆E is the ethylene binding energy. Optimal separation may be

achieved more quickly if performed at higher pressures, so Eq. (3.1) predicts

that the ideal binding should be low in order to maximize the pressure where

peak selectivity occurs. This preference for weak chemisorption is consistent

with our DFT calculations.

3.6 d-Band Model for Chemisorption

Several models of chemisorption explain binding trends as a function

of the d-band of the metal. Newns and Anderson [97] describe the strength

of chemisorption as a function of the adsorbent DOS, the discrete adsorbate

binding state, and the coupling energy between the two. This model was

expanded upon by Hammer and Nørskov in the tight-binding framework to

establish a simple model for the d-band contribution to chemisorption [98, 99,

100].
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Using the notation of Hammer et al. [99], the chemisorption strength

between the d-band of the metal surface and the π and π∗ orbitals of ethylene

is given by

Echem =− 2

[
(1− f)

V 2
π

ǫd − ǫπ
+ fSπVπ

]

− 2

[
f

V 2
π∗

ǫπ∗ − ǫd
+ fSπ∗Vπ∗

]
.

(3.2)

In this expression, V is the coupling between the metal surface and the adsor-

bate state, ǫd is the d-band center, S is the overlap matrix element between

the surface and ethylene states, and f is the d-band fractional filling. The

d-bands of the noble metals, with the exception of Pt, are full [101], so f = 1

for these metals.

This model predicts that, in the limit of small S, the energy difference

between the unoccupied ethylene π∗ orbital energy and the d-band center

will be the controlling factor for chemisorption strength. As the d-band center

approaches the Fermi level, (ǫπ∗−ǫd) becomes smaller, and the result is stronger

chemisorption.

While DFT may be used to directly calculate binding energies, Eq. (3.2)

provides a simplified estimate for the dominant factor in chemisorption strength.

The binding energy of ethylene, as calculated using DFT, is plotted in Fig. 3.7

against the local d-band center for corner and edge binding sites. The relevant

nanoparticle binding positions are shown in Fig. 3.1 with their bulk analogs

shown in Fig. 3.2. From Fig. 3.7, there is a clear linear trend that as the

d-band center approaches the Fermi level, binding increases. All of the edge
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Figure 3.7: A correlation is found between the binding energy of ethylene at
under-coordinated sites on non-Pt metals and their local d-band center.

and corner sites all lie along the same linear scatter, with the exception of Pt.

In the case of Pt, the chemisorption strength is larger than for the

other metals at the same d-band center. The electronic structure of Pt is

characterized by a wide, partially unfilled d-band with a filling factor, f , less

than unity. For comparison, the d-bands of Pt and Pd are plotted in Fig. 3.8.

Due to the partial filling, the first term in Eq. (3.2) also contributes to the

chemisorption and deviation from the linear relationship results.

As predicted by Eq. (3.2), an adsorbate interacting with a wide d-band

that crosses the Fermi level results in strong binding by depopulating anti-

bonding states and filling bonding states. The other metals–Cu, Ag, Au, Ni,

Pd–have d-bands of nearly the same width that lie entirely below the Fermi
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Figure 3.8: The total density of states for stepped slabs of Pt and Pd. The
zero of energy is the Fermi level for each metal.

level. The common linear correlation of binding energy with d-band center

among these metals is the result.

3.6.1 Bond Order and Normal Modes

Eq. (3.2) predicts that charge is transferred both from the olefin π

bond and into the π∗ bond. Both of these interactions lower the C-C bond

order and make the molecule closer to sp3 hybridized than the gas phase sp2

hybridization. The expectation for charge transfer and bond order weakening

may be observed through the changes in the normal mode frequencies of the

chemisorbed ethylene.

As the C-C bond order decreases, each carbon center becomes increas-
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Figure 3.9: The normal modes of ethylene in the gas phase (long black lines)
and chemisorbed on 79-atom nanoparticle corners (short colored lines) are
calculated by DFT and compared to experimental gas phase data [103] (short
red lines). In parentheses are the calculated binding energies in eV for different
metals.

ingly sp3-like rather than sp2-like, and the ν(CC) stretch shifts proportionately

with bond order. Correspondingly, the C-H bond angle becomes less than the

120◦ found in sp2 carbon centers. This change in bond angle affects the Raman-

active δ(CH2) scissoring mode by shifting the frequency proportionately.

Due to the D2h symmetry of ethylene, the ν(CC) and δ(CH2) modes

are infrared inactive; however, both modes are Raman active. Previous exper-

imental Raman studies of ethylene bound on metal surfaces indicate that the

chemisorbed species has a Raman shift in both of these modes corresponding

to decreasing bond order [102]. A comparison of experimentally observed and

calculated modes for pure ethylene are shown in the first row of Fig. 3.9.
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As predicted by DFT, experimental chemisorption of ethylene on noble

metal electrodes indicates that silver binds ethylene weaker than both gold and

copper [104]. The strength of ethylene chemisorption is observed experimen-

tally with surface-enhanced Raman spectroscopy (SERS) to probe vibrational

spectra. SERS indicates that the shift in the ν(CC) in chemisorbed ethylene

similarly indicates that silver binds ethylene weaker than both gold and copper

[102].

3.7 Optimizing Olefin/Paraffin Separation Membranes

With respect to the design of olefin/paraffin separation membranes,

analytical models [4] indicate that an increased active surface area and weak

chemisorption are desirable. Small particles have a favorable surface/volume

ratio, and Tables 3.3-3.4 indicate that the binding energy on Ag does not

change significantly with particle size. Table 3.1, however, indicates that there

is no chemisorption on the Ag(111) face at any size. This result indicates that

all of the selectivity that occurs from Ag nanocomposite membranes is due to

under-coordinated sites or defects. One criterion for improving upon Ag in

nanocomposite membranes is a (111) face that weakly chemisorbs ethylene.

The other late transition metals follow the trends identified in Fig. 3.7

where the d-band is the controlling factor. Importantly, there is no crossover

point—with the exception of Ni and Pd, which have similar d-band centers—

where one metal becomes more reactive than another. This result simply

indicates that, while size may be tuned toward smaller particles, small particles
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of Cu group metals do not become more reactive than the bulk values of the

Ni group. Size effects alone are not pronounced enough to drastically shift the

binding energies toward weak binding.

Bimetallic systems are of particular interest due to the tunable nature

of the properties. For example, Khan2004 et al. have shown experimentally

that a Ni monolayer on Pt(111) or a Pt monolayer on Ni(111) is more cat-

alytically active for cyclohexene hydrogenation than either Pt(111) or Ni(111)

[105]. Differences in lattice constants and d−band structures alter the surface

electronic properties, and this interaction may be tuned to optimize a given

interaction. Tuning the nanoparticle-olefin interaction with bimetallic systems

offers promise of enhanced olefin-paraffin separation membranes.

3.8 Core-Shell Nanoparticles

Core-shell nanoparticles offer tunable control over electronic and struc-

tural properties. Binding energies on a core-shell system are adjusted from

the behavior of the pure metal systems through both electronic and geometric

effects. Lattice constant mismatch introduces strain into the shell overlayer.

Bulk lattice constants follow the trend Pd < Pt < Ag < Au. The choice

of core metal introduces compression or strain into the shell. The ratio of shell

to core lattice constants, which are taken from Wang et al. [82], is used to

determine compression or expansion. When the ratio is less than one, the shell

is stretched due to a larger lattice constant in the core.
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Figure 3.10: The d-band shifts from pure metal nanoparticles are shown as
a function of the ratio of shell to core metal lattice constants. The red star
denotes the unshifted pure metal cases.

As described by Mavrikakis et al., when the surface is compressed, the

local d-band width increases and the center of the band moves down in energy

in order to keep the same overall filling [106, 107]. This trend in d-band center

due to lattice mismatch in core-shell nanoparticles is shown in Fig. 3.10.

When Au or Ag are used as cores for Pd or Pt, the shell d-band center

becomes closer to the Fermi level. Both Ag@Pt and Au@Pt have d-band

centers that are on the order of 0.2 eV—a 10% shift—closer to the Fermi level

than the case of Pd@Pt. Similarly, a smaller core, the cases of Pt@Ag and

Pt@Au, result in the surface d-band center shifting downward, but to a lesser

extent.
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Table 3.5: Ethylene binding on 79-atom core-shell nanoparticle edge sites (eV)
shell core metal
metal Pd Pt Ag Au
Pd, π 1.21 1.22 1.01 1.14
Pd, di-σ 1.40 1.35 1.34 1.47
Pt, π 1.23 1.36 1.03 1.37
Pt, di-σ 1.77 1.72 1.71 1.92
Ag, π 0.31 0.39 0.32 0.40
Ag, di-σ 0.23 0.28 ** 0.32
Au, π 0.53 0.58 0.39 0.54
Au, di-σ 0.28 0.44 0.27 0.56

** no stable binding site

Table 3.6: Ethylene binding on 79-atom core-shell nanoparticle corner site
(eV)
shell core metal
metal Pd Pt Ag Au
Pd 1.16 1.25 1.16 1.25
Pt 1.58 1.54 1.42 1.64
Ag 0.41 0.45 0.37 0.49
Au 0.61 0.64 0.49 0.70

3.8.1 Edges and Corners

The effect on edge and corner site chemisorption that results from

changing the identity of nanoparticle cores is shown in Tables 3.5-3.6. The

trends in binding energy, however, do not follow the predictions of the Hammer-

Nørskov model given the surface d-band shifts that appear in Fig. 3.10.

The trends in the binding energies indicate that the surface d-band

center alone does not have predictive power for the ethylene binding energy.

For instance, the binding energy of Ag-cored particles are always the lowest
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for a given shell metal. This result is the opposite of the predictions of the

Hammer-Nørskov d-band model and of Eq. (3.2).

Ag has a larger lattice constant than Pd and Pt, so the Hammer-

Nørskov model predicts that the binding energy should increase due to the

d-band shift, and, yet the opposite is observed. In addition, Au has a larger

lattice constant than Ag, but the Au cored particles do not follow the same

trends as Ag cores. Although lattice constant mismatch can predict the shell

d-band shift, it does not predict corresponding shifts in the binding energy.

In terms of other factors impacting local reactivity, nearest neighbors

in metal layers have been identified with a strong influence on reactivity. In

the case of Pd on Au, Roudgar and Gross have identified two Pd overlayers on

bulk Au as the maximum of surface reactivity for reactions limited by CO or

H binding [108]. With a single overlayer, the surface d-band is shifted toward

the Fermi level, but the relatively inert Au bulk overlaps poorly with the Pd

overlayer and does not contribute or accept much charge during chemisorption.

Tables 3.5-3.6 demonstrate that substituting Ag as a core will lower

the binding energy, despite its large lattice constant that expands the shell

and raises the surface d-band. The importance of sublayer nearest-neighbors

is demonstrated in Fig. 3.11 where ethylene binds stronger on Pt@Ag than on

pure Ag as a result of the Pt core. The Pt core, as shown in Fig. 3.11, more

readily facilitates charge transfer. During this charge redistribution upon bind-

ing, the subsurface nearest neighbors play a large role in donating or accepting

charge, and this interaction directly affects the strength of chemisorption at
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Ag Pt

CCCCH H H H

Figure 3.11: The ethylene binding-induced charge redistribution on (a) a pure
Ag79 nanoparticle and (b) a Pt@Ag nanoparticle. The dark charge-difference
isosurface are regions of depleted charge and the light isosurfaces have added
charge. The symmetry of the charge-difference isosurfaces shows that charge
is transferred from the π orbital to the π∗ orbital on ethylene.

the surface.

The implication for tuning Ag nanoparticles for olefin/paraffin separa-

tion membranes is that the binding energy may be tuned upward by intro-

ducing a different metal into the core. The binding energy, however, may not

be tuned lower, because Ag is the most inert metal in terms of olefin binding.

Nanoparticles of Ag@Au, however, have lower binding energies than pure Au

and bind ethylene in the same regime as pure Ag.
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Table 3.7: Ethylene binding on 79-atom core-shell nanoparticle (111) faces
shell core metal
metal Pd Pt Ag Au
Pd, π 0.87 0.89 0.77 0.99
Pd, di-σ 1.10 1.11 1.15 1.30
Pt, π 1.02 1.37 0.92 1.11
Pt, di-σ 1.43 1.73 1.37 1.70
Ag ** ** ** **
Au 0.12 0.12 0.22 0.25

** no chemisorption > 0.05 eV

3.8.2 Facets of Core-Shell Nanoparticles

In addition to tuning binding downward on reactive nanoparticles, a

reasonable goal to improve olefin/paraffin separation membranes is to activate

the (111) faces of Ag-shelled nanoparticles. As shown in Fig. 3.7, however, no

Ag-shelled particles bind ethylene.

Similar to the effects on edges and corners, Table 3.7 demonstrates

that, as a core, Ag may be used to tune the binding energy downward. For

the π binding geometry, the binding energy on Ag@Pd and Ag@Pt is weaker

than pure Pd and Pt, respectively. Although binding is slightly weaker for

Ag@Au than it is for pure Au, the (111) face remains active. Given that the

edge and corner sites for this particle are tuned downward into the regime of

pure Ag binding energies, this result suggests that Ag@Au nanoparticles have

the promise of a weak interaction with ethylene on under-coordinated atoms

without the drawback of inactive (111) faces.
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Table 3.8: Ethylene binding on 25%-75% Au-Ag random alloys (eV)
edge corner (111)

size Au Ag Au Ag Au Ag
NP-79 0.28 0.33 0.33 0.41 ** 0.15
NP-140 0.21 0.28 0.30 0.37 ** 0.11
slab 0.23 0.30 0.37 0.40 ** 0.10

** no chemisorption > 0.05 eV

3.9 Chemisorption on Ag(111) Alloys

Au and Ag have been demonstrated to form stable random alloyed

nanoparticles at various mole fractions of each component without lattice

strain [76, 109, 110]. In contrast to particles with independent Ag and Au

phases that display two plasmon resonances, random alloys of Au-Ag display

a single plasmon peak whose position varies linearly with mole fraction [111].

Nanoparticles of these alloys offer an additional parameter–mole fraction of

each component–to tune.

Random structures for 25%-75% Au-Ag alloys were generated for each

binding site such that at least six random structures where ethylene would bind

on a Ag atom and at least six structures with binding on a Au atom. The

average binding energy was taken for binding on each atom type. Random

alloys of Au10Ag28, similar to the behavior of Au38 in Table 3.4, tended to

deform upon binding and were excluded.

The trends in Table 3.8 for chemisorption on the Au-Ag random alloys

are different from the trends in the Ag@Au core-shell nanoparticle. In partic-

ular, binding on Au atoms is lowered from the pure Au case and, surprisingly,
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the Ag@Au case. The binding energies on these sites are on the order of the

binding energy on a similar Ag atom. The net effect is that the edges of these

alloy particles will bind ethylene with approximately the same binding energy

as a pure Ag particle.

Unlike pure Ag particles, which do not chemisorb ethylene on (111)

faces at any particle size, the Au-Ag alloyed particles in Table 3.8 have active

(111) faces that bind ethylene at all sizes. The reactivity of the Ag atoms

on the (111) face is enough to activate the full surface regardless of nanopar-

ticle size. One of the primary goals in replacing pure Ag nanoparticles in

olefin/paraffin membranes is to increase the amount of active surface area on

each particle that will chemisorb ethylene. The Au-Ag 25%-75% random alloy

nanoparticles maintain an effective binding energy on under-coordinated sites

while activating the previously inactive (111) faces.

3.10 Conclusions

Silver, the metal most commonly used in nanocomposite membranes

for olefin-paraffin separations, has been demonstrated to have the weakest

binding energy for ethylene among all of the late transition metals. Analytical

modeling has demonstrated that, in general, weak chemisorption of ethylene is

preferable in membranes and that the amount of active metal surface area in

a membrane is a crucial factor. Thus, we have sought to identify the tunable

parameters that may be used to activate the (111) faces of silver nanoparticles

without significantly strengthening the binding energy on edges and corners.
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We identify the d-band as the controlling factor in chemisorption on

pure metals. The d-band center does not shift far enough as a function of

nanoparticle size to significantly affect chemisorption. The binding interaction

during chemisorption depletes charge from the C-C π bond and lowers the bond

order. We demonstrate that the ν(CC) and δ(CH2) modes of ethylene shift

proportionately with binding energy. These modes are Raman-active and Cu,

Au, Ag, and bimetallics of these metals are all active SERS substrates.

We have demonstrated that tuning for nanoparticle size alone is not

enough to activate the (111) faces on small Ag particles. Small particles of

Au have active (111) faces; however, these small particles have unfavorably

strong binding on edges and corners. Larger particles of Cu, despite having an

unfavorable surface-volume ratio, display trends in binding energy that also

indicate potential for use in nanocomposite membranes.

In bimetallic systems, structure is a tunable parameter in which un-

ordered random alloys and ordered core-shell nanoparticles may both be gen-

erated experimentally. We have identified subsurface atoms as playing a large

role in binding energies for ethylene. Although the d-band shift in the surface

due to core-shell lattice mismatch plays a role in chemisorption, the ability

of the subsurface layers to donate or accept charge has a significant impact

on binding energies. Substituting reactive metals into an Ag shell has been

demonstrated to not activate the Ag(111) faces. Ag cores, however, lower

the binding energies on reactive particles, and we identify Ag@Au as a strong

candidate for use in olefin/paraffin separation membranes.
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We find that random alloys of Ag and Au display the most promise

for use in nanocomposite membranes. Alloys of 75% Ag with 25% Au display

binding energies that are comparable to the pure Ag binding energies on edges

and corners. The (111) faces of these alloys display increased reactivity over

the reactivities of both pure Au and Ag for all particle sizes and in the bulk. We

expect that nanoparticles of this random alloy will be stable over time under

industrial operating conditions and chemisorb ethylene on (111) faces as well

as under-coordinated sites. Particles of this composition will bind ethylene in

the same way that pure Ag does but without the drawback of inactive surface

area.
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Chapter 4

Hybrid DFT Band Structure Engineering in

Hematite

4.1 Abstract

We present a hybrid density functional theory (DFT) study of doping

effects in α-Fe2O3, hematite. Standard DFT underestimates the band gap by

roughly 75% and incorrectly identifies hematite as a Mott-Hubbard insulator.

Hybrid DFT, unlike the DFT+U method, requires no atom-specific empiri-

cal parameters and accurately predicts the proper structural, magnetic, and

electronic properties of hematite. We find that using a screened functional

that smoothly transitions from 12% exact exchange at short ranges to stan-

dard DFT at long range accurately reproduces the experimental band gap and

other material properties. We then show the antiferromagnetic symmetry in

the pure α-Fe2O3 crystal is broken by all dopants and that ligand field theory

correctly predicts local magnetic moments on the dopants. We characterize

the resulting band gaps for hematite doped by transition metals and the p-

block post-transition metals. The specific case of Pd doping is investigated

in order to correlate calculated doping energies and optical properties with

experimentally observed photocatalytic behavior.
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4.2 Introduction

α-Fe2O3, commonly known as hematite, is a relatively inexpensive and

easily synthesized [112] material that has a significant abundance in the earth’s

crust [113]. It has attracted significant research in lithium-ion batteries [114,

115, 116], gas sensors [117, 118], catalysis [119, 120, 121, 122], environmental

protection [123, 124], and Martian astrochemistry [125, 126, 127, 128, 129].

In particular, hematite is a cost-effective material that has solar cell

and photoelectrocatalytic applications [130, 131, 132]. In the design of highly

efficient materials for these processes, a band gap that maximizes absorption

of incident sunlight is highly desirable. A band gap on the order of 1.3-1.4 eV

is ideal for maximum absorbance of sunlight. Hematite has an indirect band

gap of approximately 2 eV [133] and a direct optical gap of 2.7 eV [134], and,

consequently, presents an enticing opportunity for band gap tuning via doping.

Several experimental methods exist to rapidly scan potential doped

structures for photocatalytic behavior. Lee et al. [135] have developed a scan-

ning electrochemical microscopy method for rapidly identifying photocatalytic

doped α-Fe2O3 bimetallics. They identify 30% Pd, 10% Eu, and 20% Rb as

more photoactive than pure α-Fe2O3 [135]. Other fast combinatorial meth-

ods include ink jet printing of metal nitrates onto conductive glass substrates

[136], spray pyrolysis onto glass electrodes [137, 138], and atmospheric pressure

chemical vapor deposition [139].

Although easy to synthesize and dope experimentally, hematite is dif-
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ficult to model using the standard local density approximation (LDA) and

related density functional theory (DFT) methods. X-ray absorption and emis-

sion spectra indicates that α-Fe2O3 is a charge transfer insulator [140, 141,

142, 143]. The generalized-gradient approximation (GGA) in DFT underes-

timates the band gap by 75% as well as incorrectly positions the 3d orbitals

such that it predicts a d-d Mott-Hubbard insulator [144].

Standard GGA also underestimates the magnetic moments on the Fe

centers. Hematite is an antiferromagnetic insulator below the Néel tempera-

ture of TN = 955 K [145]. At the Morin temperature, TM = 260 K, there is a

magnetic phase transition in which the antiferromagnetic axis realigns [146].

The Fe centers are 3d5 with a distorted octahedral local environment that pro-

duces a high-spin crystal field splitting [141]. The experimentally measured

magnetic moments are approximately 4.6-4.9 µB per atom [147, 148]. GGA,

however, predicts 3.4 µB per atom [149].

The LDA/GGA band gap and magnetic moments can be corrected

using both the LDA+U [144] and GGA+U [149] methods. These methods

require an empirical parameter, the Hubbard U , that is adjusted in order

to arrive at the proper gap. These methods provide reasonable agreement

with experimental values when the U parameter is properly set; however, U

is an atom- and d electron-specific parameter. In doped systems, the LDA+U

method may provide reasonable results with respect to identifying localized

states [150]. For band gap tuning, the atom-specific nature of the method

makes the resulting band gap unfavorably dependent upon a choice of a dopant
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U value that cannot be empirically chosen.

In contrast to the LDA/GGA methods, the Hartree-Fock (HF) method

correctly produces a charge transfer semiconductor by correctly identifying

the top of the valence band as O 2p states rather than Fe 3d [151]. The HF

method, however, significantly over-predicts the magnitude of the band gap.

Hybrid functionals, which contain a fractional amount of exact HF exchange,

are capable of arriving close to the experimental band gap for metal oxides such

as ceria [152], titania [153], and a variety of others [154]. Hybrid functionals

for band gap tuning have been applied by Yin et al. to titania [155].

In this work we present a band gap tuning via doping study and employ

a hybrid functional to correctly model the localization of electrons without

atom-specific empirical parameters that only directly act on d valence elec-

trons. Our goal is to identify the dopants that lower the band gap of α-Fe2O3

by either raising the valence band edge or lowering the conduction band edge.

We employ a hybrid functional that is able to correctly determine the band

gap and other material properties for undoped hematite.

4.3 Computational Methods

4.3.1 Computational Details

All calculations were performed using the Vienna ab initio Simulation

Package (VASP) [77, 156, 157, 158], a plane-wave implementation of DFT.

The valence electrons were described in terms of Kohn-Sham (KS) [13, 16]

single-electron orbitals and expanded in a plane-wave basis with an energy
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cutoff of 300 eV. Core electrons were defined within the projector-augmented

wave (PAW) methodology [78, 79].

Brillouin zone integration was expedited by using a finite-temperature

Gaussian smearing function with σ = 0.05 eV. All atoms were allowed to relax

until the net force per atom was less than 0.01 eV/Å or until the total electronic

extrapolated free energy had converged to less than 0.5 meV change between

ionic steps. The local densities of states (DOS) were calculated by projecting

the KS wave functions onto atom-centered spherical harmonic functions within

each atom’s Wigner-Seitz radius.

Optical properties were calculated in the PAW framework by using

the method of Gajdoš et al. [159]. The 3 × 3 imaginary dielectric tensor is

calculated in the random phase approximation (RPA) using a summation over

conduction bands. Each matrix element for a given angular frequency ω is

given by [159]

ε
(2)
αβ (ω)=

4π2e2

Ω
limq→0

1
q2

∑

c,v,k

2wkδ (ǫck − ǫvk − ω)

×〈uck+eαq | uvk〉〈uck+eβq | uvk〉∗
(4.1)

where the vector q is a Brillouin zone wave vector and eα is a Cartesian unit

vector. The indices c and v refer to conduction and valence band states. The

real part, ε
(1)
αβ is generated via a Kramers-Kronig transformation. Each ω-

dependent tensor is generated in Cartesian space and the resulting matrix is

diagonalized to yield the dielectric constants in the planes parallel and per-

pendicular to [0001].
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The exchange-correlation (XC) contribution to the DFT energy was

calculated using several distinct functionals. At the GGA level, the Perdew-

Burke-Ernzerhof (PBE) functional was employed [160, 161]. In contrast to

the local GGA functional, the non-local exact exchange HF functional was

applied using the PAW formalism of Paier et al. [24]. The PBE0 [162] hybrid

functional, where the full XC energy is determined by

EPBE0
xc =

1

4
EHF

x +
3

4
EPBE

x + EPBE
c , (4.2)

was also tested. The screened Heyd-Scuseria-Ernzerhof (HSE) hybrid func-

tional was also applied [163, 164]. In this functional, the Coulomb kernel is

decomposed into short- and long-range components such that the total XC

energy contribution smoothly transitions from PBE0 at short range to PBE

at long range. For this work, µ = 0.2 Å is set in order to conform with the

HSE06 [165] version of the functional.

4.3.2 Hematite Structure

The lattice constants calculated within the GGA+U framework by

Rohrbach et al. [149] were employed for all calculations. α-Fe2O3 is a hexag-

onal corundum structure in space group R3̄c [166]. The primitive cell is a

rhombohedral cell with a the lattice constant arhom = 5.474 Å and an angle

between vectors of α = 55.195◦ when converted from the GGA+U structure.

All of the Fe centers are crystallographically equivalent and occupy the (4c)

Wyckoff position with the O centers occupying the (6e) position [167]. The

primitive cell is shown in Fig. 4.1.
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For DOS and optical property calculations, the 10-atom primitive cell

was sampled with a 5 × 5 × 5 Monkhorst-Pack k-point mesh [83]. Due to

the high accuracy required of DOS and optical calculations, the semicore 3p

electrons were considered as valence for these calculations.

arhom

α

Figure 4.1: The primitive cell of α-Fe2O3 with the only lattice constant labeled.
The Fe atoms sit on the (4c) Wyckoff position and the O atoms sit at the (6e)
position.

The 30-atom hexagonal representation of the unit cell has calculated

lattice constants of a = 5.067 Å and c = 13.882 Å[149]. The hexagonal unit

cell contains six Fe2O3 formula units arranged along [0001] in the order of O3-

Fe-Fe-O3. The Fe-Fe distance within layers is shorter than the Fe-Fe distance

between layers. The hexagonal unit cell is shown in Fig. 4.2.

For band gap tuning calculations, the unit cell was expanded along the

[101̄0] and [011̄0] directions to form a 120-atom supercell whose Brillouin zone

was sampled at the Γ point. The semicore p states for the d6 and greater metals

were all considered to be non-interacting core electrons and were treated in

the PAW pseudopotentials.
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a

c
a

Figure 4.2: The unit cell of α-Fe2O3 with the two principle axes labeled. The
full unit cell contains six Fe2O3 formula units with the Fe centers ordered along
[0001].

The semicore p states were considered as valence for the d5 and less

transition metals. In order to determine the relative positions of the con-

duction band and valence band edges in relaxed structures, the semicore Fe

p states were included as valence such that the lowest eigenvalue could be

referenced between calculations.

The antiferromagnetic ordering along [0001] in the hexagonal repre-

sentation and along [111] in the rhombohedral primitive cell is + − −+ with

opposing magnetic moments placed on the Fe-Fe centers separated by the short

length. The proper antiferromagnetic ground state was verified by integrating

the magnetic charge density within each atom’s Wigner-Seitz radius.
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Table 4.1: Structural Properties from Standard Functionals
PBE HSE06 HF HSE(12%) Expt. [166]

Fe - Fe (A) [Å] 2.95 2.91 2.88 2.94 2.88
Fe - Fe (B) [Å] 3.99 4.03 4.06 4.00 3.98
Fe - O (A) [Å] 1.94 1.96 1.97 1.95 1.99
Fe - O (B) [Å] 2.15 2.13 2.11 2.14 2.06

4.4 Results and Discussion

4.4.1 Comparison of Standard Functionals

The predictions of GGA [149] and HF [151] have each been demon-

strated to accurately predict some electronic and physical properties of α-

Fe2O3 and insufficiently predict others. We performed a comparison of the

standard DFT functionals PBE, HSE06, and HF in order to compare the

calculated properties with experiment and with a screened functional that

contains 12% exact exchange, designated as HSE(12%). In order to rationally

design doped semiconductors for photocatalytic purposes, a functional with-

out atom-specific parameters, capable of modeling valence p states, and able

to accurately predict magnetic, electronic, and optical properties is required.

The primitive cell of α-Fe2O3 contains four Fe atoms ordered along

[111] with a short axis between pairs of Fe centers and a longer axis separating

the pairs. Each Fe atom has six O centers surrounding it with a distorted

octahedral geometry whereby three of the Fe - O bonds have a shortened

bond length.

The calculated bond lengths are shown in Table 4.1. There is a strong

trend that standard GGA-DFT tends to shorten the long axes and lengthen
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Table 4.2: Electronic, Optical and Magnetic Properties from Standard Func-
tionals

PBE HSE06 HF HSE(12%) Expt.
µ [µB/Fe atom] 3.60 4.16 4.60 4.16 4.64[148]
Eindirect

band gap [eV] 0.67 3.41 15.58 1.95 2.0 [133]

Edirect,Γ
band gap [eV] 1.17 4.02 15.70 2.56 2.7 [134]

ǫo(0) 23.6 5.2 2.0 8.2 ∼ 6 [168]
ǫe(0) 19.1 4.7 2.0 6.8 ∼ 5[168]
Fe 3d center [eV] -3.31 -5.36 -11.31 -4.31 ∼ 5 [169]
O 2p center [eV] -3.94 -3.29 -3.07 -3.41 ∼ 4 [140]

the short axes as the electronic states are delocalized across more atoms. With

increasing exact exchange, the shorter bond lengths constrict and the longer

bond lengths expand; these changes in bond length allow the minimized struc-

ture to approach the experimental values.

The electronic, optical and magnetic properties are significantly more

sensitive to the choice of functional and the amount of exact exchange included.

The Fe centers are formally Fe3+ with a high-spin d5 valence with a + − −+

ordering along [111] in the primitive cell. The total spin per atom, then, is

S = 5
2
= 5 µB. Experimentally, however, the magnetic moment per atom

is approximately 4.6 µB [148], because not all spin-up charge or spin-down

is located on a single Fe center. From Table 4.2, it is apparent that GGA-

DFT underestimates the localization of spin-up or spin-down charge on each

Fe center and that increasing the amount of exact exchange approaches the

correct magnetic moment.

In terms of the electronic properties of the +−−+ antiferromagnetic,
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high-spin ground state, DFT significantly underestimates the direct and in-

direct band gap. The HSE06 functional, which contains 25% exact exchange

at short range and is pure GGA over long range, overestimates the band gap

by approximately the same amount pure GGA underestimates the gap. GGA

incorrectly identifies hematite as a Mott-Hubbard insulator by placing the O

2p states as lower in energy than the Fe 3d states. This error is corrected in

all exact exchange functionals.

Hematite is an anisotropic optical medium with different dielectric re-

sponses along the a and c axes in the hexagonal unit cell. The response along

both equivalent a axes is referred to as the ordinary wave and along c as the

extraordinary wave. The static dielectric constants ǫo(0) and ǫe(0) are over-

estimated by standard DFT. The HS06 functional predicts the two constants

better and increased amounts of exact exchange underestimate the static di-

electric constants.

From the results presented in Tables 4.1 and 4.2, the problem with the

hybrid functionals becomes apparent. In contrast to the small-gap predictions

of DFT, even the functionals with a small amount of exact exchange predict

insulating behavior too strongly. We find that a functional with 12% exact

exchange at short range that smoothly transitions, similar to HSE06, to pure

PBE at long ranges accurately predicts nearly all experimental properties.

Tables 4.1 and 4.2 show that this functional most reliably produces values

near to the experimental values.

HSE(12%) predicts an indirect band gap of 1.95 eV, a direct gap at the
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Γ point of 2.56 eV, and the charge-transfer insulating behavior in accordance

with spectroscopic evidence. This functional does predict a greater degree of

p-d hybridization than the DFT+U method; however, this behavior has been

observed experimentally [169, 140]. The method of adjusting the amount of

exact exchange is similar to Janotti et al. [153] who apply 20% exact exchange

to pure titania and to Yin et al. [155] who apply 22% exact exchange to doped

titania.

4.4.2 Doping Hematite with Transition Metals

As predicted by ligand field theory (LFT), d5 Fe centers coordinated to

six ligands in an octahedral geometry will adopt a high-spin state such that

each orbital contains a single, unpaired electron. As shown in 4.4.1, the local

S = 5
2
spin environment on each Fe center is ordered +−−+ along [0001] in

the hexagonal unit cell. As noted by Velev et al. [170] in a DFT+U study

of first-row dopants, any single substitution will break the antiferromagnetic

symmetry.

Both the addition and removal of valence d electrons will lower the local

magnetic moment. Second and third row transition metals, as predicted by

LFT, have a significantly higher splitting between valence d states such that

the low-spin configuration is adopted. In the low-spin octahedral environment,

three t2g orbitals are filled according to the Aufbau principle before the two

eg orbitals become occupied. This effect is shown in Fig. 4.3.
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Figure 4.3: The ligand field splitting diagram for a d5 valence is shown for high
and low spin environments. A) Fe, in the first row, experiences low energy
splitting between t2g and eg states such that the states are filled according to
Hund’s rule. B) Ru and Os have a higher splitting between states such that
the t2g orbitals fill first according to the Aufbau principle.

4.4.2.1 High-Spin 3d Metal Dopants

The results using the HSE(12%) functional are qualitative agreement

with the first-row transition metal study of Velev et al. [170] using DFT+U.

Co, Ni, Cu, and Zn are all high-spin dopants such that electrons are incremen-

tally added half-filled 3d dopant-centered orbitals. These low-lying d states

lie below the O 2p states near the Fermi level, so, as shown in Fig. 4.4, the

HOMO is relatively unaffected. All of the band gap reduction occurs due

to the lowering of the LUMO such that the resulting material behaves like a
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Figure 4.4: The band gaps and HOMO-LUMO shifts for transition metal
dopants are shown. All shifts are calculated with respect to the undoped
supercell. Energies are found by referencing the lowest eigenvalue of the non-
interacting Fe p core state.

p-type semiconductor.

Beginning from Fe and moving toward Zn in Fig. 4.4, there is a mono-

tonic decrease in the HOMO-LUMO gap with the exception of Ni. As previ-

ously noted, in LFT the octahedral coordination environment splits the five

3d orbitals into three degenerate t2g orbitals and two higher energy eg. In the

case of Ni, the t2g are 5
6
filled, which is a relatively high energy configuration.

As such, there is a low-lying unoccupied LUMO state in the band gap that

lowers the HOMO-LUMO gap. The addition of an additional electron in Cu

fills this subshell and results in two degenerate, unoccupied eg band gap states.

Unique among this trend, Zn adopts a Zn2+ formal oxidation state

with all of its d orbitals filled and only two electrons donated to the O 2p band
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complex. Given that it is replacing a Fe3+ ion that has formally donated three

electrons, a hole is introduced in the gap that is primarily centered in the O

ligands around a neighboring Fe center. Zn is thus distinct from the trend

in Co, Ni, and Cu where the band gap is primarily altered by incrementally

pairing the d electrons and breaking the spin symmetry of the full supercell.

In the reverse trend in the first row moving from Fe toward Sc, it is

the LUMO that is relatively unaffected and the HOMO that is thrust upward

in energy. The band gap for Cr is relatively unshifted due to the stability

of half-filling each of the three t2g orbitals and completely depopulating the

two eg orbitals. The same case is noted in Sc, which contains no 3d electrons;

consequently, the band gap is essentially unaffected as compared to Fe.

In similar qualitative agreement with Velev2005 et al. [170] and Bandy-

opadhyay et al. [150], when used as a dopant, Ti takes a formal Ti4+ oxidation

state. The excess donated electron primarily localizes on two nearby Fe centers

with an energy lying in the band gap. This system behaves similarly to an n-

doped semiconductor with a small HOMO-LUMO gap where conduction may

be possible by exciting the excess electron into hopping between Fe centers.

Experimental evidence indicates that 4% Ti-doped hematite shows increased

photocatalytic activity [171].

4.4.2.2 Low-Spin 4d and 5d Metal Dopants

In contrast to the dopants presented in Sec. 4.4.2.1, the splitting of the

4d and 5d orbitals in an octahedral environment, as predicted by LFT, is large
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enough to ensure that all spin complexes will be low-spin. This result indicates

that the three degenerate t2g orbitals will fill before the two degenerate eg

orbitals become populated. As shown in Fig. 4.4, although Ru and Os are

isoelectronic in the valence with Fe, the antiferromagnetic symmetry of the

supercell is broken. The local moments on Ru and Os correspond to 5
6
filling

of the t2g states and a relatively unshifted LUMO. The LUMO in both cases

is a t2g state lying at the bottom of the valence band complex.

In contrast, Mo and W each are d3 in the valence, and Rh and Ir are

d6. These compounds benefit from the stability of half-filled and fully filled

subshells, respectively. The t2g HOMO states on the dopants lie in the band

gaps. The HOMO-LUMO gap in Mo and W is relatively small and due to the

higher energy, half-filled states. Rh and Ir, which both have a full t2g subshell,

have no local magnetic moment on the dopant. Rh and Ir have larger HOMO-

LUMO gaps due to the stability of the filled subshell. In these cases, the

LUMO is still comprised of the Fe 3d states, so it is essentially unshifted.

Partial filling of the t2g subshell is particularly unstable for the low-spin

4d and 5d metals. Similar to Ti, Hf adopts a Hf4+ oxidation state and donates

an extra electron onto neighboring Fe centers. Unlike V, however, Nb and Ta

take a Nb5+ and Ta5+ oxidation state and create two band gap states localized

on nearby Fe centers. In the case of high-spin V, the oxidation state is V3+

with the two t2g electrons localized on the V center.

Similar to the cases of Mo and W, Ag and Au both prefer to have a half-

filled eg subshell with two unfilled states lying in the band gap and centered
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on the dopant. Cd, however, adopts a Cd2+ oxidation state rather than have

a 3
4
-filling in the degenerate eg levels. By taking the Cd2+ rather than Cd3+

oxidation state common to the other dopants, a LUMO hole is introduced in

the band gap but centered on adjacent Fe centers. Although Fig. 4.4 shows

similar shifts in the LUMO for Ag and Cd, these dopants differ in where the

hole is localized.

t2g

eg
dz2

dxy

dxz dyz

dx2-y2

Figure 4.5: The orbital splitting for Jahn-Teller distorted octahedral complexes
is shown. Typical Jahn-Teller distortion arises in low-spin complexes where
there is an unpaired electron in the eg doubly degenerate orbitals.

As shown in Fig. 4.5, unpaired electrons in degenerate orbitals are

unstable and the local ligand field typically distorts as predicted by the Jahn-

Teller effect [172]. Degeneracy in the eg is significantly more likely to lead

to Jahn-Teller distortions due to the fact that these orbitals point directly at

the ligand field. In the low spin d metals, only Pd, Pt, Ag, Au, and Cd are

potentially affected by this distortion. As previously noted, Cd overcomes this

problem by taking a Cd2+ oxidation state, and Au and Ag both benefit by

half-filling their eg subshell.

The most interesting case, then, is Pd and Pt. Pd retains the Pd3+
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oxidation state and places a single electron into a d state localized on the Pd

center and with an energy lying in the band gap. The ligand field around the

Pd dopant is Jahn-Teller distorted such that the orbital takes dz2 symmetry.

The overall HOMO-LUMO gap is entirely localized onto the Pd dopant. Pt,

however, takes a Pt4+ oxidation state due to the Jahn-Teller instability of

1
4
filling of the two degenerate eg states. In this case, the extra electron is

localized on a nearby Fe center in a spin-down t2g orbital. Fig. 4.6 shows

charge density isosurface for the band containing the localized electron as a

result of the doping.

A) Pd                                   B) Pt

Figure 4.6: The localized band gap electronic state is shown for Pd and Pt
dopants, which are each circled in light blue. A) The electron is entirely local-
ized on the Pd center and clearly displays the Jahn-Teller and LFT-predicted
dz2 symmetry. B) The electron is localized on a nearby Fe center instead of the
Pt dopant. The extra electronic state has the LFT-predicted t2g symmetry.

The local d DOS for the dopant atoms for the Ni, Pd, and Pt column
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is compared to a single Fe atom in an undoped crystal in Fig. 4.7. In the case

of Ni, a high-spin d7 center, the unoccupied spin down t2g state lies directly

above the Fermi level and very close to the valence band edge; this unoccupied

orbital accounts for the significant lowering of the LUMO. In contrast, Pd has

a localized state in the Jahn-Teller shifted dz2 orbital lying directly below the

Fermi level, so the HOMO is shifted up in energy compared to pure hematite.

-5  0  5 -5  0  5

Fe Ni

Pd Pt

-5  0  5 -5  0  5

Figure 4.7: The local d-DOS for Ni, Pd and Pt are plotted and compared to
an undoped Fe atom. In all cases, the zero of energy is the Fermi level for that
particular crystal.
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As shown in Fig. 4.6, a Pt dopant localizes the electron in a t2g orbital

of a nearby Fe center rather than add to a Pt-localized eg that would be Jahn-

Teller susceptible. As shown in Fig. 4.7, the Fermi level for a Pt dopant shifts

toward the conduction band edge. The Pt-projected DOS shows a small band

gap state indicating that the electron localized on the nearby Fe2+ center is

slightly hybridized with the Pt 5d orbitals.

4.4.3 Doping Hematite with the p-Block Metals

Dopants that are p-block in valence are a unique opportunity for hybrid

functionals. In the DFT+U method, on-site correlations are specific to d elec-

trons, whereas hybrid functionals are capable of treating on-site correlations in

the same manner for p electrons as d. Dopants of the p-block post-transition

metals and metalloids are summarized in Fig. 4.8.

The column of Al, Ga, In, and Tl behave nearly identically to the Sc

column in the transition metal dopants. Each, upon adopting a D3+ oxidation

state, has only a small effect on the overall HOMO-LUMO gap.

The cases of Ge, Sn, and Pb are more interesting from a materials

design perspective. Each of the chosen metals adopts a D4+ oxidation state

and creates a carrier localized very close to the valence band minimum. Both

Ge4+ and Sn4+ show little on-site hybridization with the extra electron, which

is instead localized on nearby Fe centers. The small resulting HOMO-LUMO

gaps are such that these systems would behave akin to an n-type semiconductor

with a relatively small amount of energy required to excite the carrier into the
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Figure 4.8: The band gaps and HOMO-LUMO shifts are shown for p-block
metal dopants. Only the p-block metals and metalloids are considered.

valence band complex. Pb4+ shows greater hybridization with the adjacent Fe

and O atoms such that the gap state has a greater degree of delocalization.

Consequently, the gap state sits farther below the Fermi level.

The column of Sb and Bi behave similar to the column of Pd and Pt in

terms of differing in oxidation states and the degree of electron localization at

the dopant. Sb adopts a Sb5+ oxidation state, which means that it donates two

electrons to nearby iron centers. These extra two electrons that are transferred

to adjacent iron centers are relatively high in energy, which accounts for the
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narrow HOMO-LUMO gap. In contrast, Bi has a Bi3+ oxidation state, such

that the two HOMO electrons are localized on the Bi dopant with significant

charge delocalization onto the nearby O centers.

4.4.4 Optical Properties of Doped Structures

Although the HOMO-LUMO gap and related material properties pro-

vide a prediction for photocatalytic performance, the full dielectric response is

a more complete predictor of optical behavior. From Eq. (4.1), the frequency-

dependent complex dielectric function can be calculated by a summation over

conduction bands. Each term in the 3× 3 matrix contains an overlap integral

between valence band and conduction band states. Although the HOMO-

LUMO gap may be on the same order as the incident photon, a poor overlap

between states will result in a poor dielectric response.

The optical properties of selected dopants from Figs. 4.4 and 4.8 are

tested for absorption in the range of photon energies from 0 to 3.26 eV (380 nm).

The maximum imaginary frequency-dependent dielectric response, ǫ2(ω), is

shown for several different dopants in Fig. 4.9.

From Figs. 4.4 and 4.8, Pd, Pt, Nb, and Sn have relatively narrow

HOMO-LUMO gaps. These dopants may be separated into two groups based

on the localization of the gap-state electrons. In Pd and Sn, the electrons are

localized on the dopant; however, Pt and Nb both localized the electrons on a

nearby Fe center and create an Fe2+ state.

Fig. 4.9 shows that the two dopants that create Fe2+ states show a
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λ (nm)

Figure 4.9: The optical response for a singly-doped 120-atom hematite super-
cell is shown for various dopants. The plotted optical responses are along the
axis with the largest dielectric response.

significantly stronger dielectric response than the two dopants where the extra

electrons are localized on the dopant. Both Nb and Pt show have a large di-

electric response in the very long wavelength limit; however, these two dopants

have essentially the same response curve as pure hematite in the visible range

of 750-390 nm. The Pd dopant shows an elevated response at essentially the

onset of the visible regime.

105



4.4.5 The Effect of Increasing Pd Dopant Concentration

As noted by Lee et al. [135], the peak photocurrent for Pd doping

occurs experimentally in a material made of approximately 70/30 Fe/Pd. In

Sec. 4.4.2.2, we note that both the HOMO and LUMO are located on the

Pd dopant with a gap that falls in the infrared. The dielectric response of a

single Pd dopant in a 120 atom supercell, a 98/2 Fe/Pd material, shows an

increased dielectric response in the visible range as compared to pure hematite.

Here we investigate the optical properties and energetics of higher doping

concentrations.

As a relatively noble metal, Pd does not typically oxidize and its single

stable oxide form is PdO [173]. In practical terms for hematite doping, the

instability of Pd2O3 indicates that as the dopant concentration increases, the

overall stability of the doped hematite structure is destabilized. High concen-

trations of Pd2O3 are energetically unfavorable. As noted by Lee2008 et al.

[135], large doping concentrations of Pd likely contain regions of PdO or pure

Pd, rather than a doped hematite structure.

In the limit of low Pd doping, where the Pd2xFe2−xO3 structure may be

produced experimentally, the optical response to the concentration is signifi-

cantly altered as a function of doping concentration. The frequency-dependent

imaginary dielectric response, ǫ2(ω), is shown in Fig. 4.10.

From Fig. 4.10, a clear trend emerges where absorption significantly

increases in the 1.25-2.0 eV range that has effectively no optical response in
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λ (nm)

Figure 4.10: The optical response for Pd-doped hematite is shown for in-
creasing dopant concentration. The imaginary dielectric is plotted for various
concentrations of Pd dopants from the infinite wavelength limit to the end of
the visible range.

pure hematite. This region comprises a significant portion of the visible regime

that is significant for solar cell applications. A doping concentration of 23%

Pd shows a heightened optical response across the entire visible spectrum

and into the infrared. Materials on with doping concentrations on this ap-

proximate concentration have been shown experimentally [135] to have peak

photocatalytic activity. From Fig. 4.10, it is clear that a material on this dop-
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ing concentration absorbs strongly across the entire visible range and is also

not too energetically unstable to be produced experimentally.

The optical absorption spectra in Fig. 4.10 are calculated using the

method of summation over bands detailed by Gajdoš el al. [159]. The band

structure for undoped hematite and 8% Pd-doped hematite are shown in 4.11.

In the lower band structure plot, the Pd dopant states are clearly visible with

transitions localized on the Pd center with a gap of approximately 0.89 eV as

well as transitions in the 1.5-2.5 eV range from the Pd dopant HOMO onto

the Fe 3d LUMO bands.

4.5 Conclusions

Due to its relatively low cost, ease of synthesis, and band gap on the

approximate order of the maximum in the solar radiation spectrum, hematite

is a highly attractive material for solar cell applications. Due to the strong

correlation effects from the Fe 3d electrons, however, it is a challenging material

for computational study. We demonstrate that hybrid functionals are capable

of accurately predicting the material, electronic, and optical properties of pure

hematite, α-Fe2O3.

A screened hybrid functional with 12% exact exchange predicts a band

gap that is in accordance with experimental observations. This functional also

correctly identifies hematite as a charge-transfer, rather than Mott-Hubbard,

insulator with the proper static dielectric constant and correct uniaxial optical

behavior.
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Hematite is a material that is highly symmetric locally on the Fe centers

and on the whole crystal. Each Fe3+ ion is a high-spin d5 center, so all d orbitals

are half-filled. In the crystal the spins are aligned + − −+ along the [0001]

direction. These levels of symmetry are broken by doping with all potential

dopants; therefore, the resulting HOMO-LUMO gap is due to the addition of

states into the band gap. We characterize the nature of these states using

hybrid-DFT and traditional ligand field theory.

We show that the optical response of the system to solar spectrum

radiation must shift due to the shrinking HOMO-LUMO gap. We calculate

the optical response of hematite due to several different dopants and show

that the response is larger, but occurs outside of the visible range, for dopants

which localize excess electrons onto Fe2+ centers.

Finally, we explore the case of increased doping of Pd into Fe2O3 and

find correlation with previous experimental results. Increased doping of Pd

results in an increasing energy cost to replace a Fe center with Pd such that

high doping levels in an experimental system will likely result in localized

concentrations of PdO and pure Pd. At concentrations on the order of 77/23

Fe/Pd, the system exhibits a strong optical response across the entire solar

spectrum.
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Figure 4.11: The band structure for pure hematite (upper) and 8% Pd-doped
(lower) are plotted across high-symmetry directions in the Brillouin zone. Here
we use the conventions K = (1

3
, 1
3
, 0), M = (1

2
, 0, 0), Γ = (0, 0, 0), A = (0, 0, 1

2
),

H = (1
3
, 1
3
, 1
2
), and L = (1

2
, 0, 1

2
). The zero of energy in each case is the energy

of the highest occupied band.
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Chapter 5

Optimizing Transition State Dividing Surfaces

via Kernel-Based Machine Learning

5.1 Abstract

We present a method for optimizing transition state theory dividing

surfaces with support vector machines. The resulting dividing surfaces require

no a priori information or intuition about reaction mechanisms. To generate

optimal dividing surfaces, we apply a cycle of machine-learning and refinement

of the surface by molecular dynamics sampling. We demonstrate that the

machine-learned surfaces contain the relevant low-energy saddle points. The

mechanisms of reactions may be extracted from the machine-learned surfaces

in order to identify unexpected chemically-relevant processes. We demonstrate

that the machine-learned surfaces significantly increase the transmission coef-

ficient for an adatom exchange involving many coupled degrees of freedom on

a (100) surface when compared to a distance-based dividing surface.

5.2 Introduction

One of the great challenges of computational chemistry and material

science is the disparity in time scales between atom vibrations and the material
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properties that evolve on a human time scale. Catalytic activity, for example,

is governed by the frequency of rare bond-breaking events. In materials, the

motion of defects over long time scales gives rise to non-elastic mechanical

properties. Standard molecular dynamics (MD) cannot reach the time scales

required to observe these rare events in order to model these phenomena at a

microscopic level.

The most successful framework for bridging the time scale gap is transi-

tion state theory (TST). [8, 9, 10] Within the TST approximation, the descrip-

tion of rare events is transformed from a problem of kinetics to one of equi-

librium statistical mechanics by constructing a hypersurface that separates a

reactant state from product states. The rate of reaction can be approximated

by the equilibrium flux out of this hypersurface as

kTST =
1

2
〈δ(x− x∗)|v̄|〉R , (5.1)

where 〈...〉R is a Boltzmann average over the reactant region, x = x∗ is the

location of the transition state (TS) surface, and v̄ is the average velocity

through the surface. For TST to be a meaningful approximation, the TS sur-

face should capture the bottleneck regions through which reactive trajectories

pass.

Given that there are at least as many crossing points as reactive tra-

jectories, the TST rate is always greater than or equal to the true rate. From

the relationship

kTrue = κ kTST, (5.2)
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the transmission coefficient, κ ∈ [0, 1], quantifies the fraction of successful

trajectories which cross the TS surface. This relation is helpful for construct-

ing TS surfaces, for any dividing surface can be variationally optimized to

minimize the TST rate and approach the true rate. [9]

The best case for calculating a TST rate is when the reaction mecha-

nism is simple enough that a geometric quantity can be defined which quan-

tifies the reaction progress. For example, if an atom is being transferred from

a donor to an acceptor, the TS would then be defined by a particular value of

the distances from the transferring atom to the donor and acceptor. If motion

of other atoms in the molecule were important for the reaction, the TST rate

would be a poor approximation of the true rate.

In any complex system, however, finding such a TS is a difficult prob-

lem. Even for systems in which the reaction mechanisms are known, an ana-

lytic expression of the TS surface can be intractable. In a suboptimal surface,

not all crossing points will lead to reactive trajectories, and reactive trajectories

may also re-cross the surface. Without intuition about reaction mechanisms,

a suboptimal surface may not capture all of the relevant bottlenecks.

The challenge of choosing a TST dividing surface is shown in Fig. 5.1.

Consider a case where there is a priori knowledge that a product state P1 is

separated from the reactant state R along the x direction. Choosing x = x∗ is

then a logical choice for a transition state (TS1). Such a surface, however, is

demonstrably suboptimal for separating R and P1; even if x∗ is variationally

optimized, regions of the surface lie in either in the reactant or product states.
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Figure 5.1: Transition state TS1, placed along an assumed reaction coordinate
x, separates reactant R and product P1 but fails to describe the transition
to P2. TS2 is a surface which can be determined by training a machine to
distinguish a set of points as reactant or product.

An even more serious problem is the presence of the second product state, P2,

which could go undetected when calculating the TST rate through TS1.

A variational TS can only be as good as the parameterization of the

surface. If the system reacts via an unexpected mechanism, the TST approxi-

mation will fail. The problem of an assumed reaction coordinate is particularly

severe in the case of a condensed phase system where there can be many pos-

sible reactions involving collective degrees of freedom [174, 175, 176]. With

increasing degrees of freedom, the number of potential processes grows expo-

nentially, but the number of chemically-relevant low-energy processes typically

grows logistically. Obtaining a dividing surface that contains all of the low-
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energy processes is a formidable task.

Identifying the optimal TS surface is, in general terms, a classification

problem. Here, we demonstrate the application of a support vector machine

(SVM) to create a TS surface which divides reactants from products without

parametrization or physical intuition. Fig. 5.1 illustrates a set of points that

are identified as reactant or product by following the steepest descent paths

to the local minimum. The TS surface TS2 represents the hypersurface which

divides the points by this classification.

Identifying the optimal TS hypersurface is, in general terms, a classi-

fication problem. We demonstrate that the application of machine-learning

algorithms, specifically a support vector machine (SVM), can create a TS hy-

persurface which divides reactants from products without parametrization or

a priori physical intuition. Fig. 5.1 illustrates that a set of points can be iden-

tified as reactant or product by following the steepest descent paths to the

local minimum. The transition state surface TS2 represents the hypersurface

which divides the points by this classification.

5.3 Model Methods

5.3.1 Support Vector Machines

SVMs are a powerful machine learning technique for estimating non-

linear relationships in data. Most often used for classification tasks, SVMs

have been applied in engineering for search, image processing, and intrusion

detection, as well as in genetics, bioinformatics, neuroscience, physics, and
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chemistry [177, 178, 179, 180]. SVMs can achieve optimal out-of-sample clas-

sification by implicitly projecting the data into a high-dimensional reproducing

kernel Hilbert space. A hyperplane, which is nonlinear in the original input

space, is constructed in order to separate the classes with a maximum margin

[178, 179].

For a given set of n input vectors x1, . . . ,xn ∈ R
3N , each xi denotes a

row vector of the position coordinates of the N atoms in the system. With

corresponding class labels y1, . . . , yn ∈ {−1, 1} for products or reactants, the

SVM classification function is given by

f(x) =
n∑

i=1

αiyik(xi,x), (5.3)

where k denotes the nonlinear kernel function [181].

The expansion in Eq. (5.3) extends over all data points. We note,

however, that only few αi are non-zero; these are the support vectors which

define the surface. The parameters αi are computed by solving the underlying

dual optimization problem for soft-margin SVMs, wherein the quantity

n∑

i=1

αi − 1

2

n∑

i=1

n∑

j=1

αiαjyiyjk(xi,xj) (5.4)

is maximized subject to the constraints

n∑

i=1

αiyi = 0, C ≥ αi ≥ 0. (5.5)

In Eq. (5.5), the regularization parameter C controls the balance between

goodness of fit and the generalization of f(x) over the full input space.
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We use a Gaussian kernel given by

k(xi,xj) = e−γ‖xi−xj‖
2

, (5.6)

where the parameter γ > 0 controls the kernel width and, thus, the smoothness

of the underlying nonlinear classifier [182]. Our SVM implementation is based

on the scikits.learn python package [183] and libsvm [184]. The parameters C

and γ are determined using a grid search and 5-fold cross-validation [178, 185].

5.3.2 Molecular Dynamics Sampling of an SVM Surface

In order to generate xi and yi, we begin by sampling U(x), the potential

energy surface (PES), with high-temperature MD. The canonical ensemble is

sampled with the Bussi-Donadio-Parrinello thermostat [186]. Points xi are

collected regularly from independent MD trajectories and minimized in order

to determine yi. These points are used to generate an initial hypersurface of

the form given in Eq. (5.3).

The initial SVM dividing surface is refined by MD sampling with a

harmonic potential. In order to determine a distance in Cartesian space from

a hypersurface defined in a high-dimensional Hilbert space, we expand the

decision function f(x) in a Taylor series around the point x0, which lies on

the dividing surface, by

f(x) = ∇f(x0) ·∆x+ O(∆x2). (5.7)

The dividing surface f(x0) = 0 represents the inflection of f(x) between reac-

tants and products, so we assume that the local curvature vanishes, ∇2f(x0) ≈
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0. The gradients of the SVM are calculated according to Ref. [187]. The signed

Cartesian distance to the surface is, thus,

D(x) =
f(x)

‖∇f(x)‖ . (5.8)

A spring force to the decision surface from this point in the direction of the

unit gradient can be applied

Fsurf(x) = −ks
f(x)∇f(x)

‖∇f(x)‖2 , (5.9)

where ks is a spring constant for the restraint.

The system is initially placed on the surface and an MD trajectory is

initiated with a total force given by

F (x) = −∇U(x) + Fsurf(x). (5.10)

In this manner, sampling is restricted to the region near the decision surface.

The SVM is then retrained on the full data set, and a new surface is gen-

erated. The process is iterated with multiple sampling/learning cycles. We

note that this process is inherently parallelizable and that multiple indepen-

dent trajectories result in faster convergence by simultaneously sampling the

surface.

By iterating through the re-learning process, the problem of identifying

a dividing surface is transformed from one of parametrization to one of sam-

pling, which is a significantly more tractable problem. If one is confident that

the low-energy regions of the surface have been fully sampled, then the surface

118



will contain all of the relevant bottleneck regions. This method requires no a

priori physical intuition and instead relies upon efficient sampling, which is a

significantly more tractable problem.

5.4 Results and Discussion

5.4.1 Systems with Few Degrees of Freedom

We first apply this method to the two-dimensional Voter97 potential,

given in Ref. [188] and shown in Fig. 5.2. If the center basin is chosen as the

reactant, the best dividing surface consists of two vertical lines through the

saddle points. The initial high-temperature MD sampling and the resulting

SVM surface is shown in Fig. 5.2A-B. Sampling the surface with a force given

by Eq. (5.10) and re-learning a new SVM surface in iterative fashion results

in the converged surface shown in Fig. 5.2C-D.

For an Al adatom on a frozen Al (100) surface, as demonstrated in

Fig. 5.3 and defined by an embedded-atom potential [189], an initial SVM

surface may be refined in multiple ways. By running high-temperature MD and

iterating through learning cycles, the support vectors completely enclose the

reactant’s basin of attraction. In contrast, parallel tempering cycles optimize

the SVM surface in the low free energy regions without the computational cost

of collecting enough points to completely enclose the basin of attraction.

A refined SVM dividing surface maximizes the transmission coefficient

κ, which is extracted as described in Ref. [190]. κ values for the SVM method

are compared in Table 5.1 to those for a spherical dividing surface that is
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A) B)

D)

Figure 5.2: The process of sampling/re-learning a hypersurface is demon-
strated graphically for the Voter97 potential. An initial surface (A), defined
by a set of support vectors (B), is generated from high temperature dynamics.
The final surface (C) is defined by a small set of support vectors (D) along the
reaction bottlenecks.

defined by the adatom displacement and to the bond-boost method [191, 190,

192]. In the case of the frozen Al(100) surface, the escape pathways are well-

defined by only the adatom displacement, so all three surfaces easily divide

reactants and products.

5.4.2 High-Dimensional Systems

In contrast, when theN = 300 atoms of the Al (100) surface are allowed

to relax in addition to the adatom, the dimensionality of the system grows

by 3N . As shown in Fig. 5.4A, the negative mode at the exchange saddle
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Table 5.1: κ Values for Dividing Surfaces
Al (100) Surface at 100 K

Frozen Surface Free Surface
Spherical Dividing Surface 0.95 0.42

Bond-Boost Dividing Surface >0.95 0.35
SVM Dividing Surface 0.97 0.62

Al (100) Surface at 400 K
Frozen Surface Free Surface

Spherical Dividing Surface 0.92 0.22
Bond-Boost Dividing Surface 0.95 0.11

SVM Dividing Surface 1.00 0.31

point, which is the dominant escape pathway at low temperature, involves

many coupled degrees of freedom. A successful TS surface must identify this

coupled motion.

The SVM correctly identifies both the configuration of the saddle points

as well as the direction of the negative mode at each saddle. The increase in

κ noted in Table 5.1 is the result of the mechanistic information contained in

the SVM surface. An average crossing point through the SVM surface, shown

in Fig. 5.4B, has a structure which closely approximates the true saddle point

for the exchange mechanism. At this point, the gradient of the SVM surface

points substantially along the unstable mode of the true saddle point; the inner

product between the two vectors is 0.6.

At low temperatures, a plane defined by the saddle point and the un-

stable mode eigenvector produces a near unity κ. Similarly, the mechanis-

tic information–the geometry and the gradient–contained in the SVM surface

produces the large value of κ seen in Table 5.1. For comparison, the spherical
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dividing surface contains the saddle points but provides no information about

the unstable mode eigenvector.

At high temperatures, however, the plane is a poor approximation for

the TS due to sampling difficulties. The SVM and spherical surfaces prevent

the transitions that would allow the adatom to escape the saddle region while

remaining nominally restricted to the plane. The increased κ for the SVM

method is the result of the extra mechanistic information provided by the

SVM gradient, which points along the unstable mode.

We have demonstrated a novel method for optimizing transition state

dividing surfaces using SVMs. Our method is capable of maximizing the trans-

mission coefficient for systems containing many degrees of freedom without

parametrization. The success of the SVM method is a result of the informa-

tion density of the surface. In contrast to a dividing surface that requires

intuition in order to be constructed, the SVM surface provides intuition about

the structure of the overall reaction mechanisms. For condensed phase systems

in which reactive pathways may be hard to predict, the SVM surface identifies

not only the low-energy saddle points but also the mechanisms that result in

a successful reaction.
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Figure 5.3: For an Al adatom on a frozen Al (100) surface (A), an initial
high-temperature MD surface (B) may be refined through high temperature
sampling (C) to produce a set of support vectors (D) that align surrounding
the basin of attraction for the reactant state. Parallel tempering sampling for
the initial surface produces a dividing surface (E) that is refined at the saddle
points such that the crossing points (F) align along the true dividing ridges
(purple lines).
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A) Saddle Point for Exchange with Negative Mode

B) SVM Cluster Centroid with SVM Gradient

1.4 Å0.0 Å

Top

Top

Side

Side

Figure 5.4: For an adatom on a relaxed (100) surface, the saddle point for the
exchange mechanism (A) displaces nearby surface atoms. The major compo-
nents of the negative mode are shown with large arrows and smaller arrows
indicate significant contributions to this mode. The SVM crossing points clus-
ter at each escape bottleneck, and the centroids of these clusters (B) correctly
displace the local atoms with a local negative gradient that qualitatively points
along the negative mode.
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Chapter 6

Conclusions

The exploration of chemical compound space (CCS) is one of the great

challenges in materials design. In order to rationally design novel materials, the

designer must move through a space spanned by all elements in the periodic

table in all possible stoichiometries. This problem is seemingly intractable;

however, there are several approaches that simplify the problem. The overall

goal is one of tunability–by adjusting either composition or structure, a desired

property may be optimized. In the preceding work, I demonstrated several

methods for tuning material properties based on approaches to moving through

CCS in a rational manner.

The method of brute force screening can be time intensive and inef-

ficient. If all possibilities must be considered, the problem quickly becomes

computationally intractable, even for the most efficient calculations. If model

system can provide guidance, however, the search through CCS can become

focused and, thus, simplified. The first system I studied was the development

of nanocomposite membrane gas phase separation of olefins and paraffins. I, in

collaboration with Graeme Henkelman [4], first developed a simplified model

of gas diffusion through a heterogeneous lattice. From this model, informa-
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tion about which parameters contributed the most to the material property of

interest was extracted.

Once guidance from the simplified model was obtained, the next step

in the search through CCS to identify novel materials was to use density func-

tional theory (DFT) to design nanoparticles that optimized the predicted con-

ditions from the analytical model. The optimization of nanoparticles chapter

was a collaboration with Kelly Tran, Anna Shi, Ryan H. Smith and Graeme

Henkelman [5]. Having previously built a model to numerically define ideal

properties, I was able to search through a smaller space. Instead of a brute

force screening approach, the optimization of nanocomposite membranes re-

quired a smaller, more focused search that was less resource-intensive.

The simplest approach to tuning materials is a screening approach

wherein structure is held fixed and composition varied. In this method, all

possible alternatives are screened one-by-one. This method was applied to

chemical doping in α-Fe2O3, which is commonly known as hematite. This

metal is particularly promising for solar cell applications due to its narrow

band gap (∼ 2.0 eV), which is only slightly larger than the 1.3-1.4 eV gap

required for maximum adsorption of incident sunlight. This chapter was a col-

laboration between myself and Graeme Henkelman [6] and is a demonstration

of brute force screening of all possible dopants into the hematite structure.

Searching through CCS is, however, only one step of the materials

design process. The long-term stability and functionality of a given structure

must be assessed both thermodynamically and kinetically. The final portion
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of this work is a method to optimize transition state dividing surfaces for use

in molecular dynamics. The choice of the transition state dividing surface is,

in principle, a difficult problem. In the method I developed in collaboration

with Katja Hansen, Daniel Sheppard, Matthias Rupp, Klaus-Robert Müller,

and Graeme Henkelman, the dividing surface is chosen by using a machine

learning algorithm. The surface, which is learned through a support vector

machine, maximizes the transmission coefficient and does not require a priori

knowledge about the shape of the potential energy surface. This method

is suitable for use in materials design for problems such as grain boundary

migration and defect formation.

As part of the search through CCS, many long-standing challenges had

to be confronted. The rare event problem in dynamical systems prevents a

brute force approach to observing rare events with molecular dynamics. As

part of building a model of gas diffusion in complex membranes, I demon-

strated the use of kinetic Monte Carlo in order to avoid the issue of sampling

long-timescale dynamics. Metal oxides, such as α-Fe2O3, are difficult to model

using standard density functionals due to the self-interaction error. I demon-

strated the use of a custom hybrid functional, which was chosen in order to

replicate the material property of the undoped reference system, in order to

avoid the self-interaction error and correctly model the band gaps of doped

materials. Thus, this work demonstrates both several approaches to ratio-

nal materials design in CCS and methods for overcoming classic problems in

modern computational materials science.
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Glossary

AB INITIO : Latin for ”from the beginning.” Ab initio refers to any method
which numerically solves the Schrödinger equation without using em-
pirical data. Somewhat controversially, DFT is often considered an ab
initio method, despite the fact that many common density functionals
incorporate experimental data.

CHEMICAL COMPOUND SPACE (CCS): The space spanned by all stable and
metastable chemical compounds formed from all elements in all stoi-
chiometries.

DENSITY FUNCTIONAL THEORY (DFT): A numerical method for solving the
Schrödinger equation using the electron density instead of the full wave
function. DFT is typically applied to material systems due to its low
cost when compared to methods that solve for the full wave function.

EXCHANGE-CORRELATION (XC) ENERGY: The contribution to the total elec-
tronic energy of a chemical system that includes dynamical correlation
effects that are not fully treated by the Kohn-Sham kinetic energy and
electron-electron density functionals.

FIRST PRINCIPLES: Similar to ab initio. It refers to the class of methods that
solve the Schrödinger equation without fit data.

GENERALIZED-GRADIENT APPROXIMATION (GGA): ADFT functional built upon
the local density approximation that incorporates the local gradient of
the charge density in order more accurately model differing chemical
environments. Common GGA functionals include PW91 and PBE.

HARTREE-FOCK: An ab initio quantum chemical method that is based upon
modeling the full wave function as a single Slater determinant of one-
particle orbitals. It is among the simplest and, thus, least accurate wave
function-based quantum chemistry methods.

HOMO: Highest occupied molecular orbital.

HYBRID FUNCTIONAL: ADFT functional that incorporates a fraction of Hartree-
Fock exchange to augment the standard LDA/GGA exchange energy.
Common hybrid functionals include B3LYP, PBE0, and HSE03/06.
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KERNEL (MACHINE LEARNING): A mathematical function for mapping data
from an input space S into a higher dimensional feature space F where
the data are linearly separable. For data x and y, the kernel function K
must satisfy K(x, y) = 〈φ(x), φ(y)〉F , where φ is a transform from S to
F . The kernel trick is that one does not need to define an explicit form
for φ as long as K(x, y) is an inner product on F and the kernel matrix
is positive semidefinite.

KINETIC MONTE CARLO (KMC): Amethod for sampling the long-timescale dy-
namics of a Markovian system with random numbers.

LOCAL DENSITY APPROXIMATION (LDA): A DFT functional which approxi-
mates the exchange-correlation energy with reference to the homogenous
electron gas. Common LDA functionals include PZ81, VWN, and PW92.

LUMO: Lowest unoccupied molecular orbital.

MOLECULAR DYNAMICS (MD): Amethod for simulating the movements of par-
ticles in a physical system. MD numerically integrates Newton’s equa-
tions of motion for particles on a given potential energy surface.

OLEFIN: An organic molecule that contains at least one carbon-carbon double
bond.

PARAFFIN: An organic molecule that contains only carbon-carbon single bonds.

POTENTIAL ENERGY SURFACE (PES): A multidimensional hypersurface that
maps the coordinates of all particles in a system to a single potential
energy value.

STEEPEST DESCENT: A set of points separated by a small step along the neg-
ative gradient at each point. This set of points is generally used to find
a minimum on a potential energy surface.

SUPPORT VECTOR MACHINE (SVM): A machine-learning technique for iden-
tifying relationships in data for classification and regression analysis.
SVMs construct a hyperplane with a maximum margin between data
classes.

TRANSITION STATE: A hypersurface that completely encloses a reactant basin
on a potential energy surface. The transition state for an N dimensional
system is a N − 1 dimensional hypersurface. Ideally, the transition state
contains all of the kinetic bottleneck regions between transitions.

TRANSITION STATE THEORY (TST): A framework for calculating reaction rates
by using equilibrium thermodynamics to sample the flux through a di-
viding surface.
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[57] G. Pólya. Über eine aufgabe der wahrscheinlichkeitsrechnung betreffend

die irrfahrt in strassennetz. Math. Ann., 84(1-2):149–160, March 1921.

[58] S. Chandrasekhar. Stochastic problems in physics and astronomy. Rev.

Mod. Phys., 15(1):1–89, 1943.

[59] M. Kac. Random walk in the presence of absorbing barriers. Ann.

Math. Statist., 16(1):62–67, 1945.

[60] Longhua Hu, Alexander Grosberg, and Robijn Bruinsma. First passage

time distribution for the 1D diffusion of particles with internal degrees

of freedom. J. Phys. A, 42:434011, 2009.

[61] Matthias Weiss, Markus Elsner, Fredrik Kartberg, and Tommy Nilsson.

Anomalous subdiffusion is a measure for cytoplasmic crowding in living

cells. Biophys. J., 87:3518–3524, 2004.

138



[62] Timothy V. Ratto and Marjorie L. Longo. Anomalous subdiffusion in

heterogeneous lipid bilayers. Langmuir, 19:1788–1793, 2003.

[63] Eric R. Weeks and D. A. Weitz. Subdiffusion and the cage effect studied

near the colloidal glass transition. Chem. Phys., 284(1-2):361–367, 2002.

[64] Michael J. Saxton. Anomalous diffusion due to obstacles: A Monte

Carlo study. Biophys. J., 66:394–401, February 1994.

[65] Michael J. Saxton. Anomalous diffusion due to binding: A Monte Carlo

study. Biophys. J., 70:1250–1262, March 1996.

[66] Michael J. Saxton. Lateral diffusion in an archipelago: The effect of

mobile obstacles. Biophys. J., 52:989–997, December 1987.

[67] Michael J. Saxton. Lateral diffusion in a mixture of mobile and immobile

particles: A Monte Carlo study. Biophys. J., 58:1303–1306, November

1990.

[68] Henk van Beijeren and Ryszard Kutner. Mean square displacement of

a tracer particle in a hard-core lattice gas. Phys. Rev. Lett., 55(2):238–

241, 1985.

[69] Hai Tao Wang, Dong Ming Lin, and Xiao Ping Zhou. Ethylene synthesis

from the oxidative bromination of ethane. Appl. Catal., A, 364:130–136,

2009.

139



[70] Tao Ren, Martin Patel, and Kornelis Blok. Olefins from conventional

and heavy feedstocks: Energy use in steam cracking and alternative

processes. Energy, 31(4):425–451, 2006.

[71] Sang Wook Kang, Jinkee Hong, Jong Hyuk Park, Sung Hyun Mun,

Jong Hak Kim, Jinhan Cho, Kookheon Char, and Yong Soo Kang.

Nanocomposite membranes containing positively polarized gold nanopar-

ticldes for facilitated olefin transport. J. Membr. Sci., 321:90–93, 2008.

[72] M. Valden, X. Lai, and D. W. Goodman. Gold clusters on titania with

the appearance of nonmetallic properties. Science, 281:1647–1650, 1998.

[73] F. Besenbacher, I. Chorkendorff, B. S. Clausen, B. Hammer, A. M.

Molenbroek, J. K. Nørskov, and I. Stensgaard. Design of a surface

alloy catalyst for steam reforming. Science, 279:1913–1915, 1998.

[74] Jeff Greeley and Manos Mavrikakis. Alloy catalysts designed from first

principles. Nature Mater., 3:810–815, 2004.

[75] Robert W. J. Scott, Orla M. Wilson, Sang-Keun Oh, Edward A. Kenik,

and Richard M. Crooks. Bimetallic palladium-gold dendrimer-encapsulated

catalysts. J. Am. Chem. Soc., 126:15583–15591, 2004.

[76] Orla M. Wilson, Robert W. J. Scott, Joaquin C. Garcia-Martinez, and

Richard M. Crooks. Synthesis, characterization, and structure-selective

extraction of 1-3 nm diameter AuAg dendrimer-encapsulated bimetallic

nanoparticles. J. Am. Chem. Soc., 127:1015–1024, 2005.

140



[77] G. Kresse and J. Hafner. Ab initio molecular dynamics for liquid metals.

Phys. Rev. B, 47(1):558–561, 1993.
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hematite populations from simultaneous fitting of Mössbauer spectra
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Solid State Phys., 4:2386–2407, 1971.

[149] A. Rohrbach, J. Hafner, and G. Kresse. Ab initio study of the (0001)

surfaces of hematite and chromia: Influence of strong electronic correla-

tions. Phys. Rev. B, 70:125426, 2004.

[150] Amrit Bandyopadhyay, Julian Velev, W. H. Butler, Sanjoy K. Sarker,

and O. Bengone. Effect of electron correlations on the electronic and

magnetic structure of Ti-doped α-hematite. Phys. Rev. B, 69:174429,

2004.

[151] M. Catti, G. Valerio, and R. Dovesi. Theoretical study of electronic,

magnetic, and structural properties of α-Fe2O3. Phys. Rev. B, 51(12):7441–

7450, 1995.

[152] Juarez L. F. Da Silva, M. Verónica Ganduglia-Pirovano, Joachim Sauer,

Veronika Bayer, and Georg Kresse. Hybrid functionals applied to rare-

earth oxides: The example of ceria. Phys. Rev. B, 75:045121, 2007.

[153] A. Janotti, J. B. Varley, P. Rinke, N. Umezawa, G. Kresse, and C. G.

Van de Walle. Hybrid functional studies of the oxygen vacancy in TiO2.

Phys. Rev. B, 81:085212, 2010.

152



[154] J. Muscat, A. Wander, and N. M. Harrison. On the prediction of band

gaps from hybrid functional theory. Chem. Phys. Lett., 342(3-4):397–

401, 2001.

[155] Wan-Jian Yin, Houwen Tang, Su-Huai Wei, Mowafak M. Al-Jassim,

John Turner, and Yanfa Yan. Band structure engineering of semicon-

ductors for enhanced photoelectrochemical water splitting: The case of

TiO2. Phys. Rev. B, 82:045106, 2010.

[156] G. Kresse and J. Hafner. Ab initio molecular-dynamics simulation of the

liquid-metal–amorphous-semiconductor transition in germanium. Phys.

Rev. B, 49(20):14251–14269, May 1994.

[157] G. Kresse and J. Furthmuller. Efficiency of ab-initio total energy cal-

culations for metals and semiconductors using a plane-wave basis set.

Comput. Mater. Sci., 6:15–50, 1996.

[158] G. Kresse and J. Furthmüller. Efficient iterative schemes for ab initio

total-energy calculations using a plane-wave basis set. Phys. Rev. B,

54(16):11169–11186, Oct 1996.
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