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for the smooth functioning of a nation’s economy and its society.  To provide efficient 

and uninterrupted services, these infrastructure networks need to be periodically 
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This dissertation, which consists of three essays, focuses on some of the key decision 
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Specifically, the first two essays, respectively, address a project management problem to 

maintain and expand a large-scale network and a periodic network inspection problem.  

The third essay, motivated by the computational challenges of the first two problems, 

addresses the network reduction and approximation problem within the same context.  

These problems are deterministic optimization problems over large-scale networks, 

which are very difficult to solve, and have not been extensively studied in the literature.  

In this dissertation, we introduce new optimization models for each problem, develop 
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Chapter 1.  Introduction 

1.1. OVERVIEW  

Infrastructure networks that provide basic services such as transportation, 

telecommunications, electricity distribution, and water supply and drainage are critical 

for the smooth functioning of a nation’s economy and its society.  To provide efficient 

and uninterrupted services, these infrastructure networks need to be periodically 

inspected, upgraded, and maintained.  However, infrastructure networks are expensive to 

operate and maintain; many infrastructure service providers allocate more than half of 

their total capital investments to network maintenance and improvement.  With 

increasing customer expectations, intensifying global competition, and challenging 

financial environments, the infrastructure service providers need to develop models that 

can optimize all of the different factors that must be taken into consideration when 

making important decisions related to infrastructure network inspection and maintenance.  

This dissertation, which consists of three essays, focuses on some of the key decision 

issues associated with inspection and maintenance of these large infrastructure networks.  

Specifically, the first two essays, respectively, address a project management problem to 

maintain and expand a large-scale network and a periodic network inspection problem.  

The third essay, motivated by the computational challenges of the first two problems, 

addresses the network reduction and approximation problem within the same context.  

These problems are deterministic optimization problems over large-scale networks, 

which are very difficult to solve, and have not been extensively studied in the literature.  

In this dissertation, we introduce new optimization models for each problem, develop 

theoretical and algorithmic strategies that exploit problem structures to effectively solve 
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the problems, and implement and test these methods on actual problems using data 

provided by an infrastructure service provider.  

1.2. RESEARCH CONTEXT AND MOTIVATION  

Infrastructure consists of the physical components of interrelated systems that 

provide commodities and services that are essential to enable, sustain, or enhance societal 

living conditions (Fulmer, 2009).  Networks for transportation (canals, railroads, 

highways), energy (electrical power network, natural gas pipelines, petroleum pipelines), 

communications (telephone networks, cable television networks, Internet), and water 

management (drinking water supply, sewage collection, irrigation systems ) represent 

major types of infrastructure.  A common feature of infrastructure is that they consist of 

large-scale physical networks — which transfer or transport people, vehicles, fluids, 

energy, or information to geographically defined areas — and typically have a long life 

because their service capacity is maintained by continual refurbishment or replacement of 

components as they wear out or become obsolete by advances in technology. 

Having a high-performing infrastructure is critical for a nation’s economy and its 

society.  Consider the transportation networks in the United States as an example.  The 

United States has 4,050,717 miles of highways, which in 2009 accommodated the 

country's 256 million vehicles.  The nation also has 93,921 miles of Class I freight 

railways, which carry approximately 1,532 billion ton-miles of cargo annually (RITA, 

2011a).  In 2002, transportation-related goods and services accounted for more than 10 

percent—over $1 trillion—of U.S. Gross Domestic Product (RITA, 2011b).  A strong and 

growing US economy requires the safe, reliable, and efficient movement of goods both 

domestically and internationally; disruption of the infrastructure could have major 

consequences for the country.  In a scenario described by the Office of Freight 

Management and Operations, U.S. Department of Transportation, if the highways 
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stopped operating, manufacturing assembly lines would come to a stop within 6 to 12 

hours, many hospitals would run out of essential supplies within 24 hours, many service 

stations would run out of fuel within 48 hours, and grocery stores would run out of 

perishables within 72 hours (FHWA, 2011).  Maintaining the infrastructure in good 

condition and timely upgrading it to satisfy increasing customer needs and expectations 

are therefore critical to ensure safe, reliable, and efficient operations of these 

infrastructure networks.  

By the very nature of these large-scale networks, infrastructure expansion, 

upgrading, and maintenance require complex decisions that entail selecting and 

efficiently utilizing expensive resources while simultaneously satisfying complicated 

engineering/economical/environmental requirements.  Within the infrastructure 

maintenance context, these resources include materials, skilled workers, and specialized 

equipment, which are expensive and often require major investments.  According to a 

report released in 2009, the necessary public infrastructure investment in the United 

States in four core areas — transportation, energy, water systems, and public school 

buildings — is estimated to be $87 billion per year to adequately meet the economy’s 

identified needs (Heintz, Pollin, and Garrett-Peltier, 2009).  Even with private-owned 

infrastructures, such as the Class I freight railways, companies must spend a significant 

amount of their capital expenditures on infrastructure maintenance and upgrading.  For 

instance, among the top freight railway companies in the United States, Burlington 

Northern Santa Fe (BNSF) spent more than $1.5 billion on railway maintenance and 

improvement in 2008, which accounted for about 72% of its total capital expenditures 

(BNSF Annual Report 2008).  Similarly, Union Pacific (UP) spent $1.6 billion (61% of 

its total capital investments) on railway maintenance and improvement in 2007 (UP 
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Annual Report 2007).  Infrastructure providers, therefore, are highly motivated when 

selecting and allocating resources as efficiently as possible.   

To prevent disruptions in the infrastructure, many infrastructure providers have 

adopted established preventive maintenance practices that require periodically inspecting 

components of the infrastructure network, and replacing or upgrading components before 

breakdowns or failures occur (e.g., Stanford and Kalousek, 2000).  Thus, long-term (such 

as annual) and periodic planning is a common feature of these maintenance decisions.  A 

second feature of these maintenance decisions involves trade-offs among often 

conflicting objectives that are associated with the traditionally strategic, tactical, and 

operational decision levels.  The maintenance decisions for these infrastructure networks 

require selecting resource types and quantities, which are often viewed as strategic or 

tactical level decisions; the maintenance decisions also include deploying and routing 

resources to geographically dispersed maintenance jobs that are often viewed as tactical 

or operational level decisions.   

Although the resource selection, deployment, and routing decisions should be 

aligned to effectively support the infrastructure maintenance activities, in practice, 

decision-makers often have difficulties aligning these decisions when making trade-offs.  

For example, while selecting a minimum number of the least expensive resources could 

reduce resource selection costs, these same resources might lack sufficient capacity to 

perform the necessary maintenance jobs in a timely manner with the desired level of 

quality.  Thus, an integrated modeling and solution framework is needed to align all of 

these factors, therefore permitting the infrastructure providers to make optimized 

decisions among potentially conflicting objectives.   

A third feature of the maintenance decisions is that all they are all time-dependent 

and often constrained by the timing coordination requirements among different 
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maintenance jobs or between different inspections on the same infrastructure component.  

Consider the inspection of an oil pipeline: here each portion of the oil pipeline must 

receive periodic inspections to ensure that no leakages or material degradation occur.  In 

addition, the separation time between successive inspections on the same portion of the 

line must lie within a part-dependent interval.  If the separation time is too short, then the 

probability of disruptions appearing during the time interval is negligible.  Thus, too 

frequent inspections are a waste of resources.  On the other hand, if the separation time is 

too large, leakage or material degradation might develop during the overly long interval, 

resulting in a failure, which defeats the purpose of preventive maintenance.  Other timing 

coordination requirements dictate the same starting time, or the non-overlapped 

performance time of different jobs, determined by various engineering, economical, or 

environmental considerations.  Due to these complex timing coordination requirements, 

optimized decisions related to infrastructure maintenance could be very difficult to make.   

A fourth feature of the maintenance decisions lies in the physically large size of 

the networks.  Infrastructure networks typically provide services on a national or 

international scale, which often consists of a very large number of nodes and links.  Such 

a scale makes optimization models developed for these networks could easily have 

millions of variables and constraints, thereby creating a significant challenge to solve.  

In summary, infrastructure inspection and maintenance decisions often have 

conflicting objectives and complex timing coordination requirements.  Moreover, the 

long planning horizon and the very large size of these networks create a significant 

challenge for modeling and solving these infrastructure inspection and maintenance 

problems.   



 6 

1.3. RESEARCH FOCUS AND CONTRIBUTIONS  

The primary goal of this dissertation is to provide a set of innovative modeling 

and solution techniques that can effectively support management decision making for 

infrastructure inspection, upgrading, and maintenance.  These decisions related to 

infrastructure inspection and maintenance often cut across traditional decision-making 

levels and are time-dependent.  The modeling techniques that are used, therefore, must be 

both sufficiently flexible and powerful enough to incorporate complex timing 

coordination requirements and to integrate different decision-making perspectives, while 

at the same time seeking an optimized solution that minimizes the total overall cost of the 

project.  The management decisions in infrastructure inspection and maintenance also 

require decision models that are capable of operating on a large scale.   The solution 

techniques, therefore, must provide effective strategies to reduce the size of the model, 

speed up the solution procedure, and determine the optimal solution in a relatively short 

amount of time.  The modeling and solution techniques developed here are optimization-

based; we strive for finding the optimal or close-to-optimal solutions for complex 

infrastructure inspection and maintenance problems within a relatively short time frame.   

In this dissertation, we are especially interested in modeling and solving two 

challenging decision problems that occur in infrastructure inspection, upgrading, and 

maintenance practices: (a) the resource planning and job scheduling problem and (b) the 

inspection vehicle routing problem.  Different from classical capacity planning problems 

or vehicle routing problems that are in the existing literature, these problems require 

timely and integrated decisions across the “strategic,” “tactical,” and “operational” levels 

of the organization.  At the same time they also incorporate complex and time-dependent 

requirements.  These two problems involve computations for very large networks, which 

raises a new challenge on how to simplify the network to reduce the number of 
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computations on the network without sacrificing computational quality.  We face this 

challenge by modeling and solving a network reduction and approximation problem, 

which we discuss in a separate chapter.  Due to their large sizes and complex structures, 

all three optimization problems discussed in this dissertation are very difficult to solve 

using existing optimization techniques.  We address this modeling and solution challenge 

by developing tight model formulations specifically tailored to improve solution 

effectiveness by adding strong inequalities aimed to strengthen the LP relaxations, and by 

designing optimization-based algorithms capable of solving large-scale problems.  We 

then demonstrate how these models work by applying them to actual infrastructure 

inspection and maintenance problems, and show how they help infrastructure providers 

improve their performance.      

Next, we briefly describe the problem features and origins, discuss modeling and 

solution techniques, and introduce the applications for each of the three problems.  We 

then summarize the contributions of this dissertation and present an overview of the rest 

of the dissertation.  

 

• Resource planning and job scheduling for project management   

Resource planning and job scheduling for project management entails selecting 

different types of resources each with varying costs and capabilities, assigning the 

selected resources to the jobs, and then scheduling these resources to complete the 

jobs while simultaneously satisfying all the timing coordination requirements.  

We model this problem on a time-space network, develop modeling 

enhancements, and propose a cutting plane procedure, combined with heuristics, 

which significantly outperforms standard solution methods.  This model is 

motivated by the annual infrastructure maintenance planning decisions faced by 
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many transportation and telecommunication companies.  Due to the complex 

coordination requirements and the vast number of resource selection, assignment, 

and sequencing choices, the maintenance planning problem has proved to be 

intractable in practice.  We have successfully applied our model for a major 

transportation company to support its actual infrastructure maintenance planning 

efforts.  The result of using our model not only saves the company millions of 

dollars in annual maintenance expenditures, but also significantly improves the 

quality of its maintenance plans.   

 

• Inspection vehicle routing problem 

Here we consider the problem of routing a vehicle to inspect links of an 

infrastructure network in multiple time periods.  The vehicle must initially start 

from a base station and return back to the base after finishing an “inspection 

cycle.”  In each inspection cycle, the vehicle must start and stop at designated 

terminal nodes within each time period and inspect all of the required links while 

satisfying each link’s inspection frequency and wrap-around separation 

requirements.  The wrap-around separation requirements specify that the times 

between two successive inspections (either in a cycle or across two cycles) on the 

same link must be within a given time interval.  We model this problem based on 

sub-paths, which identify the possible routes that a vehicle can inspect in a unit of 

time.  Due to the complex wrap-around separation requirements, a feasible solution 

is difficult to find after a long computational time.  By thoroughly analyzing the 

problem features, we design a customized solution procedure that incorporates 

effective preprocessing, strong inequalities, and powerful heuristics.  In the 

computational experiments, our solution procedure has proven to be significantly 
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superior to the standard solution methods.  On those difficult problems for which 

the standard solution methods were unable to find any feasible solutions, our 

solution procedure provides optimal solutions in a much shorter time.  The 

problem is motivated by the infrastructure inspection decisions where expensive 

inspection vehicles need to be utilized to maximum efficiency while at the same 

time the wrap-around separation requirements must be satisfied.  Our optimization-

based model and associated algorithms have been successfully applied in a major 

transportation company to support its inspection vehicle planning decisions. 

 

• Network Reduction and Approximation Problem 

The solving of the previous two problems is dependent on developing an effective 

method to reduce the computational time for large-scale networks.   For example, 

one of the important decisions in resource planning and job scheduling is to 

develop a detailed routing plan among assigned jobs for selected resources.  The 

number of the routing variables depends on the size of the routing graph.  If we 

use the physical infrastructure network as the routing graph, the corresponding 

model could be too large to be solved effectively.  We therefore study effective 

modeling and solution techniques to construct a smaller and simpler network from 

an existing complex network so that the routing decisions based on the simpler 

network are the same or have controlled calculation errors.  We first discuss the 

network reduction problem that maintains the shortest path lengths between given 

node pairs when building the simpler network.  We then address the network 

approximation problem that allows longer path lengths between given node pairs 

in developing the new simpler network.  We have developed effective heuristic 

methods to solve both of these problems.   
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In summary, our work provides a wide spectrum of contributions, ranging from 

the development of new models for addressing practical problems to the development of 

advanced solution methodologies that can be used in solving actual business problems.   

Specifically, we believe our contributions are in the following three areas:  

(a) In modeling, we have developed a set of effective decision-support models for 

the important management decisions pertaining to infrastructure inspection, upgrading, 

and maintenance.  Although these decisions are important in ensuring efficient and 

uninterrupted infrastructure services, existing decision models do not have either the 

flexibility or the capacity to properly address all of the objectives and constraints 

required.  

(b) In solution methodologies, we have developed new solution strategies that are 

customized to effectively solve individual problems.  These solution strategies contribute 

to the existing literature by introducing new inequality families and proposing heuristics 

that incorporate innovative approaches.  Our solution strategies can solve optimally such 

major problems or provide close-to-optimal solutions in a relatively short time.  These 

strategies can also be applied to other challenging optimization problems sharing similar 

features to those presented here. 

(c) From an applications perspective, we have applied the model and solution 

strategies to the practical resource planning and job scheduling problem and the 

inspection vehicle routing problem for nationwide infrastructure maintenance and 

inspection decisions, and noted the improvements resulting from the model.  The 

successful applications demonstrate the potential value of applying our models and 

algorithms to other large-scale problems that exist in business.   
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The contributions above also suggest potentially new areas for extending this area 

of research.  From the theoretical and algorithmic perspective, research could be extended 

to (a) further explore the polyhedral structure of these problems, (b) strengthen the 

current inequalities and/or develop new strong inequalities, and (c) improve the 

efficiency of the heuristic methods.  From the practical research perspective, one could 

seek potential model applications and solution strategies in broader service operations 

management areas such as the workforce planning and the supply chain network 

configurations.   

The rest of the dissertation is organized as follows.  Chapter 2 addresses the 

problem of resource planning and job scheduling for project management.  Chapter 3 

discusses the inspection vehicle routing problem.  Chapter 4 presents the network 

reduction and approximation problem.  Lastly, Chapter 5 offers concluding remarks. 
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Chapter 2.  Resource Planning and Job Scheduling for Project 
Management 

2.1.  PROBLEM CONTEXT  

We consider a project management problem that we call the Resource Planning 

and Job Scheduling (RPJS) problem.  This problem combines the resource selection, 

assignment, and routing decisions and the job scheduling decisions subject to job time 

windows and job coordination requirements.  Given a set of jobs, and a set of available 

resource types that vary in their costs and capabilities, the RPJS problem requires several 

decisions.  How many resources of each type should be employed?  Which job should be 

assigned to each chosen resource?  How should the jobs assigned to each resource be 

sequenced?  How should these resources be routed to complete the jobs with a minimum 

total resource selection, assignment, and routing cost?  Note that each job must be 

scheduled based on its duration, earliest start time, latest completion time, and 

relationship with other jobs.  The relationship of jobs specifies how different jobs should 

start at a specific time or should avoid starting at some specific time.   

This model is motivated by the annual infrastructure maintenance planning 

decisions faced by many transportation and telecommunication companies.  In the 

maintenance planning context, the resources correspond to teams of maintenance workers 

and the equipment they use to complete various planned maintenance jobs across the 

country.  The resources are expensive, and vary with the type of jobs performed and the 

geographical jurisdiction.  Moreover, each job must be performed within one of the 

specified time windows, and its timing must be coordinated relative to other jobs.  A firm 

has the flexibility to decide how many of each resource type to employ during the year, 
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and incurs a selection cost per resource used.  In addition, assigning a particular resource 

to a job entails an assignment cost that varies by resource type, job, and time.  Finally, 

since jobs are geographically dispersed, the resources must be transported from one job to 

the next, incurring a routing cost.  The objective is to minimize the total cost for 

completing all jobs.  Since maintenance and repair expenses can account for a large 

portion of a firm’s capital and operating budgets, optimizing the resource selection and 

deployment decisions can yield significant economic savings. 

Traditionally, resource planning decisions and job scheduling decisions are 

modeled and solved as two different problems in the project management literature and 

practice despite their close relationship.  Resource planning is often viewed as a 

“strategic” or “tactical” problem, in which resource capacity is estimated based on 

aggregate job demand.  Job scheduling is often viewed as a “tactical” or “operational” 

decision, in which detailed job schedules are made based on the given capacity of 

resources.  A few OR-based planning tools, such as IBM’s Resource Capacity Planning 

tool (Gresh et al., 2007), have been developed to support resource planning decisions at 

the strategic level, while many optimization models—all based on the assumption that the 

required resources are given—have been developed to support job scheduling decisions 

at a lower level.   

There are three job scheduling models popularly applied in the practice, each 

focusing on one aspect of the decision.  Focusing on the routing of resources, the Vehicle 

Routing Problem with Time Window (VRPTW) model (e.g., Desrosiers et al. 1995, 

Cordeau et al. 2001, Braysy and Gendreau 2005) addresses the decision of routing m 

identical vehicles, initially located at a depot, to deliver goods to n customers.  Each 

customer must be assigned exactly one vehicle/delivery, and must be served within its 

time window.  The objective is to minimize the total distance traveled to complete all 
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deliveries.  Focusing on the assignment of resources to jobs, the Parallel Machine 

Scheduling with Time Window (PMSTW) model (e.g., Cheng and Sin 1990, 

Rojanasoonthon and Bard 2005) is concerned with job scheduling among parallel 

resources and involves assigning n jobs to m parallel machines, and sequencing the jobs 

on each machine so as to complete each job within its available time window (i.e., after 

the job release date and before its due date).  The goal is to minimize the job completion 

times.  Focusing on allocating scarce resources among timing-coordinated jobs, the 

Resource-Constrained Project Scheduling (RCPS) model (e.g., Dorndorf 2002, Neumann 

et al. 2002, Herroelen 2005) considers assigning m shared resources to n jobs, subject to 

precedence and resource constraints.  The aim is to minimize the makespan or completion 

time of the last job.  Among variants of RCPS models, workforce scheduling (e.g., Berg 

and Panton 1994, Ernst et al. 2004) models have received a great deal of attention in 

recent years as workforce is the most critical resource in many service companies.  The 

workforce scheduling problem is concerned with matching job requirements with the 

abilities of a large number of professionals under complex constraints such as those 

regarding job roles, skill levels, and geographical location.  A recent paper published by 

the IBM’s workforce management resource group (Naveh et al. 2007) discusses the 

successful application of the workforce matching tool by IBM Global Services.  

Although separating the project management problem into a high-level resource 

planning problem and a low-level job scheduling problem is common practice in 

academic research and industrial applications, such separation may result in an inferior 

solution or may not even obtain a feasible solution in various contexts.  This infeasibility 

can arise because the resource capacity is estimated by aggregated demand without 

considering the complex timing coordination requirements.  Thus, in the subsequent job 

scheduling decision, the predetermined resources may not have sufficient capacity to 
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satisfy all the detailed job requirements.  An inferior solution might be produced because 

each separated problem only considers a single decision objective.  For example, the 

resource planning problem primarily addresses resource selection costs while the 

following job scheduling problem considers only assignment costs (e.g., in the workforce 

planning problem) or routing costs (e.g., in the vehicle routing problem).  Without the 

support of an integrated decision model, project managers face great challenges in 

dealing with complex and often conflicting objectives.   

Besides the complex decisions and objectives, another challenge the project 

managers face is to incorporate time-dependent job requirements into the decision 

process.  The possible start times of a job depend both on the job’s features and on the 

job’s relationship with other jobs.  In the transportation maintenance context, the possible 

starts of a maintenance job are often impacted by the local weather.  For example, the 

hurricane season in the south or the snowstorm season in the north is normally not 

considered as a good time to schedule maintenance activities.  The maintenance history 

of facility also impacts the next maintenance times for jobs at the same facility.  These 

requirements restrict a job to be performed only at some specific time intervals of the 

planning horizon.  Such specific time intervals are called time windows in practice.  Note 

that a job may have more than one feasible time window.   In some applications, 

managers might define different types of time windows, such as “acceptable” windows to 

refer to periods in which a job must be scheduled and “preferred” windows for periods in 

which a job is preferred to start.   

In addition to time windows for each job, there are various timing coordination 

requirements that restrict the start times of two or more jobs.  These requirements specify 

whether two jobs should start at the same time (concurrence), one ahead of another 

(precedence or strict precedence), or never work at the same time (non-concurrence).  
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Among the four types of relationships, the strict version of the precedence requirement 

(i.e., the second job can start only after the end of the first job) has been extensively 

studied in project management or machine scheduling literature (e.g., Pinedo, 2002), but 

the equally important concurrence and non-concurrence requirements have received little 

attention in the existing literature.   In many practical applications, however, a feasible 

schedule may require that a set of jobs start at the same time in order to maximize the 

utilization of shared resources, or it may require that a set of jobs cannot have overlapped 

work times because these jobs are competing for scarce resources.  In the transportation 

industry, another motivation to enforce the non-concurrence requirement on a set of jobs 

is to avoid having two or more maintenance jobs performed simultaneously at the major 

transportation lines so that the regular traffic on these revenue-generating lines is not 

severely disrupted.  Considering time-dependent job requirements is one of the key 

features of maintenance planning decisions.  However, to schedule all jobs in the allowed 

time windows (and preferably in one of the “preferred” windows), while honoring all 

timing coordination requirements among jobs, the already challenging resource planning 

and job scheduling decisions become even more formidable. 

This chapter targets the development of an integrated decision support model to 

help project managers make best trade-offs among important decision goals after 

considering all resource and job requirements.  The RPJS model we develop combines 

the resource planning decision with job-resource matching, resource routing, and job 

scheduling decisions together.  The RPJS model also accurately captures the time 

window requirements and the timing-coordination requirements for jobs.  Thus, the 

resource selection plan and the detailed job schedule produced by our RPJS model 

provide a much more cost-effective and often higher quality solution than does the 
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conventional practice of modeling and solving the resource planning and job scheduling 

separately.    

We propose an integer programming modeling framework for the RPJS problem 

that is quite versatile.  As a generalization of several well-known NP-hard problems, the 

RPJS model is also computationally intractable.  Therefore, we focus on developing an 

effective optimization-based approach to generate solutions with performance guarantees.  

The solution method we propose combines cutting plane methods with a novel heuristic 

procedure.   

Cutting plane is a strengthening of the traditional branch-and-bound techniques.  

Padberg and Rinaldi (1991) were among the first to develop a cutting plane method to 

solve large instances of the traveling salesman problem (TSP).  A similar technique was 

used by Hoffman and Padberg (1993) to solve large airline crew scheduling instances.  

Araque et al. (1994) developed a branch-and-cut (B&C) algorithm for an identical 

customer vehicle routing problem.  Bard et al. (2002) further incorporated cutting plane 

techniques and a feasibility heuristic for solving the VRPTW.  In the cutting plane 

approach, the problem is initially formulated as a Mixed Integer Programming problem.  

The integrality constraints are then relaxed and the resulting linear program is optimized.  

If the solution is integer, then the algorithm terminates with the optimal solution to the 

original problem.  If the solution is fractional, then valid inequalities (i.e., cuts) are 

appended to the model and the procedure is repeated.  When no more cuts can be 

identified by the separation schemes, or the effect of any new inequalities is marginal, 

branching is initiated.  The efficiency of the cutting plane procedure relies heavily on the 

cuts added to the model.  In this chapter, we introduce four new families of cuts that we 

call Minimum Capacity Inequality (MCI ), Residual Capacity Inequality (RCI ), Flow 

Compatibility Inequality (FCI ), and U-Route Inequality (URI ).   
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We also develop effective methods to derive strong lower bounds and design a 

new heuristic procedure to provide a good initial solution to the branch-and-bound 

process.  The heuristic first solves a series of smaller problems that are derived from the 

original problem.  Using the valuable information obtained by solving these small 

problems, the original problem becomes easier to solve.  Thanks to the strong model 

formulation, the valid inequalities and strong lower bounds, and the new heuristic, our 

RPJS algorithm is capable of solving large-scale project management problems within a 

reasonable computational time.  We have applied this model and solution methodology to 

a practical problem context in which some instances require solving models with as many 

as 100,000 integer variables and 30,000 constraints.  The successful application resulted 

in improved resource deployment plans and significant cost savings.  

This chapter is organized as follows.  Section 2.2 presents an integer 

programming formulation for the RPJS problem, and justifies the model.  Section 2.3 

focuses on developing the valid inequalities to strengthen the original model.  Section 2.4 

develops an effective method to derive strong lower bounds and to obtain a good initial 

solution.  Section 2.5 illustrates the effectiveness of our solution strategies for solving the 

RPJS problem using data obtained from a large-scale maintenance application.  Section 

2.6 offers concluding remarks.   

 

2.2.  MODELING THE RPJS DECISIONS 

2.2.1.  Model formulation 

2.2.1.1.  Notations and variables  

As addressed in the previous section, the RPJS problem we face has a set of jobs 

and a set of candidate resource types as the inputs.  These jobs are geographically 
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dispersed in different locations; each job has its feasible time windows and there are four 

types of timing coordination requirements among jobs.  These jobs can be categorized 

into different job types, each type requiring specialized human resource skills and 

equipment.  Meanwhile, the resources (human beings and equipment) also have different 

types, varying in their specific skills and technique configuration.  Thus, the decisions of 

the RPJS problem are to select and assign best resource types to jobs so that the resource 

types are matching with the job types, schedule the start times of jobs so that all time 

window and timing coordination requirements are satisfied, and finally determine the 

routing plan of selected resources among assigned jobs.  Each decision incurs a cost and 

the objective of the model is to minimize the total costs incurred by all decisions. 

We first define several key sets in the model.  Let R be the set of resource types, J 

the set of jobs, and P be the set of job types.  Without loss of generality, we assume that 

each resource type can work only on jobs of a particular type.  Some practical 

applications may have a resource capable of working on different job types.  In those 

cases, we can regroup the jobs into artificial types so that all jobs performed by the same 

resource belong to the same job type.  Without timing-coordination constraints, it is clear 

that one can model and solve the RPJS problem independently for each job type.  

However, because the timing-coordination requirements often concern jobs among 

different types, one has to consider the RPJS decisions of all types simultaneously.   

We further define K as the set of job locations, and T as the set of time indexes.  

Each element k ∈ K is a location where resources can start/complete their jobs, or transfer 

from one job to the next.  Note that a location does not necessarily refer to a physical 

point where a job starts or ends; it may refer to, for example, a logical set consisting of a 

group of jobs.  In this latter case, the resource routing from one location to another may 

represent the change-over from one procedure to another, each procedure consisting of a 
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set of jobs, or represent the averaged movement from each job in one set to each job to 

another set.  Each index t ∈ T represents a time period.  We use a discrete time 

framework in the model for several reasons.  First, most practical projects are measured 

by discrete time periods, such as days, weeks, or months.  Thus, using a discrete time-

indexed model is a natural and convenient way to model the time-dependent decisions in 

practical projects.  Second, a discrete time model often produces a stronger LP relaxation, 

compared to alternative modeling approaches, in many instances (see Sousa and Wolsey 

1992, Lee and Sherali 1994, Crama and Spieksma 1996, van den Akker et al., 1999, 2000 

for example).  Finally, in our numerical experiments based on real RPJS data, the time-

indexed model outperformed the other models we tested.   

The following notations are needed to represent the properties of jobs and 

resources, and their relationships.  For each j ∈ J, T(j) defines the set of feasible starting 

times of job j, and R(j) the set of resource types that can perform j.  In addition, dj denotes 

the duration of job j, k1j denotes the start location of job j, k2j denotes the end location of 

job j, and pj denotes the type that job j belongs to.  Note that, although for simplicity of 

expression we assume a job has prespecified start and end locations, our model can easily 

extend to the case where a job is known only by two end locations but its working 

direction is part of the decision.  For each r ∈ R, JI is the set of jobs that resource type r 

can perform, and RGI = (KI, RAI) is a routing graph that defines the jurisdiction of 

resource type r.  In the graph, KI denotes the set of locations (i.e., nodes) that resource 

type r can work on or travel through, and RAI denotes the set of allowed routing 

movements (i.e., arcs) among the locations in KI.  The routing of resources from one 

location to another may take time, but this time is often small enough to ignore, 

compared with the job performing time.  For example, in many infrastructure 

maintenance projects, a maintenance job takes weeks while the traveling time is counted 
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in hours.  We therefore assume the routing time is zero in the model.  We should point 

out that this assumption is not critical; a nonzero routing time can be easily incorporated 

into our model.  For each k ∈ K, JK(k) is the set of jobs that start at location k.  For each r 

∈ R and k ∈ K, JS(r, k) and JE(r, k) define, respectively, the set of jobs that start and end 

at location k, and that can be performed by resource type r.  Moreover, let JCC, JNC, 

JPC and JSPC define the set of job pairs with concurrence, non-concurrence, precedence 

and strict precedence relationships.  Let j and j’ be two jobs that have timing coordination 

requirements.  A job pair < j , j’> ϵ JPC specifies that job j must start before job j’ is 

begun, and end before job j’  is completed.  A job pair < j , j’> ϵ JSPC enforces that job j 

must end before job j’ is begun.  A job pair < j , j’ > ϵ JCC describes that two jobs must be 

done at the same time;  if job j has a longer duration, it must start before job j’ is begun, 

and end after job j’  is completed.  Finally, a job pair < j , j’ > ϵ JNC means that the 

execution time of the two jobs must not overlap.  Note that the timing coordination 

requirements are extensions of the traditional precedence relationship discussed in project 

management or machine scheduling literature, where precedence is equivalent to the 

strict precedence requirement here.  Figure 2.1 illustrates the four types of coordination 

requirements.  In this figure, the horizontal axis represents the time period and the bar 

next to each job index represents the duration of the job.   
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Figure 2.1: Four types of timing coordination requirements 

We next define variables and corresponding costs to represent the activities of 

resources during the planning horizon.  Within a system, a resource is capable of 

performing three types of activities: working, routing, and waiting.  In addition, a 

resource has two instantaneous activities: entering and leaving the system.  Each activity, 

except for leaving, is associated with a certain cost.   

• Working: a resource works on a job.  Let the binary assignment variable wrjt 

specify if a type r resource performs job j from time t.  Let wrjt be 1 if the 

assignment is true, and 0 otherwise.  Each assignment incurs an assignment cost 

Arjt ..   

• Routing: a resource moves or changes over to the start location of the next job 

after finishing the previous job.  Let the integer routing variable urkk’t  represent 
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the number of type r resources that are routed from location k to k’ at time t; each 

movement incurs a routing cost Srkk’t .   

• Waiting: a resource waits after finishing a job because the next job is not yet 

ready to start.  Let the integer inventory variable hrkt define the number of type r 

resources that are waiting at location k and time t; each idle resource incurs an 

inventory cost Irkt.  

• Entering/Leaving: a resource first enters, and finally leaves, the system.  Let the 

integer source variables yrkt and sink variables zrkt define the number of type r 

resources that enter/leave the system at location k and time t.  Each entering 

resource incurs a selection cost Frkt.  In a practical context, the entering activity 

can be interpreted as the decision to employ a resource, which then starts to work 

on the jobs at location k.  The leaving activity does not incur any cost, but it 

marks the termination of the resource’s usage during the planning horizon.  

Our integer programming (IP) model incorporates resource and job assignment 

requirements as well as all timing coordination requirements as constraints, but we do not 

need to explicitly formulate the time window requirements as constraints since we define 

the assignment variables based only on the feasible starting time periods.  In addition, we 

have flow conservation constraints to ensure that the activities of resources are 

connected.  That is, a resource will immediately start another activity after finishing the 

previous one.   

2.2.1.2.  MTM, moving time method to model timing coordination constraints  

The following formulation checks each time index to see if any timing 

coordination requirement is violated at that time.  We call this method Moving Time 

Method (MTM ).  The complete formulation is listed as follows:    
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Note: without loss of generality, we assume dj ≥ dj’ . 
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Non-negativity and Integrality 

wrjt  = 0 or 1    for all r ∈ R, j ∈ J®, t ∈ T(j)   (2.8a) 
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urkk’t = integer   for all r ∈ R, (k, k’) ∈ RA®, t ∈ T    (2.8b) 

hrkt  = integer   for all r ∈ R, k ∈ K(r), t ∈ T       (2.8c) 

yrkt  = integer   for all r ∈ R, k ∈ K(r), t ∈ T     (2.8d) 

zrkt  = integer   for all r ∈ R, k ∈ K(r), t ∈ T     (2.8e) 

The objective function (2.1) minimizes the sum of costs for selecting resources, 

assigning resources to jobs at specific times, routing resources among jobs, and letting 

resources wait.  Constraint (2.2) ensures that the number of resources finishing the 

previous activities is equal to the number of resources that start the next activities for 

each resource type, location, and time.  Another way to interpret the formulation is to 

consider the variables as flows on a “time-space network.”  Each node of the network 

represents a time-space point, expressed by a triple <resource type, location, time>.  Each 

arc, formulated as a variable, represents a possible activity of a resource, and the value of 

the variable represents the flows on the arc.  In each node, the incoming flow must be 

equal to the outgoing flow.  The objective of the model is to minimize the total flow costs 

on the network.  Constraint (2.3) ensures that each job is performed only once by a single 

resource.  Constraints (2.4)-(2.6) are the timing coordination constraints.  The 

concurrence constraint (2.4) specifies that if dj ≥ dj’ and job j begins at time t, then job j’ 

can begin only at the time interval [t, t + dj – dj’ ].  That is, job j’  can begin only after job j 

starts and must end before job j is completed.  The non-concurrence constraint (2.5) 

specifies that, for any non-concurrence job pair, j and j’ , at most one job can be 

performed at any time period.  The precedence constraint (2.6) ensures that the starting 

time of job j is no later than the starting time of job j’  and that the completion time of job 

j is also no later than the completion time of job j’ .  The strict precedence constraint (2.7) 

ensures that the completion time of job j’  is no later than the starting time of job j’ .  Note 

that constraints (2.4) to (2.7) provide a general and comprehensive framework for the 
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temporal relationship among jobs: the working time of two jobs can either be totally 

separated (non-concurrence or strict precedence), partly overlapped (precedence), or fully 

covered (concurrence).   

Besides the moving time method, there are other ways to model the timing 

coordination constraints.  One of them, presented next, formulates these constraints based 

on the starting time of each job.  We call this method the Starting Time Method (STM).  

2.2.1.3.  STM, alternative way to model timing coordination constraints  

Define a new variable, jt , as the starting time of job j. jt  is derived by 

   '
( ) '

'j rjt
r R j t T

t t w
∈ ∈

= ∑ ∑       (2.9) 

Using the new variable, jt , the timing coordination constraints are modeled as: 

Concurrence  

    'j jt t≤  for all <j, j'> ∈ JCC    (2.9a) 

   ' 'j j j jt t d d≤ + −  for all <j, j'> ∈ JCC    (2.9b) 

Non-Concurrence  

Define additional binary variables, 'jjIn< > , to indicate whether job j follows j’  .  

  ' ' ' '(1 )j j j jj jjt t d M In< > < >≥ + − −   for all <j, j'> ∈ JNC   (2.10a) 

  ' ' 'j j j jj jjt t d M In< > < >≥ + −   for all <j, j'> ∈ JNC   (2.10b) 

where 'jjM < >  is a constant that depends on the job pair <j, j'>.  Generally, we set:  

  ' ' ' ' 'max{ , , }jj j j j j j j j jM LS d ES LS d ES d d< > = + − + − +  

where jES  is the earliest start time of j and jLS  is the latest starting time of job j.   

Precedence 

  'j jt t≤   for all <j, j'> ∈ JPC with dj’  > dj   (2.11a) 

  ' 'j j j jt d d t+ − ≤ for all <j, j'> ∈ JPC with dj’  < dj   (2.11b) 

Strict Precedence 
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  'j j jt d t+ ≤  for all <j, j'> ∈ JSPC     (2.12) 

Because the STM method requires only one inequality for each timing 

coordination job pair, the size of the model will be much smaller than the one with the 

MTM method. On the other hand, although the STM method may present a more concise 

model, its LP relaxation is often weak. We will present a third type of formulation in 

Section 2.3, which is shown to be stronger than both the MTM and STM models but also 

has fewer constraints.   

The solution provided by our model shows managers how many resources of each 

type to employ, and when and which resource types to perform which job.  What it does 

not explicitly show is the entering and leaving dates, the assignment, and the routing for 

each individual resource.  However, determining these details requires only a simple 

procedure of transferring an arc flow solution (i.e., our model solution) to a path flow 

solution (e.g., Ahuja et al., 1993).   

Comparing our RPJS model with other well-known scheduling models, such as 

the Vehicle Routing Problem with Time Window (VRPTW) model, the Parallel Machine 

Scheduling with Time Window (PMSTW) model, the Resource-Constrained Project 

Scheduling (RCPS) model, one can clearly see our model is distinguished from these 

models by two key features: (1) instead of considering a single objective, our model 

integrates all related decisions into a single decision framework; and (2) instead of 

considering only the strict precedence requirements, our model captures all important 

timing-coordination requirements.  The following table gives a detailed comparison 

between our model and the three classical models. 
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Features Vehicle 
Routing 

Machine 
Sched. 

Project 
Sched. RPJS Problem  

Objective Min. routing 
cost 

Min. 
assignment 

cost 

Min. 
assignment 

cost 

Min. selection, 
assignment, 
routing cost 

Resource 
Number? 

Given Given Given Decision Variable 

Job-Resource 
Type 
Assignment? 

Given Given Given Decision Variable 

Multiple 
Resource Types? No No Yes Yes 

Resource 
Routing? 

Yes No No Yes 

Job Duration? No Yes Yes Yes 
Timing 
Coordination? 

No No Precedence  Precedence / 
Concurrence /  

Non-concurrence 

Table 2.1: Comparison between the RPJS model and 3 classical models 

2.2.2.  Computational challenge 

We obtained historical project scheduling data for infrastructure maintenance 

projects and used the data to test the performance of our model.  After considering the 

complex features and the large scale of the problem, we originally expected that 

advanced commercial optimization software such as CPLEX could find a reasonable 

solution—say, with a gap of less than 10%—within 24 hours of computational time.1  

Unfortunately, despite running parallel CPLEX optimizers on a cluster of workstations, 

the default procedure in CPLEX could not find a good solution within 24 hours.  Figure 

2.2, derived from one of the instances tested, illustrates the performance of CPLEX using 

its default solution procedure.  

                                                 
1 The “gap” represents the difference between the cost of the best solution found  and the current best lower bound on the objective 
value, where the objective lower bound is often represented by the value of the linear program, a relaxation of the integer program.  
There are different ways to express the gap; our paper uses the following expression: Gap = (Best upper bound – Best lower bound ) / 
Best upper bound, which is also used by CPLEX.   
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Figure 2.2: Example of CPLEX performance using default settings 

Figure 2.2 above records the time and gap whenever a new integer solution is 

found; these solutions are represented by the diamond points in the figure.  As shown in 

the figure, although CPLEX finds the first solution quickly, with a gap of 70%, and 

improves the solution dramatically in a short subsequent time, it is not able to continue 

improving existing solutions.  Finally, after 24 hours of computation, the final solution 

still has a gap as high as 25%.  Increasing the computational time is of little help.  After 

running the model for more than one week, the final gap was still more than 15%.  This 

computational challenge necessitates developing a new and effective strategy that is 

capable of closing the gap in a limited time.   

If an integer solution has a big gap with respect to the objective lower bound, it 

might come from two possible sources.  One possibility is that the current objective lower 

bound is distant from the optimal value, and another is that the current integer solution 

value is distant from the optimal value.  We call the former a “weak” lower bound and the 
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latter a “poor” integer solution.  Since a big gap may result from a weak bound or a poor 

solution, the solution strategy we have developed addresses both.  To improve a weak 

lower bound, we strengthened the model by reformulating the timing coordination 

constraints and developing four families of inequalities.  We also derived strong lower 

bounds on the cost components using a customized solution procedure.  All these 

methods help raise the LP lower bound, thus permitting a more accurate assessment of 

the quality of the existing solutions, reducing enumeration effort in the branch-and-bound 

procedure, and leading to better heuristic solutions.  To improve a poor integer solution 

so that an optimal or nearly optimal solution can be found quickly, we customized both 

the preprocessing procedure and the heuristic procedure.  The preprocessing procedure 

removes unnecessary variables and constraints, and transforms complex constraints into 

simpler ones.  The heuristic procedure solves a series of small problems, all derived from 

the original problem.  Each solution from the previous problem provides an initial 

solution and strong bounds for the next problem, and finally makes the original problem 

much easier to solve.  The preprocessing and heuristic methods, combined with the 

strong inequalities, help obtain satisfactory solutions with performance guarantees within 

limited computational time. 

2.3.  STRENGTHENING THE MODEL  

We employ two techniques to strengthen the model.  The first is to reformulate 

the timing coordination requirements to reduce the number of constraints and to prevent 

some fractional linear programming (LP) solutions.  The second is to add valid 

inequalities to further tighten the LP relaxation, thus improving the lower bound.   
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2.3.1.  Strengthened timing coordination constraints 

The four types of timing coordination requirements – precedence, strict 

precedence, concurrence, and non-concurrence – are the major constraints that the RPJS 

model needs to satisfy.  We discussed two alternative ways, MTM and STM, in section 

2.2.  Here we introduce a third method, called the Strengthened Moving Time Method 

(SMTM ), and show that formulations using this method strictly dominate the other two. 

Strengthened Concurrence  

  '' ' "
( ) { '' } ( ') { " 1}

1rjt rj t
r R j t t r R j t t

w w
∈ ≥ ∈ ≤ −

+ ≤∑ ∑ ∑ ∑  for all <j, j'> ∈ JCC, t ∈ T  (2.13a) 

  '' ' "
( ) { '' } ( ') { " 1}

1
j j

rjt rj t
r R j t t r R j t t d d

w w
′∈ ≤ ∈ ≥ + − +

+ ≤∑ ∑ ∑ ∑  for all <j, j'> ∈ JCC, t ∈ T (2.13b) 

Inequality (2.13) ensures that if job j begins in time t, job j ' can begin neither 

before t nor after j jt d d ′+ − .  Note the first term in both (2.13a) and (2.13b): Instead of 

just checking whether job j starts in time t, (2.13a) also sums up all time periods after t 

while (2.13b) sums up all before t.   

Strengthened Non-Concurrence (JNCSet version)  

Instead of defining job pairs, we identify job sets in which each element 

corresponds to a group of non-concurrent jobs (i.e., every pair of jobs in a group is non-

concurrent).  Let C be the set of non-concurrent job groups.  For each c ∈ C, JNCSet(c) 

defines the set of jobs where any two jobs are non-concurrent.  We have:       

 "
( ) ( ) " 1

1
j

t

rjt
j JNCSet c r R j t t d

w
∈ ∈ = − +

≤∑ ∑ ∑  for all c ∈ C, t T∈      (2.14) 

The formulation specifies that at most one job can be in process at any time t in 

any non-concurrent job group c.  Given the non-concurrent job pairs, finding a minimum 

number of non-concurrent job groups is equivalent to partition a graph into cliques (Karp, 
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1972).  Although finding a maximum clique is a well-known NP-complete problem, 

simple greedy heuristics work very well in practical applications.   

 Strengthened Precedence  

'' ' "
( ) " ( ') { " 1}

1rjt rj t
r R j t t r R j t t

w w
∈ ≤ ∈ ≤ −

+ ≤∑ ∑ ∑ ∑  for all <j, j'> ∈ JPC with dj’  > dj, t T∈   (2.15a) 

'

'' ' "
( ) { "} ( ') { " 1}

1
j j

rjt rj t
r R j t t r R j t t d d

w w
∈ ≤ ∈ ≤ + − −

+ ≤∑ ∑ ∑ ∑  for all <j, j'> ∈ JPC with dj’  < dj, t T∈   (2.15b) 

Strengthened Strict Precedence  

'' ' "
( ) { "} ( ') { " 1}

1
j

rjt rj t
r R j t t r R j t t d

w w
∈ ≤ ∈ ≤ + −

+ ≤∑ ∑ ∑ ∑  for all <j, j'> ∈ JSPC, t T∈     (2.16) 

Both the strengthened precedence and strict precedence formulations ensure that 

the timing coordination relationship holds not only in a single time index but also in a 

time interval, therefore providing a stronger LP approximation for IP.  This type of 

strengthening was first introduced by Christofides et al. (1987) and was applied recently 

in Mohring et al. (2003). 

 

Proposition 2.1:  The SMTM inequalities (2.13)-(2.16) are valid and strictly dominate 

both the MTM and STM inequalities. 

The proof includes two parts, the validity proof and the dominance proof.  In the 

validity proof part, we show that the formulations (2.13) to (2.16) are consistent with the 

definitions of the four types of timing-coordination requirements.  The dominance proof 

includes two subparts; one is to show the SMTM inequalities strictly dominate the MTM 

inequalities and another shows the SMTM inequalities strictly dominate the STM 

inequalities.  In each subpart, we first show that a feasible LP solution satisfying SMTM 

inequalities is still feasible for the MTM or STM inequalities; we then provide special 

cases to show that a feasible LP solution to MTM or STM inequalities may be infeasible 

to the SMTM inequalities.  Appendix 2A provides details of the proof.    
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We present the following simple example to shed light on the key difference of 

these formulations.  Consider, for example, the concurrence relationship.  In the 

formulation presented in Section 2.2, the concurrence constraints (2.4) between jobs j and 

j ' (assuming dj ≥ dj') state that if job j starts in time t, job j' can only start within the time 

interval [t, t + dj - dj'].  Alternatively, we can model the constraints by specifying that if 

job j starts in time t, job j' cannot start before t and after t + dj - dj'.  Inequality (2.13) 

further extends this idea by stating that: if job j starts in time t or later, job j'  cannot start 

before t, and if job j starts in time t or earlier, job j'  cannot start after t + dj - dj'.  Consider 

a problem instance that contains only two jobs, a and b, with the requirement that job a 

must be concurrent with job b.  The planning horizon is four weeks and the two jobs can 

start in any week—that is, both jobs have time window = [1, 5).  Job a has duration 2, 

and Job b has duration 1.  Figure 2.3 shows a fractional solution in which half of job a 

starts in period 1 and the other half starts in period 2, while half of job b starts in period 2 

and the other half starts in period 4.  This fractional solution is LP feasible for 

inequalities (2.4) but LP infeasible for the strengthened concurrence inequalities (2.13) 

because it violates inequality (2.13b) in period 2.   

 

Figure 2.3: Example of a fractional solution with concurrence requirement 
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2.3.2.  Strengthened low bounds using strong inequalities 

Polyhedral approaches that add valid inequalities to tighten the LP relaxation have 

proven very effective in solving difficult optimization problems.  These inequalities are 

not implied by the existing formulation, but they are “valid” because every IP solution 

must satisfy these inequalities while many LP solutions will not.  To strengthen the RPJS 

model, we developed four families of inequalities that are called Minimum Capacity 

inequality (MCI ), Residual Capacity inequality (RCI ), Flow Compatibility Inequality 

(FCI ), and U Route Inequality (URI ).  Each family consists of different forms of 

inequalities, and some forms dominate the others.  For each inequality family, we first 

present its basic form and then extend to the strong form or the general form.  We also 

discuss separation methods to identify those strongly violated inequalities from a large set 

of potentially useful inequalities.   

2.3.2.1.  Minimum capacity inequality and its strong version 

Basic form 

Because resources are expensive, an optimal LP solution tends to employ only a 

fractional number of resources whose total capacity is exactly equal to the total required 

job workload.  On the contrary, because an integer solution must employ an integer 

number of resources, the total resource capacity in the optimal integer solution is often 

larger than the total job workload.  Motivated by this observation, we develop a class of 

inequalities that ensure the total number of resources employed must be no smaller than 

the minimum integer number of resources required.   

Define MR(t, t') as the minimum integer number of required resources in [t, t')  (t' 

>  t).  The proposed inequality is shown as: 
' 1 1

, 1 " , "
( ) " ( ) "

( , ')
j

t t

rk t rkt rj t
r R k K r t t j J r R j t t d

h y w MR t t
− −

−
∈ ∈ = ∈ ∈ = −

 + + ≥ 
 

∑ ∑ ∑ ∑ ∑ ∑  for all [t, t')  (t' >  t)  (2.17) 
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The three terms on the Left-Hand Side (LHS) sum up the number of resources 

that either are idle at the beginning of time period t (term 1), or else enter the system in 

time interval [t, t') (term 2), or start a job before t but will end after t (term 3).  Thus, the 

LHS in (2.17) represents the total number of resources available to perform jobs in time 

interval [t, t’).  

To find the value of MR(t, t'), we first define MW(t, t') as the minimum workload 

in the time interval [t, t') for all jobs.  Let ESj and LSj denote the earliest start time and the 

latest start time of job j.  Given a time interval [t, t'), we consider four categories of jobs: 

 J1(t, t’) = { j: t – dj < ESj < t and LSj < t'– dj}, 

 J2(t, t’) = { j: t – dj < ESj < t and t' – dj < LSj < t'}, 

 J3(t, t’) = { j: t < ESj and LSj < t'  – dj}, and 

 J4(t, t’) = { j: t < ESj and t'  – dj < LSj < t'}. 

Jobs in J1 can start earlier than t, but because t – dj < ESj < t and LSj < t'– dj, at 

least the (ESj + dj – t) portion of the job duration must be in the interval [t, t').  In other 

words, the minimum workload for job j in J1 is (ESj + dj – t).  Similarly, we can calculate 

that the minimum workload for job j in the other three categories is min {(ESj + dj – t), 

(t'– LSj)}, dj, and (t'– LSj), respectively.   If a job belongs to none of the above four 

categories, its minimum workload is zero in the interval [t, t') because the whole job can 

be performed outside the interval.  Adding up the total minimum workloads over all jobs 

in the four categories in the interval [t, t'), we get MW(t, t').  The minimum number of 

resources MR(t, t’ ) is derived by ( , ') ( , ') ( ' )MR t t MW t t t t= −   .  Note that the round-up 

operation in the formulation ensures the MR(t, t’ ) is the minimum integer number.  The 

operation is the key to prevent undesirable LP solutions that employ only a 

fractional ( , ') ( ' )MW t t t t−  number of resources.    
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The following figure illustrates the idea of calculating the minimum workload for 

different jobs: 

 

Figure 2.4: Example of calculating the minimum workload 

The above figure shows five example jobs.  For each job j, we show its earliest 

start time ESj and the latest start time LSj .  Thus, the start time of job j can be any time in 

the interval [ESj ,  LSj] .  Given a time interval [t, t'), we try to move job j as far away as 

possible from the interval.   Job 1 in Figure 2.4 belongs to category J1: if we let the job 

start at ES1, then the maximum amount of workload, t - ES1, will be beyond the interval 

[t, t').  In other words, the minimum workload of job 1 in [t, t') is (ES1 + d1 – t).  Job 2 

belongs to category J2: if we start early, there will be a maximum t – ES2 workload 

beyond the interval [t, t'); or if we start late, there will be a maximum d2 –  (t' – LS2 ) 

workload beyond the interval [t, t').  In other words, the minimum workload of job 2 must 

be the minimum of (ES2 + d2 – t) and (t' - LS2).  Job 3 belongs to category J3: no matter 

when to start, the whole job must be performed within the interval [t, t').  Therefore, the 
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minimum workload of job 3 must be d3.  Job 4 belongs to category J4: if we let the job 

start at LS4, then the maximum amount of workload, d4 –  (t' – LS4 ), will be beyond the 

interval [t, t').  In other words, the minimum workload of job 4 in [t, t') is (t' – LS4).  Job 5 

represents other jobs, of which the whole workload can be performed beyond the interval 

[t, t').  Therefore, the minimum workload of job 5 must be 0.  Adding all the minimum 

workloads, we get   

MW(t, t') = (ES1 + d1 – t) + min{( ES2 + d2 – t), (t' - LS2)}  + d3 + (t' – LS4) + 0 

for the example illustrated in Figure 2.4. 

The validity of inequality (2.17) is obvious and its effectiveness is built on the 

fact that we round up the value of ( , ') ( ' )MW t t t t−  to the nearest integer.  Without the 

inequality, the LP solution will drive the number of resources employed down to the 

fractional value ( , ') ( ' )MW t t t t− .  

The main difficulty with inequality (2.17) is that it requires one inequality for 

each time interval.  Given |T| time units in a planning horizon, the possible time intervals 

could be |T|2, therefore |T|2 inequalities.  The huge number of inequalities required by the 

form may make the size of the model too large to solve effectively.  To address this 

problem, we identify a set of special time intervals [t, t'), called Non-Dominated Time 

Intervals (NDT for short).  An interval [t, t') belongs to the NDT set if there is no other 

interval  [t'', t'''), which has: MR(t'', t''') > MR(t, t'), t'' > t, and t''' ≤ t'.  We have the 

following proposition. 

 

Proposition 2.2: All inequalities for [t, t') ∉ NDT in (2.17) are dominated by inequalities 

for [t, t') ∈  NDT. 

To show Proposition 2.2 holds, we define two time intervals 1 1[ , )t t′  and 2 2[ , )t t′  

where 1 1 2 2( , ' ) ( , ' )MR t t MR t t≥ , 1 2t t≥  and 1 2t t′ ′≤ .  Each interval corresponds to one 
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inequality (2.17).  Because the RHS of two inequalities has 1 1 2 2( , ' ) ( , ' )RHS t t RHS t t≥ , if 

we can show the LHS of the two inequalities satisfies 1 1 2 2( , ' ) ( , ' )LHS t t LHS t t≤ , then we 

have: 

2 2 1 1 1 1 2 2( , ' ) ( , ' ) ( , ' ) ( , ' )LHS t t LHS t t RHS t t RHS t t≥ ≥ ≥  

the inequality (2.17) for 1 1[ , )t t′  dominates the inequality (2.17) for 2 2[ , )t t′ .   For details of 

the proof please refer to Appendix 2B. 

Instead of adding all inequalities (2.17) into the model, Proposition 2.2 shows that 

only a small subset of the inequalities is needed.  We developed an effective algorithm to 

identify the special NDT set.  Our computational experience based on the real data shows 

that the number of NDT inequalities is very small.  Generally, given 50 time periods, the 

NDT inequalities are around 10, much less than the original 2,500 inequalities.   

Strengthened form 

We first rewrite inequality (2.17) in a general form.  Given a job subset J', a 

resource type subset R', and a time interval TW’ = [ t', t''), define the corresponding 

minimum work load as MW , which is a function of J’, R’, and TW’, and the minimum 

number of required resources as /MR MW TC=    , where TC = t''– t'.  For convenience, 

we use the term “system” hereafter to represent the given job set, resource set, and time 

interval, and the term “capacity” to represent the maximum time that a resource can work 

in the system.  For instance, if a resource enters the system in time t' and leaves in t'', its 

capacity is t''– t'.  Define tx  as the number of resources that enter the system in time t.  

Inequality (2.17) is rewritten as: 

   
'' 1

'

t

t
t t

x MR
−

=

≥∑       (2.17') 

Inequality (2.17) assumes that each resource is exchangeable no matter what its 

actual capacity is.  However, if a resource enters the system too late or leaves it too early, 

its capacity will be much lower than the capacity of other resources that enter the system 
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at the beginning and leave at the end.  In short, we should not count resources of different 

capacities equally.  To model the capacity factors, we need additional notation. 

Define excess capacity / *EC MW TC TC MW= −    and residual capacity 

RC TC EC= − . Given a unit resource tx which enters in time t, define ''tTC t t= −  as the 

capacity of the resource and min{ , }t tRC RC TC=  as its residual capacity.  Define tv  as the 

number of resources that leave the system in time t, ' ' 1t t t RC≤ ≤ + − .  Also define 

( ')tLC RC t t= − −  as the loss of capacity for a resource leaving in t.  We have the 

following inequality: 

  
'' 1 '

' '

* * *
t t RC

t t t t
t t t t

RC x LC v RC MR
− +

= =

− ≥∑ ∑     (2.18) 

Note that for a resource entering the system in time t, tRC RC=  if ''t t RC≤ − ; 

t tRC TC=  otherwise.   Define t tZC RC LC= −  as the maximum capacity for a resource 

leaving in t.  Note that tZC  is different from tTC .  tTC  is the upper bound of capacity for a 

resource entering in time t and the upper bound is reached if the resource leaves the 

system at t".  On the other hand, tZC  is the upper bound of capacity for a resource 

leaving at t and the upper bound is reached if the resource enters the system at t'.  We 

rewrite inequality (2.18) into an equivalent form as the follows: 

 
' 1 ' 1 '' 1

' ' '' 1

( 1 ) * * *
t RC t RC t

t t t t t
t t t t t t RC

RC X v ZC v RC x RC MR
+ − + − −

= = = − +

− + + ≥∑ ∑ ∑ ,  (2.18') 

where 
''

'
1

t RC

tt t
X x

−

=
=∑ .   

The following figure illustrates the relationship of the terms defined above.  

Resource 1 enters the system at the beginning of the time interval (x1), but leaves the 

system very early (v1).  In contrast, resource 2 enters the system very late (x2), but works 

until the end of the time interval (v2).  The residual capacity is denoted as RC.  Note that 

no resource provides a full capacity to the system.  To capture the fact that resource 1 

leaves the system too early and resource 2 enters the system too late, we define the loss of 
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capacity for resource 1 as tLC  and its real capacity is t tZC RC LC= − ; we also define the 

residual capacity of resource 2 as tRC , which is equal to its real capacity tTC . 
 

 

Figure 2.5: Illustration of strengthened MCI inequality 

 

Proposition 2.3:  Inequality (2.18) is valid and strictly dominates (2.17). 

If we do not consider resources that leave the system too early, inequality (2.18) is 

reduced into: 
'' 1

'

* *
t

t t
t t

RC x RC MR
−

=

≥∑ .  In addition, if we assume every resource has a 

capacity at least RC .  The above inequality is further reduced into 
'' 1

'

*
t

t
t t

RC x RC MR
−

=

≥∑ , 

which is the inequality (2.17).  Clearly, inequality (2.18) is a tighter inequality than (2.17) 

by having smaller coefficients in the positive terms and having additional negative terms.   

Appendix 2C gives a formal proof on the validity of inequality (2.18) and shows an 

example in which inequality (2.18) strictly dominates (2.17). 

Note that using the strengthened form (2.18), Proposition 2.2 no longer holds, i.e., 

inequality with [t, t')  is not necessarily dominated by inequality with [t'', t''') even though 

MR(t'', t''') > MR(t, t'), t'' > t, and t''' ≤ t'.  To reduce the number of inequalities in the 

strengthened form, we consider some special intervals [t, t'), such as t being the earliest 

start time of one job and t' being the latest end time of another job, i.e., j J∃ ∈ with  

t' t" 

RC 

RC 
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TCt 

x2 

v1 
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jt ES=  and 'j J∃ ∈  with  ' '' j jt LS d= + .  Our numerical tests show that the inequalities 

built in these time intervals are generally stronger than their neighboring intervals—i.e., 

intervals at [ 1, ' 1)t t± ± .  This result is consistent with the discovery that many jobs have 

the same earliest start time and/or the same latest end time.  Thus, when the start/end time 

of the interval changes by one period, the total minimum workload may significantly 

change.  Therefore, the residual capacities in intervals starting at one of the earliest start 

times and ending at one of the latest end times are often larger than their neighboring 

intervals.  Resources will be counted as having a “full capacity” in these chosen time 

intervals only if these resources enter earlier or exit later.  In other words, inequalities 

built in these chosen time intervals effectively ensure the resources stay long enough in 

the system, therefore providing sufficient capacities to perform the jobs.  

2.3.2.2.  Residual capacity inequality and its strong version 

The Residual Capacity Inequality discussed below requires the minimum 

number/capacity of resources at the maximal workload, whereas the Minimum Resource 

Inequality ensures the minimum number/capacity of resources at the minimal workload.  

We have two different ways to enforce the inequality: one is on the number of resources 

and another is on the capacity of resources.  The residual capacity inequality based on the 

number of resources has been extensively discussed in literature (e. g. Magnanti et al., 

1993, Aardal 1998, Balakrishnan and Geunes 2003).  We will show, however, that the 

residual capacity inequality based on the capacity of resources is stronger than the one 

based on the number of resources. 

Basic form 

Given a resource type r, a job subset J’® and a time interval [t, t’ ], we have the 

following Residual Capacity Inequality:   
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    for all r R∈ , '( ) ( )J r J r⊆ , [t, t’ ]  (t’ >  t) (2.19) 

where ''jtd  is the maximum job workload if job j starts at time t”, 

'' min( , ' '')jt jd d t t= − ;
 
MW  is the maximum total workload if all jobs in J’® are performed 

in the time interval [t, t’ ], 
'' { ,..., ' 1} '''( )

(max )t t t jtj J r
MW d∈ −∈

=∑ ; MR is the minimum number of 

resources to perform MW , / 'MR MW t t = −  ; and RC is the residual capacity, 

( ' ) [ * ( ' ) ]RC t t MR t t MW= − − − − .  

If 
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=∑ ∑ , i.e., all jobs are performed in the time interval [t, t’ ], 

equality (2.19) reduces to 
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To finish all jobs, the total number of resources employed must be no smaller than 

the minimum number of resources required.  However, different from inequality (2.17), 

the above inequality holds only if the total workload is equal to the maximum work load.  

If 
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i.e., if the resources are insufficient to finish all jobs during the time interval, then once 

we decrease the number of resources by 1, the total capacity decreases at least by RC.  

Thus, 
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( ) " ( ) "

*[ ]
j

j

t t dt

rk t rk t rj t
k K r t t j J r t t d

MW RC MR h y w
− − −−

−
∈ = ∈ = −

 − − + − 
 
∑ ∑ ∑ ∑  

gives the upper bound of the available capacities required to perform a portion of the job 

subset '( )J r  in the insufficient capacity case.  This shows that inequality (2.19) is valid.  
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Strengthened form  

We show that the following inequality dominates inequality (2.19): 

  
' 1 '' 1 '

'' "
'( ) " ' '

( * * * )
t t t RC

jt rjt t t t t
j J r t t t t t t

d w RC MR RC x LC v MW
− − +

∈ = = =

+ − + ≤∑ ∑ ∑ ∑  

    for all r R∈ , '( ) ( )J r J r⊆ , [t, t’ ]  (t’ >  t) (2.20) 

where RC, tRC ,  tLC , tx  and tv  have been defined in Section 2.3.2.1.  

 

Proposition 2.4: Inequality (2.20) is valid and strictly dominates (2.19). 

Inequality (2.20) uses a similar idea applied in inequality (2.18): Instead of 

counting the total number of resources by assuming every resource has the same large 

capacity, inequality (2.20) distinguishes smaller capacity resources (i.e., resources 

entering the system too late or leaving too early) from those regular resources.  A formal 

proof of proposition 2.4 is given in Appendix 2D. 

Because the number of job subsets J’® is exponential, we need an efficient 

separation algorithm to identify the “best” combinations of time intervals and job subsets 

from an LP relaxation, where the corresponding residual capacity inequalities are mostly 

violated.  The separation algorithm we implement consists of two major steps:  

Step 1: Given a time interval, identify the best job subset.  

Let ( )' 1 min{ 1, ' 1}

, 1 , " , "( ) " ( ) "

j

j

t t t d

rk t rk t rj tk K r t t j J r t t d
y h y w

− − − −
−∈ = ∈ = −

= + +∑ ∑ ∑ ∑ .  If y y=    , no 

inequality is violated; otherwise, choose a job subset that satisfies 
' 1

"''
'( ) { | , }

t

rjtt t
J r j w y y j J

−

=
≡ > − ∈  ∑ .  If  MW  and MR corresponding to '( )J r  

satisfy 1MR y MR− < < and 0RC > , we call the time interval a Candidate Time Interval. 

Step 2: Given the set of candidate time intervals, identify the non-dominated time 

intervals. 

Similar to the method discussed in Section 2.3.2.1, we further identify time 

intervals whose corresponding inequalities are stronger than others.  Our algorithm 
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identifies special time intervals in which the start time corresponds to either a job starting 

time or resource entering time, and the end time corresponds to either a job end time or 

resource leaving time.  Inequalities built on these special time intervals are generally 

stronger because these intervals have higher RCs than their neighboring intervals.  

In all of our test data, the separation algorithm shows promising performance.  

We generally need to add a less than 1% number of all potential inequalities to the model, 

but the LP value produced by the “compact” model is very close to the LP value 

produced by the “full size” model that uses all potential inequalities.  The difference in 

the LP values between the “compact” and the “full size” model is normally less than 

0.1%.  

2.3.2.3.  Flow compatibility inequality and its extended version 

Basic form 

At every node of the time-space network, we can preclude certain combinations 

of inflows and outflows.  For instance, if a resource reaches a location in period t after 

completing a particular job, it cannot start the same job in that period.  Other examples of 

incompatible flows are that job j must precede/strictly precede job j'  or job j must be 

concurrent with job j' .  In each case, a resource cannot start job j if it has finished job j' .  

While fractional LP solutions may not satisfy these conditions, the following inequality 

helps prevent these undesirable LP solutions:   
  

''( ) ( 1) '
' ( , )\ ( ) ':( ', ) ( )

j j j j

j j

rjt rj t d rk t rk k t rk t
j JE r k IJ j k k k RA r

w w h u y− −
∈ ∈

≤ + + +∑ ∑   

    for all j ∈ J, r ∈ R(j), ( )t T j∈   (2.21) 

where IJ(j) is the set of jobs incompatible with job j.  Note that j ∈ IJ(j).  In addition, job 

j' ∈ IJ(j) if <j, j'> ∈ JPC,  <j, j'> ∈ JSPC or if <j, j'> ∈ JCC.   

Inequality (2.21) states that, if a resource r starts a job j in time t, there must be at 

least one resource that either entered the system at kj in period t, completed another 
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compatible job terminating at kj, was carried forward in inventory from the previous 

period at kj, or was routed to kj from another location.   

The following figure illustrates a typical application of inequality (2.21).  The 

time-space node (k, t) represents a location where both job flow w(j, t) starts and job flow 

w(j, t – d) ends.   
\

( , )
j

In k t  and 
\

( , )
j

Out k t  define all other flows entering and leaving the 

node (k, t).  Because job j can be performed only once, at most one of the job flows w(j, t) 

and w(j, t – d) can be positive in the integer solution.  However, an LP solution might use 

a small fractional resource to repeat the same job several times.  In other words, both w(j, 

t) and w(j, t – d) can be positive in the LP solution.   

   

 

Figure 2.6: Illustration of flow compatibility inequality 

To prevent an undesirable solution from setting both w(j, t) and w(j, t – d) 

positive, we can have inequality (2.21) as the form: 
\

( , ) ( , )
j

w j t In k t≤ .  This inequality 

specifies that the resource used to perform the job flow w(j, t) must come from 
\

( , )
j

In k t .  If 

an LP uses the same resource to perform both w(j, t) and w(j, t – d), then 
\

( , )
j

In k t  are often 

zero, thereby violating the inequality (2.21). Note, however, that inequality (2.21) has 

two limits: One, the inequality assumes that job j starts and ends at the same location k; 

and two, if it happens that both 
\

( , )
j

In k t  and w(j, t – d) have positive values in an LP 

solution, then inequality (2.21) is ineffective in this situation because the LP solution can 

still use the same fractional resource to perform both  w(j, t) and w(j, t – d).     
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Extended form 

We extend inequality (2.21) to remove the limits mentioned above: Given a 

system that consists of a location set K' and a time interval [t', t''), any job j started by a 

resource r in the system should satisfy the following inequality: 

 
" 1 " 1

' '

t t

rjt rt
t t t t

w X
− −

= =

≤∑ ∑   for all j ∈ J, r ∈ R(j), 'K∀ , [ ', ")t t∀   (2.22) 

where 

'( 1) '( ) '
' ' ( , ')\ ( ) ' ':( ', ) ( ) ' ' '

jrt rk t rj t d rk kt rkt
k K j JE r K IJ j k K k k k RA r k K k K

X h w u y− −
∈ ∈ ∈ ∈ ∩ ∉ ∈

= + + +∑ ∑ ∑ ∑ ∑  if t = t'; and  

'

' '

'( ) '
' ( , ') \ ( ) { ' '} ' ':( ', ) ( ) ' ' '

j

j j

rt rj t d rk kt rkt
j JE r K IJ j t d t k K k K k k k RA r k K k K

X w u y−
∈ ∩ − < ∪ ∉ ∈ ∈ ∩ ∉ ∈

= + +∑ ∑ ∑ ∑  if t' < t < t''  

 

Given job j, resource r, and the time-space system {K', [t', t'')}, the LHS of 

inequality (2.22) is equal to 1 if resource r performs job j in time window [t', t''), and the 

RHS is the total compatible flow that can perform job j.  rtX  denotes the total compatible 

entering flows in time t, which consist of three parts: (1) compatible work flows ending in 

t and starting either from a location out of K' or from a time earlier than t', (2) routing 

flows starting from a location out of K' but ending in a location inside of K', and (3) 

source flows entering in a location of K'.  If t = t', there are also inventory flows from t' – 

1 in locations of K'.   Note that inequality consists of a set of locations, K'.  We therefore 

do not need the assumption that job j starts and ends at the same location implied in 

inequality (2.21).  In addition, inequality (2.22) considers a time interval instead of a 

single period.  Inequality (2.22) could be stronger than (2.21) in such cases as when a 

fractional flow repeats the same job several times.  Inequality (2.21) could be ineffective 

in a single time period if 
\

( , )
j

In k t  happens to be larger than the single job flow w(j, t), but 

inequality (2.22) could still be effective if the accumulated job flow w(j, t) in the time 

interval [t', t'') is larger than 
\

( , )
j

In k t .    
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Based on the extended form (2.22), we identify and implement seven different 

forms of FCI inequality; each is built on a specific aggregation level and applied to 

prevent one type of undesirable LP solution.  We describe next one of the forms as an 

example and give details of each form in the appendix. 

Given a resource type, the maximum job flow of each job performed by that type 

of resource must be no larger than the total amount of the resource with the type entering 

the system.  Starting from this basic idea, we can further strengthen the inequality by 

considering concurrent jobs with the same job type. Instead of summing up job flows for 

a single job, we sum up the total flows of all jobs in the CJS set.  Further, we define two 

time periods: 

maxS = max {starting time of all possible work flows in CJS }. 

minE= min {starting time + duration of all possible work flows in CJS } -1 

and have the following valid inequality: 

  
max max min

' ' '
' 1 ( ) ' 1 ( ) ' 1

S S E

rjt rkt rkt
j CJS t k K r t k K r t

w y z
∈ = ∈ = ∈ =

≤ −∑ ∑ ∑ ∑ ∑ ∑   

     for a given CJS, r ∈ R(j)  (2.23) 

Given the job set CJS and resource type r, the terms at the left-hand-side are the total job 

flows for jobs in CJS starting in [1, maxS] and the terms at the right-hand-side are the 

total source flows entering in [1,  maxS] minus the total sink flows leaving in [1,  minE].  

We can remove those sink flows because resources leaving before minE do not perform 

jobs at the set CJS.  

The following table summarizes the basic idea of each form, as well as its 

aggregation level, application, and limitation. To see formulations, strengthening, and 

more detailed discussions, please refer to Appendix 2E.   
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Form Basic Idea Strengthening Aggregation 
Level 

Application and 
Limitation 

FCI1 Job flows must be no 
smaller than source 

flows 

Consider 
concurrence jobs 
and sink flows 

On each 
resource type 

Apply to all cases 

FCI2 A job cannot repeat 
itself 

Consider 
concurrence/ 

precedence jobs 

On each 
(resource 
type, job, 

time) 

Apply to all cases 

FCI3 Job flows must be no 
smaller than entering 

flows at the job 
starting location 

Consider 
concurrence jobs 

and leaving 
flows 

On each 
resource type 
and location 

Apply to all cases 

FCI4 Job flows must be no 
smaller than entering 
flows at the two end 
locations of this job 

Explicitly 
modeling the 
entering flows 

On each 
resource type 
and location 

of a job 

Apply only if a 
job has two 

different locations 

FCI5 Total incoming 
routing and source 
flows must be no 
larger than total 

outgoing job flows 

n/a On each 
(resource 

type, location, 
time) 

Apply only if the 
routing network 

is a complete 
network and 

satisfies the strict 
triangle property 

FCI6 Total source flows 
must be no larger 

than total outgoing 
job flow; meanwhile 
total sink flows must 
be no larger than total 
incoming job flows 

n/a On each 
(resource 

type, location, 
time) 

Apply to all 
cases; weaker 

than FCI5 if FCI5 
applies 

FCI7 If two concurrence 
jobs are at the same 

location, the 
incoming flows 

entering that location 
should be no smaller 

than 2 

Consider a set of 
concurrence jobs 

On each 
concurrence 

job set 

Apply to all cases 

Table 2.2: Summary of 7 forms of FCI inequality 
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2.3.2.4.  U route inequality and its extended version 

Introduction 

Although FCI inequality prevents a job from repeating itself consecutively in an 

LP, an optimal LP can still manage to repeat a job using only a fractional flow of 

resources by employing U shape routing flows.  The following figure illustrates such an 

LP solution: 

 

Figure 2.7: A feasible LP solution that has U-shape routing flows 

 

There are two locations, K1 and K2, in the example shown in the above figure.  

Job A1, B1 and C1 are located in K1 while job A2 is located in K2.  Job B1 has duration 2 

and the rest jobs each has duration 1.  There are two types of resources; type s12 can 

work on locations K1 and K2, but d2 can only work on location K2.  Figure 2.7 shows an 

LP solution, in which 1 unit of s12 resource performs job B1 and A1 in sequence, 0.5 unit 

of s12 resource first performs half of the C1 job, then routes to K2 to perform half the A2 

job, and routes back to K1 again to perform the rest C1 job, and 0.5 unit of d2 resource 

C1 

s12 = 0.5 

0.5 0.5 

B1 
s12 = 1 

A2 

1C 

1 2 3 4 

A1 

A2 
d2 = 0.5 

0.5 

C1 

0.5 

K1 

K2 
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performs half of the A2 job.  The horizon line represent the time period.  The total 

planning horizon is 4.  

Note that the above LP solution satisfies all inequalities we have so far.  

Specifically, FCI1 is satisfied since there are 1.5 s12 resources while the maximum 

workload requirements for job C1 are only 1; FCI2 is satisfied since no job is repeated in 

a back-to-back way; FCI3 is also satisfied because the supply (after considering the 

routing flows) for each resource type and location is always no smaller than the demand 

for each job.  Nevertheless, job C1 has been performed by only 0.5 resources in the 

solution.  The LP solution achieves this by first routing a fractional flow of resource to 

another location and routing the fractional resource back later.  Because a system 

resource is often more expensive than a local resource, by hiring 1.5 units of system 

resource s12 and 0.5 units of local resource d2, the LP solution achieves a lower cost than 

the optimal integer solution, which needs 2 system resources or 3 local resources to 

perform all jobs. 

To prevent a job from repeating itself through extra routing flows, we develop a 

new strong inequality and name it as U Route Inequality because these extra routing 

flows look like a “U” shape.  For convenience of expression, we simplify the LP solution 

illustrated in Figure 2.7 as follows: 
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Figure 2.8: Simplified LP solution with U-shape routing flows 

In the above instance, job j1 is at location K1 and job j2 is at K2. The LP solution 

employs 0.5 resource, which first performs part of job j1, and then routes from K1 to K2 

in time t1, performs part of job j2, then routes again back to K1 in t2, and finally finishes 

the rest of job j1.  By using an extra pair of routing flows, the LP manages to use 0.5 

resources to perform the whole job j1. 

 

Basic form  

The proposed inequality has the following mathematical form: 
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      for 1 2( , 1, 2), j jr j j k k∀ ≠   (2.24) 
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To better understand the inequality (2.24), we define additional notations. Let: 
 

1 11

1 1 2

1 1 1' 1
( , )\ 1 ':( , ') ( )\

1
j jj

j j j

rjt gk t r rk tk k t
j JS r k j k k k RA r k

O w i u z
∈ ∈

= + + +∑ ∑

 

2 2 2
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1
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j JE r k j k k k RA r k

I w h u y− −
∈ ∈

= + + +∑ ∑  

2 22

2 2 1

2 2 2' 2
( , )\ 2 ':( , ') ( )\

2
j jj

j j j

rjt rk t r rk tk k t
j JS r k j k k k RA r k

O w h u z
∈ ∈

= + + +∑ ∑  

1 1 1

1 1 2

( 2 ) ( 2 1) ' 2 2
( , )\ 1 ':( ', ) ( )\

2
j j j j

j j j

rj t d rk t rk k t rk t
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1 2 11
j jr k k tR u=  

2 1 22
j jrk k tR u=

 
1, 1, 1( 1, 1 1)

jr j t dW j t d w −− =

 
, 1, 2( 1, 2) r j tW j t w=  

, 2, 1( 2, 1) r j tW j t w=  

Rewrite Inequality (2.24) into its equivalent form: 

(O1+ I1 + O2 +  I2) + R1 + R2 ≥ W(j1, t1- d1) + W(j1, t2) + W(j2, t1) 

      for 1 2( , 1, 2), j jr j j k k∀ ≠   (2.24') 

Note that O1 is the sum of all comptabile outgoing flows with job j1, excpet for 

routing flow R1, at (K1, t1); I1 is the sum of all comptabile incoming flows with job j1, 

except for R2, at (K1, t2); and R1 is the routing flow from K1 to K2 in t1. O2, I2, and R2 

have similar meanings as O1, I1, and R1.  An illustration of the above I/O/R flows is 

shown in the following figure: 
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Figure 2.9: Illustration of I/O/R flows 

Proposition 2.5: Inequality (2.24) is valid and effective. 

The idea of the proof is to show that an LP solution, such as the one shown in 

Figure 2.9, will violate the inequality of R1 + R2 ≥ W(j1, t1- d1) + W(j1, t2) + W(j2, t1) if 

all other O1+ I1 + O2 +  I2 = 0.  The formal proof is given in Appendix 2E.  The proof 

also shows the following properity holds: 

 

Property of inequality (2.24): For any work flow, 
1, 1, 1 jg j t dw − , if  1 2jt d t+ = , the 

coefficient of
1, 1, 1 jg j t dw −  must be 1 in inequality (2.24). 

In other words, if a job flow appears in both O1 and I2, instead of a cofficent of 2, 

we set its coefficient as 1 in inequality (3.31). 

To identify the effective job pairs, j1 and j2, from the existing LP solution, we 

check each positive work flow to see if all the following conditions are satsified:  

(1) A positive work flow of job j1 ends in t1; 

(2) A positive routing flow R1 goes from K1 where job j1 ends to another  K2 where 

job j2 starts in t1; 

j1 
s12 = 0.5 

R1 R2 

j2 

j1 

1 t1 t2 

O1 

I2 O2 

I1 

K1 

K2 
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(3) A positive routing flow, R2, from K2 to K1, after job j2 ends in t2; 

(4) A positive work flow of job j1 starts in t2; 

If all the conditions are satisfied, we construct a corresponding U inequality and 

check if the inequality is violated for the jobs j1 and j2.  

 

Extended form 

The basic form of U inequality (2.24) considers only a single job j1 at location 

K1, and another single job j2 at a single location K2.  We can extend the inequality from 

three directions: 

Extension 1:  Multiple jobs at location K2.  

This extension deals with an LP solution in which a fractional resource could 

work on multiple jobs at location K2 before returning back to location K1 to continue the 

job j1.  Figure 2.10 illustrates this case: 

 

Figure 2.10: Extension case 1, multiple jobs at location K2  
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Extension 2:  Multiple locations, each having a single job.  

This extension deals with an LP solution in which a fractional resource could 

route among multiple locations and at each location, the resource works on a single job.  

The resource finally routes back to the original location K1 to finish the rest of job j1.  

Figure 2.11 illustrates this case: 

  

Figure 2.11: Extension case 2, multiple locations 

Extension 3:  Multiple other jobs at location K1.  

This extension deals with an LP solution in which a fractional resource could 

work on other jobs at location K1 after performing part of job j1 and before moving to 

location K2.  After finally moving back to K1, the resource can also first work on other 

jobs before finishing the rest of job j1.  Figure 2.12 illustrates this case: 

 

j1 
s12 = 0.5 

R(1) 

R(n) 
j2 

j1 

1 t1 t2 

jn 

O1 

I(2) 

O(n

I1 

O(2

I(3) 

R(2) 

 

 

I(n) 

R(n-

K1 

O(3

Kn 



 56 

 

Figure 2.12: Extension case 3, multiple jobs at K1  

For each of the above extensions, we develop a corresponding inequality and 

show its validity and effectiveness.  The formulations of these inequalities and the 

detailed proof are given at Appendix 2E.  Here we focus on the most general case in 

which a fractional resource works on multiple locations and in each location, the resource 

works on multiple jobs.  The following figure shows this general case: 
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Figure 2.13: General case, multiple locations and multiple jobs 

Let I(k, 1) be the sum of all incoming flows at location K(k) and the time when the 

job j(k, 1) starts, except for the routing flow from K(k-1).  Let O(k, m) be the sum of all 

outgoing flows at location K(k) and the time when the last job j(k, m) ends, except for the 

routing flow to K(k +1),.  Moreover, let O'(k, i) (1 ≤ i ≤ m -1) be the sum of all outgoing 

flows at location K(k) and the time when job j(k, i) ends, except for the job flow j(k, i+1) 

and all incompatible flows with any job j(k, e) (e=1,..,i).  Specifically, O'(1,i) (i=1…s-1) 

is the sum of all outgoing flows at location K(1) and the time when job j(1, i) ends, except 

for the job flow j(1, i+1) and all incompatible flows with any job j(1, e) (e=1,…,i); I '(1,i) 

(i=s+1,…,m) is the sum of all incoming flows at location K(1) and the time when job j(1, 

i+1) starts, except for the job flow j(1, i) and all incompatible flows with any job j(1, e) 

(e=s+1,…,i). 

We have the following inequality:  
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I1 + O1 + Si={1,...,s-1} O'(1, i) + Si={s+1,...,m}  I'(1, i) + Sk={2,...,n} I(k,1) + Sk={2,...,n}, i={1,…,m-1}O'(k, 

i) + Sk={2,...,n}O(k, m)  + Sk={1,...,n}R(k)  ≥ W(j1, t1- d1) + W(j1, t2)+ S k={2,...,n}W(k,1) (2.25) 

The proof of inequality (2.25) is similar to the proofs of the three extensions.  We 

therefore omit the proof in this dissertation. 

If one fractional resource performs the same job twice or more, a potential U 

inequality might be violated.  Note that a resource might have many movements before 

returning to perform the same job.  For example, after performing a part of one job, the 

resource can continue working on other jobs at the same location, then move to other 

locations. In each of those other locations, the resource can perform multiple jobs until 

finally the resource returns to the original location and performs the same job again.  The 

general U inequality (2.25) has the potential to prevent the resource from performing the 

same job twice even after such complex movements.   To apply the inequality (2.32), we 

need to develop an effective separation procedure to identfy the violated inequalities from 

an LP solution.  Note that the inequality works only if a job is repeated twice or more by 

a fractional resource in two nonconsecutive times. (If the job is repeated in two 

consecutive times, a FCI inequality will effectively prevent it.)  Thus, our procedure will 

first identify two postive work flows of the same job j, w(r, j, t1) and w(r, j, t2) (t1 + d(j) 

< t2), which have been performed by the same type of fractional resources r at two 

nonconsecutive times. Then, the procedure works to trace the routing of the fractional 

resource among different locations and record the associated I/O flows during the 

routing. After the fractional resource moves back to the original location to perform the 

rest of the same job, we construct a corresponding U inequality (2.25) 

We can further strengthen the basic procedure by identifying an InCompatible Job 

set (ICJ) for each node. The idea is to ensure that all incoming/outgoing job flows do not 

include jobs in the set. We use the following example to illustrate the idea: 
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Figure 2.14: Illustration of incompatible job set 

In Figure 2.14, a resource performs a series of jobs (indexed from 1 to m) at the 

same location.  Define O(i) as all compatible outgoing job flows, except for job j(i+1), at 

the time when job j(i) ends.  For any index i, we define its corresponding incompatible 

job set (ICJ ) as {j(1),…,j(i)}.  The outgoing job flows O(i) therefore should also exclude 

any jobs in ICJ(i).  The reason is that since the resource has performed jobs j(1) to j(i) at 

earlier times, it should not perform these jobs any more, starting from the time when job 

j(i) ends. 

A detailed separation algorithm is given in Appendix 2F in which the general U 

inequality (2.25) is identified based on the current LP solution.  Note that although the 

proposed algorithm has considered all the extensions discussed in this section, it restricts 

the resource from returning to the original location more than once.  There exist cases 

where a resource revisits the original location several times until it performs the same job 

as it did at the last visit.  Although the proposed procedure cannot prevent such 

movements, it is not extremely difficult to enhance the current version to do it. 

2.4.  ACCELERATING THE SOLUTION PROCEDURE  

2.4.1.  Preprocessing: Trimming the model 

A big challenge in solving practical problems is their formidable size. In a 

nationwide transportation network, a resource is eligible to travel among any potential 

I1 O(m) 

O(1) O(m-1) …

j(1) j(m) j(2)… j(m-1) 
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locations through any potential paths, which implies that a routing network might contain 

millions of nodes and arcs.  However, not all of these nodes and arcs are needed for a 

given project.  The first task of the preprocessing, routing network aggregation, aims at 

creating a much simpler network to support the routing decisions given the specific 

application requirements.  We also employ a second method, time-space network 

compression, to further remove those unnecessary variables and constraints in the 

optimization model. 

2.4.1.1.  Routing network aggregation    

In a high-level decision, the routing cost minimization is often a secondary 

consideration; the focus of the decision is to minimize the resource selection cost while 

avoiding extremely long routing in the suggested schedule.  For this purpose, we can 

build the routing network on a small-size network instead of using the physical 

infrastructure network.  The small network uses a much smaller number of arcs than the 

original network.  Thus, the number of the routing variables is small enough so that the 

model can be solved effectively.  Note that when using a smaller network, the shortest 

path length between two job locations could be longer than the length in the original 

network, which might lead to inaccurate routing cost calculations.  The decision is 

therefore to minimize the shortest path length increases while controlling the model size 

within the effective level of the computational capacity.  We address this problem as a 

network approximation problem and discuss the modeling and solution strategies in 

Chapter 4.  

In some practical applications, we can further reduce the number of routing 

variables by aggregating jobs into K groups where the routing within each group is 

negligible or assumed constant, but routing across groups incurs a significant amount of 

cost.  The selection of K is often natural in many practice settings.  For example, in the 
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infrastructure maintenance project on which we are working, the network is managed by 

9 districts; each maintenance job belongs to one of these districts.  In this case, we can 

aggregate the routing network into one consisting of only 9 locations and 72 routing arcs 

(a complete network).  In general, the problem is to aggregate N jobs into K groups to 

minimize the intra-group routing cost.  We build an optimization model to address this 

problem.  Details of this model are in Appendix 2G.  

2.4.1.2.  Time-space network compression    

Time-space network compression seeks to check every type of variable and delete 

variables that will never have a non-zero value in a feasible IP solution.  The procedure 

also investigates every timing coordination constraint, verifying whether we can remove 

or change any of them or use these constraints to further delete variables.  The removal of 

unnecessary variables prevents any LP solution from using them, therefore potentially 

raising the LP lower bound.  In addition, a model with a reduced size and simpler 

constraints is easier to solve.  

Given the timing coordination constraints, the question of determining which 

assignment variables should be removed can be modeled as an optimization problem.  

The model defines binary variable jtw =1 if a job j can start in time t; 0 otherwise. The 

objective is to maximize the total number of variables jtw  with the value equal to 1 while 

satisfying all timing coordination constraints. Thus, if a variable jtw  is equal zero in the 

optimal solution, it identifies that the job j must not start at time t.  We present the model 

formulation at Appendix 2H, prove the validity of the formulation, and show that the 

problem is strongly NP-hard.  In addition to the optimization-based approach, we also 

develop several heuristic methods, based on the ideas of Time Thresholds and Time 

Dependencies. 
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For each job j, we define the following four time thresholds.  (Some of them have 

already been applied in the Minimum Capacity Inequality.  See Section 2.3.2.1 for 

details.)  Let ESj = Min { t ∈ WF(j)} be the Earliest start time for job j, LSj = Max {t ∈ 

WF(j)} be the Latest start time for job j, EFj = ESj + dj be the Earliest finish time for job 

j, and LFj = LSj + dj be the Latest finish time for job j.  Furthermore, for each resource 

type r, define time thresholds: ( )min { }r j J r jEF EF∈=  as the Earliest finish time for 

resource type r, and ( )max { }r j J r jLS LS∈=  as the Latest start time for resource type r. 

Observing that a resource will never wait, be routed, or exit before finishing its 

first job, we can remove all inventory variables hrkt, routing variables urkk’t , and sink 

variable zrkt if t is less than EFr.  Similarly, we can also remove all inventory, routing and 

source variables if time t is larger than LSr.   

When a job has timing coordination constraints with other jobs, the job may not 

be able to start in a given time even though the time is within its feasible time window.  

The following are some time dependency examples: 

(a) If two jobs j and j’  have the precedence relationship,  then ESj ≤ ESj', LSj ≤ LSj', 

EFj ≤ EFj', and LFj ≤ LFj'.  Similarly, if two jobs j and j' have the strict precedence 

relationship, then EFj ≤ ESj', LFj ≤ LSj'. 

(b) If two jobs j and j’  have the concurrence relationship (assuming job j has a longer 

duration), then ESj ≤ ESj'  and LFj ≥ LFj'. 

(c) If two jobs j and j’  have the non-concurrence relationship, when ESj + dj  > LSj', 

then < j', j>  has the strict precedence relationship, when ESj' + dj’   > LSj, then < j, 

j'>  has the strict precedence relationship.  

(d) If jobs j and j'  have the precedence relationship, jobs j' and j"  have the non-

concurrence relationship, and jobs j and j"  have the concurrence relationship, then 

< j" , j'> has the strict precedence relationship.  
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(e) If job j has the non-concurrence or the strict precedence relationships with jobs j' 

and j" respectively, jobs j' and j"  have the concurrence relationship, and jobs j' has 

a longer duration than j" , then we no longer need the non-concurrence/strict 

precedence relationship between job j and job j" . 

Note that the above rules not only reduce the number of variables, but also reduce 

the number of constraints and transform the complex constraints into simpler ones.  We 

use the following three-job example to show how these rules work.  Assume jobs 1, 2, 

and 3 have durations 6, 3, and 10, respectively, which are represented by bars in Figure 

2.15.  The prespecified time window of each job is expressed as [ESj, LFj].  For example, 

job 1 has a time window [5, 20].  Assume that the timing coordination relationships 

require that job 1 must be non-concurrent with both jobs 2 and 3, while jobs 2 and 3 must 

be concurrent.  

 

Figure 2.15: Time dependencies example 

By rule (c), <job3, job1>  is reduced to the strict precedence relationship.  By rule 

(a), ES of job 1 is reduced to 10 and LF of job 3 is reduced to 14.  By rule (e), we further 

remove the non-concurrence relationship requirement between job2 and job1.  In 

Job 1 

Job 2 

Job 3 

ES1=5 
 

d1=6 
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d2=3 
 

ES2=0 
 

LF2=15 
 

ES3=0 
 

d3=10 
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Time 0 Time t 
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addition, by rule (b), the LF of job 2 is also reduced to 14.  The following table compares 

the time windows and timing coordination constraints before preprocessing and after 

preprocessing:  

        
Job Time Window Timing Coordination Relationship 

Before 
Preprocessing 

After 
Preprocessing 

Before Preprocessing After Preprocessing 

Job 1 [5,20] [10,20] Non-Concurrence(1,2) 

Non-Concurrence(1,3) 

Concurrence(2,3) 

Strict Precedence 
(3,1) 

Concurrence(2,3) 

 

Job 2 [0,15] [0,14] 

Job 3 [0,15] [0,14] 

Table 2.3: Preprocessing results in the 3-job example  

2.4.2.  Progressive heuristic   

As shown in Section 2.2.2, the default CPLEX solution procedure is often 

incapable of finding a good initial solution, and also ineffective in improving an existing 

solution for large-scale RPJS problems.  We therefore develop a new solution framework 

that solves the complex RPJS problem in a progressive procedure.  The basic idea of the 

framework is to solve a series of integer programming problems, from P0 to P4, where 

P0 is used to derive valid lower bounds, problems P1 to P3 are used to derive good initial 

solutions and valid upper bounds, and P4 is the original problem with enhanced lower 

and upper bounds.   

The design of problems P0 to P3 is motivated by analyzing the relationship of the 

three key decisions in the RPJS problem: resource selection, resource-job assignment, 

and resource routing. Note that if the routing costs and routing time are zero, then it is 

equivalent to assume that all jobs are at the same location.  Furthermore, if the 

assignment costs are the same for all resource types, and there is a versatile resource in 
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each job type that can work on all jobs in that type, then we only need to consider one 

resource type for each job type and remove all others.  Thus, by assuming zero routing 

and assignment costs and constructing a versatile resource, we put our focus on 

minimizing the resource selection costs and the optimal solution of this simplified 

problem provides a valid lower bound on the minimum number of resources that must be 

used for the complete problem. From this basic problem, we can further extend to 

problems that consider multiple job locations, or multiple resource types, or reduced time 

windows for jobs.  All these problems are special cases of the complete problem and their 

optimal solutions provide valid upper bounds to the complete problem.  

 Due to the tight upper/lower bounds derived from P0 to P3, the integer solution 

procedure in P4 now needs to search a much smaller solution space during the branch 

and bound process, and can significantly speed up the pruning operations.  In addition, a 

good initial solution can also help the solution procedure construct improved solutions 

more effectively through improvement heuristics.  Thus, even though the solution 

procedures from P0 to P3 take additional time, the overall solution time is much less than 

solving the original problem directly.  

P0: Deriving valid lower bounds   

For each job type, p ϵ P, we construct the following three special cases of the 

original problem; the optimal solution of each problem is a valid lower bound to the 

original problem. 

LB 1: Valid lower bound of selection cost.  Construct one resource type for each 

job type p ϵ P that can perform all jobs in p.  With only these versatile resources in the set 

of resource types, R = P.  For each job type p ϵ P, modify the original problem: 

' ( ')
minp kt rkt

r R p
F F

∈
=  if p’ = p;  ' 0pF =  if p’ ≠ p. Location set |K| = 1; all assignment, routing, 

and inventory costs are zero.  The job time windows and timing coordination 
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requirements remain the same.  Denote this new problem for job type p as SP(p).  For 

each p ϵ P, solve problem SP(p) to optimality 

As the above construction indicates, we minimize the selection cost for each job 

type.  The optimal result is a valid lower bound because any feasible solution for the 

original problem should have an equal or higher selection cost for a given job type.  If 

that is not true (i.e., some feasible solution of the original problem has a lower selection 

cost for a type p), one can construct a feasible solution of SP(p) from the feasible solution 

of the original problem by using the same construction introduced in the above 

paragraph.  The new feasible solution of SP(p) has a lower objective than the optimal 

objective of SP(p); such a conflict shows the optimal objective of SP(p) is a valid lower 

bound to the original problems.  Note that the same arguments can also be applied to the 

two more lower bounds to be discussed next.  We therefore omit the valid proof for those 

bounds. 

If the selection costs rktF are the same or nearly the same for all resource types in 

R(p) over all locations and all time, we can further derive a strong lower bound for the 

number of resources.  Note that the lower bound is stronger than the one derived from the 

MCI (Minimum Capacity Inequality) because the former explicitly incorporates the time 

windows and timing coordination constraints.  On the other hand, MCI can apply to any 

time interval and be further enhanced by incorporating partial capacity.    

LB 2: Valid lower bound of selection, assignment, and inventory cost.  For 

each job type p ϵ P, modify the original problem: resource type set contains all resource 

types in R(p), but only one versatile resource type for each of the other job types; 

selection, assignment, and inventory costs for resource types in R(p) remain the same as 

the original problem; all costs are zero for resource types not in R(p); location set |K| = 1.  



 67 

Denote this new problem as AP(p).  For each p ϵ P, solve problem AP(p) into 

optimization.   

LB 3: Valid lower bound of selection, routing, and inventory cost.  For each 

job type p ϵ P, modify the original problem: resource type set R = P; assignment costs are 

zero for all resource types; location set K remains the same for job type p but |K|=1 for all 

other job types; selection, routing, and inventory costs for resource types in R(p) remain 

the same as the original problem; all costs are zero for resource types not in R(p).  Denote 

this new problem as RP(p).  For each p ϵ P, solve problem RP(p) into optimization.  

AP(p) targets the lower bounds for assignment costs while RP(p) for routing 

costs.  Note that both assignment costs and routing costs are dependent on the number of 

resources selected.  The more resources selected, the fewer costs required for assignment 

and routing.  One might further try to get the total costs (selection, routing, assignment, 

and inventory) for each job type by constructing corresponding instances using similar 

ideas discussed the above.  However, when facing large-scale data instances, getting the 

optimal solution for each job type is also a challenging task.  Even obtaining the optimal 

solutions for AP(p) and RP(p) are sometimes difficult.  In practice, if we cannot find an 

optimal solution for AP(p) or RP(p) in a given time, we either terminate the lower bound 

calculation or use the best LP solution upon termination as the lower bound on total cost 

of job type p.           

P1-P3: Deriving valid upper bounds and good initial solutions  

Problems P1 to P3 are constructed to obtain good feasible solutions to the original 

problem. The guideline of designing these problems is on the relative importance of the 

cost components.  We intend first to optimize the most important cost component in the 

simplest problem setting, and then introduce a less important cost component and re-

optimize, until all cost components are considered and the current problem is the same as 
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the original problem.  The main advantage of this method is that we can obtain the 

optimal solution quickly from a simple problem, and the solution, since it optimizes the 

important cost components while considering all timing coordination requirements, can 

help reduce the time to solve a subsequent and more complex problem instance.  The 

major challenge in this framework is to design the series of problems so that the optimal 

solution of a previous problem is guaranteed to be a feasible solution to the next problem 

to be solved.   

In most practical problems, resource selection is the most important decision and 

is generally considered as a “strategic” problem.  The importance of the selection cost is 

also reflected by the cost decomposition we obtained from the real RPJS problem 

instances.  In most RPJS schedules we analyzed, the resource selection cost accounts for 

more than 75% of the total costs. 

There is no doubt that the resource selection cost should have the highest priority.  

The choice of the second most important cost component is somewhat trickier.  However. 

Although many RPJS schedules indicate that the assignment cost accounts for more 

percentages in the total costs than the routing cost, further analysis suggests that first 

minimizing the routing costs could be beneficial.  Note that each job must be performed 

by a single resource.  Thus, the difference in assignment costs between a good solution 

and a bad solution is bounded by 
max min( ) ( )( )j rt j rtj J

A A
∈

−∑  where  

max( ) ( ), ( )max ( )j rt r R j t T j rjtA A∈ ∈=   and 
min( ) ( ), ( )min ( )j rt r R j t T j rjtA A∈ ∈= .  On the other hand, the 

routing cost does not have such a nice bound and could be extremely large in a bad 

feasible solution.   In many of the data instances we tested, CPLEX’s first feasible 

solution often has a routing cost 20 times larger than the assignment cost.  This discovery 

suggests that we might choose the routing cost as the second cost component to optimize.  

Numerical experiments based on two settings, where setting 1 chooses the routing cost as 
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the second cost component and setting 2 chooses the assignment cost, further confirms 

that our heuristic framework performs better in setting 1.  Although the unit inventory 

cost is high, many real RPJS instances we tested can easily find a solution with zero 

inventory cost, perhaps because of the wide time windows.  Thus, the inventory cost is 

not of much concern here.  After choosing the first and second cost components to 

optimize in problem P1 and P2, P3 is to optimize all cost components while within 

narrowed time windows and/or a reduced resource type set.  The design of these 

problems also ensures the feasibility of the previous problem’s solution to the next 

problem.  The detailed scheme is addressed in the follows: 

P1: Minimize the selection cost 

In the problem, we use only the versatile resource type, which can work on every 

job of a given job type, and let |K| = 1—that is, restrict all jobs in the same location 

(equivalently, ignore the routing cost).  If there is no existence of such versatile 

resources, we choose a minimum set of resource types that can cover all jobs.  Except for 

the resource selection cost, all other costs are zero.  Within this simplified setting, we can 

remove all routing variables and delete the resource type index and the location index on 

all variables and constraints.  Thus, although timing coordination requirements remain 

the most difficult constraints in the model, CPLEX can solve the model relatively easily.  

In addition, to further speed up the solution process of P1, we also add both lower bounds 

and an initial solution to this problem.  The lower bounds come from LB1: the minimum 

selection cost for each job type derived from P0.  The initial solution is obtained from an 

LP-based heuristic we developed.  The heuristic systematically rounds up the fractional 

variable values based on their current values, their relative importance, and their impact 

on the timing coordination constraints.  The initial solution generated by the heuristic is 

generally much better than the ones produced by CPLEX’s heuristics.  After solving P1, 
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by calculating the real routing cost incurred by the optimal solution of P1, we can 

construct a feasible solution to problem P2.   

P2: Minimize the selection, routing, and inventory cost  

In this problem, we still consider only a single resource type—namely, the 

versatile resource.  However, unlike P1, locations of the jobs in P2 are the same as those 

in the original problem.  Except for zero assignment cost, all other costs are also the same 

as in the original problem.  The problem is still easier to solve than the original problem 

because we consider only a single resource type.  Problem P2 gets valid lower bounds 

from LB1 and LB3 derived from P0, and an initial solution obtained from P1; the 

optimal solution of P2 becomes an initial solution to P3. 

P3: Minimize the total costs with reduced data size 

Given the optimal solution from P2, let tj be the starting time of each job j in that 

solution, and set the feasible window of job j in P3 as  ( ) [ , ]j jT j t tδ δ∩ − +  where δ  is a 

pre-specified small integer.  Meanwhile, we can further choose resource types based on 

some pre-specified criteria.  Because P3 has narrowed time windows and perhaps 

reduced resource types, we can still solve it relatively easily. The optimal solution from 

P3 provides a good initial solution to the original problem.   

The flow chart in Figure 2.16 summarizes the heuristic we discussed above: 
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Figure 2.16: Flow chart of progressive heuristic 

P4 is the same as the original problem.  However, with the good initial solution 

from P3 and the strong bounds from P0, we can find satisfactory solutions much more 

efficiently.  Our heuristic method is different from the “hierarchical solution strategy” 

often used in the practical problem procedures.  The hierarchical strategy divides the 

problem into two independent problems: a strategic problem and a tactical problem.  The 

strategic problem determines the type and quantity of resources while the tactical 

problem considers the resource deployment based on selected resources.  The drawbacks 

of the strategy, as we discussed before, are that the solution to the first problem is not 

always feasible to the second problem, and even if feasible, the optimal solution of the 

second problem may not be optimal overall.  On the contrary, our solution procedure 

guarantees that the optimal solution of the previous problem is always feasible for the 
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subsequent problems.  The final solution to problem P4, since it considers all cost 

components, provides an optimal solution to the RPJS problem.  

We also customize the branching strategy and tune the CPLEX parameters to 

further speed up the solution procedure.  Given a fractional LP solution, we choose to 

first branch on the fractional variables that represent the most important cost components.  

By first fixing these important variables, the branching procedure can effectively 

overcome the symmetry problem (i.e., when two branching choices result in the same 

objective value).  We also add small random cost perturbations to the decision variables 

to further break the symmetry.  This tactic works very well in practice.  The parameter 

tuning we tried involves aggressively calling some specific inequalities and heuristics 

that CPLEX supports.  

2.5.  APPLICATION AND PERFORMANCE IMPROVEMENT  

By improving the upper bound and the lower bound simultaneously, our solution 

strategy is very effective in solving large-scale RPJS problems.  Given a problem 

instance, we construct five problems, P0 through P4; each problem is solved by the 

branch-and-cut procedure.  Each procedure starts by solving the LP relaxation of the IP 

problem, which has already been strengthened, using the reformulated timing 

coordination constraints and the strong bounds from the previous problems.  After 

obtaining the optimal LP solution, our separation procedures identify the most violated 

inequalities from the four inequality families, then add them to the model and solve the 

new LP problem again.  The process continues until some exit criteria, such as the 

maximum number of inequalities, minimum LP improvement, and/or other parameters 

are satisfied.  At this point, if we have a feasible solution from the previous problem, we 

use it as the initial solution; otherwise, we apply an LP-based heuristic procedure to 

construct an initial solution.  Then it becomes necessary for the customized branching 
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procedure to branch on the fractional variables as well as apply CPLEX’s heuristics to 

improve the existing integer solution.  The integer solution process continues until the 

time limit is reached or the current integer solution satisfies the optimality criterion. 

The proposed model and solution strategy have been implemented and applied to 

a large-scale project management problem in a company.  The problem entails selecting 

and assigning a qualified workforce to multiple job types each year.  Each job type 

consists of dozens or even hundreds of jobs located nationally.  To finish a job efficiently 

and with guaranteed quality, different kinds of timing coordination requirements on the 

job are enforced.  Because of these complex timing coordination requirements and the 

large size of the problem itself, manually solving the problem becomes extremely 

difficult and time consuming.  Before implementing our model, the planning department 

spent months designing a workforce plan and job schedule, and was slow to respond to 

any changes raised by the engineering department.  Their plan also violated many timing 

coordination requirements to comply with the workforce capacity limitation, or to satisfy 

the job windows.  In contrast, our optimization model develops an effective plan without 

any timing coordination violations and also considers all important decisions in an 

integrated framework.  However, the complex constraints and the large amount of data 

are also a severe challenge to our model.  Without an effective solution strategy, the 

model may produce an unappealing solution with either a very high cost or unreasonable 

assignments, and therefore be of little use in practice. 

In this section, we start by presenting five sets of project data and their 

corresponding RPJS models; all the data comes from the practical application, represent 

different scenarios or years, and have been camouflaged to protect confidential 

information.  We then compare the performance between the original model and the 



 74 

strengthened model and systematically measure the relative efficiency of different 

strengthening techniques applied.   

2.5.1.  Data and model 

The following Table 2.4 presents the basic statistics of the five data sets we 

tested: 

 

Data 

No. 
of 

Jobs 

No. of 
Job 

Types 

No. of 
Resource 

Types 

No. of Job 
Pairs with 
Timing 

Coord. Req. 
No. of 
Prec. 

No. of 
Concur. 

No. of 
Non-

Concur. 
Data1 153 3 17 143 0 5 138 
Data2 182 4 20 207 3 12 192 
Data3 161 3 18 213 0 13 200 
Data4 286 3 21 155 0 85 70 
Data5 303 3 21 443 0 93 350 

Table 2.4: Basic statistics of test data 

 

Data 

% 
Coordinated 

Jobs2 

% 
Independent 

Jobs 

No. of 
Average Job 

Duration 
No. of Average 
Possible Starts 

 No. of Average 
Available 

Resource Types 
per Job 

Data1 47.06% 52.94% 4.01 33.08 1.89 
Data2 51.10% 48.90% 3.54 27.04 1.86 
Data3 60.25% 39.75% 5.57 39.14 1.89 
Data4 56.29% 43.71% 4.28 35.44 2.00 
Data5 65.68% 34.32% 4.01 31.39 1.97 

Table 2.4 (Cont.): Basic statistics of test data 

                                                 
2 “Coordinated Jobs” refers to jobs that were involved in at least one timing coordination requirement, 
whereas “Independent Jobs” are jobs that are not involved in any timing coordination requirement. 
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Each data set represents one year’s project requirements.  Note that the jobs have 

already been aggregated from the original thousands into the current hundreds.  Besides, 

job duration has a unit of a week and there are 52 available work weeks each year.  

Another aggregation is that job locations are concentrated into 9 “districts,” each 

representing a division of the company.     

Among the five data sets, Data 1 appears to be the easiest since it has the least 

number of jobs and the least number of timing coordination constraints; on the contrary, 

Data 5 seems to be the hardest problem.  The data also suggest that the non-concurrence 

requirements are the dominant constraints in the problem.  Owing to the timing 

coordination constraints, more than half the jobs are “dependent jobs” (i.e., their 

schedules are dependent on the schedules of other jobs).  Another interesting feature on 

the data sets is reflected by the item: “No. of Average Possible Starts.”  In Data 1, for 

example, the value 33.08 implies that a job can start from an average of 33 different time 

periods.  Such a large amount of freedom provides opportunities to reduce the project 

cost while at the same time presenting a big challenge for project managers to find the 

best solution from so many different choices.  Another challenge comes from the choice 

of resources.  As the table shows, there are 17 to 21 different resource types (No. of 

Resource Types) and on average each job can be performed by two different types of 

resources (No. of Average Available Resource Types per Job).  How to select the best 

resources?  

We tested and compared two models.  One, the original model, is based on the 

formulations in 2.1-2.8.  Another strengthened model includes enhancements such as 

strengthened timing coordination constraints (Section 2.3.1), model preprocessing 

(Section 2.4.1), valid inequalities (Section 2.3.2), and the progressive heuristic (Section 

2.4.2).  While all these techniques serve to improve the performance of the solution 
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procedure, the first two also help reduce the model size.  The following table compares 

the model sizes in the original model and the one after preprocessing model.  A more 

detailed comparison between the two models, which lists each component of the 

variables and the constraints, is reported in Appendices 2I.1 and 2I.2. 
 

Data Size 
Original 
Model 

Strengthened 
Model after 

Preprocessing % Reduced 

Data 1 

Variables 22,583 20,359 9.85% 

Constraints 5,697 3,574 37.27% 

Data 2 

Variables 30,088 21,979 26.95% 

Constraints 8,588 4,588 46.58% 

Data 3 

Variables 26,673 24,201 9.27% 

Constraints 9,681 5,269 45.57% 

Data 4 

Variables 33,531 32,009 4.54% 

Constraints 9,735 6,121 37.12% 

Data 5 

Variables 33,368 30,141 9.67% 

Constraints 17,412 8,387 51.83% 

Table 2.5: Size comparison between original and strengthened models after preprocessing 

As Table 2.5 indicates, the strengthened model after preprocessing has a much 

smaller size than the original one: the reduction of variables varies from 4.54% to 26.95% 

while the reduction of constraints varies from 37.12% to 51.83%.  The reduction of 

constraints is impressive and it stems mainly from the new set-based non-concurrence 

constraints and from the removal of many unnecessary concurrence constraints.   

2.5.2.  Improvement in LP relaxation 

While reducing the model size, the strengthened model achieves a better LP 

relaxation, too.  Table 2.6 compares the LP value before the B&B procedure between the 

original model and the strengthened model after adding the strong inequalities. 
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Data Cost  
Original 
Model 

Strengthened 
Model 

% 
Increased 

Data 1 

Total Cost 100.00 108.22 8.22% 

Selection Cost 85.22 87.90 3.15% 

Assignment / 
Routing / Inventory 

Cost 14.78 20.83 40.90% 

Data 2 

Total Cost 100.00 106.45 6.45% 

Selection Cost 78.67 80.17 1.90% 

Assignment / 
Routing / Inventory 

Cost 21.33 26.33 23.42% 

Data 3 

Total Cost 100.00 108.00 8.00% 

Selection Cost 84.78 85.81 1.21% 

Assignment / 
Routing / Inventory 

Cost 15.22 22.23 46.12% 

Data 4 

Total Cost 100.00 102.46 2.46% 

Selection Cost 78.72 79.63 1.16% 

Assignment / 
Routing / Inventory 

Cost 21.28 22.88 7.49% 

Data 5 

Total Cost 100.00 105.23 5.23% 

Selection Cost 79.09 80.19 1.39% 

Assignment / 
Routing / Inventory 

Cost 20.91 25.09 19.98% 

Table 2.6: LP relaxation comparison between original and strengthened models after 
inequalities 

In Table 2.6, we rescale the LP value of the original model in each data set into 

100 and distinguish the selection cost from the others.  As the data indicates, the selection 

cost account for 80% of the total cost on average.  An increase in the selection cost, even 

with a small percentage, could significantly improve the LP relaxation value.   A further 

analysis of the original LP solution and the strengthened LP solution suggests that the 
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strengthened model increases not only the number of resources employed, but also select 

much more versatile resources than the original model.  A typical pattern in the original 

model to reduce the cost is to employ local resources, which have lower assignment costs 

and incur zero routing costs, and use these local resources to perform each job repeatedly.  

However, in the strengthened model, the LP solution is prevented from repeating a job 

consecutively by a fractional resource and is enforced to routing the resources among 

locations.  As a result, the LP has to employ more versatile resources, which, although 

incurring higher assignment costs, are able to move among jobs in different locations.  A 

detailed comparison and discussion of the original LP solution and the strengthened LP 

solution is presented in Appendix Tables 2I.3 and 2I.4, and the notes following them. 

The LP increases in the strengthened model are due mainly to three factors: (1) 

the strengthened model formulation (including the new timing coordination constraints 

and the preprocessing procedure), (2) the valid lower bounds derived from the heuristics, 

and (3) the four classes of strong inequalities.  While Table 2.6 shows how effective the 

three techniques are collectively, it is also interesting to know how effective each 

technique is individually in improving the LP performance.  To address this question, we 

made a series of tests:  Test 1 is to run the strengthened model without any lower bounds 

and inequalities.  The result of test 1 indicates the effectiveness of the strengthened model 

formulation.  Based on the strengthened formulation, we made 5 more tests, each time 

enabling a single class of inequalities or the lower bounds but disabling all the others.  

The test results are presented in the following Table 2.7:      
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Model Data 

% of increase from 
original LP to the 

strong LP  
% Avg. 

Increased 

Strengthened 
Formulation 

Data1 0.019% 

0.131% 

Data2 0.082% 

Data3 0.295% 

Data4 0.001% 

Data5 0.256% 

Valid Lower Bounds 

Data1 0.421% 

0.269% 

Data2 0.053% 

Data3 0.365% 

Data4 0.073% 

Data5 0.431% 

MCI (Minimum 
Capacity Inequality) 

Data1 2.912% 

1.538% 

Data2 1.606% 

Data3 2.265% 

Data4 0.616% 

Data5 0.288% 

RCI (Residual 
Capacity Inequality 

Data1 6.558% 

4.466% 

Data2 6.169% 

Data3 6.297% 

Data4 1.720% 

Data5 1.588% 

FCI (Flow 
Compatibility 

Inequality) 

Data1 5.336% 

4.005% 

Data2 5.729% 
Data3 2.962% 

Data4 1.551% 

Data5 4.446% 

URI (U Route 
Inequality) 

Data1 0.000% 

0.000% 

Data2 0.000% 

Data3 0.000% 

Data4 0.000% 

Data5 0.000% 

Table 2.7: Effectiveness of individual strengthening techniques 
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As Table 2.7 indicates, the major sources of LP improvement stem from RCI and 

FCI inequalities, each alone helping increase the LP value more than 4% on average; the 

MCI inequalities also help.  While the strengthened formulation and the valid lower 

bounds have a mild impact on the LP value, it is disappointing that the URI inequalities 

have no impact.  Table 2.8 further summarizes the total time and iterations used in 

generating all inequalities and the final number of inequalities added. 

 

Data 

No. of 
Low 

Bounds 

No. 
of 

MCI 

No. 
of 

RCI 

No. 
of 

FCI 

No. 
of 

URI 

No. 
of 

Total 
Ineq. 

% of 
Total 
Const. 

Sep. 
Iterations 

Sep. 
Time 
(Sec.) 

Data1 7 28 68 357 0 460 11.40% 26 53.359 
Data2 8 62 44 274 0 388 7.80% 21 43.75 
Data3 6 31 116 380 6 539 9.28% 19 74.187 
Data4 4 24 59 185 0 272 4.25% 14 34.922 
Data5 4 21 72 165 0 262 3.03% 19 52.172 

Average 5.8 33.2 71.8 272.2 1.2 384.2 7.15% 19.8 51.678 

Table 2.8: Time and size statistics of inequalities 

Within one minute, our separation procedure generates about 380 inequalities and 

solves about 20 LP relaxations.  The inequalities added account for only 7% of the total 

constraints.  These statistics show that our separation procedure works effectively and 

efficiently.  More detailed statistics, which distinguish the dynamic inequalities from the 

static inequalities and also record the number of each subclass of the FCI inequalities, are 

presented in Appendix Table 2I.5. 
  

2.5.3.  Improvement in IP procedure 

We compare the original model and the strengthened model in terms of their 

capacity to solve the five data sets.  We first run the original model for 24 hours for each 
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data set and record the final IP result and gap.  We then for each data set run our 

heuristics for 4 hours to obtain an initial solution, and then run the strengthened model for 

2 hours to get the final solution.  The following table compares the 24-hour result by the 

original model and the 2-hour result by the strengthened model.   

 

Data Solution 

Original 
Model (24- 

Hour Result) 

Strengthened 
Model (2- 

Hour Result) % Improved 

Data 1 

Final IP 
Value 129.20 113.08 12.47% 

Final LP 
Value 103.46 108.74 5.11% 

Final Gap 19.90% 3.80% 16.10% 

Data 2 

Final IP 
Value 126.63 110.79 12.51% 

Final LP 
Value 102.54 106.83 4.19% 

Final Gap 19.00% 3.60% 15.40% 

Data 3 

Final IP 
Value 143.32 116.09 19.00% 

Final LP 
Value 103.80 108.24 4.28% 

Final Gap 27.60% 6.80% 20.80% 

Data 4 

Final IP 
Value 139.73 112.33 19.61% 

Final LP 
Value 101.45 102.86 1.38% 

Final Gap 27.40% 8.40% 19.00% 

Data 5 

Final IP 
Value 151.20 115.62 23.53% 

Final LP 
Value 101.51 105.55 3.98% 

Final Gap 32.90% 8.70% 24.20% 

Table 2.9: IP solution comparison between original and strengthened models 

The comparison in Table 2.9 suggests that our strengthened model is capable of 

solving the practical RPJS problems very efficiently.  Within only 2 hours, the 

strengthened model is able to find good solutions for Data 1 and Data 2 with gaps less 
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than 5%.  Even for those large-size and complicated data sets, such as Data 4 and Data 5, 

the strengthened model also achieves good performance, with gaps less than 10%.  In 

contrast, the original model shows disappointing performance by using CPLEX’s default 

solution procedure.  After 24 hours, the “simple” data sets, such as Data 1 and 2, still 

have gaps as high as 20% while the complicated data sets, such as Data 4 and 5, have 

gaps of more than 27%.   Both the valid inequalities and the progressive heuristic 

contribute to the good performance of the strengthened inequalities.  We have discussed 

the effectiveness of the inequalities in Section 2.5.2, and the following graph further 

illustrates the effectiveness of the progressive heuristic.  
 

 

Figure 2.17: IP solutions for data 1 by original and strengthened models   
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The horizontal axis in Figure 2.17 represents the computational time, unit in 

hours, and the vertical axis shows the gap of solutions found in each procedure. The 

dashed line represents the time series that records the gaps of feasible solutions found by 

the original model.  In 24 hours, the original model finds about only 10 feasible solutions 

and after 6 hours, the solution procedure hardly finds any better feasible solutions.  When 

the procedure ends, the final solution has a gap around 20%.  The time series representing 

the solution procedure of our strengthened model is shown by a solid line in the figure.  

In 6 hours (4 hours for problems P1-P3 and 2 hours for the original problem, P4), our 

solution procedure is able to find about 100 feasible solutions and these solutions are 

significantly improved over time.  Thus, at the end of 6 hours, our best solution achieves 

a gap of only around 3%. 

We also further compare the best solutions found in the original model and the 

strengthened model to gain insights on why the solutions of the strengthened model are 

much better.  The comparison of these feasible solutions is presented in Appendix Tables 

2I.6 and 2I.7.   By analyzing these feasible solutions, we can see that the best solution 

found in the strengthened model has a fewer number of resources compared to the IP 

solution for the original model and among the resources selected, the majority is the 

versatile resources.  This choice of resources is contrary to the choices found in the best 

solution of the original model, where the number of versatile resources is smaller and the 

number of local resources is much larger.   By selecting more versatile resources, the 

company can use a few resources to perform all required jobs.  Thus, even though the 

assignment cost and the routing cost might increase a little bit, the total cost is effectively 

reduced.   Another interesting feature found in the solutions of the strengthened model is 

that the numbers of resources selected in these solutions are quite close to the respective 

numbers of resources selected in the LP relaxation of the root node. On the one hand, this 
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observation shows that our valid lower bounds on the selection cost are very effective, 

while on the other hand also suggests that these best solutions might be quite close to the 

optimal solutions of these problems. 

We have successfully implemented our model and solution strategy in an annual 

maintenance project planning project for a major transportation company.  The annual 

maintenance project planning faced two major challenges: one was the difficulty of 

finding a schedule that ensured every job started and finished within its time windows 

while no timing coordination requirement was violated; another was the difficulty of 

determining which team type, global or local, to choose and finding a reasonable route 

for each of them.  Without the support of optimization tools, a decision maker had to face 

the first challenge by permitting some jobs to be performed beyond their feasible 

windows and/or by violating some tight timing coordination requirements.  To handle the 

second challenge, the decision maker might focus only on a single decision aspect instead 

of the overall tradeoff.  For example, owing to the soaring price of oil in recent years, a 

decision maker might be inclined to find a schedule with a minimum routing distance for 

each team without fully considering its impact on other important decision aspects, such 

as team selection costs.  To illustrate, consider an extreme case where one team performs 

only one job.  This schedule will have zero routing movements for each team but the 

schedule is obviously unacceptable since it requires too many teams and equipment sets.  

Thus, to reduce the routing distances while choosing a reasonable number of teams and 

proper team types, a decision maker might have to take months of time to produce an 

acceptable schedule and the proposed schedule might violate some predetermined 

requirements.  With the support of our model, the task of resource planning and job 

scheduling becomes much easier: the feasible solution provided by our model has 

considered all time windows and timing-coordination requirements and the solution is the 
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result trading-off all important decision aspects.  Thus, our model provides the decision 

maker a “global perspective” on the decisions.  Nowadays our model and solution 

strategies have become an indispensable part of the company’s planning procedures and 

helped the company save millions of dollars each year.   

2.6.  CONCLUSION  

This chapter discusses developing an optimization model and methods to support 

resource planning and job scheduling decisions in project management.  Resource 

planning requires finding the best resource types from potential resources and deciding 

the number/capacity of each selected resource type to fulfill job demand.  Job scheduling 

specifies which resource should be assigned to which job, when to start and finish each 

job, and how to route each resource among the assigned jobs.  Because each job’s 

performance time is restricted by special time windows and by coordination requirements 

with other jobs, any resource planning decision should consider detailed job scheduling.  

If this is not the case, an “optimal” capacity decided by resource planning may provide 

insufficient or improper resources in supporting the job requirements.   

Combining resource planning and job scheduling in an integrated decision model 

poses severe challenges to existing modeling and solution techniques.  First, most 

decision support models currently used in project management are handicapped, as they 

only consider either resource planning decisions or job scheduling decisions.  Such 

models are no longer qualified to support the integrated decision process.  The need for a 

new decision model is therefore urgent.  Second, because the new decision model 

incorporates complex decisions and normally has a huge number of decision variables, 

even the most advanced optimization tools, such as CPLEX, are cumbersome in solving 

the problem effectively.  As discovered by our experiments, based on a large-scale 
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maintenance project planning problem, CPLEX was unable to find a satisfying solution, 

even after an extremely long computational time. 

Facing modeling and solution challenges, we first developed an integer 

programming model that minimizes the total resource selection, assignment, routing, and 

inventory cost—subject to job assignment requirements and timing coordination 

requirements.  The model is built on the time-space network concept and produces a 

stronger LP relaxation in comparison to alternative modeling approaches.  To find a 

feasible solution with a performance guarantee within a limited computational time, we 

further developed a new solution strategy.  The strategy serves two purposes:  One is to 

strengthen the model formulation to improve the LP lower bound; the other is to speed up 

the integer solution process to improve the IP upper bound.  To improve the lower bound, 

we reformulated the timing coordination constraints and developed four families of 

strong inequalities.  We also derived strong lower bounds from the customized solution 

procedure.  To improve the upper bound, we customized both the preprocessing 

procedure and the heuristic procedure.  The new solution strategy dramatically 

outperforms CPLEX’s default solution strategy and empowers our model to support 

important project management decisions promptly and effectively.   

Working with a transportation company, we have successfully implemented our 

model and solution strategy to solve a large-scale project management problem. Our 

model has gradually replaced the manual planning process and become an indispensable 

part of the company’s planning procedures.  This optimization model helps save millions 

of dollars each year, improves the decision quality by comprehensively considering all 

cost components and ensuring zero violations of timing coordination requirements, and 

quickly reacts to changed project requirements. 
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In summary, there are three major achievements detailed in this paper.  (1) We 

have developed an integrated decision model of project management that combines 

resource planning, job scheduling, and complex timing coordination requirements.  (2) 

We have developed a new solution strategy that is capable of solving large-scale project 

management problems effectively.  This ability is notable in regard to the case of four 

strong inequality families, and the idea that the heuristic can further inspire theoretical 

exploration and be used in other NP-hard optimization problems.  (3) We have also 

applied the model and solution strategy to a nationwide project management problem, 

and noted changes brought about by the model thereafter.  The successful application 

illustrates the potential values of applying our model to other challenging practical 

problems.  The contributions above suggest additional avenues scholars could pursue.  

From the theoretical research perspective, studies could further explore the polyhedral 

structure of the problem, strengthen the current inequalities or show them facet-defined, 

or develop new strong inequalities.  From the practical research perspective, one could 

seek potential applications of the model and solution strategy in other areas, such as 

supply chain capacity planning, transportation network configuration and optimization, 

service management, or workforce scheduling.   
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Chapter 3.  Optimal Routing of Inspection Vehicles  

3.1.   INTRODUCTION  

We consider the problem of routing a vehicle to inspect links of a network in 

multiple time periods.  The vehicle initially starts from a base station and after finishing 

all required inspections it must also return to the base station.  We call the inspection 

journey from leaving the base station to returning to the base station as a “cycle.”  A 

cycle takes multiple time periods.  In each time period, the vehicle must start from one of 

the special nodes, called terminal nodes, in the network, move from node to node to 

inspect links connecting them, and finally stop at another terminal node at the end of the 

period.  Links differ in their inspection frequencies and the minimum and maximum 

separation times.  The minimum and maximum separation times specify a time interval 

within which the time between two consecutive inspections on the same link must fall.  

The separation requirement also applies across inspection cycles.  That is, the time 

between the last inspection of the current cycle and the first inspection of the next cycle 

on the same link must also be in the minimum and maximum time interval.  We call this 

across-cycle separation constraint the wrap-around separation constraint.  The decision is 

to determine a cycle with the minimum time periods that the vehicle will take to inspect 

all required links subject to the link inspection frequency and wrap-around separation 

requirements and the vehicle start and end location requirements.  We call this problem 

the Inspection Vehicle Routing problem, or IVR  for short. 

The problem is motivated by the infrastructure inspection decisions facing many 

transportation, telecommunication, and energy companies.  To ensure that the 

infrastructure remains in good condition so revenue-generating operations can be 

performed safely and efficiently, many companies invest in advanced inspection vehicles 
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and expect to use these vehicles as efficiently as possible.  These vehicles travel on the 

infrastructure network and use NonDestructive Testing (NDT) techniques—such as 

ultrasonic, magnetic-particle, or radiographic methods—to detect potential problems of 

lines, facility, or equipment (i.e., links) on the network (see, for example, NDT 2011).  

Because these tests often do not require direct contact with the links, the speed that the 

vehicles run on inspection is almost the same as their speed on repositioning.  In addition, 

it is natural to require that the vehicles stop at night at locations (i.e., terminal nodes) 

where the crew can find hotels to stay and the vehicles can receive maintenance services, 

as well as to require that the whole inspection cycle starts from the base station and ends 

at the base station of these vehicles.  The goal is to use the vehicle more for real 

inspections and less for repositioning in the inspection cycle.  Due to complex inspection 

requirements on the inspection links (e.g., some links of the infrastructure network need 

to be inspected more frequently than others), finding an efficient cycle route is not an 

easy task.  Moreover, one of the most important but also challenging requirements in the 

IVR problem is the wrap-around separation time for inspections on the same link.  The 

separation requirement ensures the next inspection on a link is not too late or too early 

from an inspection on the same link.  To prevent disruptions from happening, many 

infrastructure providers have adopted the preventive mode in their maintenance practices 

that requires periodically inspecting links of the infrastructure network, and replacing or 

upgrading components of links before breakdowns or failures (e.g., Stanford and 

Kalousek, 2000).  Consider the oil pipeline inspection as an example:  Each part of the oil 

pipeline must receive periodic inspections to ensure no leakage or material degradation, 

and the separation time between successive inspections on the same link must lie within a 

link-dependent interval.  If the separation time is too short, then not much change appears 

during the time interval, which is a waste of resources; if the separation time is too large, 



 90 

leakage or material degradation might develop during the long interval, which is a failure 

of the inspection purpose.  The periodic inspections also make the wrap-around 

separation necessary:  Without wrap-around, the time between the last inspection of the 

previous cycle and the first inspection cycle of the same link could be too short or too 

long.  In summary, maximizing the utilization of the inspection vehicles, with the 

constraints from both the vehicles (starting and ending at terminal nodes at each period as 

well as starting and ending at the same base node for the whole cycle) and the links 

(inspection frequencies and wrap-around separation times), is a challenging decision for 

infrastructure service providers.  The purpose of this study is to develop an optimization 

model to support the above important decision, as well as design, test, and implement an 

effective solution strategy to solve this large-scale optimization model.  We expect the 

decision model to have a significant impact on practical vehicle routing decisions.  In 

addition, because the new modeling and solution approaches also apply to other problem 

contexts, such as arc routing problems, we expect that the theoretical and methodological 

results developed in this research can benefit the study of other optimization decision 

problems.  

The infrastructure network we consider is a “mixed” network; that is, it consists 

of two types of nodes and two types of links.  A node represents an end point of a link, 

which can be either a terminal node or a transshipment node.  The terminal nodes are 

special locations where the crew of the vehicle can rest or be replaced while the 

transshipment nodes represent only the start/end points of inspection jobs.  We require 

that a vehicle must both start from and end at a terminal node in each time period.  A link 

represents an inspection job on the infrastructure network, which can be either directed or 

undirected.  A directed link specifies the traversal direction on the link.  That is, if a link 

AB is directed, then a traversal from B to A is prohibited.  We use directed links to 
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represent those “one-way” paths, such as one-way city streets or one-way railway tracks.  

On the contrary an undirected link can be traversed from either direction.   

The inspection requirements we incorporate in the model include the following 

four parts: 

Terminal Requirement: A vehicle must both start from and end at a terminal 

node in each time period.  

Cycle Requirement: The whole inspection journey must both start from and end 

at a given terminal node. We call this closed route a “cycle” and the special 

start/end node represents the base station for a vehicle. 

Frequency Requirement:  A frequency is a link-dependent number, which 

specifies how many inspections are needed for each link within a single cycle of a 

vehicle.   

Separation Requirement: The time between successive inspections of each link 

must lie within a link-dependent interval.  This interval specifies the minimum 

separation time and the maximum separation time for each link.  The minimum 

separation time requirement prevents the vehicle from inspecting a link too 

frequently, and the maximum separation time requirement insists that the next 

inspection on a link is not too long after the previous one.  With two types of 

separation requirements, we ensure that each link receives sufficient and efficient 

inspections.  The wrap-around separation requirement is critical to this problem 

because the preventive mode adopted in maintenance practice requires 

periodically inspecting links, which naturally demand that a proposed cycle route 

must be repeatable. The wrap-around requirement, together with the cycle 

requirement, is the key to ensure repeatability of the inspection cycle. 
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The IVR problem addressed here is related to the arc routing problem (ARP).  

The aim of ARP is to determine a least-cost traversal of a specified arc subset of a graph, 

with or without constraints (Eiselt, Gendreau, and Laporte, 1995 a).  Surveys on the state-

of-the-art and real-life applications of ARPs can be found in Assad and Golden (1995), 

Eiselt, Gendreau, and Laporte (1995a, b) and Dror (2000).   There are two important 

variants of the ARP, the Rural Postman Problem (RPP) and the Chinese Postman 

Problem (CPP).  Given a graph G = (V, E ∪ A) where V represents the node set (V = 

1,…,n), A represents the directed arc set, and E represents the undirected edge set, the 

CPP is to find a cycle that covers all edges/arcs at a minimum cost while the RPP is to 

find a cycle that covers a subset of edges/arcs at a minimum cost.  The CPP is NP-

complete for mixed graphs—i.e., a graph consisting of both directed arcs and undirected 

edges (Papadimitriou, 1976)—but polynomial solvable if the graph consists of only the 

directed arc set or only the undirected edge set (Edmonds and Johnson, 1973).  However, 

both the undirected and directed RPPs are NP-hard (Lenstra and Rinnooy Kan, 1976).  

Our problem is similar to the RPP in that we also need a cycle that covers a required 

subset of edges/arcs at a minimum cost.  However, the vehicle is required to inspect each 

of these edges/arcs, not only in a given frequency, but also in proper time intervals.  The 

minimum/maximum separation requirements, combined with the terminal node 

requirements, make our problem much more difficult to solve than the CPP/RPP. 

The rest of this chapter is organized as follows.  Section 3.2 proposes a general 

model formulation that captures all the above inspection requirements; we also discuss 

important variations of the general model in this section and formally establish the 

complexity of the IVR problem.  Section 3.3 focuses on studying model enhancement 

and customized solution strategies to solve the problem effectively.  Section 3.4 evaluates 
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the effectiveness of the proposed model and solution strategies by testing various data 

instances.  Section 3.5 offers final comments.    

3.2.  MODELING THE IVR  DECISIONS  

Our modeling approach includes two steps: The first is to construct a set of “sub-

paths,” which specifies possible routes of a vehicle in one time period (e.g., one day).  

The second is to develop an optimization model based on these sub-paths. 

3.2.1.  Constructing sub-paths 

A sub-path begins from and ends at two terminal nodes and covers links that a 

vehicle can inspect within one period’s route.  Based on various application contexts, a 

“sub-path” can be used to model the path with varying time units, such as one day, one 

hour, or one week. 

As implied by the definition of the sub-path, a brute-force way of constructing a 

sub-path set is to search all feasible paths within one period’s travel between any two 

terminal nodes.  Therefore, the number of sub-paths increases exponentially with the 

number of nodes.  However, in many practical applications, the number of feasible sub-

paths is very limited owing to various traveling restrictions and specified network 

configuration.  One example of the traveling restrictions is the “no-left-turn” rule 

enforced on many city streets, which states, for example, that a vehicle cannot turn to link 

BC if it reaches node B by link AB.  This requirement thus prohibits any sub-path from 

using BC immediately after AB.  One typical example of special network configuration is 

found in the railway network, where the terminal nodes often represent transportation 

hubs and only a limited number of routes are allowed to run between two nearby hubs.  In 

addition, we can also design effective preprocessing to further reduce the number of sub-

paths.  For example, if two sub-paths, R1 and R2, both starting from node A and ending at 
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node B, have covered the same set of required links, but route R2 travels a longer distance 

than route R1, we state that R1 dominates R2 and therefore remove R2 from the sub-path 

set.  If the objective is to minimize the total cycle time, we can further state that route R1 

dominates route R2 if both routes have the same terminal nodes but the link set covered 

by R2 is only a subset of the link set covered by R1.  We will discuss more details of the 

sub-path reduction in a later section on preprocessing. 

One benefit of defining sub-paths is that we gain flexibility for incorporating 

different operation/cost considerations into the model.  Such considerations include, for 

example, vehicle speed limits, road conditions and speed limits, safety and weather 

concerns, or traffic patterns.  Another benefit of sub-paths lies in the fact that the sub-

paths are independent of the underlying network configuration.  The underlying network 

could be directed, undirected, or mixed, but after constructing the sub-paths, we always 

work on a directed network.  Thus, with little change, the general model framework we 

develop here can be readily applied to various practical contexts.  

3.2.2.  Building the optimization model 

In the model, we consider a single vehicle whose coverage area (i.e., links to be 

inspected) is pre-specified, and the objective is to minimize the total inspection periods.  

We assume the time spent on inspecting a link is the same as the repositioning time on 

that link.  This assumption holds in many infrastructure inspection cases where the 

inspection does not require physical contact with links of the underlying network, and 

therefore does not slow down the vehicle.  Serving as a building block, the model can 

readily extend to other objectives and models with multiple vehicles.  
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Notation: 

Denote the infrastructure network as G = (M, L), where M is the terminal node set 

and L is the link set to be inspected by the vehicle.  Also, denote the special terminal node 

where the cycle starts and ends as m0.  

Let R be the sub-path set.  Given a sub-path r, rb  denotes its beginning node and 

re  its ending node.  Let L(r) denote the subset of links included in sub-path r; conversely, 

let R(l) denote the subset of sub-paths that include link l.  In addition, for each terminal 

node m ∈ M, let BR(m) and ER(m) denote, respectively, the subset of sub-paths that begin 

from m and end at m.   

Let T be an upper bound on the total cycle time, and T  denote a lower bound on 

the cycle time.  In this definition, the planning horizon consists of periods t = 1, 2,…, T  

and a cycle will never be terminated before T .  T can be assumed a very large number, 

while 1T =  initially.  With the heuristic and preprocessing, we can significantly decrease 

the value of T and increase the value of T , therefore reducing the size of the model.  For 

each link l ∈ L, let sl denote the minimum number of inspections needed for link l within 

a cycle, ul and vl denote respectively the minimum separation time and the maximum 

separation time between consecutive inspections of link l.   

Variable: 

To formulate the problem as an integer program, we define the following 

variables: 

xrt  denotes the binary time-indexed routing variable, which takes the value 1 if 

the vehicle starts (and completes) route r in period t, and is 0 otherwise.  

wlt is the binary time-indexed inspection variable, which takes the value 1 if the 

vehicle inspects link l in period t, and is 0 otherwise.  
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yt represents the cycle termination variable, for t = 1, 2,…, T, which is 1 if the 

cycle terminates at the beginning of period t (in other words, the cycle takes t −1 periods).  

Using these variables, the mathematical programming formulation of the problem 

is as follows.  We call this model a Minimum Cycle Model, or MCM for short, since its 

objective is to minimize the total cycle time.  

Formulation: 

  1

Minimize ( 1)
T

t
t

t y
=

−∑
      (3.1) 

subject to: 

Routing Constraints: 
  

0

1
( )

1r
r BR m

x
∈

=∑        (3.2) 

  , 1
( ) ( )

r t rt
r ER m r BR m

x x−
∈ ∈

=∑ ∑  for all t = 2, …, T , m ∈ M\ m0, (3.3) 

  , 1
( ) ( )

r t rt t
r ER m r BR m

x x y−
∈ ∈

= +∑ ∑ for all t = T , …, T , m = m0, (3.4) 

Inspection Assignments: 
  

( )
lt rt

r R l

w x
∈

≤ ∑   for all t = 1, …, T  and l ∈ L  (3.5) 

Inspection Frequency: 

  1

T

lt l
t

w s
=

≥∑
  for all l ∈ L    (3.6) 

Minimum Separation Time (MinS): 

Within the cycle 

  

1

' '
' ' 1

lt u T

lt t
t t t t

w y
+ −

= = +
≤∑ ∑

 for all t =1, 2, …, T- ul, l ∈ L,  (3.7a) 

Wrap-around across cycles: 

  

1

' '
' ' 1

2
lt u tt

lt lt t
t t t

w w y
+ −−

= =
+ ≤ −∑ ∑

  

for all max{ 1,1},..., 1;lt T u T= − + −  1,...,min{ 1, };lt t t u T= + + − l ∈ L, (3.7b) 
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Maximum Separation Time (MaxS): 

Within the cycle 

  

1 1

' '
' ' 2

1
l lt v t v

lt t
t t t

w y
+ − + −

= =
≥ −∑ ∑

 for all t = 1, 2, …, T - vl, l ∈ L, (3.8a) 

Wrap-around across cycles: 

  

1

' '
' ' 1

lt v tt

lt lt t
t t t

w w y
+ −−

= =

+ ≥∑ ∑
  

for all max{ 1,1},..., 1;lt T v T= − + −  1,...,min{ 1, };lt t t v T= + + − l ∈ L, (3.8b) 

(Note: In the case where lt v≤ , we do not need constraints 3.8b.) 

Non-negativity and Integrality: 

  rtx = 0 or 1  for all t = 1, 2, …, T, r ∈ R,  (3.9a) 

  ty = 0 or 1  for all t = 2, 3, …, T,   (3.9b) 

  ltw = 0 or 1  for all t = 1, 2, …, T, l ∈ L  (3.9c) 

The objective function (3.1) minimizes the cycle time.  Constraints (3.2) to (3.4) 

ensure that the incoming flows are equal to the outgoing flows at each time-space node.  

In period 1, the only outgoing flows are the sub-paths starting from terminal node m0.  In 

other periods t, the incoming flows are the sub-paths starting in period t −1, and the 

outgoing flows are either the sub-paths starting in period t or the sink flow y, which 

indicates that the cycle terminates at the beginning of period t.  Note that because the 

vehicle must return to the starting node m0 at the end of the cycle, the sink flow y exists 

only at node m0.  Constraint (3.5) ensures that the inspection variable, ltw , takes the value 

one if link l is actually inspected (vs. used for repositioning) in period t.  Constraint (3.6) 

imposes the minimum number of inspections that are needed for each link.  Constraints 

(3.7) and (3.8) impose the time separation requirements.  Within an inspection cycle, the 

time between two consecutive inspections on the same link must lie in the interval [ul, vl].  

Constraint (3.7a) imposes the minimum separation time requirements within a cycle.  
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Given a time period t, if the cycle terminates before t, i.e., '' 1
0

T

tt t
y

= +
=∑ , constraint (3.7a) 

ensures that no link will be inspected on or after t; otherwise, the constraint enforces that 

the vehicle inspects link l at most once from t to t + ul − 1.  Constraint (3.8a) imposes the 

maximum separation time requirements in a cycle.  Given a time period t, if the cycle 

terminates in or before period t + vl, i.e., '' 1
1lt v

tt
y

+

=
=∑ , constraint (3.8a) becomes 

redundant; otherwise, the constraint enforces that the vehicle inspects link l at least once 

from t to t + vl − 1.  To repeat the inspection cycle periodically, the wrap-around 

separation constraints are needed.  Constraint (3.7b) imposes the wrap-around minimum 

separation time requirements across cycles.  If 0ty = ,  inequality (3.7b) is dominated by 

(3.7a).  If 1ty = , t  indicates the termination time of the current cycle, which is also the 

starting time of the next cycle.  Thus, when 1ty = , the first term in the LHS of inequality 

(3.7b) represents all inspections in the last t t−  periods of the current cycle while the 

second term in the LHS represents all inspections in the first lt u t+ −  periods of the next 

cycle.  Together, the two terms ensure that the at most one inspection is performed in the 

time interval lu  across two cycles.  Similarly, constraint (3.8b) imposes the wrap-around 

maximum separation time requirements across cycles.  

As the MCM formulation indicates, the wrap-around constraints account for the 

largest portion of the total constraint set.  One may question, however, why, if the wrap-

around separation constraints are so important and worthwhile, that we model them in 

this way?  How about if we give those important links a large inspection frequency, keep 

the in-cycle separation constraints, but disable the wrap-around requirements?  By 

comparing two model solutions, one with the wrap-around separation requirements and 

another without these requirements, we will be clear on why the wrap-around is 

important but also hard to satisfy.  Without the separation constraints, a solution tends to 

“aggregate” inspections on the same link—that is, inspecting the same link consecutively 
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to satisfy the minimum inspection frequency requirement and then moving to other links.  

Such an “aggregation” strategy makes the design of a feasible schedule much easier 

because a vehicle can inspect portions of the network one by one without worrying about 

traveling back to those inspected portions in a later time.  However, the aggregation 

strategy is unacceptable in the practical applications because it will leave important links 

uninspected in a long time interval.  With separation constraints, a feasible solution has to 

call the vehicle back to the same link after an amount of time, which increases the cycle 

time and makes the schedule much more complicated.  Furthermore, note that in the two 

types of separation constraints, the in-cycle separation constraints restrict inspections in 

the time interval [1, T- vl] while the wrap-around ones constrain the rest of the time 

periods.  Meanwhile the value of vl is often relatively large.  For example, in one data 

instance we test, some links have the maximum separation periods vl  = 58, and a good 

feasible solution is normally around 60 to 70 periods.  Suppose a cycle time is 65 periods.  

Then, the in-cycle separation constraints restrict only inspections in the first 7 periods.  If 

we do not have the wrap-around separation constraints enabled, a schedule will be free to 

use the “aggregation” strategy for inspections after period 7.  In other words, among the 

two types of separation constraints, the wrap-around constraints are the key to preventing 

an “aggregated” schedule; a solution without the wrap-around constraints is often 

unacceptable in the practice.  The separation constraints meanwhile make the problem 

difficult to solve even for finding a feasible solution.  The following section establishes 

the problem complexity owing to the separation requirements.  

3.2.3.  Problem complexity 

  We show that the IVR problem is difficult to solve.  Because of the separation 

requirements, even finding a feasible solution of the IVR problem is NP-hard.  We 
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establish the NP-completeness for the IVR problem by showing that the 3-partition 

problem is polynomially reducible to the IVR problem.   

The 3-partition problem (Garey and Johnson 1975) is to decide whether a given 

set of integers can be partitioned into triples that all have the same sum.  More precisely, 

given positive integers a1,…,a3q, and b such that 
4 2j

b b
a< <  and   

3

1

q

j
j

a qb
=

=∑ .  Do there 

exist q pair-wise disjoint 3 element subsets }3,..,1{ qSi ⊂ such that 
i

j
j S

a b
∈

=∑  for i=1,…q?  

The 3-partition problem is NP-hard in the strong sense (Karp, 1972).   

 

Proposition 3.1:  Finding a feasible solution of the inspection vehicle problem is an NP-

hard problem. 

Proof.  Consider a special case of the inspection vehicle problem in the following: There 

are a total of 3q+1 links to be inspected by a vehicle.  We give an index j= 1,…,3q for 

each of the first 3q links and denote the last link as S.  These links are distributed on a 

“star” network in which each link is located on a “branch” of the star.  The following 

graph illustrates an example of such star networks. 

    

Figure 3.1: An example of a star network 

This network above has a center at node m.  After finishing inspecting one link, 

the vehicle must return to node m before inspecting the next link.  We assume the total 

m 
l1 

l2 
l(3q) …… 

S 
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time for traveling on each branch where link j is located is ja  periods, j= 1,…,3q; and the 

time for traveling on the link S branch is one period.  Note that traveling time on each 

branch includes the time taken to inspect the link on that branch, as well as the 

repositioning time taken from node m to the link and from the link back to node m.  Let 

each traveling time ja  satisfy 
4 2j

b b
a< <  and 

3

1

q

j
j

a qb
=

=∑  where b is an integer.  We 

further assume that each link j (j= 1,…,3q) requires exactly one inspection and does not 

have the separation requirement, but that link S requires q inspections and the separation 

time between two inspections is exactly equal to the integer b.   

Because of the separation time on link S, the problem is equivalent to the 3 

partition problem, i.e., to find q pair-wise disjoint 3 element subsets }3,..,1{ qSi ⊂ such 

that 
i

j
j S

a b
∈

=∑  for i=1,…q.  If there is a polynomial time algorithm to find a feasible 

solution for the inspection vehicle routing problem, the 3-partition problem can be solved 

in a polynomial time.  Since the 3-partition problem is NP-hard, finding a feasible 

solution for the inspection vehicle routing problem is also NP-hard. ♦ 

Although finding a feasible solution is hard, as Proposition 3.1 shows, the 

problem of determining whether a given cycle route is feasible can be solved effectively.  

A cycle route starts and ends at terminal node m0 and describes which sub-path is used in 

which time period, but it does not specify whether a sub-path is used to inspect links or 

just to reposition.  Given a cycle route, we need to determine if all links have been 

inspected in the minimum and maximum separation interval.  The following proposition 

establishes the complexity of determining the feasibility of a cycle route. 

 

Proposition 3.2:  Given a cycle route, there is a pseudo-polynomial time algorithm to 

determine whether the route is feasible. 



 102 

Proof.  The route is feasible if every link l is inspected at least ls  times and all separation 

constraints are satisfied.  Note that when a vehicle visits a link, it can either inspect the 

link or just reposition on the link.  Thus, the feasibility problem is equivalent to 

determine whether a visit is an inspection or a repositioning while satisfying all minimum 

and maximum separation constraints.  We show that the problem can be solved by a 

three-step pseudo-polynomial algorithm: 

Step 1: Choose a link l. 

Step 2: Determine the first inspection period for link l.  By the maximum 

separation constraints, the first inspection must appear in one of periods [1, vl].  Assume 

the first inspection appears on period x (1 ≤ x ≤ vl) and the route takes in total T' periods.  

Because of the wrap-around requirement, the first inspection of the next cycle must be on 

period T'+ x.  Thus, the last inspection on the link must satisfy the separation requirement 

with the inspection on the period T'+ x.    

Step 3: Given a selected first inspection period, determine all the other inspection 

periods for link l.  We propose the following network algorithm to solve this problem.  

Define a network in which each node represents a visit to the link.  In addition, a source 

node represents the first inspection of this cycle while a sink node represents the first 

inspection of the next cycle.  For each node i, notation it  represents the time at which the 

link is visited.  Then, for any two nodes (i, j), if l j i lv t t u≥ − ≥ , there is a directed arc {i, j} 

with length 1.  Find the longest hop path on the network from the source to sink.  If the 

hop length is equal to or larger than ls , let it  of nodes in the longest hop path be the 

inspection periods for the link.  These inspections satisfy both the minimum inspection 

frequency requirement and the wrap-around separation requirement, therefore a feasible 

solution for the link l.  If the route is feasible for all links, the route is a feasible solution.  

Note that the network we construct is acyclic (i.e., it does not contain directed cycles).  
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The long hop path problem can therefore be transferred into a shortest path problem with 

negative arc lengths (-1) on an acyclic network, and be solved in O(|E|) time where E is 

the arc set of the network (Ahuja et al., 1993).  Thus, the above three-step algorithm takes 

time in O(|L| * | vl | * | E |).  Because | vl | and | E | depend on the time horizon T, this 

algorithm runs in pseudo-polynomial time. 

Proposition 3.1 shows that even finding a feasible solution is a hard problem due 

to the separation constraints.  Proposition 3.2 implies, however, that if we fix the value of 

the routing variables, we can effectively determine the value of the inspection variables.  

This proposition provides useful insights for us to design an effective heuristic algorithm 

addressed in a later section. 

3.2.4.  Two simplified MCM models 

In the MCM model discussed in section 3.2.2, we notice that the number of 

required inspections for a link in a cycle is closely related to the maximum separation 

interval time.  If a link is more important than others, it requires more inspections within 

a single cycle; the same requirement can also be enforced by setting a shorter maximum 

separation time on the same link.  In other words, the inspection frequency requirement is 

sort of substitutable with the maximum separation constraints.  If a company first 

determines the inspection frequency for each link, the major concern of the decision is 

switched to make sure that in a planned cycle, all inspections on the same link are evenly 

placed, which is guaranteed by the minimum separation constraints.  This observation 

leads us to develop a simplified MCM model that enforces the minimum inspection 

frequency constraints and the minimum separation constraints, but removes the 

maximum separation constraints.  We call this model a Minimum Separation Model, or 

MCM-MinS  for short.  On the other hand, if a company first determines the maximum 

separation interval for each link, the major focus is then to ensure that a shortest time 
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cycle satisfies these maximum separation constraints while each link is inspected at least 

once.  In this case, the minimum separation constraints are no longer a big concern.  This 

lack of worry is especially true in many road inspection cases where “inspecting” a link 

does not take much more additional time than simply “traveling” through a link.  We can 

therefore develop another simplified MCM model that retains the maximum separation 

constraints and requires at least one inspection on each link, but removes the minimum 

separation constraints.  We call this model a Maximum Separation Model, or MCM-

MaxS for short.  Formulations for both the MCM-MinS  and the MCM-MaxS  are 

presented as follows.  

  

Minimum Separation Model (MCM-MinS ) 

   Objective (3.1) 

subject to 

   Constraints (3.2) to (3.7), (3.9) 

Compared to the original MCM model, the only change in the MCM-MinS model 

is to remove the maximum separation constraints (3.8). 

Maximum Separation Model (MCM-MaxS ) 

   Objective (3.1) 

subject to 

   Constraints (3.2) to (3.5) 

Inspection Assignment/Frequency: 

   
1

1
T

lt
t

w
=

≥∑   for all l ∈ L   (3.6’) 

   Constraints (3.8) to (3.9) 
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Compared to the original MCM model, the only change in the MCM-MaxS model 

is to change the inspection frequency to 1 and remove the minimum separation 

constraints (3.7). 

Both MCM-MinS and MCM-MaxS have their applications in practice, depending 

on the procedure (frequency-first vs. separation-first) a company develops to determine 

its optimal vehicle route.  In this chapter, we will study both models, present 

strengthening methods, and develop effective solution procedures to solve them.    

3.2.5.  Other variations of the model  

Fixed cycle time model 

The Fixed Cycle Time Model (FCTM) is an interesting variation of the MCM 

model, in which the cycle length is fixed.  Instead of finding an optimal solution, the goal 

of FCTM is to find a feasible solution that satisfies all the inspection frequency and 

separation requirements.  As discussed in the section 3.2.3, this feasibility problem 

remains strongly NP-complete.  On the other hand, because the cycle time is fixed, the 

wrap-around separation constraints become much simpler.  Given a fixed cycle time t , 

we write the FCTM formulation base on the MCM-MaxS as follows: 
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1
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Inspection Assignment/Frequency: 
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Wrap-around Maximum Separation Time: 
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= ∈
≥∑ ∑    for all t = 1, 2, …, t  - vl, l ∈ L, (3.15a) 
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= ∈ = ∈
+ ≥∑ ∑ ∑ ∑ for all t = t  – vl + 1,…, t -1, l ∈ L,  (3.15b) 

Non-negativity and Integrality: 

  rtx = 0 or 1  for all t = 1, 2, …, 1t − , r ∈ R (3.16) 

 Note that t  is the time that the sink variable 1ty = .  Thus, the cycle length is t -

1.  Once the cycle length is known, we can simplify the complex wrap-around separation 

constraint of (3.8b) into (3.15b).  The objective is to minimize a total cost for the sub-

path variables selected.  We will give more discussions in a later section on the selection 

of coefficient rtC  and on the applicability of the model.   

Minimum repositioning distance as the objective 

The MCM model uses the minimum cycle length as the objective.  We can also 

consider alternative objectives according to different decision considerations.  The 

following model uses the minimum repositioning distance as the objective: 

Let αr denote the length of sub-path r and βl be the length of link l.  The objective 

is: 

  
1 1

Minimize 
T T

r rt l lt
r R t l L t

x wα β
∈ = ∈ =

−∑∑ ∑∑     (3.17) 

The constraints are the same as the MCM model. The first term in (3.17) is the 

total traveling distance of the route and the second is the total inspection distance of the 

route.  Thus, the difference of the two represents the total repositioning distances among 

required inspections.  For simplification, we can also only use the first term (i.e., the total 

traveling distance) as the objective.  The total traveling distance objective can be used in 

the fixed cycle time model, in which rt rC α= .  
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Soft Separation Constraints  

We consider modeling the separation constraints in a “soft” way, which allows 

some separation constraints to remain unsatisfied, but charges high penalty costs for these 

violations.  The soft separation constraints are helpful for the model to find feasible 

solutions starting from a partially infeasible solution.  For example, our heuristic method 

might construct a solution that has a few wrap-around separation constraints violated.  By 

using the soft separation constraints, our model can start from this heuristic solution and 

minimize the violations so that a feasible solution can be found. 

Let ASlt denote the binary penalty variables for the mAximum Separation 

constraint on link l in time t.  ASlt =1 if the maximum separation constraint is violated.  

Given a segment l and its maximum separation interval vl, define the unit penalty cost as 

APl.  Thus, if a schedule has a next inspection on the same link l after vl + t periods, it will 

incur a penalty cost  t*APl for being late t periods.  Similarly, let ISlt denote the binary 

penalty variables for the mInimum Separation constraint on link l in time t.  ISlt =1 if the 

minimum separation constraint is violated.  Define the unit penalty cost as IPl.  If a 

schedule has two consecutive inspections for l in ul - t periods, it will incur a cost t* IPl for 

being ahead t periods.  The model is as follows: 

 
1 1 1

Minimize ( 1) ( * ) ( * )
l lT v T uT

t l lt l lt
t l L t l L t

t y AP AS IP IS
− −

= ∈ = ∈ =
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subject to 

   Constraints (3.2 to 3.6, 3.9) 

Minimum Separation Time (MinS): 
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Maximum Separation Time (MaxS): 
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Non-negativity and Integrality: 

  0 or 1ltAS =  for all t = 1, 2, …, T– vs, T – vl, l ∈ L, (3.21a) 

  0 or 1ltIS =  for all t =1,2, …, T- ul, l ∈ L,   (3.21b) 

Constraint (3.19) counts the number of periods that the minimum separation 

constraints are violated in the time interval t to t+ ul – 1.  For illustration, consider the 

case where variables , 1l tw  and  , 2l tw  are 1 and 0 2 1 lt t µ< − < .  Constraint (3.19) will 

enforce variables 1ltIS =  in time periods 2 1, 2 2,... 1l lt u t u t− + − + .  Thus, the total number 

of ltIS  variables that are enforced to be 1 is  ( 2 1)lu t t− − , exactly the number of periods 

that the two inspection variables violate the minimum separation constraints.  Similarly, 

we can also see that inequality (3.20) captures the number of periods in which the 

maximum separation constraints are violated by two inspection variables.  Note that 

constraints (3.19) and (3.20) are only for in-the-cycle separation constraints.  With slight 

modification, the same idea can also apply to the across-the-cycle separation constraints.  

We skip this extension for simplification. 

3.3.  MODEL ENHANCEMENT AND ALGORITHM DESIGN  

Section 3.2 presents two different formulations (MCM-MinS and MCM-MaxS) to 

model the inspection vehicle routing problem.  In this section, we explore effective ways 

to enhance both models and study customized algorithms to speed up the solution 

procedure.  

3.3.1.  Model reformulation 

The MCM model has a big size, owing especially to the number of wrap-around 

separation constraints.  In this section, we investigate the special features of the problem 

and reformulate the model based on these features to reduce the size of the model.   
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3.3.1.1.  Links with one inspection requirement 

We first notice a simple property for the MCM-MinS model:  If a link needs only 

one inspection in one cycle (i.e., if 1ls = ), we do not need to enforce the separation 

constraints on it.  Moreover, we can remove the inspection variables and replace 

constraints (3.5) and (3.6) by: 

  
1 ( )

1
T

rt
t r R l

x
= ∈

≥∑ ∑  for all l with 1 inspection requirement (3.26) 

If many links require only one inspection in a practical problem, applying the 

above property will significantly simplify the model.   

In the MCM-MaxS model, because all links have 1ls =  and the minimum 

separation constraints are not needed, we can remove all inspection variables w.  The 

updated maximum separation constraints in the MCM-MaxS model are shown below: 

Maximum Separation Time: 

Within the cycle 
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= ∈ =
≥ −∑ ∑ ∑   for all t = 1, 2, …, T - vl, l ∈ L, (3.27a) 

Wrap-around across cycles: 

 
1

' '
' ( ) ' 1 ( )

lt v tt

rt rt t
t t r R l t r R l

x x y
+ −−

= ∈ = ∈

+ ≥∑ ∑ ∑ ∑     

for all max{ 1,1},..., 1;lt T v T= − + −  1,...,min{ 1, };lt t t v T= + + − l ∈ L  (3.27b) 

3.3.1.2.  Reformulate the wrap-around separation constraints 

One drawback of the wrap-around separation constraints we modeled in section 

3.2.2  is that they require too many constraints.  Let | |L  denote the number of links.  We 

need about | | * * ( )l lL v T T v− +  additional maximum separation constraints and 

| | * * ( )l lL u T T u− +  additional minimum separation constraints.  Let us consider a typical 

example with 200 links, 100 time periods, 70T = , and 15, 50l lu v= =  for every l.  The 
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wrap-around requirements have a total of 935,000 separation constraints, among which 

800,000 are maximum separation constraints and 135,000 are minimum separation 

constraints.  With such a huge number of constraints, the model is difficult to solve. 

We consider two alternative ways to reduce the number of wrap-around 

separation constraints, among which model 2 has been adapted to model the minimum 

separation constraints in the MCM-MinS model: 

Model 1: Define first/last inspection variables 

The basic idea is to find the first inspection period and the last inspection period 

on each link, and then enforce the wrap-around minimum/maximum separation 

constraints according to the two time periods.  Model 1 can be used to replace both the 

MCM-MinS and the MCM-MaxS formulations. 

Variable definition:  

• Flt denote the binary first inspection variable on link l.  Fst =1 if the vehicle 

inspects link l the first time in period t, 0 otherwise. l ∈ L,  t =1,…,vl 

• Llt denote the binary last inspection variable on link l.  Llt =1 if the vehicle 

inspects link l the last time in period t, 0 otherwise. l ∈ L,  t = max{T - vl, 

1},…, T-1. 

First inspection:  

  
1

1
lv

lt
t

F
=

=∑    for all l ∈ L,   (3.28) 

  lt ltF w≤    for all l ∈ L, t =1,…,vl  (3.29) 

  '
' 1

t

lt lt
t

F w
=

≥∑    for all l ∈ L, t =1,…, vl (3.30) 

Inequality (3.28) specifies that the first inspection must occur once in time 

interval 1 to vl.  Inequalities (3.29) and (3.30) guarantee that the first inspection, instead 
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of the following inspections, is assigned to ltF .  Note that Constraint (3.30) can be further 

strengthened as: 

 ' '
' 1 ' max{ 1,1}l

t t

lt lt
t t t u

F w
= = − +

≥∑ ∑   for all l ∈ L, t =1,…, vl  (3.30') 

Constraint (3.30') is valid because its RHS is at most 1. 

Last inspection:  

 
1

max{ ,1}

1
l

T

lt
t T v

L
−

= −
=∑   for all l ∈ L,     (3.31) 

 lt ltL w≤   for all l ∈ L, t = max{T - vl, 1},…, T-1 (3.32) 

 
1

'
'

T

lt lt
t t

L w
−

=

≥∑   for all l ∈ L, t = max{T - vl, 1},…, T-1 (3.33) 

Inequality (3.31) specifies that the last inspection must occur once in time interval 

t =T - vl  to T-1.  Inequalities (3.32) and (3.33) guarantee that the last inspection, instead 

of the previous inspections, is assigned to ltL .  Because of the minimum separation 

constraint, (3.33) can be further strengthened as: 

 
min{ 1, 1}1

' '
' '

lt u TT

lt lt
t t t t

L w
+ − −−

= =

≥∑ ∑  for all l ∈ L, t = max{T - vl, 1},…, T-1 (3.33') 

We are now ready to write the wrap-around separation constraints based on the 

two new variables: 

Wrap-around MinS: 

 
1

1

( 1)
l

l

vT T

t lt lt l
t T t T v t

t y tL tF u
−

= = − =

− − + ≥∑ ∑ ∑  for all l ∈ L   (3.34) 

Wrap-around MaxS: 

 
1

1

( 1)
l

l

vT T

t lt lt l
t T t T v t

t y tL tF v
−

= = − =

− − + ≤∑ ∑ ∑  for all l ∈ L   (3.35) 

In the above constraints, term ( 1)
T

t
t T

t y
=

−∑ gives the cycle termination time, and the 

LHS of both constraints give the separation time between the first inspection of the next 
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cycle and the last inspection of the current cycle.  The separation time must be within the 

interval of [ lu , lv ].  

Model 2: Define tasks instead of links for MinS model 

A task refers to one specific inspection on a link.  For example, if a link l requires 

two inspections in a cycle, we can define two tasks, n1 and n2, to represent the first and 

the second inspections on the link l.  In general, given the inspection frequency of a link, 

ls , we can define ls  tasks for the link; each task must be executed exactly once.  We 

further use P(n) to represent the preceding inspection of task n on the same link.  Thus, in 

the above two-task example, P(n2) = n1 and P(n1) = n2.  The second equation holds in 

the Wrap-around Mode.  Because Model 2 requires the explicit modeling of the 

inspection frequency, it applies only to the MCM-MinS model. 

Let N denote the set of Tasks for all links and N1 denote the set of tasks that 

correspond to the first inspection of all links. Model 2 is shown below:  

Inspection Assignments: 
  

( )
nt rt

r R l

w x
∈

≤ ∑   for all t = 1, …, T  and n ∈ N  (3.36) 

 Inspection Frequency: 

  
1

1
T

nt
t

w
=

≥∑   for all n ∈ N    (3.37) 

The wrap-around separation constraints are: 

Wrap-around MinS: 

 

  
1 1

( )
1 1 1

( 1)
T T T

t P n t nt n
t t t

t y tw tw u
− −

= = =

− − + ≥∑ ∑ ∑  for all n ∈ N1,  (3.38) 

Wrap-around MaxS: 

 

  
1 1

( )
1 1 1

( 1)
T T T

t P n t nt n
t t t

t y tw tw v
− −

= = =

− − + ≤∑ ∑ ∑  for all n ∈ N1,  (3.39) 
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Note that both Model 1 and Model 2 require fewer numbers of variables and 

constraints than the original MCM model.  Using Model 1, we need 

| | * | | *( )l lL v L T T v+ − +  additional variables, | | | | * | | *l lL L v L v+ +  additional first 

inspection constraints, | | | | *( ) | | *( )l lL L T T v L T T v+ − + + − +  additional last inspection 

constraints, | |L  additional wrap-around MinS constraints, and | |L  additional wrap-

around MaxS constraints.  Using the example described previously (i.e.,  | |L  = 200, T = 

100, 70T = , 15, 50l lu v= =  for every l), the new model requires 26,000 variables and 

52,800 constraints, much fewer than the original MCM model.  On the other hand, Model 

2 requires only | | | |l
l L

s L
∈

−∑  additional variables and in total * | |l
l L

T s
∈
∑ constraints.   If the 

inspection frequency is not high, Model 2 produces the smallest number of variables and 

constraints.  Using the same example described above, a real problem instance we studied 

shows that among the 200 links, 75% links requires only 1 inspection, 20% requires 2 

inspections, and only 5% requires 3 inspections.  Thus, Model 2 needs only 130 

additional variables and constraints. 

While Model 2 requires the smallest model size, it applies only to the MCM-MinS 

model where the inspection frequency is pre-determined.  Model 1 is more general, but it 

still requires a huge number of additional variables and constraints.  Both Model 1 and 

Model 2 use the average time to present the inspection time, which often results in a 

weaker LP relaxation than the moving window method applied in the MCM model. 

(Please refer to Chapter 2 to see discussions on a similar example.)  However, in some 

special cases, the average time method might produce a stronger LP relaxation.  The 

following example shows one of these cases:  Consider an LP solution on a link l where 
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1 50.5, 0.5l lw w= = . The cycle termination times are 5 90.5, 0.5y y= = .  Assume link l has a 

maximum separation time 5lv =  and a minimum inspection frequency 1.  We do not 

consider the minimum separation constraint.  Note that the above solution satisfies all 

constraints in (3.8), and is therefore a feasible solution to the MCM model.  However, the 

solution is infeasible to the constraint (3.34), since 
1

1

( 1) 6 3 3 6
l

l

vT T

t lt lt
t T t T v t

t y tL tF
−

= = − =

− − + = − + =∑ ∑ ∑
 
while 5lv = only. 

Because Model 2 has a much smaller size, we decide to apply it to the MCM-

MinS model in place of the original MCM model.  For the MCM-MaxS model, the 

Model 1, although applicable, still has a huge size.  We therefore decide to keep the 

original MCM formulation but develop a new solution strategy, based on the fix cycle 

time model, to solve the problem effectively.  The new solution strategy will be discussed 

in Section 3.3.4.  Appendix 3A gives the complete MCM-MinS formulation and 

Appendix 3B gives the complete MCM-MaxS formulation.  Both formulations apply the 

simplification discussed in this section. 

3.3.2.  Model enhancement 

We consider strengthening the formulations by developing valid inequalities.  

These inequalities help not only to increase the LP lower bound, but also to prevent those 

undesirable LP solutions, speed up the branch procedure, and improve the performance of 

heuristics.      

3.3.2.1.  Minimum cycle inequality 

Consider the following LP result derived from a real problem instance.  The sink 

arcs represent the cycle termination variables, which indicate when the vehicle finishes 

the route. 
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Time Period t yt Value (t – 1) * yt 
1 0.323 0 
73 0.237 17.064 
76 0.1 7.5 
98 0.095 9.215 
100 0.244 24.156 

Table 3.1: LP solution with fractional cycle termination variables 

The table shows that LP solution consists of a convex combination of cycles with 

different lengths and the objective value 
1

( 1) 58
T

t
t

t y
=

− =∑ .  Note that in the above LP, a 

fractional amount of flows exit the cycle before being deployed to any sub-paths while a 

vehicle in IP cannot exit before finishing the whole cycle.  This situation suggests having 

the following simple inequality based on the LP objective: 

   1

0
LPz

t
t

y
  

=
=∑

      (3.40) 

where LPz is the LP objective.  Alternatively, we can remove the variables ty  from time 1 

to  LPz    in the preprocessing procedure.   

We implement the above inequality and compare the performance in terms of 

computational time.  Before the inequalities, the above instance takes 3,800 seconds to 

decrease the gap to around 5%, whereas the new model with inequality (3.40) takes only 

220 seconds to reach the same gap.  

3.3.2.2.  Strengthened minimum frequency inequality, RHS 

Recall that in the MCM-MaxS model, the inspection assignment and frequency 

constraints are combined into inequality (3.26), in which each link is inspected at least 

once.  However, with the maximum separation interval vl, a link may require more than 

one inspection in each cycle.  We therefore can strengthen the Minimum Frequency 

Inequality in the following way:  
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1

1 ( ) 2

1T T

rt t
t r R l t l

t
x y

v

−

= ∈ =

 −≥  
 

∑ ∑ ∑   for all l ∈ L   (3.41) 

If =1ty , the cycle terminates at the beginning of time t; 
1

l

t

v

 −
 
 

 therefore 

represents the minimum inspection frequency for link l.  Inequality (3.41) is a valid 

inequality.  We further show that inequality (3.41) is an effective inequality.    

Consider a special case where link l has vl = 10 and the cycle ends at time 16.  

Inequality (3.41) ensures that
1

1 ( )

2
T

rt
t r R l

x
−

= ∈

≥∑ ∑ .  However, an LP solution may have ,1 0.5rx = , 

,6 0.5rx = , and ,11 0.5rx = , which satisfies both the non-wraparound separation constraint 

(3.27a) and the wraparound separation constraint (3.27b), but violates inequality (3.41).  

3.3.2.3.  Strengthened minimum frequency inequality, LHS  

We can also strengthen the minimum frequency inequality by removing terms at 

the left-hand side.  In a network where a center location is surrounded by short branches, 

an LP solution might choose to inspect each branch in a fractional time.  The following 

figure shows such an example: Node A is in the center of the network and links (A, B) 

and (A, C) need only one period’s traversal.  We have 4 sub-paths: SP1(A, B), SP2(B,A), 

SP3(A,C), and SP4(C, A), among which, SP1 and SP2 can inspect link (A, B) and SP3 

and SP4 can inspect link (A, C).  

  

Figure 3.2: Example of a star network 

A 

B C 

SP1 

SP2 SP3 

SP4 
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We refer to the above network as a star network.  Note that links (A, B) and (A, 

C) need to be inspected at least once. The original minimum frequency inequalities are as 

follows: 

  
1

1, 2,
1

( ) 1
T

DR t DR t
t

x x
−

=

+ ≥∑  for  link (A,B)    (3.42a)  

 
1

3, 4,
1

( ) 1
T

DR t DR t
t

x x
−

=

+ ≥∑  for  link (A,C)     (3.42b)  

An integer solution needs to have 4 periods’ route (such as SP1->SP2->SP3-

>SP4).  In the 4 periods, 2 periods are used for inspection and the rest for repositioning.  

However, an LP needs only 2 periods: 1,1 0.5SPx = ,  2,2 0.5SPx = , 3,1 0.5SPx = , 4,2 0.5SPx = . 

That is, 0.5 flows to inspect link (A, B) and back in (B, A); and another 0.5 flows to 

inspect link (A, C) and back in (C, A). 

To design an effective inequality to prevent this undesirable LP solution, we first 

notice the following relationship: 

1, 1 2,SP t SP tx x− =  and 3, 1 4,SP t SP tx x− =  

That is, SP2 must follow SP1 as well as SP4 must follow SP3. We can therefore 

replace inequalities (3.42) into: 

 
1

2,
2

(2 ) 1
T

SP t
t

x
−

=

≥∑  for  link (A,B)     (3.43a) 

 
1

4,
1

(2 ) 1
T

SP t
t

x
−

=

≥∑  for  link (A,C)     (3.43b) 

which are dominated by: 

 
1

2,
2

( ) 1
T

SP t
t

x
−

=

≥∑  for  link (A,B)     (3.44a) 

 
1

4,
1

( ) 1
T

SP t
t

x
−

=

≥∑  for  link (A,C)     (3.44b) 

With the above new inspection inequalities, we ensure the LP is equal to the 

optimal IP. 

General Inequality 
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Proposition 3.3: Suppose two sub-paths SPA and SPB have the following relationship: 

  
1

, ' ,
' 1

T

SPA t SPB t
t t

x x
−

= +

≤ ∑      (3.45) 

For any link l, if ( )l L SPA∈ and ( )l L SPB∈ , and the minimum inspection 

frequency of l is 1, we can replace the original frequency formulation (3.26) by the 

strengthened formulation (3.46). 

Original Formulation (from 3.26): 
1

, , ,
1 ( )\ ,

( ) 1
T

SPA t SPB t r t
t r R l SPA SPB

x x x
−

= ∈

+ + ≥∑ ∑   for all l ∈ L   (3.26’) 

Strengthened Formulation 
1

, ,
1 ( )\ ,

( ) 1
T

SPB t r t
t r R l SPA SPB

x x
−

= ∈

+ ≥∑ ∑    for all l ∈ L   (3.46) 

Proof.  Note that any LP that satisfies (3.46) also satisfies (3.26), but the reverse does not 

hold. Thus, inequality (3.46) is stronger than (3.26).  We further show (3.46) is a valid 

inequality.  Note there are only two cases: 

Case 1: , 'SPA tx  = 
1

,
' 1

T

SPB t
t t

x
−

= +
∑ . If both values are 0, inequality (3.46) is equivalent to 

(3.26); if both values are 1, inequality (3.46) ensures that the inspection is at least 

one. 

Case 2: , ' 0SPA tx =   and , 1SPB tx =  for some t > t'. Inequality (3.46) ensures that the 

inspection is at least one.  

Thus, inequality (3.46) is valid in both cases. ♦ 

 

The relationship (3.45) specifies that if SPA is employed at time t' then SPB must 

be employed at a later time t; it does NOT require that SPB can only follow SPA nor that 

SPB must immediately follow SPA.  Both inequality (3.46) and inequality (3.41) 

strengthen the original inspection frequency constraint, but we must use caution when 

combining the two inequalities.  It is clear that inequality (3.46) can apply to the MCM-
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MinS model where the minimum inspection frequency is 1 or to the MCM-MaxS model 

where 
1

1
l

T

v

 − = 
 

 for link l.  When 
1

l

T

v

 −
 
 

is larger than 1 in the MCM-MaxS model, 

inequality (3.46) could be inapplicable because both , 'SPA tx  and ,SPB tx  could be counted as 

two inspections on link l.  To ensure the inequality (3.46) can be applied to the larger-

than-one inspection case, we restrict the relationship (3.45) as follows:  

   , 1 ,SPA t SPB tx x− ≤       (3.47) 

In the new relationship, SPB immediately follows SPA.  We show that the 

following inequality holds if both relationship (3.47) and another special condition on the 

cycle terminal time t  hold: 

 
1

, ,
1 ( )\ , 2

1
( )

T T

SPB t r t t
t r R l SPA SPB t l

t
x x y

v

−

= ∈ =

 −+ ≥  
 

∑ ∑ ∑  for all l ∈ L  (3.48) 

The condition on the cycle termination time t  ensures that the two sub-paths, 

, 1 ,,SPA t SPB tx x− , will not be counted as two independent inspections on link l.  Thus, we can 

just retain ,SPB tx  but remove , 1SPA tx −  from the formulation as inequality (3.48) suggests.  

The following proposition states the required condition:   
 

Proposition 3.4.  Inequality (3.48) is valid in the MCM-MaxS model for link l if the 

following conditions are satisfied: 

(1) Relationship (3.47) holds. 

(2) The cycle termination time t  has 2 1lt v≤ +  and ( 1) 2 ( 1) 1l lb v t b v+ + ≤ ≤ + +  

for [0,1,2,..., 1]lb v= − . 
 

Proof.  If relationship (3.47) holds, SPB must immediately follow SPA.  We show that 

the two sub-paths will not be counted as two independent inspections on link l if 

condition (2) is satisfied.  Given a positive integer b, if t  at the time interval 

2 ( 1) 1l lbv t b v+ ≤ ≤ + + , then  
1

1
l

t
b

v

 − = + 
 

.  We show the time period, ( 1) 1lb v + +  is the 
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largest period that SPA and SPB could be counted as two independent inspections while 

all separation constraints are still satisfied.  In time period, ( 1) 1lb v + + , the sub-path pair 

(SPA, SPB) can be selected b times as the following: 

, , 1 , 1 , 2 , 2 2 , 2 3 , ( 1)( 1) , ( 1)( 1) 1( , ),( , ),( , ),..., ( , )
l l l l l lSPA t SPB t SPA t v SPB t v SPA t v SPB t v SPA t b v SPB t b vx x x x x x x x+ + + + + + + + + + − + + − + +   

Note that the last inspection, , ( 1)( 1) 1lSPB t b vx + − + +  is separated from the first inspection, 

,SPA tx , with time ( 1) 1 ( ( 1)( 1) 1) ( 1)l l lb v t b v t v+ + − + − + + + − =  in the wrap-around mode.  

The separation between SPB and the next SPA is also lv .  This is a feasible solution 

because it satisfies the maximum separation constraints.  With this solution, the 

inequality (3.48) is invalid because the LHS is b while the RHS is b+1.  Meanwhile, note 

that if the cycle time increases by 1 or more (i.e., 2lt bv≥ + ), then a feasible solution 

must select the sub-path pair (SPA, SPB) at least b+1 times, or replace the pair by other 

sub-paths containing the same link l.  In each case, each pair (SPA, SPB) can be viewed 

as one inspection, instead of two inspections.  Therefore, inequality (3.48) holds. ♦   

Based on Proposition 3.4, we develop an effective separation algorithm to identify 

sub-path pairs satisfying the condition (3.47).  The separation procedure selects each 

terminal node m where m ∈ M\ m0 and has 1 out-degree.  Thus, any sub-path entering 

that node must satisfy condition (3.47) with the only outgoing sub-path.  The detailed 

separation algorithm is listed in Appendix 3C.   

3.3.2.4.  Minimum sub-path inequality 

The LP solution can exploit the star network in another way.  Consider the 

following example shown in Figure 3.3.  There are 3 links, l1, l2, l3, each requiring 1 

inspection and taking 0.5 periods' time.  Define 3 sub-paths SP1(l1,l2), SP2(l2,l3), and 

SP3(l1,l3), each inspecting at most two links.   
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Figure 3.3: Example of another star network 

An optimal IP solution would need 2 periods (e.g., SP1->SP2), but an optimal LP 

solution needs only 1.5 periods as shown by the following example:  On the first period, 

let 0.5 sub-path SP1 flows inspect link (l1, l2) and another 0.5 sub-path SP2 flows inspect 

(l2, l3).  0.5 termination flows leave the system at the end of period 1.  On period 2, let 

0.5 sub-path SP3 flows inspect link (l3, l1) and then leave the system.  Thus, the final 

solution is: 0.5 * 1 + 0.5 * 2 = 1.5 periods.  To solve this problem, one way is to use the 

Minimum Cycle Inequality discussed in section 3.3.2.1, which lifts the LP solution from 

1.5 to 2.  However, in a complex problem, the Minimum Cycle Inequality might be less 

effective because the LP can use the 1.5 periods to perform the above tasks but 0.5 

periods to do other jobs.  In other words, the undesirable LP solution can still exist even 

with the Minimum Cycle Inequality.  We design a new strong inequality specifically 

targeting the removal of the above undesirable LP solution.    

Basic Inequality    

Given a subset of links, SL.  Let SR denote the sub-path set that contains at least 

one link in SL.  Also count how many links in SL are contained in each sub-path of SR; 

denote the number as ( )M r  for each sub-path r.  Let max{ ( )}SL
r SR

M M r
∈

= .  We have the 

following inequality: 

  
1

1

| |T

rt
t r SR SL

SL
x

M

−

= ∈

 
≥  
 

∑∑   for each l ∈ SL   (3.49) 

A 

l1 

l2 

l3 
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In the example shown in Figure 3.3, 
| | 3

2
2SL

SL

M

   = =     
. With inequality (3.48), we 

prevent the undesirable fractional LP solution.  Inequality (3.49) is valid because 
| |

SL

SL

M

 
 
 

 

represents the minimum number of sub-paths that are needed to cover all the links in SL. 

Strengthened Inequality: 

Inequality (3.49) is a special case of the general covering problem, in which 
| |

SL

SL

M

 
 
 

 gives a lower bound of the covering set.  In general, we can strengthen the lower 

bound by solving the following covering problem: 
    MC  = Minimize r

r SR

z
∈
∑      (3.50) 

subject to: 

Covering Requirement: 
  

( )
r l

r SR l

z s
∈

≥∑   for all l ∈ SL    (3.51) 

Non-negativity and Integrality: 

 rz  is non-negative integer for r ∈ SR,    (3.52) 

The value of integer variable rz represents the number of sub-paths r selected to 

inspect link l.  The optimal value, MC, is the minimum number of sub-paths that must be 

selected to perform all required inspections on the given subset of links, SL.  Once MC is 

obtained by solving the above covering problem, we can enforce the following strong 

inequality: 

   
1

1

T

rt
t r SR

x MC
−

= ∈

≥∑∑  for each l ∈ SL    (3.53) 

Separation Procedure 

Note that the covering problem is an NP-complete problem in the hard sense 

(Karp 1972).  Solving the covering problem at each iteration of the separation procedure 

could be time-consuming.  We therefore decide to use the inequality (3.49) in the 
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separation procedure.  The key idea of the separation procedure is to identify a promising 

subset of SL, whose total sub-path LP values are less than the required number of sub-

paths.  Our design is based on the idea of a Link Relationship Network.  In such a 

network, each node represents a link and two nodes are connected if both links are 

contained in one sub-path that has a positive value in the current LP solution.  If there is 

no path connecting two links in the link relationship network, we probably should not 

include them into the same SL subset because they don’t share, directly or indirectly, any 

sub-paths.  We can therefore identify the independent components in the link relationship 

network and for each component, execute the following operations: 

(1) For each link l, let
1

1

( ) max
T

rt
r SR

t

X l x
−

∈ =

= ∑  be the maximum single sub-path LP value 

for link l.  Removing all links with ( )X l = 1. 

(2) Let SL denote the set of the rest of the links.  Check if inequality (3.49) is 

violated.  Add a new inequality if true. 

(3) Given the current SL and its corresponding sub-path set, SR, remove the sub-

path r whose ( ) SLM r M= .  Update sub-path SL to remove all links included in 

r. 

(4) Go back to step 2.  Repeat until the size of SL is less than 3. 

If a sub-path has an integer value in the LP solution, then this sub-path is probably 

not a good candidate to be included in the inequality.  We therefore remove these integer 

sub-paths in step 1.  In addition, if a sub-path has a large value of ( )M r , including it in 

the inequality could make the inequality to have a low RHS value.  We therefore also 

wish to remove these undesirable sub-paths in step 3.  Note that the removal of one sub-

path will result in a change of the link set SL, and is therefore a new inequality.  This 

procedure is built in an iterated way.  It ends when the current SL set is unable to produce 

any new inequality.  
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3.3.2.5.  Cover-based lower bound 

Further extending the idea developed in subsection 3.3.2.4., we can derive a 

cover-based lower bound for the model objective, cycle termination time.  Note that any 

relaxation or simplification of the original MCM model can provide a lower bound to the 

objective.  The challenge is to find a relaxation/simplification that can be solved 

optimally in a reasonably short time (i.e., solvability) while still providing a strong bound 

(i.e., effectiveness).  After various tests, we found that the following model achieves a 

good balance between solvability and effectiveness: 

Formulation 
 Minimize r

r R

z
∈
∑        (3.54) 

subject to: 

Covering Requirement: 
  

( )
r l

r R l

z s
∈

≥∑   for all l ∈ L    (3.55) 

In the MCM-MaxS model, ls  can be replaced by 
1

l

T

v

 −
 
 

. 

Flow Balance: 
  

( ) ( )
r r

r ER m r BR m

z z
∈ ∈

=∑ ∑  for all m ∈ M    (3.56) 

Non-negativity and Integrality: 

  rz  is non-negative integer for r ∈ R,   (3.57) 

The value of the integer variable rz represents the number of sub-path r selected 

to inspect link l.  The optimal objective represents the minimum number of sub-paths that 

must be selected to inspect all links.  In addition, constraint (3.56) ensures that the 

incoming flows must be equal to the outgoing flows.  One can clearly see that the above 

formulation is an extension to the set covering problem discussed in section 3.3.2.4.  

Therefore, the problem is an NP-complete problem in the hard sense.  Meanwhile, this 
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model is a relaxation of the original MCM model by permitting sub-tours in the solution 

and not considering the separation constraints.  Therefore, the optimal solution of the 

above model provides a valid lower bound to the original MCM problem.       

3.3.3.  Designing heuristics to obtain upper bound 

We develop a Breadth-First Search (BFS) algorithm to seek a feasible solution of 

the MCM problem.  The algorithm is to build a set of promising paths, all starting from 

the special terminal node m0 on period 1, by a BFS search while continuing to evaluate 

the “value” and feasibility of these paths.  The “value” of a path is impacted by links 

inspected in the path so far and by the potential that, if continuing to grow this path, all 

inspection requirements will be satisfied.  A path is feasible if it starts from and ends at 

m0, inspects all links with the minimum frequency, and satisfies all the separation 

constraints.  Due to the separation constraints, even finding a feasible solution is an NP-

hard problem (Proposition 3.1).  The heuristic therefore cannot always construct a 

feasible solution.  However, a good path built by the heuristic—even if it violates some 

separation constraints–provides a starting point for finding good feasible solutions of the 

MCM problem.  We will discuss how to use the heuristic solution result in our solution 

strategy in Section 3.3.4.  In this section, we focus on discussion on designing and 

improving the heuristic method.          

The BFS algorithm is built on the time-space network in which each node 

represents a terminal node and a time index, and each arc represents a sub-path.  For each 

node in the time-space network, we maintain a set of patterns.  A pattern records the key 

inspection information for some path from 0{ ,1}m  to the current node, but a pattern may 

not correspond to only one path.  Each pattern contains three components, First 

Inspection Period (FID) vector, Last Inspection Period (LID) vector, and Inspection 

Frequency (IF) vector.  Each vector contains | |L  elements and each element corresponds 
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to a link.  Given a pattern P, let P
lfi FID∈ ,  P

lli LID∈ ,  P
lif IF∈  denote the element in the 

vector FID, LID, and IF, respectively, for link l and pattern P.   

To justify the usage of patterns, we first state a simple property: 

Proposition 3.5:  If two paths satisfy the following conditions:  

(1) have the same start/end locations and the same length, 

(2) have the same FID, LID, and IF information, and 

(3) all intermediate inspections satisfy the separation requirements with their 

previous and next inspections, 

then the two paths are “equivalent.”  That is, we can replace one path by another in any 

feasible solution and result in the same objective value. 

Proof.  First note that the two paths are not necessarily cycle paths.  In other words, the 

given path can be only a part of a feasible path.  Consider a feasible path P, which 

consists of two parts, p1 and P/p1, and p1 is a path starting from m0.  Note that the 

objective value of the model is equal to the length of P, i.e., |p1| + |P/p1|.   Now replacing 

path p1 by its equivalent path p2, we get a new solution P’.   We show that P’ is also a 

feasible solution of the MCM model with the same objective value.  Notice |p1| = |p2|, 

and p1 and p2 have the same start/end locations.  The new solution P’ is still a cycle path 

with the same length.  Because the separation requirements on a link between inspections 

in p2 and ones in P’/p2 depend only on the first inspection time and the last inspection 

time of p2 on the link, which have not changed after the replacement, these inspections 

must also satisfy the separation constraints.  The same IF condition and the feasible 

intermediation inspection conditions, together with other conditions, further ensure that 

the new solution P’ is feasible to the MCM model.  ♦ 

According to proposition 3.5, it is sufficient to record only the FID, LID, and IF 

information (i.e., the pattern) of a given path, instead of the full path information.  If two 
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paths share the same pattern, we just need to record a single pattern instead of two paths.  

Thus, using patterns helps significantly reduce the storage space requirement in the 

heuristic procedure.  For simplification, we only discuss the heuristic applied to the 

MCM-MaxS model.  The heuristic method applied to the MCM-MinS model can be 

developed using ideas similar to those discussed in this section.  

Given a node { , }m t , let ,m tP  denote the set of patterns from node 0{ ,1}m  to node 

{ , }m t .  We define 5 key operations exerted on the pattern.  The Equivalence Operation 

determines whether two patterns are exchangeable; the Dominance Operation evaluates 

whether one pattern is stronger than another; the Expansion Feasibility Check Operation 

tests whether we can expand one pattern to include a new sub-path; the Expansion 

Operation specifies the way to expand a pattern; and the Global Feasibility Check 

Operation finally determines whether a pattern represents a feasible path to the problem.  

We give the formal definition and mathematical expression of each pattern operation in 

Appendix 3D.  Now we are ready to state the generic framework of our BFS algorithm. 

 

Generic framework of the BFS algorithm 

Initialize : For each node  {m, t} in the time-space node, set its pattern P(m, t) as 

empty. 

Denote a first-in, first-out node array N.  Put node 0{ ,1}m into N.   

Step 1. Popup the first node { 1, }m t  from N; update the current time to t.  Select 

patterns in P(m1, t) and select sub-paths from BR(m1).  For a selected pattern P1 

and a selected sub-path r from { 1, }m t  to { 2, 1}m t+ , if ECheck(P1, r) = true, build 

a new pattern  P2 = P1 + r.  If GCheck(P2) = true.  The feasible solution is found; 

stop.  Go to Step 2 otherwise.   
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Step 2. Check patterns in ( 2, 1)P m t+ . If there is no a pattern P3, which satisfies 

P2 = P3 or  P2≤ P3, put P2 into ( 2, 1)P m t+ .  Put node { 2, 1}m t+  into N if it is not 

already in there. 

Stop if t T≥ ; otherwise go back to step 1. 

  

The above BFS algorithm sequentially checks each node at time t and then goes to 

nodes at time t+1.  In each given node, the algorithm inspects sub-paths leaving this node 

in order to expand the path.  The algorithm terminates if a cycle path with all separation 

requirements satisfied are found or if the time exceeds the time horizon.  On the BFS 

algorithm, we have the following property: 

Proposition 3.6:  The BFS algorithm guarantees the optimal solution of the MCM-MaxS 

model found if the storage space for pattern set P(m, t) at each node is unlimited.   

Proof.  In the worst case, each path corresponds to a unique pattern.  The algorithm is 

therefore equivalent to enumerating all possible paths starting from 0{ ,1}m .  By the 

Breadth-first-search, the first cycle path that satisfies all inspection requirements is the 

shortest path, and is therefore the optimal solution of the model.       

The proof of Proposition 3.6 indicates that the number of patterns, although much 

less than the number of paths, could still be exponentially increasing.  Thus, we have to 

restrict the size of the pattern set stored in each time-space node.  This situation requires 

us to develop an effective rule to determine which subset of the patterns, among all 

possible patterns, will be selected for further evaluation in the procedure. Additionally, 

because each pattern contains three components and each component contains |L| 

elements, pattern operations could be time-consuming.  We also make a few 

customizations to the generic framework to speed up these operations.  A third issue is 

that we need a trace mechanism to retrieve the complete path once the GCheck operation 
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returns true.  We describe these implementation issues at Appendix 3D.  The following 

simple example illustrates how the heuristic algorithm works.    

 

Figure 3.4: A simple 3-node network 

The network above contains 3 nodes (m0, a, b) and 3 links (l1, l2, l3); inspecting 

each link takes 0.5 periods.  Thus, we can define 10 sub-paths r1{m0, a}, r2{m0, a, b}, 

r3{a, b}, r4{a, b, m0}, r5{b, m0}, r6{m0, b}, r7{m0, b, a}, r8{b, a}, r9{b, a, m0}, 

r10{a, m0}.  Assume each link requires one inspection.  For simplification, we assume 

the maximum separation time of each link is larger than the planning horizon.  Therefore, 

we do not show the FID and LID information here, but only the IF information.  The 

time-space network and the BFS algorithm results are shown in the following: 

 

 Figure 3.5: Heuristic algorithm results 
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Initially, the inspection vector in {m0, 1} is {0, 0, 0}.  In node {a, 2}, the 

algorithm produces two patterns: pattern {1,0,0} represents that link l1 is inspected when 

the vehicle reaches to node a in time 2, and pattern {0, 1, 1} represents that link l2 and l3 

are inspected.  In node {m0, 3}, the algorithm calculates the pattern based on the sub-

paths from node {a, 2}.  Note that the expansion operation between pattern {1, 0, 0} and 

inspection vector {0, 1, 1} of sub-path r4 produces a new pattern {1,1,1}, which is the 

optimal solution.  The algorithm stops.  

3.3.4.  Preprocessing and solution strategy 

In this section, we first discuss the preprocessing technique to reduce the model 

size and then explore setting branch and bound priority and adding cost perturbations to 

speed up the integer solution procedure.  The two techniques, combined with the 

reformulated models, strong inequalities, and heuristic algorithm addressed in the 

previous three subsections, constitute the base for our solution strategy, which aims at 

solving the MCM model optimally or close-to-optimally in a limited time.   

3.3.4.1.  Preprocessing 

Our preprocessing techniques work on both the set reduction and the variable 

reduction.  Note that we have four sets of indices in the model, M (terminal nodes), R 

(sub-paths), L (links), and [T , T ] (feasible cycle times).  The preprocessing works in 

reducing the size of these sets. 

• Reduce the size of terminal node set, M. 

Given a node m ∈ M, if this node does not have an outgoing sub-path or an 

incoming sub-path, i.e., if |BR(m)|=0 or |ER(m)|=0, a feasible path will never pass 

through the node.  Therefore, we can remove the node m and all sub-paths that 

connect to this node. 
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• Reduce the size of sub-path set, R. 

Strong dominance applying to all cases: 

Sub-path SPB is dominated by sub-path SPA, if SPA and SPB have the same start 

and end locations. ( ) ( )L DRB L DRA⊆  and ( ) ( )Dist DRB Dist DRA≥ .  We can 

therefore remove SPB from set R because we can always use SPA to replace SPB 

at any feasible solution without decreasing the objective value.  

Weak dominance applying to the case of min-cycle objective: 

Sub-path SPB is dominated by sub-path SPA, if SPA and SPB have the same start 

and end locations and ( ) ( )L DRB L DRA⊆ .  We can remove SPB from set R if the 

objective concerns only the cycle time, not the distance. 

• Reduce the size of link set, L. 

Link Combination:  

Link l1 and l2 can be combined into a single link l12 if R(l1) = R(l2)—i.e., if the 

two links are always embedded at the same set of sub-paths.  The combined link 

l12 has vl = min { vl1 , vl2 } and fl = max { fl1 , fl2 }. 

Link Elimination: 

 Link l1 can be eliminated if there is a link l2 that satisfies (1) R(l2) ⊆  R(l1)—i.e., 

every sub-path containing link l2 also contains link l1, and (2) fl1 ≤   fl2 and vl1 ≥ vl2 

(i.e., l2) requires at least as frequent inspections as l1 and l2’s maximum 

separation time is no larger than l1’s. 

• Narrow the feasible cycle time interval, [T , T ] 

The optimal value of the model developed in 3.3.2 provides a strong lower bound 

of the cycle time, T  while the feasible solution of the heuristic developed in 3.3.3 

provides a good upper bound of the cycle time, T.  

• Reduce the number of time-indexed routing variables, xrt. 
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If the shortest time from node 0m  to node m is t’ , then we do not need to define 

sub-path variables that start from m between time 1 and time t’ . 

3.3.4.2.  Branch and bound priority and costs perturbations 

With the objective of minimizing the cycle time, the performance of the branch 

and bound procedure in our problem suffers from the symmetry problem.  That is, after 

branching on a variable, the two sub problems often have the same objective value.  To 

more efficiently branch variables so those different branches result in different solutions 

and to better select branching variables so that a good solution can be found as early as 

possible, we employ two techniques to break the symmetry in the branch and bound 

procedure.  One method is to set the branch and bound priority to guide the procedure to 

better choose promising variables to branch, and another is to add cost perturbations into 

the variables so that the previously equivalent branches now have slightly different 

objective values. 
 

Branch and Bound Priority Rules 

The branch and bound priority rules we consider and test include: 

(1) Branching by sub-path variables, xrt: Sub-paths that have smaller time indices 

will have higher priorities to be branched earlier.  

(2) Branching by cycle termination variable, yt: Cycle variables that have smaller 

time indices will have higher priorities to be branched earlier.  

(3) Branching by the average cycle termination time: Define variable 

1

( 1)
T

t
t

z t y
=

= −∑ .  Branch the variable z. 

(4) Branching by aggregated cycle termination variable: Define new variables 

tay .  Let 1 1ay y=  and 1t t tay ay y+ = + .  Aggregated cycle variables that have 

smaller time indices will have higher priorities to be branched earlier.  
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Rule (1) is to branch the sub-path variables with time.  This rule is inspired by the 

discovery that the sub-path values in the LP solution become more fractural as the time 

increases.  Thus, first fixing variables at smaller time indices might have bigger impacts 

on the objective value than fixing variables that have larger time indices.  Rules (2) to (4) 

focus on the cycle termination variables or times.   The key difference between variable z 

and variables tay  is that the former is an integer variable while the later ones are a group 

of binary variables.      

We made a series of tests using practical data to learn which rule produces the 

best performance.   Given a fixed computational time, we count the best LP bound, the 

best IP value found, and the number of branch and bound nodes.  A good branch and 

bound rule should help increase the LP bound and decrease the upper bound.  The 

preliminary test results show that the combined 2-priority levels rule produces the best 

performance.  The 2-priority levels rule is to first branch by the aggregated cycle 

termination variable tay , and then the sub-path variables, xrt.  The reason that the 2-

priority rule works well, to our understanding, is that the aggregated cycle termination 

variable is a binary variable that, after branching, has a stronger impact on the objective 

than the integer variable z, and a broader (i.e., global) impact than other variables.  Once 

the cycle variable is fixed, branching the flow variables  xrt based on the time will help 

the procedure to determine a feasible path fast.  We also test other more complicated 

branching rules, such as a 3-priority levels rule in which the aggregated cycle termination 

variables have the top priority, the cycle termination variables have the secondary 

priority, and the sub-path variables have the third priority.  However, these complicated 

rules produce inferior results in most cases, compared to the 2-priority rule described 

above.       
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Cost Perturbations 

To break the symmetry that makes two or more sub-paths interchangeable without 

changing the objective value, we add small cost perturbations on the objective value 

based on the distance of sub-paths.  Let rd  be the traveling distance of sub-path.  We set 

the “cost” of employing sub-path r at period t as: rt r tdα ε= +  where tε  is a randomly 

generated small value.  Adding the time-dependent small value tε  ensures that every 

time-indexed routing variable xrt has a unique cost.  The objective is modified as: 

   1 1

1
Minimize ( 1)

T T

t rt rt
t t r R

t y x
M

α
= = ∈

− +∑ ∑∑
    (3.58) 

In the above formulation, the constant M is set so that the value of the second 

term does not impact the selection of the optimal solution.  Since the minimum unit of the 

cycle length is 1 period, we require that the maximum value of the cost perturbations is 

less than 0.1.  Thus, we can set the value of M as:  
1

10* max{ }
T

rt
r R

t

M α
∈=

= ∑ .   

We can also view the second term in the objective (3.58) as a secondary objective.  

If two solutions have the same cycle length, we will choose one that requires the least 

traveling distance.  

3.3.4.3.  Solution strategy 

We study methods to solve the MCM model effectively within a limited time.  As 

discussed before, the major challenge in solving the model arises from the complex wrap-

around constraints.  Because the two variants of the MCM model, MCM-MinS and 

MCM-MaxS, have different features, we develop different solution strategies by 

exploring these features. 

Strategy for MCM-MinS model 

The key idea of solving the MCM-MinS model is to employ the task-based 

formulation discussed in section 3.3.1.2.  Because the numbers of link inspection 
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frequencies are known in the MCM-MinS model and because most inspection 

frequencies are 1 or small integers, defining each inspection on each link as a separate 

task will help to significantly reduce the size of the model, especially the number of the 

wrap-around minimum separation constraints, therefore solving the problem much faster 

than the original formulation.  

We use the solution of the heuristic algorithm discussed in section 3.3.3 as the 

warm start (i.e., the first feasible solution) for the branch and bound procedure.  If the 

heuristic solution found is infeasible—in other words, not all wrap-around separation 

requirements are satisfied—we call the Soft Separation Constraints model discussed in 

section 3.2.5 to minimize the violation as well as the cycle time simultaneously. 

Strategy for MCM-MaxS model 

Compared to the MCM-MinS model, solving of the MCM-MaxS model is much 

more challenging.  Because the inspection frequencies are not fixed, the task-based 

formulation successfully applied in the MCM-MinS model is not applicable here.  

Meanwhile, alternative methods, such as the first/last inspection model discussed in 

section 3.4.1.2, also require a large number of wrap-around separation constraints while 

their LP relaxations might be weak.  To solve the MCM-MaxS model, we decompose the 

original problem into a set of fixed time problems.  (The fixed time model is discussed in 

Section 3.3.4.1).  It is clear that, given bounds of the cycle time [T , T], the optimal value 

of the MCM-MaxS model is the smallest time t  (T t≤ ≤ T ) that has a feasible solution 

in the fixed time model.  Thus, a plausible solution strategy is to start from time T  and 

solve the fixed time models sequentially in an increasing order of time t, until the first 

feasible solution is detected.  However, because finding a feasible solution of the fixed 

time model is an NP-complete problem in the hard sense (Proposition 3.1), it is difficult 

to determine whether a given fixed time model has a feasible solution in a limited time.  
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We therefore develop an alternative strategy that starts from the heuristic solution 

provided by the BFS heuristic and gradually decreases the cycle time.  To apply this 

strategy, we need to answer two questions: (1) How to determine the next (decreased) 

cycle time from the current cycle time solution?  (2) How to effectively use partially 

infeasible solutions provided by the BFS heuristic?  
 

• Determine the next (decreased) cycle time   

Once a feasible solution for given cycle time t is found, the solution strategy must 

decide if it is needed to decrease the cycle time to test another fixed cycle time model or 

if it should stop and go to the original MCM-MaxS model.  To answer this question, we 

design a special type of sub-path, called Dummy Sub-Path (DSP).  A DSP both starts and 

ends in the node m0 and covers zero links.  Hiring a DSP in the solution implies that the 

vehicle remains idle for one period. Therefore, decreasing the cycle time by one period 

might produce a better solution.  This discovery is further validated by the following 

property: 
    

Proposition 3.7:  Given a fixed cycle time model at time t , if a feasible solution selects 

n dummy sub-paths, then the solution, after removing all these dummy sub-paths, is a 

feasible solution to the fixed cycle time model at time t n− .   

Proof.  After removing the dummy sub-paths, the separation time between any two 

consecutive inspections is decreased.  Thus, if the solution satisfied the maximum 

separation constraint before, it must also satisfy the maximum separation constraint after 

removing those dummy routes.  Moreover, because these dummy routes start and end at 

the same location and cover no links, removing them does not produce any impact on the 

flow conservation constraints and the inspection frequency constraints.   This finding 

shows the new solution is feasible to the model at t n− .        
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Proposition 3.7 provides an effective way to decrease the cycle time.  If we find 

that a fixed cycle time employs n DSPs, we will therefore decrease the cycle time by n 

periods and try the new fixed cycle model.  Meanwhile, note that given a fixed cycle time 

model at time t , if we find the maximum DSPs number is n in its optimal solution, we 

cannot therefore conclude that the optimal solution value of the original MCM-MaxS 

model is -t n .  The reason is that when the cycle time decreases, the inspection number 

of links could also decrease.  In other words, the optimal MCM-MaxS solution might use 

fewer inspections than the optimal ( )L t  solution, therefore making the cycle time even 

less than -t n . 

Another important feature of introducing the DSP is that if a cycle ends earlier 

than a time t, we can use n dummy sub-paths at the end of the cycle to create a new cycle 

that has time t+n.  If the new cycle solution satisfies all separation constraints, we get a 

feasible solution for the fixed cycle time model at time t+n.  Although the above 

expansion does not always produce a feasible solution because some separation 

constraints might be violated due to prolonged time, the DSP setting helps reduce the 

infeasibility in the fixed cycle time model. 
 

• Fixed Cycle Time Model with Soft Constraints   

We use ( )L t  to denote the fixed cycle time model with the hard constraints; see 

section 3.2.5.  To permit partially infeasible solutions, we develop a new cycle time 

model with soft constraints, which permits some separation constraints and minimum 

inspection frequency constraints to be violated.  Let '( )L t  denote the new model.  It has 

the following objective function: 
1 1

1 1

'( ):  Minimize ( * ) ( * )
t t

rt rt lt lt l l
r R t l L t l L

L t C x AP AS IP IF
− −

∈ = ∈ = ∈

+ +∑∑ ∑∑ ∑
   (3.59) 
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The separation constraints are as follows: 

Routing Constraints: 

Constraints (3.11)-(3.13) 

Inspection Assignment/Frequency: 

1 ( )

1
T

rt l
t r R l

x IF
= ∈

+ ≥∑ ∑     for all l ∈ L   (3.60) 

Wrap-around Maximum Separation Time: 
1

'
' ( )

1
lt v

rt lt
t t r R l

x AS
+ −

= ∈
+ ≥∑ ∑  for all t = 1, 2, …, t  - vl, l ∈ L,   (3.61a) 

1

' '
' ( ) ' 1 ( )

1
lt v tt

rt rt lt
t t r R l t r R l

x x AS
+ −−

= ∈ = ∈
+ + ≥∑ ∑ ∑ ∑ for all t = t  – vl + 1,…, t -1, l ∈ L, (3.61b) 

Non-negativity and Integrality: 

lIF = 0 or 1    for all l ∈ L    (3.62a) 

ltAS = 0 or 1    for all t = 1, 2, …, t -1, l ∈ L  (3.62b) 
 

The binary variable ltAS represents the time period that the maximum separation 

constraint is violated for link l while the binary variable lIF  identifies whether a link is 

inspected or not in a cycle path.  The objective consists of two parts, the cost for selecting 

the sub-paths and the penalty cost for selecting the soft separation variables.  Note that 

the sub-path set now contains the special dummy sub-path introduced in the previous 

subsection.  We let 0r  denote the dummy sub-path. 

Our most important purpose in solving model '( )L t is to minimize the violation of 

the separation constraints; the second purpose is to maximize the usage of the dummy 

sub-paths; and if the first two are satisfied, the third purpose is to minimize the traveling 

distances.  To this end, we need to carefully choose the cost coefficients in the objective 

function (3.59).  
 

• Choosing Cost Coefficients 
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For all normal sub-paths 0\r R r∈ , let = rt
rtC

M

α
 where rtα  is the cost perturbation 

introduced in section 3.4.5.2, and 
0

1

\
1

10* max{ }
t

rt
r R r

t

M α
−

∈=

= ∑ .  The value of M ensures the total 

normal sub-path costs in any solution are less than 0.1.  Let the cost of the dummy sub-

path 0r  be 
0

0\
max{ }r t rt
r R r

C α
∈

= − .  Due to the negative cost associated with the dummy sub-path 

0r , the optimal solution will choose as many dummy sub-paths as possible.  The cost 

setting also ensures that the total dummy sub-path costs in any solution are no less than 

0.1M− .  Furthermore, denote lt ltAP M ε= +  and l lIF M φ= +  where ltε and lφ  are 

randomly generated small values with scope at [-1, 1].  Thus, any penalty cost for 

violating the separation constraint will be 10 times larger than the absolute value of the 

total dummy sub-path costs while the absolute value of any dummy sub-path cost will be 

( 1)t − larger than the total normal sub-path costs. 

With the above selection, we have the following conclusions: 

Proposition 3.8: 

(1) A feasible solution to '( )L t  always exists and the value | | ( 1) 0.1t L M M+ −  is 

a valid upper bound of the problem '( )L t . 

(2) If the optimal solution of '( )L t has a value larger than 0.1, model ( )L t does 

not have a feasible solution.  

(3) If the optimal solution of '( )L t has a value equal to or less than 0.1, this 

optimal solution is also the optimal solution of model ( )L t . 

(4) If a feasible solution of '( )L t has a value less than 0, this solution contains at 

least one dummy sub-path. 
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Proof. 

Let 
0

1r tx =  for all t = 1, …, 1t − , 1lIF =  for all l ∈ L, and 1ltAS = for all t = 1, …, 

1t −  and l ∈ L.  This is a feasible solution to '( )L t  and the objective value is  

0

1 1

\
1 1

max{ } ( ) ( ) 0.1 | | ( 1)
t t

rt lt l
r R r

t l L t l L

M M M t L Mα ε φ
− −

∈= ∈ = ∈

− + + + + ≤ − + +∑ ∑∑ ∑  

Claim 1 holds.  Note that any solution of ( )L t , if existing, must be feasible to '( )L t .  

Because the total costs of all normal sub-paths in a cycle are equal to or less than 0.1 and 

the dummy sub-paths have negative costs, the value of any feasible solution of ( )L t  must 

be equal to or less than 0.1.  Thus, if the optimal solution of '( )L t  is larger than 0.1, this 

solution is not feasible to ( )L t  and ( )L t  is not a feasible solution.  Claim 2 holds.   On 

the other hand, if the optimal solution of '( )L t has a value equal or less than 0.1, then 

0ltAS = and 0lIF =  for all t = 1, …, 1t −  and l ∈ L .  This solution must also be optimal 

to ( )L t .  Claim 3 holds.  The holding of Claim 4 is obvious since only the dummy sub-

paths have the negative costs. ♦ 

Proposition 3.8 provides a simple way to determine the next action after obtaining 

the computational result from the fixed cycle time model '( )L t .  If the optimal solution 

of '( )L t  has a value larger than 0.1, we should increase the cycle time; if the value is less 

than 0.1, but larger than 0, we should exit the cycle time model and go back to the 

original MCM-MaxS model; if the value is less than 0, we should decrease the cycle time 

based on the number of dummy sub-paths selected.  The following gives the complete 

steps on the solution strategy we develop to solve the MCM-MaxS model: 

Step 1: Call the BFS heuristic to obtain an initial solution of the problem.  Let 

time t be equal to the cycle time found from the heuristic solution, and set the 

initial solution as heuristic solution. 

Step 2: Call the fixed time model with soft separation constraints, '( )L t and use 

the initial solution to speed up the solution procedure. 
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Step 3:  Check the optimal solution value of step 2.  If the value is larger than 0.1, 

let t = t + 1; if the value is less than 0, let t = t – n where n is the number of 

dummy sub-paths selected in the step 2 solution.  Using the step 2 solution as the 

initial solution and go back to step 2.  If the value is equal to or less than 0.1, go 

to step 4. 

Step 4: Call the complete MCM-MaxS model in which the minimal cycle time 

solution found in Step 2 is used as the initial solution and all model enhancements 

are enforced. 
 

3.4.  COMPUTATIONAL TESTS  

We have implemented and tested the solution strategies for both the MCM-MinS 

model and the MCM-MaxS model.  In this section, we focus on the MCM-MaxS model 

and use it to illustrate the performance of our model enhancements and solution strategy.  

The reason we selected the MCM-MaxS model for illustration is because this model is 

more challenging than the MCM-MinS model.  The test data we are using were originally 

obtained from a large-scale vehicle planning decision problem we helped solve for a 

leading transportation company.  However, for our experimental needs, we have 

significantly generalized the data so that the data sets shown here remain the same 

difficulty level, but do not pertain to any industrial specifics.     

The network we are facing has a thousand nodes and ten thousand links.  If we 

build the sub-paths on this huge network, the procedure could be time-consuming.  We 

therefore first simplify the networks by removing non-terminal nodes with only one 

incoming arc and one outgoing arc.  The procedure produces a network with only a 

hundred nodes and links from the original network.  The network compression procedure 
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is part of the network reduction algorithms we develop, which will be discussed in great 

detail in the next chapter. 

We consider three data sets, each representing a different level of difficulty.  Data 

1 is the “simple” data, in which all links have the same maximum separation time 

requirements and the separation time is larger than the planning horizon. In such a 

setting, Data 1 basically does not require any separation constraints.  Data 2 is the 

“intermediate” data, in which some links have smaller maximum separation times than 

others.  In other words, in Data 2, there are two types of links, where one type is more 

important (reflected by the smaller maximum separation times) than the other.  Data 3 

represents the “hard” data, in which links are grouped into three types (i.e., most 

important, important, less important).  Different types have different maximum 

separation times; the most important ones have the smallest separation times.  Note that 

we do not test the “purely random” data (i.e., each link has a randomly generated 

separation time).  Although such random data might be “harder” than our test data in 

some instances, they do not appear applicable to the real inspection problems since all 

practicable inspection problems, to our best knowledge, will first group links into 

different categories and set the importance priorities based on the features of these 

categories.  The following two tables show the features of the three data sets and the size 

of the corresponding MCM-MaxS models: 
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Problem Features Data 1 Data 2 Data 3 

Number of terminal node set, M 27 51 31 

Number of sub-path set, R 100 114 98 

Number of link set, L 148 141 112 

Length of cycle time interval, [T , T] 100 100 100 

Average number of links in a sub-path 3.87 4.01 3.56 

Average number of sub-paths 

containing the same link 

2.61 3.24 3.12 

Percentage of links that have top 

inspection priority 

2.70% 0% 0% 

Percentage of links that have the 

second inspection priority 

21.62% 12.77% 0% 

Percentage of links that do not have 

inspection priority 

75.68% 87.23% 100% 

Table 3.2: Features of test data 
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Model Statistics  Data 1 Data 2 Data 3 

Total No. of Variables 9809 11175 9612 

Total No. of Constraints 55310 17071 3182 

No. of Flow Conservation Constraints 2674 5050 3070 

No. of Inspection Frequency 

Constraints 

148 141 112 

No. of Maximum Separation 

Constraints (within a cycle) 

1696 1170 0 

No. of Maximum Separation 

Constraints (wrap-around) 

50792 10710 0 

Table 3.3: Sizes of original MCM-MaxS models 

In all the data sets, we establish the set of possible cycle times from 1 to 100.  

Note that the three data sets are roughly at the same size level in terms of the numbers of 

links and sub-paths, and the relationship between links and sub-paths, measured by the 

average number of links in a sub-path and the average number of sub-paths containing 

the same link.  For the hard problem, Data 1, only a small portion of links requires more 

frequent inspections than the others.  However, to ensure these few but important links 

receive sufficient inspections, the separation constraints, especially the wrap-around 

separation constraints, make the model sizes of the three data sets significantly different.  

The Data 1 model requires 55,310 constraints (among which, 50,792 come from the 

wrap-around separation constraints) while the Data 3 model requires a much smaller 

number of constraints because no separation constraints are needed.  Due to the different 
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model sizes, CPLEX’s default solution strategy produces significantly different results 

after solving the three problems, each for 24 hours.  Table 3.4 summarizes the test results: 

 

Performance Measures  Data 1 Data 2 Data 3 

LP Value at the Root Node 58 45 35.5 

Root LP Time (seconds) 2723 405 7 

Best IP Value  n/a 76 42 

Best LP Value 58 45 38 

Gap n/a 40.79% 9.52% 

No. of Integer Solution Found 0 2 6 

No. of Branch&Bound Nodes 19 300 32154 

Table 3.4: Performance of CPLEX using default solution strategy (24-hour solution time) 

The model takes 2,723 seconds (about 45 minutes) to solve the root LP for Data 

1, and finds no feasible solution after a 24-hour integer solution procedure.  When the 

procedure terminates, only 19 branch and bound nodes are evaluated.  All these statistics 

indicate that the Data 1 problem is extremely difficult.  For Data 2, CPLEX manages to 

find two feasible solutions, but the quality of the best solution, with a gat at 40.79%, is 

quite disappointing.  Data 3 is the simplest problem.  As indicated by the root LP time 

and the number of branch and bound nodes, CPLEX can solve Data 3’s LP relaxations at 

the root node and other branch and bound nodes very quickly, but the integer solution 

procedure is still unable to close the gap in 24 hours.  All these statistics suggest that a 

customized solution procedure is needed to solve the inspection vehicle problem 

effectively in a limited time.  In the following tables, we illustrate the performance of our 

solution strategy and discuss the relative effectiveness of each enhancement technique 
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applied in our strategy.  Recall that our solution strategy includes four key enhancement 

techniques: 

• Using Preprocessing to reduce the size of the model; 

• Using BFS Heuristics and Fixed Cycle Model to get good feasible solutions; 

• Using Inequalities to increase the LP lower bounds; 

• Speeding up the integer solution procedure by customized Branch and Bound 

Priority and Cost perturbations 

We first use three tables to show the relative effectiveness of the preprocessing, 

inequalities, and heuristics technique, and compare with the benchmark model (i.e., the 

model before preprocessing) and the benchmark solution procedure (i.e., the default 

CPLEX solution procedure).  We then show how these techniques, together with the 

customized branch and bound priority and cost perturbations, dramatically outperform 

the benchmark model. 

Performance Measures in the 

New Model 

(Number | % Reduction from 

the Benchmark Model) 

Data 1 Data 2 Data 3 

Size of terminal node set, M 27 | 0.00% 40 | 21.57% 31 | 0.00% 

Size of sub-path set, R 96 | 4.00% 94 | 17.54% 98 | 0.00% 

Size of link set, L 71 | 52.03% 78 | 44.68% 57 | 49.11% 

Length of cycle time interval, 

[ T , T] 

3 | 97.00% 3 | 97.00% 3 | 97.00% 

 Size of Variables  5,771 | 41.17% 4,245 | 62.01% 3,929 | 59.12% 

Size of Constraints 1,991 | 96.40% 2,128 | 87.53% 1,360 | 57.26% 

Table 3.5: Effectiveness of preprocessing 
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To measure effectiveness of the preprocessing, we employ two measures: one is 

the number of sets, variables, and constraints in the new model for each data set and 

another is the reduction percentage compared to the same item in the benchmark model.  

Both measures are shown in Table 3.5 and divided by the line “|”.  Consider Data 1 as an 

example: The preprocessing significantly reduces the number of link sets (a 52.03% 

reduction) and the number of cycle time sets (a 97% reduction).  Thanks to these 

reductions, especially the reduction in the cycle time set, the variables and constraints in 

the new Data 1 model are much smaller than those in the benchmark:   Instead of 9,809 

variables and 55,310 constraints, the new model requires only 5,771 variables and 1,991 

constraints.  Data 2 and Data 3 models also exhibit significant reduction in the model 

size, mostly due to the huge reduction in the cycle time set.  To reduce the cycle time set, 

we call the inequalities to derive the strong bound for T  and employ the heuristics and 

the fixed cycle model to obtain the strong bound for T.     
 

Performance Measures 

(Number of Inequalities Added 

| LP Value | % LP Value 

Increased)    

Data 1 Data 2 Data 3 

Cover Based Low Bound 1 | 60 | 3.45% 1 | 45 | 0.00% 1 | 40 | 12.68% 

Strengthened Minimum 

Frequency Inequality 

0 |  58 | 0.00% 2 | 45 | 0.00% 1 | 35.5| 0.00% 

Minimum Cycle Inequality 1 | 58 | 0.00% 1 | 45 | 0.00% 1 | 36 | 1.41% 

Minimum Sub-Path Inequality 5 |  58 | 0.00% 3 | 45 | 0.00% 1 | 35.5| 0.00% 

With All Inequalities 1 | 60 | 3.45% 3 | 45 | 0.00% 2 | 40 | 12.68% 

Table 3.6: Effectiveness of inequalities  
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We use two different ways, a “static” way and a “dynamic” way, to implement 

the inequalities designed to strengthen the model.  The “static” inequalities are added 

during the model construction procedure, similar to regular constraints, but the 

“dynamic” inequalities are added during the solution procedure based on the current LP 

relaxation.  In our current implementation, we implement the Cover Based Low Bound 

and the Strengthened Minimum Frequency Inequality in a static way because the Cover 

Based Low Bound has only one inequality and its solving could be time-consuming, and 

the Strengthened Minimum Frequency Inequality is a replacement of the original 

minimum frequency constraint.  On the contrary, the Minimum Cycle Inequality is based 

on the current LP value and the Minimum Sub-Path Inequality might have an exponential 

number of inequalities.  In both cases, a separation procedure based on the current LP 

relaxation to construct the mostly promising inequalities (i.e., inequalities having the 

largest violation) is proper.  In our implementation, we iteratively solve the root node LP 

solution, identify the violated inequalities based on the solution, add these inequalities 

into the model, and resolve the root node LP again.  The procedure exits if no new 

violated inequalities are identified. 

To test the effectiveness of each type of inequality, we first enable one type of 

inequality at one time and compare the LP increase with the benchmark model.  We then 

add all inequalities together and check what the final LP value is.  Table 3.6 shows the 

test results.  For each individual inequality, we show how many inequalities are added, 

what the resulting LP value is, and what the percentage increase is in the LP compared to 

the benchmark LP; each statistic item is shown in the three sub-columns divided by the 

line “|”.  The last row of the table shows the final performance if all inequalities are 

added in the model. 

 As the results shown in Table 3.6 indicate, the most effective inequality is the 
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Cover Based Low Bound, which helps to increase two LP values in the three total data 

sets.  Besides, comparing the LP in the root node of the new model with the final LP after 

the 24-hour computations in the benchmark model,  we can see that the new models have 

much stronger LP lower bounds, which are part of the key factors that contribute to the 

optimal solutions using the new model.    

To improve the upper bound of the objective value and obtain a good feasible 

solution, we first apply our Breadth-First-Search (BFS) algorithm to find an initial 

solution.  Note that the initial solution could be feasible or partially feasible (i.e., some 

wrap-around separation constraints are violated).  Depending on whether the heuristic 

solution is feasible or not, we call either the Fixed Cycle Time Model with Hard 

Constraints or the Fixed Cycle Time Model with Soft Constraints to further improve the 

solution and obtain a lower objective value.  In both cases, the fixed cycle time is 

determined by the initial solution’s cycle time.  We iteratively call the fixed cycle model 

based on the cycle time provided by the previous solution until no smaller cycle time can 

be found (that is, no further dummy sub-paths appear in the solution).   We then stop the 

heuristic procedure and go to the original MCM-MaxS model.  The following table 

shows the performance of our heuristic procedure: 
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Performance Measures  Data 1 Data 2 Data 3 

BFS Heuristic Solution Value 65 65 42 

BFS Heuristic Time (Seconds) 20 22.7 11 

BFS Heuristic Solution Type 

(Fully Feasible or Partially 

Feasible) 

Partially Feasible Fully Feasible Fully Feasible 

FCT Model Solution Value  62 47 n/a 

FCT Iteration Number 3 4 n/a 

FCT Computational Time (Hours) 6 8 n/a 

FCT Solution Type (Fully 

Feasible or Partially Feasible) 

Fully Feasible Fully Feasible Fully Feasible 

Table 3.7: Performance of heuristic procedure 

Table 3.7 shows that our BFS heuristic has dramatically outperformed CPLEX’s 

default heuristic procedure.  Recall that after 24 hours’ computation, CPLEX was unable 

to find any feasible solution for Data 1, a solution with the value 76 for Data 2, and a 

solution with the value 42 for Data 3.  However, using our BFS heuristic, the good initial 

solutions (65 for Data 1, 65 for Data 2, and 42 for Data 3) can be found in less than half a 

minute.  Note that Data 3 does not have the separation requirements on the links.  So we 

don’t need to call the fixed cycle time model to effectively handle the wrap-around 

separation constraints.  But for Data 1 and Data 2, we can further call the fixed cycle time 

models to further reduce the cycle time.  Because the BFS solution for Data 1 is partially 

infeasible, we start with the FCT model with soft constraints, which first remove the 

infeasibility and then maximize the usage of the dummy sub-paths.  After we get a fully 
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feasible solution from the FCT model with soft constraints, we switch to the MFC model 

with hard constraints, which only emphasizes maximizing the usage of the dummy sub-

paths.  For Data 2, since the BFS solution is already fully feasible, we directly call the 

FCT model with hard constraints.  In each iteration of the FCT model, we give a two- 

hour time limit.  Thus, in two hours, the model either finds a better solution (i.e., a 

solution with dummy sub-paths), or cannot find any improved solution (i.e., a solution 

without any dummy sub-paths).  In the former case, we recall a new FCT model with a 

reduced cycle time, which is equal to the previous cycle time minus the number of 

dummy sub-paths in the solution.  In the latter case, we exit the heuristic procedure.  In 

Data 1, we have called three times the FCT model, which took a total of six hours, and in 

Data 2, we have four iterations, which took a total of eight hours. 

Because of the much reduced model size due to preprocessing, the strong lower 

bound due to the inequalities, and the good initial integer solution due to the heuristics, 

the MCM-MaxS model now can be solved effectively in a limited time.  Besides, our 

customized branch and bound priority rule and cost perturbation further speed up the 

integer solution procedure.  The following table shows the performance of our solution 

strategy, after enabling all enhancement techniques.  Each problem is solved in a two-

hour time limit.   
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Performance Measures  Data 1 Data 2 Data 3 

LP Value at the Root Node 60 45 40 

Root LP Time (seconds) 7.83 1.86 1.08 

Initial IP Solution from 

Heuristics 

62 47 42 

Best IP Value  60 47 41 

Best LP Value 60 47 40 

Gap 0.00% 0.00% 2.44% 

Solution Status Optimal Optimal Feasible 

Table 3.8: Performance of our customized solution strategy (two-hour solution time) 

Comparing Table 3.8 with Table 3.4, one can clearly see that our solution strategy 

offers dramatically better results.  For the hard problems, Data 1 and Data 2, our 

procedure finds the optimal solutions in two hours while CPLEX’s default solution 

procedure finds no feasible solution for Data 1 and finds a solution with a gap as high as 

40.79% for Data 2 after 24 hours.  For Data 3, our procedure produces a solution with a 

gap at 2.44%, again much less than the CPLEX’s 9.52% gap result after 24 hours.    

The major success factor of our solution strategy lies in the fact that we have 

significantly reduced the cycle time interval by the inequalities and the heuristics (both 

the BFS heuristic and the fixed cycle time model), therefore making the previously 

formidable wrap-around max-separation constraints less challenging.   

3.5.  CONCLUSION  

This chapter studied a new type of vehicle routing problem that introduces the 

service time requirements into the route decision.  As opposed to the well-known arc 
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routing problems, the inspection vehicle routing problem requires inspecting a given link 

not only in a given frequency but also in proper time intervals.  In other words, an 

inspection route must satisfy the separation requirements of each link.  These inspection 

separation requirements are very common in practical routing decisions, but haven’t been 

formally addressed in existing literature. 

In the chapter, we developed a MCM model that entails finding a cycle route with 

a minimum routing time while satisfying all inspection frequencies and separation 

requirements.  Because of the separation requirement, especially those wrap-around 

separation requirements, the model has a huge size and is extremely difficult to solve.  

Using the CPLEX’s default solution strategy, no feasible solution could be found for the 

hard problem in 24 hours.  For those less difficult problems, even though CPLEX can 

find a few feasible solutions, the quality of these solutions is disappointing in terms of the 

big solution gaps and the long computational time.     

Focusing on the MCM-MaxS model, we proposed a set of enhancement 

techniques to solve the challenging problems effectively.  These techniques include: 

using Preprocessing to reduce the size of the model; using BFS Heuristics and Fixed 

Cycle Model to obtain good feasible solutions; using Inequalities to increase the LP lower 

bounds; and speeding up the integer solution procedure by customized Branch and Bound 

Priority and Cost perturbations.  Thanks to these enhancements, we are able to reduce 

the number of model variables as high as 62.01% and the number of model constraints as 

high as 96.40% for various test instances; our strong lower bounds at the root nodes are 

higher than the best LP lower bounds of the corresponding benchmark models after the 

24-hour computation; and even our heuristic results obtained in less than half a minute 

are better than those best IP results in the benchmark models after the 24-hour 

computation.  After incorporating all these techniques into our solution framework, we 
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are able to solve all tested instances with optimality or near-optimality in less than two 

hours.  All these statistics indicate that our model enhancement techniques provide 

powerful tools in solving the important but also challenging inspection vehicle routing 

problem. 

Our solution strategy needs additional improvements from three aspects:  Further 

increasing the LP lower bound, further improving the quality of the BFS heuristic, and 

further improving the computational efficiency of the fixed cycle time model.  In all four 

families of inequalities we developed, it seems that only the cover-based low bound is 

most effective but the other three have no or a very limited impact on the LP lower 

bound.  Meanwhile, the Data 2 test result implies that there are still rooms for developing 

new inequalities or improving the existing inequalities to lift the LP lower bound.  Our 

BFS heuristic performs well compared with CPLEX’s default solution strategy, but we 

could further improve the solution quality by designing more elaborated pattern selection 

rules or consider other heuristic procedures, such as the LP-based heuristics.  Our fixed-

cycle time model helps remove the infeasibility of the BFS heuristic solution and reduce 

the cycle time.  However, because finding a feasible solution for a fixed-cycle model is 

NP-hard, solving the model is time-consuming.  In our tests, we use a total of eight hours 

to solve a series of fixed-cycle time models for Data 2.  In future research, we should 

consider how to reduce the computational time spent on solving the fixed-cycle time. 

Our model and part of the solution strategy proposed here have been successfully 

applied in a large-scale inspection vehicle scheduling project for a major transportation 

company.  Meanwhile, we believe the proposed model and solution methods will have 

broader applications in many other inspection projects, especially in those time-sensitive 

inspections.  Thus, studying other application areas and incorporating application-related 

requirements into our base model could be another research direction.  
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Chapter 4. Reducing Network Size for Optimizing Resource Movements 

4.1.  INTRODUCTION  

One of the important decisions in the Resource Planning and Job Scheduling 

(RPJS) problem addressed in Chapter 2 is to determine the resource routing plan.  The 

model solution needs to specify when and how to route the selected resources in the 

infrastructure network so that the routing costs incurred are minimized.  To model this 

decision, we first define a routing graph RG(r) = (K(r), RA(r)) for each resource type r in 

which K(r) denotes the set of locations (i.e., nodes) that resource type r can work on or 

travel through, and RA(r) denotes the set of allowed routing movements (i.e., arcs) among 

the locations in K(r).  Based on the graph, we further define the integer routing variable 

urkk’t  to represent the number of type r resources routed from location k to k' at time t.  

Each movement incurs a routing cost Srkk’t  and the cost is a function of the shortest 

distance between locations k and k'.  Clearly, the number of routing variables is 

dependent on the number of arcs3 in the routing graph.  We consider several ways to 

model the routing graph.  The most straightforward way is to use the underlying 

infrastructure network directly as the routing graph.  The advantage of this method is that 

the routes determined by the model correspond to the physical movements of resources in 

the infrastructure network.  But the limit of the method is the big size in the 

corresponding model: because the underlying infrastructure network has a large number 

of arcs, the number of the routing variables could be so large that the model cannot be 

solved effectively.  Consider a nationwide infrastructure network as an example.  This 

network consists of about 8,500 nodes and 17,000 arcs.  Assume there are 20 different 

resource types and 50 time periods.  The number of routing variables could be as large as 
                                                 
3In this chapter, we use arcs to refer to links in a directed network and edges to links in an undirected. 
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17,000 * 20 * 50 (i.e., 17 million).4 A decision model with 17 million integer variables is 

practically insolvable.  Note that the resources must move among job locations.  We can 

develop an alternative routing graph in which the nodes represent only the job locations 

and there are two directed arcs between any two nodes.  The length of a directed arc 

represents the shortest path length between two job locations.  Assume there are 100 total 

job locations.  Using this complete routing graph, the number of routing variables will be 

100 * 99 * 20 * 50 (i.e., around 10 million).  This alternative method is again practically 

insolvable.  Consider, however, a third method that constructs the routing graph using a 

much smaller number of arcs and nodes.  Let G' and G denote the constructed routing 

graph and the original infrastructure network respectively.  If we can ensure that the 

shortest path length between any two job locations in graph G' is exactly equal to the 

shortest path length between the same job locations in graph G, we can build the routing 

variables based on graph G' and get the same optimized routing results as we could by 

using the original infrastructure network.  In some scenarios, when the exact routing costs 

are not critically important, we can even permit routing graph G' to have longer shortest 

path lengths between some job locations than their lengths in the original network.  In the 

Resource Planning and Job Scheduling (RPJS) problem for project management, such 

scenarios actually appear often.  For example, at an early planning stage, the project 

manager is more concerned about the resource selection decision (i.e., resource type and 

quantity for each type selected).  Thus, to get acceptable solutions within a limited 

computation time, the manager allows less accurate routing costs provided by a small-

size routing network, as long as the path-length increases introduced by the small 

network are not significantly large.   

                                                 
4Not all types of resources can move on the whole network; some types of resources can only route on a 
subnetwork of the network. Therefore, the calculation gives only an estimate of the upper bound of the 
routing variables.  The exact number of routing variables could be smaller.  
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The computational challenge facing resource planning and job scheduling 

decisions raises an interesting question: How can we construct a smaller and simpler 

network G' in place of an existing complex network G so that the shortest path length 

based on G' is exactly equal to or just slightly longer than the length of the same path 

based on G?  We call this difficulty the Network Reduction and Approximation (NRA) 

problem.  Note that there are many variants of the NRA problem.  Some variants require 

the shortest path length in the simpler network for any node pair in a given node set to be 

exactly equal to the corresponding shortest path length in the original network, while 

some variants allow longer shortest path lengths in the simpler network.  We call the 

former case the Network Reduction (NR) problem and the latter one the Network 

Approximation (NA) problem.  In the NA case, some variants have the restriction on the 

shortest path length of every node pair, and some on the sum of the shortest paths for all 

node pairs.  In addition, some variants minimize the shortest path increases given the 

maximum network size, while some minimize the network size given the maximum 

shortest path length increases.  A framework that classifies the relationships and 

differences of these variants is therefore needed. 

In this chapter, we first address the network reduction problem and then present a 

model framework for the network approximation problem.  We are especially interested 

in modeling and solving the following variant of the network approximation problem:  

Let S denote a subset of nodes in G and N as a pre-specified number.  Construct a simpler 

network G' that has S as a subset of the node set and at most N number of arcs.  The new 

network has a minimum total shortest path length overall of all node pairs in S, denoted 
by 'ij

i S j S

H h
∈ ∈

=∑∑ , where 'ijh   ( ,i j S∈ ) is the shortest path length between nodes (i, j) in S 

in the new graph G'.  Given the maximum network size N, a smaller total shortest path 

length indicates a smaller length error based on the network.  We call this variant the 
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Min-Increase Network Approximation (MINA ) problem.  The MINA problem is 

important to study because in many computations, the number of the arcs, N, determines 

the maximum problem size a model can effectively solve.  With the restriction on the 

maximum model size the current computer system can handle, we want to reduce the 

path length increases to the minimum level.  The reason for using the total shortest path 

length is motivated by the observation that it is the total routing cost, instead of a single 

route cost, that determines the optimal solution.     

Besides the direct application to the resource planning and job scheduling 

problem, the modeling and solution strategies we will discuss in this chapter can also be 

applied to many areas, such scientific/engineering computations and service network 

designs.  Two examples are presented as follows: 

Many scientific/engineering computations involve intensive calculations on the 

shortest path lengths among node pairs.  Even though the shortest path calculation is 

generally considered simple, it still takes a significant amount of time when many such 

calculations are needed on a huge network.  By replacing the original huge network by a 

simpler network generated by the NR algorithm, we can reduce the computational time 

while ensuring the same computational accuracy.   

One important measure of the effectiveness of a service network is the delivery 

time between potential sender-receiver pairs.  Ideally, if the service provider builds a 

network that has a direct link between any two potential customers, the minimum 

delivery time can be achieved, leading to maximum customer satisfaction.  However, 

such a complete network is, in most cases, economically unrealistic.  In the other 

extreme, the provider can build an economical network that is essentially a minimum 

spanning tree5.  While the minimum spanning tree minimizes network construction costs, 
                                                 
5A spanning tree T of G is a connected acyclic subgraph that spans all the nodes. A minimum spanning tree 
has the smallest total cost (or length) of its constituent arcs, measured as the sum of costs of the arcs in the 
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the delivery time between sender-receiver pairs could be extremely long.  Therefore, 

customer satisfaction will be very low in such an economical network.  To make profits 

while providing satisfactory customer service, the provider needs to balance the network 

cost with the delivery time.  The network approximation model can serve as a powerful 

decision support tool for the service provider to determine, for example, what the best 

network design should be when facing budget constraints.     

The rest of the chapter is organized as follows:  Section 4.2 discusses algorithms 

for the network reduction problem.  Section 4.3 presents the modeling framework for the 

network approximation problem.  Section 4.4 addresses effective algorithms to solve the 

min-increase network approximation problem.  Section 4.5 presents computational results 

for optimizing resource movements.  Section 4.6 concludes the chapter. 

 

4.2.  MODELING AND SOLVING THE NETWORK REDUCTION PROBLEM  

Given an original network G(V, A) where V is the node set and A is the arc or 

edge set, and a node subset S ⊆ V,  let ijh   ( ,i j S∈ ) denote the shortest path length 

between nodes (i, j) in S in graph G.  The Network Reduction (NR) problem is to 

construct a new graph G'(V’, A') that has a minimum number of arcs/edges, |A'|, and 

satisfies the conditions: (1) S ⊆ V', and (2) 'ij ijh h=  for every ,i j S∈  where 'ijh   ( ,i j S∈ ) 

is the shortest path length between nodes (i, j) in graph G'.  In other words, the network 

reduction problem is to construct a minimum-size network in which the shortest path 

lengths between the given node pairs are exactly the same as in the original network. 

It is easy to observe that the following property holds for the NR problem: 

Observation 4.1:   |A'| = |S| * (|S| - 1) for the directed graph and |A'| = (|S| * (|S| - 1)) / 2 

for the undirected graph give the upper bound on the number of arcs/edges in graph G'.  

                                                                                                                                                 
spanning tree. See, for example, Ahuja et al. (1993) for more discussion on the minimum spanning tree.   
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We can prove observation 4.1 by constructing a complete graph connecting all 

nodes in S, and the length of arc (i, j) ( ,i j S∈ ) is equal to ijh .  The new graph G' satisfies 

both conditions (1) and (2), and has a size |S| * (|S| - 1) for the directed graph and (|S| * 

(|S| - 1)) / 2 for the undirected graph.  Observation 4.1 gives an upper bound on the NR 

problem; it also implies that we could first build a complete network and then remove 

unnecessary arcs/edges from the network.  This observation motivates us to design a 

solution strategy as a two-step procedure.  Step 1 is to complete the original network and 

step 2 is to find a minimum subset of edges/arcs that satisfies conditions (1) and (2).  For 

simplification, we assume directed networks in the following discussion. 

4.2.1.  Network completion 

Given the original network G(V, A), we first calculate the shortest path length for 

any node pair (i, j) ( ,i j V∈ ), denoted by ijh .  We then construct a complete network 

( , )G V A  where V V= and {( , ) | , }A i j i V j V= ∀ ∈ ∀ ∈  and the length from node i to j is ijh .  

It is easy to see that the arcs in G  satisfy the triangle property.  That is, for any arc (i, 

j) A∈ , ij ik jkh h h≤ +
 
( k V∀ ∈ ). 

The purpose of the network completion is to let graph G  contain all potential 

nodes and arcs that can be used in constructing the new graph G'.  In the construction 

above, we assume that node set V in graph G represents all potential nodes.  Note that the 

network completion is not needed in some special cases:  We will not add additional arcs 

if these arcs will never be used in the optimal design.  For cases in which they will be 

used, there are always other alternative optimal designs that do not employ these arcs.  

The following rules identify two of these special cases where the additional arcs do not 

need to be added.  To be consistent, we assume directed networks under these rules, but 

the same principle can also be used in the undirected network case. 
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Edge Identification Rule 1: Given a node i S∈ , if all nodes j with incoming arcs 

( , )j i A∈  also belong to S, we do not need to add additional incoming arcs for node i 

besides those already in A.  Similarly, if all nodes j with outgoing arcs ( , )i j A∈  also 

belong to S, we do not need to add additional outgoing arcs for node i besides those 

already in A. 

Validity Proof .  Consider the incoming arc case.  Assume an arc ( , )k i A∉  is selected as 

part of an optimal solution and assume the shortest path from k to i has arc ( , )j i A∈  as 

the last leg of the path in the original network G.  We replace the arc ( , )k i  by ( , )k j .  The 

number of arcs in the new network will not increase because of the replacement; on the 

contrary, it might decrease if the arc ( , )k i  has also been chosen.  Meanwhile, note that 

because node j S∈  and the arc ( , )k i  can never be part of the shortest path from j to i, the 

shortest path length of ( , )j i  will remain the same after the replacement.  Therefore, 

replacing arc ( , )k i  by ( , )k j  will increase neither the shortest path length from k to i nor 

the shortest path length of any other required nodes to i.  We can prove the outgoing arc 

case by using similar construction. ♦ 

 

Edge Identification Rule 2: If the shortest path from node i to node j goes through 

another node k ( , ,i j k S∈ ), and if a node l S∈  is on the shortest path from k to j, we do 

not need to add an additional arc (i, l) in the network G .   

Validity Proof .  Assume the arc (i, l) is selected as part of an optimal solution.  We 

replace the arc (i, l) by (i, k).  The number of arcs in the new network will not increase 

because of the replacement.  Meanwhile, note that because node l S∈  and the arc ( , )i l  

can never be part of the shortest path from k to l, the shortest path length of ( , )k l  will 

remain the same after the replacement.  Therefore, replacing arc (i, l) by (i, k) will 
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increase neither the shortest path length from i to l nor the shortest path length of any 

other required nodes to l.  ♦ 

Both rule 1 and rule 2 suggest opportunities to avoid adding unnecessary arcs in 

the “complete” network G .  We believe there are more rules to be identified.  On the 

other hand, however, we also notice that the number of arcs in G  is still huge even after 

applying these rules. 

4.2.2.  Network reduction problem modeling 

Given the original network G(V, A), its complete network ( , )G V A  with arc length 

ijh
 
for any node pair (i, j) ( ,i j V∈ ), and the required node set S ⊆ V, we construct a new 

network G'(V', A') that minimizes the total number of arcs, | A'|, while S ⊆ V' and the 

shortest path length between any two nodes i and j ( ,i j S∈ ) in network G' is equal to ijh .  

Define a constant ij
i S j S

H h
∈ ∈

=∑∑  ( ,i j S∈ ).  We first introduce the concept of Commodity.  

A commodity represents an origin/destination node pair.  Denote K as the commodity set.  

For each k K∈ , O(k) represents the origin node and D(k) represents the destination node.  

In the NR problem, we construct one commodity for each node pair (i, j) ( ,i j S∈ ).  To 

ensure the connection of each node pair in S, the model requires sending one unit of flow 

from the origin to the destination through the shortest path in the selected graph for each 

commodity k K∈ .  Define two binary variables:    
k
ijx  = 1 if a unit flow of commodity k is through arc (i, j), 0 otherwise; for all (i, j) ∈ 

A , k K∈ .  

ijy  = 1 if an arc (i, j) is used, 0 otherwise; for all (i, j) ∈ A   

Variable k
ijx  represents the “flow” variable, which is 1 if one unit flow of commodity k 

moves through this arc.  Variable ijy  represents the “design” variable, which is 1 if any 

commodity moves through this arc.  The model is to minimize the number of design 
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variables selected while satisfying the shortest path length requirements and the 

connection requirements for all commodities.  The formulation is shown as the follows: 

 
    NR:   

( , )

min ij
i j A

Z y
∈

= ∑       (4.1) 

Flow conservation constraints: 

   
1 ( )

1 ( )
0

k k
ji ij

j S j S

i O k
x x i D k

Otherwise∈ ∈

− =− = =


∑ ∑  for all k K∈    (4.2) 

Forcing constraints: If a flow can be through an arc, the arc must be used:  

   k
ij ijx y≤   for all  k K∈ , ( , )i j A∈    (4.3) 

Shortest path constraints: The new network must reserve the same shortest path length:  
   

( , )

k
ij ij

k K i j A

h x H
∈ ∈

=∑ ∑        (4.4) 

Binary constraints: 

   ijy  is binary for all ( , )i j A∈     (4.5) 

   0k
ijx ≥    all k K∈ , ( , )i j A∈     (4.6) 

The objective function (4.1) minimizes the sum of the design arcs used in the new 

graph G'.  Constraint (4.2) ensures that all nodes in S must be connected; this constraint 

also ensures that only one path is selected to deliver flows for each commodity.  

Constraint (4.3) builds the relationship between the flow variables and the design 

variables: The flow variable can be set as 1 only if the corresponding design variable is 

selected.  Constraint (4.4) ensures that the path length selected for each commodity is 

equal to the shortest path length in the original network.  It is not difficult to see that the 

optimal solution of model NR gives the optimal design of the network reduction problem. 

The challenge of solving the NR model comes from the size of the complete 

network ( , )G V A .  Consider the infrastructure network discussed in the introduction 

section as an example.  This network contains 8,500 nodes and the required node set 
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contains about 100 nodes (i.e., job locations).  Assume V V= .  The complete network G  

contains 8,500 * (8,500-1) — that is, more than 70 million arcs.  The commodity set K 

contains 100 * (100-1), or about 10 thousand commodities.  The flow variables in the 

model will therefore be around 7.0E+11, which is unlikely to be stored and calculated by 

current computer systems.  Even after using the rules identified in Section 4.2.1, the size 

of network G  is still formidable.  Heuristic methods are needed for solving the NR 

problem. 

4.2.3.  Heuristic methods to solve the network reduction problem 

Given the original network G(V, A) and the node set S ⊆ V, our goal is to 

heuristically remove as many arcs/edges as possible while preserving the shortest path 

lengths between any node pairs in S.  The heuristic methods we develop include two 

algorithm families: shortest path based heuristics and network configuration based 

heuristics.  We describe the basic idea of each algorithm family as follows and give the 

pseudo codes in Appendix 4A.  These algorithms assume the underlying network is 

directed.  With little modification, these algorithms can also be applied to the undirected 

network. 

• Shortest Path Based Heuristics 

If an arc appears in a shortest path for any node pair in S, we might keep it.  On 

the other hand, if an arc does not appear in any shortest paths, we are safe to remove it.  

Based on this observation, we develop three shortest path based heuristics here. 

Union Heuristic: Find a shortest path for each node pair in S from the network G.  

If an arc is contained in one of the shortest paths, mark it as 1; otherwise, 0. We 

then remove all arcs whose marks are 0.  Clearly, the above algorithm preserves 

the shortest path lengths for node pairs in S.   
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Drop Heuristic: Temporarily remove an arc and check if the shortest path of any 

node pair in S has changed.  If none of the shortest path lengths becomes longer, 

we are safe to remove that arc permanently.  Note that the drop heuristic relies on 

intensive shortest-path calculations for every arc.  It is therefore time consuming 

when applied to a large network. 

Combine Heuristic: Based on the network generated after the union and drop 

heuristics, for each commodity k with ( ) , ( )O k i D k j= = , trace the shortest path 

from j back to i until either node i or another node in S is reached.  Let k denote 

the node reached first.  Generate an arc (k, j) with the length equal to the shortest 

path length from node k to node j and remove all arcs and nodes from k to j.  

Thus, at termination, the combine heuristic will build a new network that contains 

only nodes in S, i.e., V'=S.  The combine heuristic is inferior to the compression 

heuristic to be discussed next. 

• Network Configuration Based heuristics: Compression Heuristic 

Initially, let ij ijh c=  for all ( , )i j A∈  where ijc  is the length of arc (i, j).  Consider 

the case that a node i S∉  and the node has only one incoming arc, (k, i), and one 

outgoing arc, (i, j).  If the nodes k and j are the same node, we can simply remove the 

node i and arcs (k, i) and (i, j) because no shortest path for any node pairs in S will use the 

arcs (k, i) and (i, j).  If the arc (k, j) already exists, we can compare the lengths of kjh  and 

ki ijh h+ .  The shortest path for any node pair in S, if it goes through nodes k to j, will 

never use a subpath with a longer length.  Thus, we can also remove node i and arcs (k, i) 

and (i, j), and update the length of arc (k, j) by min( , )kj ki ijh h h+ .  If arc (k, j) does not exist, 

we can still remove node i and arcs (k, i) and (i, j), and create a new arc ( , )k j A∈  with the 

length kj ki ijh h h= + .  In the above three cases, the first two reduce the network size by one 

node and two arcs and the third by one node and one arc.  Therefore, we can always 
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reduce the network size by removing a node i S∉  that has only one in-degree and one 

out-degree.  Using the same idea, we can check all nodes in V/S to verify if removing one 

node and combining its incoming arcs with its outgoing arcs can reduce the network size.  

We call this operation Network Compression.   

In general, given a node /i V S∈ , let I (i) be the set of nodes that any node ( )k I i∈  

satisfies ( , )k i A∈ .  That is, I(i) is the from-node set for all incoming arcs of node i.  

Similarly, define O(i) be the to-node set for all outgoing arcs of node i.  Any node 

( )j O i∈  satisfies ( , )i j A∈ .  Furthermore, denote | ( ) |ia I i= , the in-degree number; 

| ( ) |ib O i= , the out-degree number; | ( ) ( ) |ic I i O i= ∩ , the number of nodes being both 

from-nodes and to-nodes; and 
( ), ( )

{ | 1  ( , ) ;  0 }i kj kj
k I i j O i

d r r if k j A otherwise
∈ ∈

= = ∈∑ , the 

number of arcs in A from nodes in I(i) to nodes in O(i).  We have the following rule in 

guiding the compression operation: 

Proposition 4.1: Given a directed network G(V, A) and the required node set S ⊆ V, if a 

node /i V S∈  satisfies the following condition,  

  i i i i i ia b c d a b− − ≤ +       (4.7) 

then removing node i and all its incoming and outgoing arcs will not increase the size of 

the network and not increase the shortest path length for any node pair in S.   

Proof.  We prove the proposition by the following construction:  For any node in /i V S∈    

Step1: For any incoming arc (k, i) and any outgoing arc (i, j) of node i, consider the 

following cases:  

(1) If k and j are the same node, then arcs (k, i) and (i, j) are reversed arcs.  Do 

nothing.   

(2) If k and j are two different nodes and arc (k, j) exists, then we update the 

length of arc (k, j) by min( , )kj ki ijh h h+ .  
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(3) If k and j are two different nodes and arc (k, j) does not exist, then we generate 

a new arc (k, j) with the length ki ijh h+ . 

Step 2: Remove all incoming arcs and outgoing arcs of node i and remove node i. 
 

Note that in the three cases of Step 1, only case (3) will generate a new arc. Case 

1 appears ic  times, case 2 appears id  times, and step 1 executes a total of i ia b  times.  

Thus, the total number of new arcs generated is i i i ia b c d− − .  Step 2 removes i ia b+  arcs 

and 1 node.  If condition (4.7) is satisfied, executing the compression operation on node i 

will always reduce the network size.  We further show that the shortest path length of any 

node pair in S will not change in the new network:  

Assume one arc (k, i) is part of the shortest path between two nodes in S.  Because 

node i is not in S, then another outgoing arc — assuming (i, j) — must belong to the same 

shortest path and k j≠ .  Therefore, using arc (k, j) from the new network will not change 

the shortest path between two nodes in S. ♦ 

From Proposition 4.1, we can show that the following conclusion holds for an 

undirected network: 

Corollary 4.1: In an undirected network, removing all nodes /i V S∈  with a degree no 

larger than 3 will neither increase the size of the network nor increase the shortest path 

length for any node pair in S.   
 

Proof.  We model each edge in an undirected graph as two reversed arcs in a directed 

graph.  Note that i i ia b c= =  and 0id ≥  for each node /i V S∈ .  If 3ia ≤ , then the 

inequality ( 3)i i ia a d− ≤  must hold.  Thus, * 2i i i i i i i i i i ia a a d a a b c d a b− − ≤ ⇔ − − ≤ + , 

condition (2.7) holds. ♦  

Corollary 4.1 suggests that we are safe to remove all nodes in /i V S∈  with edges 

less than or equal to 3.  The following figure illustrates the way to remove a node with a 
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degree equal to 3.  The left side of the figure shows the original network and the right 

side shows the new network after the network compression operation.  As we can see, 

although the number of edges remains the same in both networks, the new one has one 

node less than the original network. 

 

 

Figure 4.1: Network compression for a node with degree 3 

The generic network compression algorithm is to check each node in the current 

network G.  If a node /i V S∈  satisfies condition (4.7), then execute the network 

compression operation described in the proof of Proposition 4.1.  Note that the network 

compression might need to execute multiple iterations.  Because the network 

configuration keeps changes due to the continual adding and removal of arcs, some nodes 

that do not satisfy condition (4.7) initially might satisfy the condition at a later iteration.  

The following figure illustrates this process using a six-node example.  The original 

network shown in the left side includes 6 nodes and 7 edges (14 arcs).  The required 

nodes are {A, E} and the number on each edge shows the length of the edge.   
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Figure 4.2: Illustration of network compression algorithm. 

At the first iteration, the algorithm removes nodes C and F and their connecting 

edges.  Because the node D ϵ V/S and its degree is 3, the algorithm also removes node D 

by combining its 3 edges.  The middle part of Figure 4.2 shows the result after the first 

iteration.  Because node B ϵ V/S and has degree 2 now, we can further remove it.  The 

final network is shown at the right side of Figure 4.2. 

Both the combine heuristic in the shortest path based heuristic family and the 

network compression heuristic apply the idea of combining edges/arcs and removing 

none-required nodes (i.e., nodes in V/S).  The key difference of the two algorithms lies in 

the fact that the former will remove all non-required nodes while the latter will keep 

some of them.  As the example shown in Figure 4.3 suggests, keeping some non-required 

nodes as intermediate nodes helps build a smaller-size network.  In this illustrative 

example, the original network contains 5 nodes:  Nodes A, B, C, D belong to S but node E 

does not.  From Corollary 4.1, since node E has a degree 4, the network compression 

algorithm will keep the original network unchanged, that is, 5 nodes and 4 edges.  

However, using the combine heuristic, the new network will have 6 edges after removing 

node E.      
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Figure 4.3: Result comparison between compression heuristic and combine heuristic. 

 

We can incorporate the shortest path based heuristics (especially, the union 

heuristic and the drop heuristic) and the compression heuristic into a single procedure.  

Note that the compression heuristic runs in O(|A|) time.  We can therefore use it first to 

reduce the network size.  When the network size is reduced to a small scale and the 

compression heuristic can no longer identify new nodes to remove, we then introduce the 

union and drop heuristics to check whether any further edges/arcs can be removed.  With 

additional edges/arcs taken away, the compression heuristic may again find new nodes to 

remove.  We develop an iterative procedure that repeatedly calls the compression, union, 

and drop heuristics until no change can be made.  The details of the procedure are in 

Appendix 4A.  We will illustrate the performance of the procedure in Section 4.5. 
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4.3.  NETWORK APPROXIMATION PROBLEM MODELING FRAMEWORK  

If the new network generated by the network reduction algorithms is still too big 

for model to solve effectively, we need to reduce the number of edges/arcs further, 

although to do so will eventually make the shortest path lengths of given node pairs in the 

new network longer than the corresponding lengths in the original network.  When facing 

restrictions from both computational accuracy and computational capacity, the decision is 

about how to minimize the path length increases while ensuring the model size is within 

the system’s capacity limit. 

In general, when building a simpler network from the original network, if we 

decrease the size (i.e., number of edges/arcs) of the simpler network, we will increase the 

total path length of given node pairs, and vice versa.  Figure 4.4 illustrates: 
 

 

Figure 4.4: Relationship between path length and size of network. 

The modeling framework we develop here is to identify the decision tradeoff 

between path length increases and size of network when satisfying connectivity 

requirements for all required node pairs.  Similar to the model for the network reduction 

problem, we again define the commodity set K to represent the required node pairs.  The 

basic model framework is expressed as follows:  
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(BM)  Min  F(Size of New Network) + (Path Length Increases)   

  s.t. Connectivity Requirements for Any Commodity in K, 

where F is the “cost” when introducing a new arc/node into the network.   

The model above has two variants: MV1 restricts the new network to N arcs/nodes 

at most, while MV2 requires that the new network have at most C path length increases. 

 

(MV1)  Min  Path Length Increases   

  s.t. Connectivity Requirements for Any Commodity in K.  

   Size of New Network ≤ N 

 

(MV2)  Min  Size of New Network   

  s.t. Connectivity Requirements for Any Commodity in K.  

   Path Length Increases ≤ C 

We define set MM = {BM, MV1, MV2} to specify which model is used, where 

BM represents basic modeling, MV1 represents modeling variant 1 and MV2 represents 

modeling variant 2.  The modeling framework specifies two important criteria regarding 

network configuration and path length calculation. 

Directed Arcs vs. Undirected Edges 

If a network is undirected, when choosing an edge in the network, we essentially 

permit bidirectional repositioning movements.  Instead, in a directed network, 

introducing a new arc means that only a directed movement is permitted.  The two types 

of modeling could be equivalent in cases where the backward movement on the same link 

incurs the same cost as the forward movement.  However, in many cases, a movement 

from node i to j might incur a different cost than the reverse movement from j to i or the 

movement from j to i is not allowed.  A directed network modeling is therefore preferred 
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in these cases.  The Resource Planning and Job Scheduling problem addressed in Chapter 

2 and the Inspection Vehicle Routing problem addressed in Chapter 3 both require 

directed movements.  Thus, the directed network model works properly for both cases.  

We define set NA = {DA, UE} to specify which kind of network is used in the 

modeling, where DA represents the directed network modeling and UE represents the 

undirected network modeling. 

Total path lengths over all commodities vs. Pair-wise path length on each 

commodity.   

When enforcing the pair-wise path length criterion, we require that the shortest 

path length of each commodity in the new network can never be larger than (1 + C) times 

the shortest path length of the same commodity in the original network.  On the other 

hand, if we choose the total path length criterion, we allow some shortest paths on some 

commodities to be much larger than the original one, as long as the total shortest path 

length over all commodities is no more than (1 + C) times the total shortest path length in 

the original network..   

We define set EP = {TP, PP} to specify which kind of shortest path length 

criterion is used in the model, where TC represents the total path length criterion and PC 

represents the pair-wise path length criterion. 

In summary, the triple {MM, NA, EP} provides a comprehensive modeling 

framework upon which each kind of network approximation problem is addressed.  In the 

next section, we focus on a special variant of the problem, {MV1, DA, TP}, which 

represents the model that is built on a directed network (DA), uses total path length 

criterion (TP) in the objective, and puts the maximum cardinality requirement as the 

constraint (MV1). 
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The proposed framework can be used to categorize many existing network 

approximation problems — for example, the k-spanner problem.  Let G(V, E) denote an 

n-vertex connected graph with positive edge weights.  A sub-graph G'(V, E') is a k-

spanner of G if for all u, v belong to V, the weighted length between u and v in G' is at 

most k times the weighted length between u and v in G.  Sparseness of spanners is 

measured by two criteria, size and weight.  The size of graph G, size(G), is defined as the 

number of edges in G and the weight of G, wt(G), is defined as the sum of the edge 

weights of G.  Althofer et al. (1993) showed that a greedy algorithm constructs k-

spanners with size 
2

1
1( ) ( )kO n size MST

+
− ⋅  and the size bound is optimal.  Chandra et al. 

(1992) showed that a k-spanner of G with weight 
2

1( ) ( )kO n wt MST
ε+

− ⋅  could be constructed 

in polynomial time by the same greedy algorithm.  They also show that 2(log )O n -

spanners of weight (1) ( )O wt MST⋅  can be constructed.  Let S(k, G) denote the minimum 

number of edges in a k-spanner for graph G.  The sparest k-spanner problem involves 

constructing a k-spanner with S(k, G) edges for a given graph G.  Peleg et al. (1989) 

showed that construction for a given graph G(V, E) and an integer m, whether (2, )S G m≤  

is NP-complete.  This outcome indicates that we are unlikely to find an exact solution for 

the sparest k-spanner problem even when k=2.  Further work indicates that this result is 

extended to hold for any integer 3k ≥ , even for more restricted graphs, such as bipartite 

graphs, split graphs, and bounded-degree graphs,.  Kortsarz (1999) further studied the 

difficulty of finding spanners with a number of edges close to the optimum and proved 

that for every fixed k, approximating the spanner problems is at least as hard as 

approximating the set cover problem.  According to our framework, the k-spanner 

problem is an {MV2, UE, PP} network approximation problem in which the commodity 

set is all node pairs of the original network. 
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Other interesting problems, such as shallow-light tree (Awerbuch et al. 1990) 

or( , )α β -LAST tree (Khuller et al. 1995), can also be categorized into our framework.  

Bharath-Kumar and Jaffe (1983) first studied the problem of finding a ( , )α β -tree where 

the total weights of the tree are at most β  times the weight of a minimum spanning tree 

of G and the sum of the lengths from the root to each vertex is at most α  times the 

minimum possible sum.  Thus, the ( , )α β -tree problem belongs to the {MV1, UE, TP} 

network approximation problem, where the size of the new network is the number of 

nodes minus 1. 

For the problem we study, {MV1, NA, TP}, two well-known hard problems, 

Budget Network Design Problem (BND) and k-Median Facility Location Problem 

(KFL ), are related.  The following two propositions formally establish the NP-

completeness of the problem {MV1, NA, TP} and show its relationship with the BND and 

KFL problems. 

Proposition 4.2.  The undirected network approximation problem, {MV1, UE, TP}, is 

NP-hard. 

Proof.  Johnson, Lenstra, and Rinooy Kan (1978) have shown that the following 

Restricted Budget Network Design (RBND) problem is NP-complete in the hard sense: 

Given an undirected graph G = (V, E), a weight function L({ i, j}) = 1 for all { i, j} ϵ E , a 

budget B = |V| -1 and a criterion threshold C, does there exist a subgraph G'=(V, E') of G 
with weight 

{ , } '

({ , })
i j E

L i j B
∈

≤∑   and criterion value ( ')F G C≤  where F(G') denotes the sum 

of the weights of the shortest paths in G' between all node pairs?  Clearly, this problem is 

a special case of the {MV1, UE, TP} problem in which: (1) the commodity set is all node 

pairs in V, and the size of the new network is |V| -1.  ♦ 
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Proposition 4.3.  The directed network approximation problem, {MV1, DA, TP}, is NP-

hard. 

Proof.  We show that the k-median Uncapacitated Facility Location problem (KUFL) is 

reducible to the directed network reduction problem, {MV1, DA, TP}.  Given a customer 

set I and a candidate facility set J, assigning a customer i to facility j incurs a cost ijc .  

The KUFL problem is to find a minimum cost assignment in which each customer is 

assigned to one facility and the total number of facilities selected is no larger than k.  The 

KUFL problem is known as NP-complete in the hard sense (Garey and Johnson 1979).  

Given any KUFL instance (I, J, k), we construct a corresponding {MV1, DA, TP} 

network instance as the follows:  

Node set { } { } { }V I J s= ∪ ∪  where s is a sink node 

Arc set  {( , ) : , } {( , }: }A i j i I j J j s j J= ∈ ∈ ∪ ∈  

Commodity set {( ) : }K i s i I= − > ∈  

Weight of arcs:  ( , )ij ijw c i I j J= ∈ ∈ and 0 ( )jsw j J= ∈  

Maximum number of arcs: N = k + |I|  

Given a new network G', the total path length increases can be expressed as TP = 

W(G') - W(G) where W(G') (W(G) ) denotes the sum of the shortest path lengths in G' (G) 

for all commodities.  Note that W(G) is a constant and any new network must have |I| arcs 

to connect node i with node j and k zero-cost arcs to connect node j with node s.  Thus, 

the minimum cost in the KUFL problem is equal to P* + W(G) where P* is the optimal 

value of the {MV1, DA, TP} problem.  Since the KUFL is a known NP-hard problem, the 

{ MV1, DA, TP} problem is also NP-hard. ♦ 

Hu (1974) has proposed an 5( )O n  algorithm based on maximum flow 

computations for solving the uncapacitated budget problem when every feasible design is 

a spanning tree and all routing costs are unity (i.e., | | 1B N= −  and 1k
ij ije c= =  for all i, j 
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and k).  Kariv and Hakimi (1979) devised an efficient dynamic programming approach 

for the K-median location problem restricted to tree networks.  A number of other 

heuristics have been developed to derive the approximate result quickly.  The three most 

commonly used heuristics are the add, delete and interchange procedures.  The add 

heuristics start with some feasible design and add arcs, one at a time, choosing at each 

stage the arc that gives the greatest decrease in cost, or some surrogate measure of cost.  

The delete heuristics are similar, but start with an initial design containing all candidate 

arcs, and delete arcs one at a time.  Starting with some initial design, the interchange 

heuristics add and/or delete an arc at each step until no further improvement in cost is 

possible.  Although the add, delete, and interchange heuristics are fairly effective for 

solving small- to medium-sized discrete network design problems, for large-scale 

problems these heuristics could require excessive amounts of computer time. 

Regarding optimization-based algorithms, three kinds of exact algorithms are 

popularly used in the network design problem: Benders Decomposition, Branch and 

Bound, and Lagrangian and Linear Programming Methods.  Lagrangian relaxation and 

dual ascent procedures have been very successful in providing bounds for the special 

cases of facility location problems (see Balakrishnan, Magnanti, and Wong 1989, for 

example.)  

In the next section, we focus on the modeling of the {MV1, DA, TP} variant of the 

network approximation problem using a disaggregated multi-commodity based 

formulation.  To solve the problem effectively, we use a customized Lagrangian 

relaxation and dual ascent procedure.  Again, for convenience of discussion, we assume 

directed networks in the model. 
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4.4.  MODELING AND SOLVING MIN -INCREASE NETWORK APPROXIMATION 
PROBLEM  

Given the maximum number of arcs allowed in a new network, the {MV1, DA, 

TP} variant of the network approximation problem is to minimize the total path length 

increases over all commodities.  We call this problem the Min-Increase Network 

Approximation (MINA ) problem.  In this section, we study effective modeling and 

solution methods of the problem.  

4.4.1.  Model formulation, Lagrangian relaxation, and the dual formulation 

We first present notations and variables of the model.  Note that many of them 

have been previously defined in the model for the network reduction problem: Let G(V, 

A) denote the start network, K the commodity set, and N the maximum arc number.  For 

each k K∈ , O(k) represents the origin node, D(k) represents the destination node, and kβ  

is the weight of  commodity k.  For each arc ( , )i j A∈ , ijc
 
represents the length of the arc.  

We also have two types of binary variables:  
k
ijx  = 1 if a unit flow of commodity k is through arc (i, j), 0 otherwise; for all (i, j) ∈ 

A , k K∈ .  

ijy  = 1 if an arc (i, j) is used, 0 otherwise; for all (i, j) ∈ A   

The formulation is as follows:  

 
 (P) MINA:   

( , )

min k k
ij ij

k K i j A

Z c xβ
∈ ∈

= ∑ ∑     (4.8) 

Flow conservation constraints: 

   
1 ( )

1 ( )
0

k k
ji ij

j N j N

i O k
x x i D k

Otherwise∈ ∈

− =− = =


∑ ∑  for all s S∈   (4.9) 

Forcing constraints: If a flow can be through an arc, the arc must be used:  

   k
ij ijx y≤   for all  k K∈ , ( , )i j A∈   (4.10) 

Maximum size constraints: The total number of selected arcs must be no more than N: 



 179 

   
( , )

ij
i j A

y N
∈

≤∑        (4.11) 

Binary constraints: 

   ijy  is binary for all ( , )i j A∈    (4.12) 

   0k
ijx ≥    all k K∈ , ( , )i j A∈    (4.13) 

To distinguish from other models presented next, we name the above MINA 

model as model P.  Note that the MINA model is similar to the NR model in that they 

both build on the concept of commodity:  To ensure the connectivity of required nodes, 

both models require sending one unit of flow from the origin to the destination through 

the shortest path for each commodity k K∈ .  Another distinguishing feature of the two 

models is that they are “disaggregated” formulations because the forcing constraints are 

built on each arc and each commodity.  A more aggregated forcing constraint can be 

modeled as: 
            | |k

ij ij
k K

x K y
∈

≤∑   for all  ( , )i j A∈   (4.14) 

where |K| is the number of commodities in set K.  Although the aggregated model has 

much fewer constraints, its LP relaxation is weaker than the disaggregated model we 

adopt.  

The key difference between the MINA model and the NR model is that the NR 

model minimizes the model size with the constraint of zero path length increases while 

the MINA model minimizes the path length increases with the constraint of the maximum 

model size.  As Proposition 4.3 indicates, the MINA problem is strongly NP-hard.  We 

therefore first study its Lagrangian relaxation, which itself is an interesting optimization 

problem.   

 

 



 180 

Lagrangian Relaxation: A Special Uncapacitated Network Design (SUND) Problem  

Define the dual variable of constraint (4.11) as F and move this constraint into the 

objective function.  The relaxed problem is as: 
   

{ , } ( , )

: ( ) min k k
F ij ij ij

i j A k K i j A

LR Z F Fy c x FNβ
∈ ∈ ∈

= + −∑ ∑ ∑   (4.15) 

s.t. 

 (4.9), (4.10), (4.12), (4.13). 

It is well known that ( )Z F Z≤  (Fisher, 1981).  The best choice of F would be an 

optimal solution to the Lagrangian dual problem: 

 

   : max ( )LD
F

LD Z Z F=      (4.16) 

Problem FLR  is in the category of {M1, DA, TP}, and also a special case of the 

Uncapacitated Network Design Problem, SUND.  The problem is special because the 

weight of the design variable ijy  is constant.  Solving problem FLR  provides a valid 

lower bound for the original problem P.  By carefully choosing the dual variable F, we 

are able to obtain a strong lower bound of the original problem.  The SUND problem is a 

well-known NP-hard problem (Magnanti and Wong 1984).  Our Lagrangian scheme 

therefore does not satisfy the integrality property (Geoffrion 1974).  In other words, the 

best lower bound obtained using our relaxation scheme may exceed the linear 

programming lower bound for the original problem P.  Besides, the SUND problem itself 

is interesting and has many practical applications.  For example, when a simpler network 

is needed, a manager might initially be uncertain on the proper new network size N.  

Thus, it would be a good idea to solve FLR with different F values and compare the 

selected networks with the original network for both the path length increases and the 

network size.  



 181 

To solve the FLR  problem effectively, we relax the binary requirement of variable 

ijy  and study its dual problem as follows:  

Dual formulation of FLR  

Further relaxing the binary requirement of variable ijy , we write the dual of FLR  

as: 
  FDLR : ( )( ) max k

D k
k K

ZD F v FN
∈

= −∑     (4.17) 

  k k k k
j i ij ijv v c wβ− ≤ +   for all k K∈ , ( , )i j A∈  (4.18) 

  k
ij

k K

w F
∈

≤∑    for all ( , )i j A∈   (4.19) 

  0k
ijw ≥     for all  k K∈ , ( , )i j A∈  (4.20) 

where k
iv  is the dual variables of (4.9) and k

ijw  is the dual variables of (4.10).   

Note ( ) ( )ZD F Z F≤ .  Solving problem FDLR  provides a valid lower bound for the 

problem FLR  and therefore the original problem P.   

4.4.2.  Preprocessing: Commodity combination 

We consider reducing the number of commodities in set K by moving and 

aggregating origin and destination nodes of the commodities.  The methods introduced 

below only apply to the complete demand case (that is, every node pair in the required 

node S is defined as a commodity).  However, the same principle can also be used to 

design a more sophisticated algorithm for the incomplete demand case. 

  If a required node i S∈ connects to only the other node j, all flows starting from 

or ending at i must go through j.  Thus, we can move the origin or destination node from i 

to j for every commodity k with O(k) = i or D(k) = i.  Through this movement, we can 

remove the node i, the arc (i, j) and (j, i) from the network G, and reduce the number of 

commodities by combining commodities with the same origin and destination nodes.  

Let K(i) denote the commodity set with either origin or destination at i.  After 

moving the origin or destination from i to j, the path length from the origin to the 
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destination for every commodity in K(i) will be shortened by ijc .  In the complete demand 

case, |K(i)| = 2* (|S| -1).  Therefore, the objective value will reduce 2* (|S| -1) * ijc  after 

the movement.  Let R denote this reduced length.  Moreover, if node j is also a required 

node, i.e., j S∈ , we can delete the two commodities with (O(k) = i , D(k) = j ) and (O(k) 

= j, D(k) = i) because their length is now zero.  Besides, because the original K(i) and K(j) 

are now fully identical, we can delete commodity set K(i) but set the weight kβ = 2 for all 

commodities in K(j).  The weight 2 implies that the demand has changed so that now we 

need to send two units of flow from the origin to the destination for a given commodity, 

one for the commodity in K(j) and another for the one in the original K(i).  We call this 

commodity combination.  After the combination, node j contains two original nodes, i and 

j.  We let B(j) denote the number of original nodes now combined in node j.  B(j) = 2 

after the above combination. 

In general, denote the required node number in the original network as s1 and the 

required node number at the current network as s2.  After removing node i, arcs (i, j) and 

(j, i), and all commodities in K(i), 

o The reduced length R increases by 2 * (s1 – B(i)) * ijc  *  B(i). 

o The number of commodities reduces by 2 * (s2 – 1) if j S∈ . 

o The value of B(j) increases by B(i) if j S∈ ; B(j) = B(i) if j S∉ .   

o The weight kβ  of each commodity K(j) changes as B(O(k)) * B(D(k)).   

Denote the optimal value based on the reduced commodity set as Z'.  The optimal 

value of the original problem, Z, is obtained by Z= Z' + R. 

We give the detailed pseudo-code of the commodity combination in Appendix 

4C.  The following example illustrates how the procedure works:  



 183 

  

 

Figure 4.5: Illustration of commodity combination algorithm 

The original network, shown at the left side of Figure 4.5, consists of 5 nodes, 

among which only node E is not required.  With the complete demand assumption, the 

network has 12 commodities and the total length of these commodities is 22.  Using the 

commodity combination procedure, node A is first removed and node E becomes 

required.  The new network remains 12 commodities and the reduced length R = 6.  The 

procedure further identifies node C for removal.  After removing node C, node E 

becomes a combined node with B(E) = 2.  The number of commodities is reduced to 6, 

among which 4 commodities have weight 2 and 2 have weight 1.  The reduced length R = 

12.  The reduced network is shown at the right side of Figure 4.5.  The total length of 6 

commodities in this graph is 10.  Note that this length plus the reduced length R is equal 

to the total length of all commodities in the original network.    
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4.4.2.  Solution procedure 

Given the original network, we could first build a complete network and then 

solve problem P to the optimality based on the complete network.  However, as the 

discussion in Section 4.2.2 suggests, the complete network will make problem P a 

formidable size that no model is able to solve.  We therefore design a heuristic 

framework to solve the problem. 

Starting from the original network, our method first calls on the network 

compression heuristic to compress the network without increasing the path lengths.  The 

method then calls on the commodity combination method to reduce the network size and 

the commodity size further.  Based on the resulting network, we heuristically solve the 

MINA model to generate a smaller network with minimized path length increases.  The 

resulting network can be improved even more by calling the shortest path based 

heuristics and the network compression algorithm.  Denote the final network as G' and 

the original network as G.  We can evaluate the quality of G' by comparing the total 

commodity length in G' with the total commodity length in G.  Denote Gap to represent: 

 Gap = (total commodity length in G' - total commodity length in G) / total 

commodity length in G 

Let Y denote a pre-specified minimum gap requirement for the length increases.  

Depending on the relationship between Gap of G' and Y, the procedure determines 

whether to stop or to repeat the above steps.  The general solution framework is shown as 

follows: 

 

General solution framework 

 Step 0. Initialization.  Let  

 G' = the original network G 
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 Step 1. Solving the network approximation problem 

  G' = Solve the NR Problem by Heuristics (G') 

  G' = Commodity Combination Preprocessing (G') 

  G' = Solve the MINA Problem by Heuristics (G') 

 Step 2. Stopping Rule 

  If number of arcs in G' ≥ N and Gap of G' ≤ Y, return to Step 1. 

  If number of arcs in G' ≤ N and Gap of G' ≤ Y, procedure success, STOP. 

  If Gap of G' ≥ Y, procedure failure, STOP. 

 

If the resulting network G' has a gap larger than the required minimum gap Y, 

then further reducing this network will only increase the gap.  Our procedure has to stop.  

In a further study, we can consider adding potential arcs into G' and restart the procedure.  

In this section, we focus our discussion on designing an effective heuristic method to 

solve the MINA problem P. 

Given the problem P, the Lagrangian dual problem LD provides a strong lower 

bound to problem.  The optimal solution of the LD problem is found by selecting a dual 

cost F, which maximizes the value of the Lagrangian relaxation problem, FLR .  Note that 

FDLR is the dual model of FLR ; its optimal solution provides a strong lower bound to 

FLR .   The relationship of these problems is illustrated in the following figure: 
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Figure 4.6: Relationship of the four problems. 

To solve problem P, our proposed solution strategy includes two basic 

components: One, solve the FDLR problem effectively so that we can have a strong lower 

bound on FLR ; and two, solve the LD problem effectively based on the individual 

solution of FLR  so that we can have a strong lower bound on the original problem P.  The 

procedure of solving the FDLR problem also provides us with a feasible solution to the 

FLR  problem.  If the solution has a number of arcs less than N, it is also a feasible 

solution to the MINA problem P.  We address these problems in the following sections 

respectively. 

4.4.2.1.  Using the subgradient method to solve the Lagrangian dual problem 

The subgradient method is an adaptation of the gradient method in which 

gradients are replaced.  Because this method is easy to implement and has worked well 

on many practical problems, it has become the most popular method for solving the 

Lagrangain dual problem (Fisher, 1981).  In our problem, given a value of F, assuming 

the optimal integer solution for problem FLR  has been found by a procedure, we use the 
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following subgradient method to change the value of F so that the maximum value of the 

FLR  problem can be derived.     

Let an initial value F0 = 0, a sequence {Ft} is generated by the following rule: 
   1

( , )

( )
ij

t t t
t

i j A

F F v y N+

∈

= + −∑     (4.21) 

where 
ij

ty  is the optimal integer value for the problem FLR  determined in step t and tv  is 

a positive scalar step size.  The vector 
( , )

( )
ij

t

i j A

y N
∈

−∑  is a subgradient for F.  Intuitively, if 

( , )

0
ij

t

i j A

y N
∈

− >∑ , the maximum size constraint (4.11) is violated.  We should increase the 

value of F  to decrease the number of arcs selected.  On the other hand, if 
( , )

0
ij

t

i j A

y N
∈

− <∑ , 

the constraint (4.11) is loose.  We should decrease the value of F to increase the number 

of arcs selected, since more selected arcs lead to smaller path length increases.  The value 

of tv  is determined by: 

   
*

2

( , )

( ( ))

( )
ij

t
t

t t

i j A

Z Z F
v

y N

λ

∈

−=
−∑

     (4.22) 

where 0 2λ =  and halving tλ  whenever ( )tZ F  has failed to increase in a fixed number of 

iterations.  Z* is the best integer solution value for the original problem P.  Because the 

Lagrangian relaxation problem FLR  is strongly NP-hard, we rely on the heuristic method 

to determine the value of 
ij

ty  and the corresponding objective value ( )tZ F .  The same 

heuristic method will also derive the value of Z*.  Initially, when the value of Z* is 

unavailable, we let 1tv =  until the first Z* is obtained.  We discuss the heuristic method 

and the dual-ascent algorithm for solving the problem FDLR  in the next section.           

4.4.2.2.  Using the dual-ascent method to solve the dual of the Lagrangian relaxation 
problem 

Dual-ascent procedures have been successfully used to solve many challenging 

network design problems such as the uncapacitated plant location problem (e.g., Bilde 

and Krarup 1977; Erlenkotter 1978) and the Steiner tree problem (e.g., Wong 1984).  
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Among them, the dual-ascent algorithm proposed by Balakrishnan, Magnanti, and Wong 

(1989) for solving large-scale, fixed-charge network design problems has been shown to 

be computationally effective and has been widely applied in a broader range of network 

optimization problems.  In this section, we adopt the Balakrishnan, Magnanti, and Wong 

(1989) (BMW hereafter for short) algorithm in solving the dual of the Lagrangian 

relaxation problem, FDLR .  The optimal solution of FDLR  provides a valid lower bound 

for the Lagrangian relaxation problem FLR .  Besides, the dual solution, together with the 

complementary slackness conditions, allows us to generate feasible network design 

solutions for problem FLR .  Based on this initial solution, we can further call the shortest 

path based heuristic and the network compression heuristic to generate an even smaller 

network.  If the new network has a size no larger than N, it is a feasible solution to the 

original problem P.  

Observe that for any given vector k
ijw  that satisfies constraints (4.19) of FDLR , the 

problem can be decomposed into a set of sub-problems by commodity, each 

corresponding to the dual of a shortest path problem from origin O(k) to destination D(k) 

using the modified arc lengths k k
ij ijc wβ + .  Therefore, we can increase the dual objective 

function value by increasing the length of the shortest origin-to-destination (abbreviated 

as O-D) path for one or more commodities through appropriate increases in w-values.  

Let ijs  be the slack or unabsorbed fixed charge for each arc ( , )i j A∈  in constraint (4.19).  

The dual-ascent procedure seeks to selectively allocate the unabsorbed fixed charges ijs , 

in order to increase the length of the shortest O-D path for one or more commodities at 

each iteration.  The BMW algorithm applies a Labeling method for dual ascent, which 

simultaneously increases several w-values corresponding to a single commodity.  The 

algorithm partitions the node set V into two sets (V1(k), V2(k) ) so that 1( ) ( )O k V k∈  and 
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2( ) ( )D k V k∈ .  Let A(k) be the set of all directed arcs (i, j) incident from V1(k) to V2(k).  

Further define two arc sets: 

 '( ) {( , ) : 0,( , ) ( )}k k k k
ij ij j iA k i j c w v v i j A kβ= + − + = ∈  and "( ) ( ) \ '( )A k A k A k= .   

Set '( )A k  contains all the tight arcs; only increasing w-values for these tight arcs will 

increase the dual objective.  How large the w-values could increase, however, depends on 

two factors:  

1 min{ : ( , ) '( )}ijs i j A kδ = ∈
 
and 2 min{ : ( , ) "( ) ( ) \ '( )}k k k k

ij ij j ic w v v i j A k A k A kδ β= + − + ∈ = . 

1δ  restricts the maximum amount by which  k
ijw  can increase to maintain feasibility in 

constraints (4.19) and 2δ  is the maximum amount by which  kijw  can increase to maintain 

the tightness for arcs in '( )A k .  In other words, if the increasing value is larger than 2δ , 

some originally loose arcs in "( )A k  will become tight.  By increasing the kijw
 
by 

1 2min( , )δ δ δ=  for all arcs in '( )A k , we increase all shortest path lengths from O(k) to all 

nodes in V2(k), therefore increasing the dual objective by δ .  We cite the detailed BMW 

algorithm in Appendix 4B.      

The dual solution generated by the ascent algorithm can be used to produce a 

feasible integer solution.  The heuristic is based on the Zero-Slack Path Property.  We 

cite the property here. 

Zero-Slack Path Property: For every commodity k, all nodes in V2(k) are connected to 

the destination D(k) via shortest paths containing only zero-slack arcs.    

A feasible solution for problem FLR  can therefore be constructed by finding the 

zero-slack shortest O-D path for every commodity.  If the solution happens to satisfy the 

constraint (4.11), it is also a feasible solution to the original problem P.  If it is not, we 

can further call the drop heuristic and the network compression heuristic to generate a 

smaller network. 
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4.5.  REDUCING NETWORK SIZE FOR RESOURCE ROUTING OPTIMIZAT ION  

We return to the resource routing optimization problem for the Resource Planning 

and Job Scheduling decisions discussed in the introduction section and use the methods 

developed in this chapter to solve this challenging problem.  The nationwide   

infrastructure network we face contains 8,490 nodes and 17,372 arcs.  In one project data 

instance, the infrastructure provider needs to plan maintenance jobs starting and ending at 

127 different locations and there are about 20 different resource types.  These resource 

types vary in the jobs they can perform.  Some versatile resources can perform all jobs 

while some local resources can perform only a small set of jobs.  To minimize the routing 

cost for resources repositioning among the job locations, we need to build a routing 

network for each resource type.  The following table shows three sample resource types 

(R1, R2, and R3) representing the most versatile resource type, the most local resource 

type, and an “intermediate” resource type, respectively.  The job location set each 

resource type can perform determines the required node set S.  The third column, 

maximum number of arcs, restricts the maximum size of the routing network that each 

resource type can use.  This maximum number of arcs is roughly three to four times the 

number of required nodes because experimental experience suggests that this ratio 

represents the minimal network our heuristic method can generate using the given data 

instance.  
   

Resource Types Required Number of Nodes Maximum Number of Arcs 

R1 127 450 

R2 13 36 

R3 43 130 

Table 4.1: Three representative resource types 
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We first use the network reduction algorithm to reduce the network without 

increasing the path length for every commodity.  Table 4.2 shows how the heuristic 

works in the three data instances. 

 

Network Number of Nodes Number of Arcs 

Original Network 8490  17372 

Reduced Network for R1 247 (2.91%) 934 (5.38%) 

Reduced Network for R2 162 (1.91%) 720 (4.14%) 

Reduced Network for R3 188 (2.21%) 788 (4.54%) 

Table 4.2: Performance of network reduction algorithm 

As shown in Table 4.2, the network reduction algorithm significantly reduces the 

size of the network.  Consider the network for R1 as an example.  After the network 

reduction, the new network contains 247 nodes and 934 arcs, which are only 2.91% of the 

original number of nodes and 5.38% of the original number of arcs.  The networks for R2 

and R3 are also much smaller than the original network.  The algorithm takes less than 5 

seconds to compress the network for each resource type.  Judged by both the time 

consumption and the new network size, the network reduction algorithm proves to be 

very effective.  On the other hand, we must acknowledge that the performance of the 

reduction algorithm is related to the configuration of the original network.  The 

infrastructure on which we are working contains 8,490 nodes and 17,372 arcs, indicating 

a very sparse network.  If we assume each arc must have a reverse arc and transfer this 

network into an undirected network, we find the network shows a tree structure in most 

parts.  This tree structure is not hard to imagine by noticing that the number of edges in 

the undirected network is only 8,686, slightly higher than the number of nodes.  In such a 
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tree network, a lot of nodes connect to only two other nodes.  Because the required nodes 

count as only a small portion of the total nodes, we can simply “short-circuit” many non-

required nodes (i.e., combining nodes with only degree 2 in the undirected network) 

along the branches of the tree.  For denser and more complex networks, our network 

compression algorithm might not perform as well as it does in this sparse network.  

Moreover, although the network reduction algorithm performs well in all three data 

instances, none of the produced networks has reached the required network size.  This 

situation is especially true for resource types R2 and R3, in which the required networks 

are much smaller than the ones produced by the reduction algorithm.  We need to apply 

the network approximation model and algorithm to obtain even smaller networks. 

Starting from the network produced by the reduction algorithm, we first use the 

commodity combination preprocessing to reduce the commodity set, and then use the 

dual ascent algorithm to construct an approximation network for each given dual cost F.  

We use the subgradient method to change the value of F to increase the lower bound and 

improve the solution quality (i.e., either decrease the network size or decrease the path 

length increases).  For each given solution, we also call on the network compression and 

shortest path based heuristic algorithms to reduce the network without increasing the path 

lengths.  Table 4.3 shows the performance of our network approximation algorithm.    
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Network 

 

Arcs of 

New 

Network 

 

Total 

Commodity 

Length in 

New 

Network 

(A)  

Total 

Commodity 

Length in 

Original 

Network 

(B) 

Gap 

 (A-B)/B 

Iterations 

 

Comp. 

Time 

(Seconds) 

 

 

R1 449 16,515,460 16,343,890 1.05% 62 17,481 

R2 36 59,238 58,692 0.93% 25 18.5 

R3 130 1,636,652 1,636,014 0.04% 3 21.8 

Table 4.3: Performance of network approximation algorithm 

Each row of Table 4.3 shows the statistics for one resource type.  Consider 

resource type R1 as an example.  After the approximation algorithm, the new network 

contains 449 arcs, less than the required 450 arcs.  The total shortest path length over all 

commodities in the new network is 16,515,460.  Comparing to the total commodity 

length, 16,343,890, in the original network, the path length increases about 1.5% in the 

new network.  This procedure runs 62 iterations.  That is, we calculate 62 different F 

values until a satisfactory network is generated.  The total time consumption is 17,481 

seconds, about 5 hours.   When the problem instances have fewer required nodes, the 

computational time will be significantly reduced.  For example, both resource type R2 

and R3 can be solved within 30 seconds.  

Table 4.4 further decomposes the computational time by different components of 

the algorithm using the R1 network instance. 
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Algorithm Components Computational Time (Seconds) 

Commodity Combination 0.1 

Dual Ascent in One Iteration 121~220 

Shortest Path Based Heuristics in One Iteration 80~234 

Network Compression Heuristic in One Iteration 0.1 

Table 4.4: Decomposition of total computational time 

Table 4.4 shows that the commodity combination algorithm and the network 

compression algorithm account for only a tiny portion of the total computational time; 

most of the solution process time is spent by the dual ascent algorithm and the shortest 

path based heuristics.  Note that the resource type R1 network has 14,520 commodities 

after the commodity combination, which makes allocation of the unabsorbed fixed 

charges among arcs and commodities rather time consuming.  Besides, our current 

algorithm restarts the dual ascent procedure once the values of F change.  Thus, when F 

becomes larger and larger, the unabsorbed fixed charges also become larger and larger 

and the cost allocation procedure becomes more complex.  As a result, the dual ascent 

procedure takes more time when the values of F increase.  On the contrary, the shortest 

path based algorithms, especially the drop heuristic, take less time when the values of F 

increase because the selected networks become smaller with increased values of F.  On 

average, each iteration for the R1 problem takes about 280 seconds.   Additional research 

is needed to improve the time efficiency of the algorithm.  We further analyze the 

effectiveness of each algorithm component in the process of generating the desired 

network. 



 195 

 

Network Before Commodity 

Combination 

(Nodes | Arcs | Commodities) 

After Commodity 

Combination 

(Nodes | Arcs | Commodities) 

Network for R1 127 | 934 | 16002 121 | 914 | 14520 

Network for R2 13 | 720 | 156 13 | 720 | 156 

Network for R3 42 | 788 | 1722 40 | 782 | 1560 

Table 4.5: Result of commodity combination 

  Table 4.5 compares the two networks before and after the commodity 

combination, which starts from the network produced by the network reduction 

algorithm.  For example, after the network reduction algorithm, the R1 network has 127 

required nodes, 934 arcs, and 16002 commodities.  Using the commodity combination, 

we are able to reduce the required nodes to 121, arcs to 914, and commodities to 14520.  

We are unable to identify the commodity combination opportunity for the R2 network but 

slightly reduce the R3 network.  In general, the commodity combination does not 

significantly contribute to the reduction of the network size. 

The core of our network approximation algorithm is to use BMW’s dual ascent 

algorithm to generate an approximation network for each given dual cost F and further 

call the shortest path based heuristics and the network reduction algorithm to improve the 

solution.  The dual ascent algorithm provides a lower bound and an initial upper bound 

for each Lagrangain relaxation problem FLR .  The upper bound can be further improved 

by using the shortest path based heuristic methods (including both union and drop 

heuristics).  Because the union and drop heuristics only select arcs from the given 

network, the resulting network is also a feasible solution to the FLR  problem.  Let NLR 
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(F) denote the number of arcs after the dual ascent and the shortest path based heuristic.  

From formulation (4.15), we can derive the objective value for the FLR  problem, Z(F), 

based on the heuristic solution, and from formulation (4.16), we have the lower bound for 

the FLR  problem, DLR(F), based on the dual ascent result.  Let BLR(F) = (Z(F) - 

DLR(F)) / DLR(F) denote the bound of the FLR  problem for a given F.  We can further 

reduce the size of the resulting network by calling the network compression heuristic, 

which dynamically adds and removes arcs in the network.  In other words, the network 

obtained by the network compression heuristic may contain arcs not in the FLR  problem 

network.  We let NC(F) denote the number of arcs in the network after the network 

compression, ZC(F) the total commodity length in the new network, and Z the total 

commodity length in the original network, respectively.  Moreover, BC(F) = (ZC(F) - Z) / 

Z evaluates the path length increases between the produced network and the original 

network at the current iteration F.  Using the resource type R1 network as an example, the 

following two figures show how sizes of the networks, both NLR (F) and NC(F), change 

with the increasing value of F (Figure 4.7), and how potential length increases, evaluated 

by BLR(F) and BC(F), change with the increasing value of F (Figure 4.8). 
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Figure 4.7: Decreased network sizes with increasing values of F 

 

Figure 4.8: Increased path lengths with increasing values of F 
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Figures 4.7 shows that sizes of the resulting networks gradually decrease with 

increasing values of F.  The solid line represents sizes of networks after the dual ascent 

and the union and drop heuristics for given FLR  problems, and the dashed line illustrates 

sizes of networks further reduced by the network compression algorithm.  At the end of 

the dashed line series, the value indicates that the size of the network is less than 450; we 

reach the desired size.  On the other hand, with decreasing network sizes, the path lengths 

in the new networks are increasing.  Figure 4.8 shows how the lengths increase in both 

networks.  The left side of the figure shows that the increases of bounds of BLR(F) for the 

FLR  problem are nearly linear with the increases of the F value, while the shape of the 

BC(F) series, shown on the right side of the figure, exhibits a concave feature.  The linear 

increases of the BLR(F) bounds may suggest that the performance of our dual-ascent 

algorithm is deteriorating as the F value becomes larger and larger.  Further study is 

needed to improve the dual-ascent algorithm performance.  Despite the limit, the solution 

strategy produces a satisfactory result at the end.  As the BC(F) series shows, the increase 

ratio of the path length in the new networks is quite slow.  After the network size reaches 

the desired number, the total path length increases only 1% more than the original 

network.  Thus, the final network produced by our procedure presents a good 

approximation of the original network used for optimizing the resource-routing decisions. 

 

4.6.  CONCLUSION  

This chapter discussed effective network reduction and approximation algorithms 

to support the routing decisions in a large-scale network.  This problem was directly 

motivated by the problem of optimally routing resources among job locations to 

minimize the routing cost, which is part of the decision in the Resource Planning and Job 

Scheduling problem addressed in Chapter 2.  A nationwide infrastructure network often 
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consists of thousands of nodes and arcs.  If we simply build the routing decision variables 

on the physical network, the decision model will contain millions of variables, unlikely to 

be solved by current computer systems.  Generating a smaller network to support the 

routing decisions becomes necessary.  The small network should not have the arc number 

larger than a prespecified value so that the corresponding decision model can be 

effectively solved.  Meanwhile, the routing cost based on the small network should be the 

same as or only slightly larger than the cost using the original physical network.  

We modeled and proposed effective solution methods for two closely related 

problems: the network reduction problem and the network approximation problem.  The 

network reduction problem requires reducing network size without increasing any 

required node pair length.  On the contrary, the network approximation problem is to 

generate an approximation network on which longer paths between required node pairs 

are allowed.  When a network provided by the network reduction algorithm is still too big 

to solve effectively, the network approximation algorithm can help further reduce the 

network size.  We discussed a general modeling framework for the network 

approximation problem, in which we were especially interested in modeling and solving 

the min-increase network approximation problem.  This problem is to minimize the total 

shortest path length among all required node pairs subject to the maximum number of 

arcs in the resulting network.  To solve this problem effectively, our method employed 

the dual ascent algorithm developed by Balakrishnan, Magnanti, and Wong (1989) to 

generate an initial solution and used a set of heuristics, including the network 

compression algorithm, the shortest path based heuristics, and the commodity 

combination preprocessing to reduce the problem size and to reduce the network size 

even further.  
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Applying our network reduction and approximation algorithms to a nationwide 

infrastructure network received encouraging results.  While the physical network contains 

about 8,500 nodes and 17,372 arcs, we are able to generate a new network that contains 

less than 500 arcs.  The routing cost based on the new network is only 1% larger than the 

routing cost based on the original infrastructure network. 

Although our methods prove effective in practice, we acknowledge some limits of 

this research.  First, the performance of our network compression algorithm depends on 

the configuration of the underlying network.  If the original network is a dense and 

complex network, our compression algorithm might be less effective.  Second, our 

current solution strategy does not provide a direct method to generate a network whose 

number of arcs is no more than the required number.  Our current strategy relies on the 

dual ascent algorithm to generate an initial network design and then employs heuristics to 

reduce the network size even more.  This method, however, cannot guarantee that the 

resulting network will have the desired size at the end of the procedure.  A third limit of 

our methods is that we do not fully explore the potential of the BMW’s dual ascent 

algorithm.  Each time the value of F changes, we restart the dual ascent algorithm from 

scratch.  Thus, valuable information obtained from previous solutions is wasted.  This 

simple but less intelligent strategy causes our solution procedure to take a long time in 

solving large-scale problem instances, such as the network for R1 resource type.  Besides, 

as Figure 4.8 shown in Section 4.5 suggests, the performance of the dual ascent algorithm 

deteriorates when the F value becomes larger and larger.   

The above limits suggest additional research directions.  Besides the current 

network reduction algorithms, we plan to study other algorithms that can be effectively 

applied to the dense network; we also plan to improve the current shortest path based 

heuristics to improve their algorithm efficiency.  An effective heuristic method is also 
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needed to construct an initial solution that has the number of arcs less than the 

prespecified number.  The third, but perhaps most promising direction, is to study how to 

customize the dual-ascent algorithm so that we can effectively utilize the valuable 

information provided from the previous iterations.  The improved dual-ascent procedure 

will help speed up the solution procedure significantly and improve the solution quality. 
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      Chapter 5.  Conclusion 

In this dissertation, we have addressed three key decision issues associated with 

inspection and maintenance of large infrastructure networks.  In Chapter 2, we discussed 

developing an optimization model and methods to support resource planning and job-

scheduling decisions in project management.  Resource planning requires finding the best 

resource types from potential resources and deciding the number/capacity of each 

selected resource type to fulfill job demand.  Job scheduling specifies which resource 

should be assigned to which job, when to start and finish each job, and how to route each 

resource among the assigned jobs.  We developed an integrated decision model of project 

management that combines resource planning, job scheduling, and complex timing 

coordination requirements.  We also developed a new solution strategy that serves two 

purposes:  one is to strengthen the model formulation to improve the LP lower bound; the 

other is to speed up the integer solution process to improve the IP upper bound.  To 

improve the lower bound, we reformulated the timing coordination constraints and 

developed four families of strong inequalities.  We also derived strong lower bounds 

from the customized solution procedure.  To improve the upper bound, we customized 

both the preprocessing procedure and the heuristic procedure.  The new solution strategy 

dramatically outperforms CPLEX’s default solution strategy and empowers our model to 

support important project management decisions promptly and effectively.  The proposed 

model and solution strategy have been applied to a nationwide project management 

problem, and noted changes brought by the model thereafter.  The successful application 

illustrates the potential values of applying our model to other challenging practical 

problems.  The contributions above also suggest further research one could pursue.  From 
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the theoretical perspective, studies could explore the polyhedral structure of the problem, 

strengthen the current inequalities or show them facet-defined, or develop new strong 

inequalities.  From the practical perspective, one could seek potential applications of the 

model and solution strategy in other areas, such as supply chain capacity planning, 

transportation network configuration and optimization, service management, or 

workforce scheduling.     

In Chapter 3, we studied a new type of vehicle routing problem that introduces the 

service time requirements into the route decision.  As opposed to the well-known arc 

routing problems, the inspection vehicle routing problem requires inspecting a given link 

not only in a given frequency but also in proper time intervals.  Due to the complex wrap-

around separation requirements, a feasible solution is still very difficult to find even after 

a long computational time.  By thoroughly analyzing the problem features, we designed a 

customized solution procedure, which incorporates effective preprocessing, strong 

inequalities, and powerful heuristics.  In the computational experiments, our solution 

procedure has proven to be significantly superior to the standard solution methods.  For 

those difficult problems for which the standard solution methods were unable to find any 

feasible solutions, our procedure provides the optimal solutions in a much shorter time. 

Our model and part of the proposed solution strategy have been successfully applied in a 

large-scale inspection vehicle scheduling project for a major transportation company.  

Meanwhile, we believe the proposed model and solution methods will have broader 

applications in many other inspection projects, especially in those time-sensitive 

inspections.  Thus, studying other application areas and incorporating application-related 

requirements into the model could be a promising research direction.  

In Chapter 4, we discussed network reduction and approximation algorithms to 

support the routing decisions in a large-scale network.  This problem was directly 
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motivated by the difficulty of optimally routing resources among job locations to 

minimize the routing cost, which is part of the decision in the Resource Planning and Job 

Scheduling problem addressed in Chapter 2.  We studied effective modeling and solution 

techniques to construct a smaller and simpler network from an existing complex network 

so that the routing decisions based on the simpler network are the same or have 

controlled calculation errors.  We first discussed the network reduction problem, which 

maintains the shortest path lengths between given node pairs when building the simpler 

network.  We then addressed the network approximation problem, which allows 

introducing calculation errors (i.e., the shortest path lengths in the new network are now 

different from those in the complex network) in developing the new simpler network.  

We developed effective heuristic methods to solve both of these problems.    These 

heuristics have been successfully applied to the preprocessing procedures of the resource 

planning and job scheduling problem and the inspection vehicle routing problem.  In 

addition, we believe that the model and algorithms developed in this chapter have broad 

applications in many other areas. 
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Appendix  

 

APPENDIX 2A.  PROOF OF PROPOSITION 2.1 

Proof of Proposition 2.1: The SMTM inequalities (2.13)-(2.16) are valid and strictly 

dominate both the MTM and STM inequalities. 

Part 1: Proof of validity. 
The validity of inequality (2.13): Note that if 

( )
rjt

r R j

w
∈
∑ =1 in time t, 

''
( ) { '' }

0rjt
r R j t t

w
∈ >

=∑ ∑  for all work flows of job j after t.  Inequality (2.13a) ensures that job j' 

cannot begin before t.  By the same reason, we can see that (2.13b) ensures that job j’  

cannot begin after j jt d d ′+ − .  This shows the inequality (2.13) is valid.  The validity of 

the inequality (2.14) is obvious since the inequality ensures that no more than one job can 

be performed in any time for any non-concurrent job pair.  Proofs of the validity of 

inequalities (2.15) and (2.16) are similar to the validity proof of formulation (2.13), i.e., 
given

( )
rjt

r R j

w
∈
∑ =1 in time t, then all work flows of job j after t must be zero in an IP 

solution, i.e., ''
( ) { "}

rjt
r R j t t

w
∈ <
∑ ∑ =0.  Inequalities (2.15) and (2.16) are therefore valid.   

Part 2: Proof of dominance. 

The proof consists two parts. One is to show that the SMTM inequalities 

dominate the MTM inequalities; another is to show that the SMTM inequalities dominate 

the STM inequalities.  In each part, our domination proof first shows that a feasible LP 

solution satisfying the SMTM inequalities is still feasible for the MTM or STM 

inequalities; we then provide special cases to show that a feasible LP solution to the 

MTM or STM inequalities may be infeasible to the SMTM inequalities.  
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Part 2A: The SMTM inequalities strictly dominate the MTM inequalities. 

To show the non-concurrence inequality (2.14) dominates the inequality (2.5), we 

notice that any non-concurrence job pair must be contained in a non-concurrent job set 

while the non-concurrent job set may consist of more than two non-concurrence jobs.  

Thus, for any inequality (2.5), there is always a corresponding inequality (2.14) that has 

the same or more terms in the LHS.  This shows that the inequality (2.14) dominates the 

inequality (2.5). 

To show the precedence inequality (2.15) dominates the inequality (2.6), we 

simply notice the fact that for any precedence job pair, the inequality (2.15) has more 

terms than the corresponding (2.6) in the LHS.  The same argument applies to the strict 

precedence case, i.e., the inequality (2.16) strictly dominates the inequality (2.7). 

We need some extra work in showing that the concurrence inequality (2.13) 
dominates the inequality (2.4).  First, consider the trivial case where 
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such a case, the inequality (2.4) is always satisfied while (2.13) is not automatically 
guaranteed.  Second, consider the case where 
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− ≤∑ ∑ ∑  holds.  In other words, a solution satisfying (2.13) must 

also satisfy (2.4).  Third, consider a counterexample that satisfies (2.4), but violates 

(2.13): Assume two jobs ', ' , 3, 1j jj j JCC d d< >∈ = = .  AN LP solution has 0.3rjtw =  at 

5t = , 0.2rjtw =  at 6t = , 0.5rjtw =  at 20t =  for job j; and ' 0.4rj tw =  at 6t = , ' 0.4rj tw =  at 
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20t = , ' 0.2rj tw =  at 21t =  for job 'j .  Note that the LP satisfies (2.4), but violates (2.13b) 

in 6t = . This shows that the inequality (2.13) strictly dominates the inequality (2.4). 
 

Part 2B: The SMTM inequalities strictly dominate the STM inequalities. 

We first show that the concurrence inequality (2.13) strictly dominates the 

inequality (2.9).  Note that the inequality (2.13) is equivalent to the following forms: 
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for all <j, j’ > ∈ JCC, t ∈ T        (2.A1b) 

The transform is straightforward.  Consider (2.13a) as an example: 
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Denote the maximum time index in T as MT. Sum up all inequalities in (2.A1) 

from time index 1 to MT, we get: 
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Subtracting inequality (2.A2a) from (2.A3), we get inequality (2.9a).  Subtracting 

inequality (2.A2b) from (2.A3), we get inequality (2.9b).  Recall the example we used in 

showing the inequality (2.13) strictly dominates the inequality (2.4) in the proof of Part 
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2A.  Note that the starting time for job j is 12.7 and for job j'  is 14.6 in the example.  The 

solution therefore satisfies inequalities (2.9), but violates (2.13b) in 6t = .   

By using similar augments, we can also show that the precedence and strict 

precedence inequalities (2.11) and (2.12) are strictly dominated by their counterparts in 

(2.15) and (2.16).  The following example illustrates an LP solution that satisfies (2.11) 

but violates (2.15a) in time 6t = : Two jobs ', ' , 1j jj j JPEC d d< >∈ = = ; 1rjtw =  at 6t =  for 

job j; and ' 0.2rj tw =  in 5t = , ' 0.8rj tw =  in 10t =  for job 'j .  A similar example can also be 

easily constructed for the strict precedence case.   

We next show that the non-concurrence inequality (2.14) strictly dominates the 

inequality (2.10) by showing that the optimal LP solution in (2.10) could be infinitely 

weaker than the optimal IP solution.  Note that inequalities (2.10) imply  
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≥ . Thus, given any LP solution (jt , 'jt ), there is 'jjIn< >  at 

the interval [0, 1] that satisfies (2.A4) and therefore always satisfies (2.10).  Since the 

inequality (2.10) always holds for any LP solution ( jt , 'jt ), the inequality (2.15) strictly 

dominates (2.10).  ♦ 
 
 

APPENDIX 2B.  PROOF OF PROPOSITION 2.2 

Proof of Proposition 2.2: All inequalities for [t, t') ∉∉∉∉ NDT in (2.17) are dominated by 

inequalities for [t, t') ∈∈∈∈  NDT. 

Proof.   Consider two time intervals 1 1[ , )t t ′  and 2 2[ , )t t ′  where 1 1 2 2( , ' ) ( , ' )MR t t MR t t≥ , 1 2t t≥  

and 1 2t t′ ′≤ . We show that the inequality for 2 2[ , )t t ′  is dominated by one for 1 1[ , )t t ′ .  Note 

that the inequality corresponding to 2 2[ , )t t ′  is 
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'

, 1 " , " 1 1
( ) " ( ) "

( , )
j

t t

rk t rkt rj t
r R k K r t t j J r R j t t d

h y w MR t t
− −

−
∈ ∈ = ∈ ∈ = −

 
+ + ≥  

 
∑ ∑ ∑ ∑ ∑ ∑   (2.B2) 

We show the following inequality holds:  

 
'
2 2

2

2 2

1 1

, 1 " , "
( ) " ( ) " j

t t

rk t rkt rj t
r R k K r t t j J r R j t t d

h y w
− −

−
∈ ∈ = ∈ ∈ = −

 
+ + ≥  

 
∑ ∑ ∑ ∑ ∑ ∑  

 
'
1 1

1

1 1

1 1

, 1 " , "
( ) " ( ) " j

t t

rk t rkt rj t
r R k K r t t j J r R j t t d

h y w
− −

−
∈ ∈ = ∈ ∈ = −

 
+ +  

 
∑ ∑ ∑ ∑ ∑ ∑     (2.B3) 

If (2.B3) holds, a feasible solution that satisfies (2.B2) in 1 1[ , )t t ′  must also satisfy 

(2.B1) in 2 2[ , )t t ′ .  Note that the LHS of Inequality (2.B1) presents the total flows which 

cover the interval 2 2[ , )t t ′  and the RHS of 2.B2) presents flows covering 1 1[ , )t t ′ .  Also note 

that interval 1 1 2 2[ , ) [ , )t t t t′ ′⊆ .  We further define the following eight aggregated flow 

variables:  

aggregated source variables, 
1

2

1

"
( ) "

1
t

rkt
r R k K r t t

y y
−

∈ ∈ =

=∑ ∑ ∑ , 
'
1

1

1

"
( ) "

2
t

rkt
r R k K r t t

y y
−

∈ ∈ =

=∑ ∑ ∑ , 

'
2

'
1

1

"
( ) "

3
t

rkt
r R k K r t t

y y
−

∈ ∈ =

=∑ ∑ ∑ ;  

aggregated work variables, 
2 1

2

min{ 1, 1}

, "
( ) "

1
j

j

t t d

rj t
j J r R j t t d

w w
− − −

∈ ∈ = −

=∑ ∑ ∑ , 
2

1

1

, "
( ) "

2
j

t

rj t
j J r R j t t d

w w
−

∈ ∈ = −

=∑ ∑ ∑ , 

1

2 1

1

, "
( ) " max{ , }

3
j

t

rj t
j J r R j t t t d

w w
−

∈ ∈ = −

=∑ ∑ ∑ ;  

and aggregated inventory variables, 
2, 1

( )

1 rk t
r R k K r

h h −
∈ ∈

=∑ ∑ , 
1, 1

( )

2 rk t
r R k K r

h h −
∈ ∈

=∑ ∑ .  

Variables 1y , 2y  and 3y  represent, respectively, source flows entering in time 

interval 2 1[ , )t t , 1 1[ , )t t ′  and 1 2[ , )t t′ ′ .  Variable 1w  represents work flows that begin before 2t  

and end in the time interval 2 1[ , )t t ; 2w  represents work flows that begin before 2t  and 

end after 1t ; and 3w  represents work flows that begin in the time interval 2 1[ , )t t  and end 
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after 1t .  Variables 1h  and 2h  represent, respectively, inventory flows at the beginning of 

2t  and 1t .  Figure 2.B1 illustrates the relationship of these flows. 
 

h1
y1

y2 y3

w1

w2
w3

h2

2t′1t′1t2t

 

Figure 2B.1: Relationship of flows in time interval 2 2[ , )t t ′  

 

Note that: 

 
'
2 2

2

2 2

1 1

, 1 " , "
( ) " ( ) " j

t t

rk t rkt rj t
r R k K r t t j J r R j t t d

h y w
− −

−
∈ ∈ = ∈ ∈ = −

 
+ + =  

 
∑ ∑ ∑ ∑ ∑ ∑ 1 1 2 3 1 2h y y y w w+ + + + + , 

 
'
1 1

1

1 1

1 1

, 1 " , "
( ) " ( ) "

2 2 3 2 3
j

t t

rk t rkt rj t
r R k K r t t j J r R j t t d

h y w h y y w w
− −

−
∈ ∈ = ∈ ∈ = −

 
+ + = + + + +  

 
∑ ∑ ∑ ∑ ∑ ∑  

and 1 1 1 2 3h y w h w+ + ≥ +  by the flow conservations.  Inequality (2.B3) holds.   

 Because 1 1 2 2( , ' ) ( , ' )MR t t MR t t≥ , inequality (2.B1) therefore holds once (2.B2) 

holds.  This shows that inequality (2.B2) dominates (2.B1).   

 

APPENDIX 2C.  PROOF OF PROPOSITION 2.3 

Proof of Proposition 2.3: Inequality (2.18) is valid and strictly dominates (2.17). 
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Proof.  We first show the equivalent form (2.18') of inequality (2.18) holds.  If 
' 1

'

1
t RC

t
t t

MR X v
+ −

=

≤ − ∑  , (2.18’) holds obviously.  Assume 
' 1

'

1 1
t RC

t
t t

MR X v
+ −

=

− ≥ − ∑  thereafter.  

Note that ( 1)*MW MR TC RC= − + . Thus, 

* ( 1)* * ( )( 1) 0MW RC MR MR TC RC RC MR TC RC MR− = − + − = − − ≥  (2.C1) 

By the assumption 
' 1

'

1 1
t RC

t
t t

MR X v
+ −

=

− ≥ − ∑ , the following inequality holds 

  
' 1

'

* ( )( 1 )
t RC

t
t t

MW RC MR TC RC X v
+ −

=

− ≥ − − ∑    (2.C2) 

In addition, note that the total capacity provided should be no smaller than the 

total capacity required, i.e., 
'' 1 '' 1

' '

( '' ) ( '' )
t t

t t
t t t t

MW t t x t t v
− −

= =

≤ − − −∑ ∑
'' 1 ' 1

'' 1 '

* 1 ( )
t t RC

t t t t
t t R t t

TC X RC x TC ZC v
− + −

= − + =

≤ + − −∑ ∑  (2.C3)  

In (2.C3), the first term in the RHS, * 1TC X , is the upper bound of capacities for 

resources that enter the system from t to ''t RC− ; the second term, 
'' 1

'' 1

t

t t
t t R

RC x
−

= − +
∑ , is the 

upper bound of capacities for resources that enter the system from '' 1t RC− +  to t"-1.  

Note that some resources leave the system in the intermediate periods.  The third term is 

the lower bound of loss capacities because of resources that leave from t to ' 1t RC+ − . 

Note: 
'' 1 ' 1

'' 1 '

* 1 ( )
t t RC

t t t t
t t R t t

TC X RC x TC ZC v
− + −

= − + =

+ − −∑ ∑

 

' 1 ' 1 '' 1

' ' '' 1

( 1 )
t RC t RC t

t t t t t
t t t t t t R

ZC v TC X v RC x
+ − + − −

= = = − +

= + − +∑ ∑ ∑   

=
' 1 ' 1 '' 1 ' 1

' ' '' 1 '

( 1 ) * * ( )( 1 )
t RC t RC t t RC

t t t t t t
t t t t t t RC t t

RC X v ZC v RC x TC RC X v
+ − + − − + −

= = = − + =

− + + + − −∑ ∑ ∑ ∑  

By (2.C3) and (2.C2), we have: 
' 1 ' 1 '' 1 ' 1

' ' '' 1 '

( 1 ) * * ( )( 1 )
t RC t RC t t RC

t t t t t t
t t t t t t RC t t

RC X v ZC v RC x TC RC X v MW
+ − + − − + −

= = = − + =

− + + + − − ≥∑ ∑ ∑ ∑  

' 1

'

* ( )( 1 )
t RC

t
t t

RC MR TC RC X v
+ −

=

≥ + − − ∑ , i.e., Inequality (2.18') holds.  
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We further show that inequality (2.18) strictly dominates (2.17).  Suppose a 

solution satisfies (2.18), but violates (2.17), i.e., 
'' 1

'

t

t
t t

x MR
−

=

<∑  holds.  From (2.18), 

'' 1 ' '' 1 '' 1

' ' ' '

* * *
t t RC t t

t t t t t t t
t t t t t t t t

RC x LC v RC x RC x
− + − −

= = = =

− ≤ ≤∑ ∑ ∑ ∑ .  Thus, 
'' 1 '

' '

* * *
t t RC

t t t t
t t t t

RC x LC v RC MR
− +

= =

− <∑ ∑ . It 

conflicts with the assumption that the solution satisfies (2.17).  This shows that any 

solution satisfying (2.18) must also satisfy (2.17).  The following example shows that a 

solution that satisfies (2.17) violates (2.18): 

Given a time interval [1, 11), i.e., TC = 10.  Let MW = 7.  Thus, MR = 1 and the 

residual capacity RC is 7.  Consider the following solution: 1 unit of resource enters in 

period 1 but half leaves in period 6 and another half leaves in period 10.  Thus, the total 

capacity provided by the resource is: (6-1)*0.5 + (10-1)*0.5 = 7, a feasible LP solution.  

In addition, the solution also satisfies inequality (2.17) because one unit resource does 

enter the system.  However, the solution violates inequality (2.18) because tRC  of the 

entering resource is 7, but tLC  of the leaving resource is 2 (leaving in 6) and 0 (leaving in 

10), respectively.  Thus, the RHS of (2.18) is 7*1 – 2*0.5, but the LHS is 7*1.  Inequality 

(2.18) is violated. ♦ 
 

APPENDIX 2D.  PROOF OF PROPOSITION 2.4. 
 
Proposition 2.4: Inequality (2.20) is valid and strictly dominates (2.19). 

Proof.  If 
' 1

'' "
'( ) "

t

jt rjt
j J r t t

d w MW
−

∈ =

=∑ ∑ , Inequality (2.20) reduces to inequality (2.18), which has 

been shown valid in Section 2.3.2.1.  Consider the case where 
' 1

'' "
'( ) "

t

jt rjt
j J r t t

d w MW
−

∈ =

<∑ ∑ .  If 

'' 1 '

' '

* * *
t t RC

t t t t
t t t t

RC MR RC x LC v
− +

= =

≤ −∑ ∑ , Inequality (2.20) holds obviously.  We therefore focus 

on the case where 
' 1

'' "
'( ) "

t

jt rjt
j J r t t

d w MW
−

∈ =

<∑ ∑  and 
'' 1 '

' '

* * *
t t RC

t t t t
t t t t

RC MR RC x LC v
− +

= =

> −∑ ∑ .  

Note that 
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'' 1 ' ' 1 ' 1 '' 1

' ' ' ' '' 1

* * ( 1 ) * *
t t RC t RC t RC t

t t t t t t t t t
t t t t t t t t t t RC

RC x LC v RC X v ZC v RC x
− + + − + − −

= = = = = − +

− = − + +∑ ∑ ∑ ∑ ∑  from 

(2.18’).  (2.C1) implies 
' 1

'

1 1
t RC

t
t t

MR x v
+ −

=

− ≥ − ∑ .  Meanwhile, the capacity inequality (2.C3) 

still holds, i.e.,   

 
' 1 '' 1 ' 1

'' "
'( ) " '' 1 '

* 1 ( )
t t t RC

jt rjt t t t t
j J r t t t t R t t

d w TC X RC x TC ZC v
− − + −

∈ = = − + =

≤ + − −∑ ∑ ∑ ∑  

=
' 1 ' 1 '' 1 ' 1

' ' '' 1 '

( 1 ) * * ( )( 1 )
t RC t RC t t RC

t t t t t t
t t t t t t RC t t

RC X v ZC v RC x TC RC X v
+ − + − − + −

= = = − + =

− + + + − −∑ ∑ ∑ ∑  

'' 1 ' ' 1

' ' '

* * ( )( 1 )
t t RC t RC

t t t t t
t t t t t t

RC x LC v TC RC X v
− + + −

= = =

= − + − −∑ ∑ ∑     (2.D1) 

Similar with (2.C1) and (2.C2), we also have: 
' 1

'

* ( )( 1) ( )( 1 )
t RC

t
t t

MW RC MR TC RC MR TC RC X v
+ −

=

− = − − ≥ − − ∑    (2.D2) 

Thus, 

 
' 1 '' 1 ' ' 1

'' "
'( ) " ' ' '

( * * ) ( )( 1 ) *
t t t RC t RC

jt rjt t t t t t
j J r t t t t t t t t

d w RC x LC v TC RC X v MW RC MR
− − + + −

∈ = = = =

− − ≤ − − ≤ −∑ ∑ ∑ ∑ ∑ .  

This shows that inequality (2.20) holds.  Showing (2.20) dominates (2.19) is 

trivial by constructing an example similar to the one in Section 2.3.2.1.  ♦ 

 

APPENDIX 2E.  SEVEN FORMS OF THE FCI  INEQUALITY  

FCI1:  Build on each resource type. This is the FCI inequality at the most 

aggregated level. 

Basic Idea: For each resource type, pick up a job which has the maximum job 

flows performed by this resource type.  If the maximum flows are larger than the source 

flow of the resource type, add one inequality.   

Strengthening:  
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For each job, also choose the jobs which are concurrent with it with the same job 

type.  Define these jobs as CJS 

Choose two time periods:  

maxS = max {starting time of all possible work flows in CJS }. 

minE= min {starting time + duration of all possible work flows in CJS } -1 

Demand: all work flows in CJS starting in [1, maxS]. 

Supply: all source flows entering in [1,  maxS] - all sink flows leaving in [1,  

minE]. 

The supply must be no smaller than the demand.  

Tie-break rule: Job with the largest alphabetic sort. 

Formulation: 

  
max max min

' ' '
' 1 ( ) ' 1 ( ) ' 1

S S E

rjt rkt rkt
j CJS t k K r t k K r t

w y z
∈ = ∈ = ∈ =

≤ −∑ ∑ ∑ ∑ ∑ ∑   

     for a given CJS, r ∈ R(j)  (2.E1) 

 

FCI2: Build on each resource type, job, and time period. This is the FCI 

inequality at the most disaggregated level. 

Basic Idea: For each resource type, job and time period, check if the job is done 

by other flows instead of the job flow itself. This is to prevent a job from repeating itself.   

Strengthening:  

Static Version: only check time-space nodes which have one incoming job arc and 

one outgoing job arc.  

Dynamic Version:  only check time-space nodes which have either less than 2 

incoming job arcs or less than 2 outgoing job arcs. 

For each outgoing job arc, the supply is all incoming arcs except: 

The in arc is the job itself 
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The <out, in> jobs have the precedence or strict precedence relationship 

The <out, in> > jobs have the concurrence relationship 

Formulation: 

 
  

''( ) ( 1) '
' ( , )\ ( ) ':( ', ) ( )

j j j j

j j

rjt rj t d rk t rk k t rk t
j JE r k IJ j k k k RA r

w w h u y− −
∈ ∈

≤ + + +∑ ∑   

    for all j ∈ J, r ∈ R(j), ( )t T j∈   (2.E2) 

where IJ(j) is the set of incompatible jobs to job j.  Note that j ∈ IJ(j).  In addition, 

job j' ∈ IJ(j) if <j, j'> ∈ JPC,  <j, j'> ∈ JSPC or if <j, j'> ∈ JCC.   

 

FCI3:  Build on each resource type and location. This is the FCI inequality at 

the intermediate (location) level. 

Basic Idea: For each resource type and location, pick up one job which has the 

maximum job flows performed by this resource type.  If the maximum flows are larger 

than the total entering flows on this location by the resource type, add one inequality.   

Strengthening:  

For each job, also choose the jobs which are concurrent with it at this location.  

Define these jobs as CJS 

Choose three time periods:  

minS = min {starting time of all positive (LP) work flows in CJS }. 

maxS = max {starting time of all positive (LP) work flows in CJS}. 

minE = min {starting time + duration of all positive (LP) work flows in CJS} -1 

Demand: all work flows in CJS starting in [minS, maxS]. 

There are two ways to define the supply:  
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Supply of definition 1: all source flows entering in [1,  maxS] +   all routing flows 

entering in [1,  maxS] - all sink flows leaving in [1,  minE]  -   all routing flows leaving in 

[1,  minE]   

Supply definition 2: inventory flows from minS -1, source flows in [minS, maxS], 

routing flows in [minS, maxS], work flows (except for this job id) in [minS, maxS]. 

In both cases, the supply must be no smaller than the demand.  

Tie-break rule: Job with the largest alphabetic sort. 

Formulation: 

Based on the ways of defining the supply flows, we have two alternative 

inequalities:  
max max max min min

' ' ' ' ' ' '
' min ' 1 ':( ', ) ( ) ' 1 ' 1 ':( , ') ( ) ' 1

S S S E E

rjt rkt rk kt rkt rkk t
j CJS t S t k k k RA r t t k k k RA r t

w y u z u
∈ = = ∈ = = ∈ =

≤ + − −∑ ∑ ∑ ∑ ∑ ∑ ∑ ∑  (2.E3) 

or 
max max max max

' (min 1) ' ' ' '
' min ' min ':( ', ) ( ) ' min ' ( , )\ min

S S S S

rjt rk S rkt rk kt rj t
j CJS t S t S k k k RA r t S j JS r k CJS t S

w h y u w−
∈ = = ∈ = ∈ =

≤ + + +∑ ∑ ∑ ∑ ∑ ∑ ∑  (2.E4) 

      for a given CJS, r ∈ R(j), k ∈ K  

Note:  

The logic of FCI1 is slightly different from that of FCI3.  FCI1 considers all 

possible work flows (even though they have 0 flow in the current LP solution) while 

FCI3 determines the starting/end times based on the current positive LP flows.    

We cannot minus leaving flows in [minS, minE -1] in equality (2.E4).  Imagine a 

feasible IP solution where the job ends at minE -1. 

We can use either (2.E3) or (2.E4), or both.  Note that none inequality is strictly 

stronger than the other.  

FCI4:  Build on each resource type and job. This is the FCI inequality at the 

intermediate (job) level. 
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Basic Idea: Assume each job has two end locations.  For each resource type and 

job, if the total job flows performed by this resource type are larger than the total supply 

flows (source, routing, inventory and other job flows except for the job flow itself) 

entering the two locations of the job by the resource type, add one inequality.   

Strengthening:  Similar to FCI3 

 

Formulation:   

   

 

max max

' '(min 1) ' '
' min ' ( ) ' ( ) ' min

max max

' '' ' '
' ( , ( ))\ min ' ( ) '':( '', ') ( )\ ( ) ' min

S S

rjt rk S rk t
j CJS t S k L CJS k L CJS t S

S S

rj t rk k t
j JS r L CJS CJS t S k L CJS k k k RA r L CJS t S

w h y

w u

−
∈ = ∈ ∈ =

∈ = ∈ ∈ =

≤ +

+ +

∑ ∑ ∑ ∑ ∑

∑ ∑ ∑ ∑ ∑
  

      for a given CJS, r ∈ R(j) (2.E5) 

 

Note:  

If the two end locations of a job are the same, FCI4 is identical to FCI3.   

 

FCI5:  Build on each time-space node. This is the FCI inequality at the most 

disaggregated level. 

Basic Idea: For each resource type, location and time period (i.e., each time-space 

node), the total incoming routing and source flows (the demand) must be no larger than 

the total outgoing job flows (the supply).  

Strengthening:  none 

Formulation:   
   ' '

':( ', ) ( ) ' ( , )
rk kt rkt rj t

k k k RA r j JS r k

u y w
∈ ∈

+ ≤∑ ∑   

    for all r ∈ R, k ∈ K(r), t ∈ T   (2.E6) 
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Note:  

FCI5 inequality implicates that the incoming routing and source flows can be used 

only for starting new jobs. 

FCI5 holds only if the routing network is a complete network and also satisfies 

the strict triangle property. 

Without loss of generality, we assume the inventory flows exist only after 

finishing jobs, not before starting jobs. 

FCI6: Build on each time-space node. This is the FCI inequality at the most 

disaggregated level. 

Basic Idea: For each resource type, location and time period (i.e., each time-space 

node), (1) the total incoming source flows must be no larger than the total outgoing job 

flows; and (2) the total outgoing sink flows must be no larger than the total incoming job 

flows.  

Strengthening:  none 

Formulation:   
  '

' ( , )
rkt rj t

j JS r k

y w
∈

≤ ∑       (2.E7a) 

  
''( )

' ( , )
jrkt rj t d

j JS r k

z w −
∈

≤ ∑               (2.E7b) 

       for all r ∈ R, k ∈ K(r), t ∈ T  

 

Note:  

FCI6 inequality implies that the incoming source flows can be used only for 

starting new jobs, and the outgoing sink flows can only come from resources which just 

finish jobs.   

FCI6 holds at all instances, but weaker than FCI5 if FCI5 applies. 
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FCI5/6 inequalities are to ensure that the incoming routing and source flows can 

be used only for starting a new job and an outgoing sink flow can only come from 

resources which just finish the previous jobs.  However, with the strict triangle property 

assumption on the routing network and with the positive flow costs, an LP solution would 

automatically satisfy all FCI5/6 inequalities.  For example, an optimal LP solution should 

not have two consecutive routing flows, say, arc (k1, k2), (k2, k3), since the total routing 

cost over (k1, k2, k3) will be larger than the routing cost on the direct routing arc (k1, k3).  

With the same logic, one can argue that the optimal LP should also not use a source flow 

for routing or inventory since it incurs extra costs.  Therefore, it is interesting to know 

why FCI6/7 inequalities are violated by the optimal LP solution. 

We conjecture that FCI5/6 inequalities are violated because the LP needs to 

satisfy other inequalities, especially the Minimum Capacity Inequalities (MCI) we 

enforce on the model.  With the MCI inequalities, the number of incoming flows on each 

location must be no less than the minimum number required, which might make the LP to 

employ unnecessary routing flows to satisfy the minimum requirement.  In the routing 

case discussed in the last paragraph, when the LP has two consecutive routing flows (k1, 

k2) and (k2, k3), both location k2 and location k3 receive one unit of “incoming” flows.  

Thus, the LP might choose to use the routing path (k1, k2, k3), instead of (k1, k3), in 

order to satisfy the minimum capacity requirement enforced on location k2.  

If the above conjecture holds, one would expect that neither FCI5 nor FCI6 is 

violated in the basic LP solution in which no strong inequality is added, but the two 

inequalities can be found violated at the later stages of the separation procedure after 

adding other strong inequalities.  This is exactly what we discovered in the experiment.  
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FCI7: Build on each job type and location. This is the FCI inequality at the most 

aggregated level. 

Basic Idea: For each pair of concurrence jobs, if the two jobs are at the same 

location, the incoming flows entering that location should be no smaller than 2.   

Strengthening:  

Construct clusters for concurrence jobs. All jobs in one cluster must be in the 

same location and have the concurrence relationship with each other. Define this cluster 

as JCC.  

The incoming flows must be no smaller than the size of the maximum cluster. 

 

Formulation:   
 '

( ) ( ) ':( ', ) ( )

| |rkt rk kt
r R JCC t T r R JCC t T k k k RA r

y u JCC
∈ ∈ ∈ ∈ ∈

+ ≥∑ ∑ ∑ ∑ ∑   for all JCC (2.E8) 

Note: 

FCI7 is used as the static inequalities, i.e., added a prior into the model. 

 

APPENDIX 2F.  U INEQUALITY  

Proof of Proposition 2.5: Inequality (2.24) is valid and effective. 
 

Proof.  Note that by flow conservation inequalities the following inequalities always hold 

O1 + R1 ≥ W(j1, t1-d1)        (2.F1) 

I2 + R1 ≥ W(j2, t1)        (2.F2) 

O2 + R2 ≥ W(j2, t1)       (2.F3) 

I1 + R2 ≥ W(j1, t2)        (2.F4) 

From inequalities (2.E1) and (2.E3), we have: 

O1 + R1 + O2 + R2 ≥ W(j1, t1-d1) + W(j2, t1)    (2.F5) 
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From inequalities (2.E2) and (2.E4), we have: 

I1 + R1 + I2 + R2 ≥ W(j2, t1) + W(j1, t2)    (2.F6) 

Further note that W(j1, t1-d1) and W(j1, t2) cannot be 1 simutaneously.  If W(j1, 

t1-d1) =1, then W(j1, t2) =0; inequality (2.24') is dominated by inequality (2.F5).  If W(j1, 

t2) =1, then W(j1, t1-d1) =0; inequality (2.24') is dominated by inequality (2.F6).  If W(j1, 

t2)  = W(j1, t1-d1)  =0, inequality (2.24') is dominated by both inequality (2.F5) and 

inequality (2.F6). This shows that inequality (2.24') is a valid inequality.   

 We further show that inequality (2.24') is effective by checking the LP solution 

shown in Figure 2.8. In this case, R1 = 0.5, R2=0.5, I1=I2=O1=O2=0, W(j1, t1-d1) = 

W(j2, t1) = W(j1, t2) = 0.5. Thus, LHS = 1 and RHS = 1.5.  Inequality (2.24') is violated.  

♦ 
 

Three Extensions to the Basic U Inequality 

Extension 1:  Multiple jobs at location K2 

Consider the case where the job j1 is repeated after the resource finishes multiple 

jobs at K2.  

 

Figure 2.10: Extension case 1, multiple jobs at location K2 before routing back 
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Note that Figure 2.10 introduces new outgoing flows O'(2, i) (i =1,…, m-1).  

There are two ways of defining these outgoing flows, and either way leads to a valid 

inequality.  

Definiton 1:  Define O'(2, i) (i =1,…, m-1) as all outgoing flows, except for the 

job flow j(2, i+1) and all incompatible flows with job j(2, i), at K2 in the time when job 

j(2, i) is finished.  Here i represents the job index. 

Definition 2: Define O'(2, i) (i=t1+d(j(2,1)), …, t2-1) as all outgoing flows that 

leaves K2 in time i.  Here i represents the time index. 

In both definitions, we have the following inequalities hold:   

(O1+ O2 + SO'(2, i) + I1 + I2) + R1 + R2 ≥ W(j1, t1-d1) + W(j1, t2) + W(j(2,1), 

t1)  (2.E7)                 

where SO'(2, i) = O'(2,1) + O'(2,2) +….+ O'(2, m-1) by definition 1 or SO'(2, i) = 

O'(2,t1+ d(j(2,1))) + O'(2, t1+ d(j(2,1))+1) +….+ O'(2, t2-1) by definition 2.  

Proof:   

Using definition 2: As shown in Figure 2.10, in the system marked by the dotted 

circle, SO'(2, i)  + O2  + R2 is the total outgoing flows and W(j(2,1), t1) is a part of the 

incoming flows.  By the flow conservation constraint: 

SO'(2, i)  + O2  + R2 ≥ W(j(2,1), t1)    (2.F8a) 

Replace inequality (2.F3) by (2.F8a) in the proof for inequality (2.24), we are 

ready to show that inequality (2.F7) also holds. 

Using definition 1: Notice that: 

O'(2,1) + W(j(2,2))  ≥ W(j(2,1), t1) 

O'(2,2)+ W(j(2,3)) ≥ W(j(2,2))   

   … 

O'(2, m-1)+ W(j(2,m)) ≥ W(j(2,m-1)) 
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R2+ O2 ≥ W(j(2,m)) 

Sum up the above inequalities, we get: 

SO'(2, i) + O2  + R2 >= W(j(2,1), t1)    (2.F8b) 

Replace inequality (2.F3) by (2.F8b) in the proof for inequality (2.24), we are 

ready to show that inequality (2.F8) also holds. 

We will use definition 1 in all discussions thereafter. 

Extension 2:  Multiple locations, each having a single job 

Consider the following case where job j1 is repeated after the resource is routed to 

multi-locations. We assume just one job is performed at each location by the resource.  

 

 

Figure 2.11: Extension case 2, multiple locations before routing back 
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I1 + O1 + Sk={2,...,n} I(k) + Sk={2,...,n}  O(k) + Sk={1,...,n}R(k) ≥ W(j1, t1-d1) + W(j1, t2)  

+ Sk={2,...,n}W(jk)         (2.F9)                                              

Proof:  It is clear that: 

W(j2) ≤ O(2) + R(2) 

W(j3) ≤ O(3) + R(3) 

… 

W(jn) ≤ O(n) + R(n) 

Thus, 

Sk={2,...,n}  O(k) + Sk={2,...,n}R(k)  ≥ S k={2,...,n}W(jk)   (2.F10) 

Similarly, 

Sk={2,...,n}  I(k) + Sk={1,...,n-1}R(k)  ≥ S k={2,...,n}W(jk)   (2.F11) 

Also, the following inequalities hold for job j1: 

O(1) + R(1) ≥ W(j1, t1-d1)       (2.F12) 

I(1) + R(n) ≥ W(j1, t2)       (2.F13) 

By (2.E10) and (2.E12), we have: 

Sk={1,...,n}  O(k) + Sk={1,...,n}R(k) ≥ W(j1, t1-d1)  + S k={2,...,n}W(jk) (2.F14) 

By (2.E11) and (2.E13), we have: 

Sk={1,...,n}  I(k) + Sk={1,...,n}R(k)  ≥ W(j1, t2) + S k={2,...,n}W(jk)  (2.F15) 

Note that W(j1, t1-d1) and W(j1, t2) cannot be 1 simutaneously. If W(j1, t1-d1) 

=1, then W(j1, t2) =0 and inequality (2.F9) is dominated by inequality (2.F14); if W(j1, 

t2)=1, then W(j1, t1-d1)=0, and inequality (2.F9) is dominated by inequality (2.F15); if 

W(j1, t2)= W(j1, t1-d1)=0, inequality (2.F9) is dominated by both (2.F14) and (2.F15). 

This shows that inequality (2.F9) is a valid inequality.   

Extension 3:  Multiple other jobs before/after routing at location K1 
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Consider the following case where job j1 is repeated twice by a fractional 

resource which, after finishing a portion of j1 in t1, first performs other jobs at K1, then 

routes to other locations, routes back to K1, performs other jobs, and finally performs job 

j1 again.  

 

Figure 2.12: Extension case 3, multiple jobs at K1 before/after routing 

We show the following inequality holds: 
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R1+ O1 ≥ W(j(1,s)) 

Sum up the above inequalities, we get: 

Si={1,...,s-1} O'(1, i) + O1+ R1 ≥ W(j1, t1-d1)    (2.F17) 

Similarly, 

Si={s+1,...,m}  I'(1, i)  + I1+ R2 ≥ W(j1, t2)     (2.F18) 

Replace inequality (2.F1) by (2.F17) and (2.F4) by (2.F18) in the proof for 

inequality (2.24), we are ready to show that inequality (2.F16) also holds. 
 

Separation Procedure (for the most general case) 
 

Main framework: 

Algorithm_UInequality-Separation()  

Given the current LP solution. 

For every positive job arc w(resource type r, job id j, starting time t)  

If the LP value of arc w, LP(w), satisfies: 0 < LP(w) ≤ 0.5, then 

Check job arc w' with the same resource type r, job id j, starting time from t+ 

d(j) + 1 to T, and LP(w) = LP(w'). That is, check if the same job has been done 

twice by the same fractional resource.  If true, call procedure:  

SubAlgorithm_ConstructUInequality (r, j, t + d(j), LP(w) )  

 End if 

 

Next w; 

End of Algorithm_UInequality-Separation  

 

SubAlgorithm_ConstructUInequality (Resource Type: g, Job: j0, Staring Time: t1, 

LP value: LP(w0))  
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Define  

Incompatible job sets: ICJ.add(j0); 

OriginalLOCATION: l0 = LOCATION of job j0; 

CurrentLOCATION:  l = l0; 

CurrentTime: t =  t1; 

Current time-space node:  n(g, l,  t) 

ReturnToL0Flag = FALSE; 

Add job arc w0 into the inequality; 

Do{ 

ExitFlag = TRUE; 

If ReturnToL0Flag = False then // The link has not been closed. 

//Step 1: Check if the resource repositions to a new LOCATION 

FoundRepoFlag = FALSE; 

For every positive repo arc r(g, l, l’, t) leaving from node n 

totalFlow = SubAlgorithm_CalculatingTotalFlows (“Out”, n, ICJ, r); 

If LP(r) = LP(w0)  and totalFlow = 0 then 

//The resource moves to a new LOCATION, initialize the environment 

Adding the outgoing flow O and repo flow r into the inequality 

l = l’; 

Update node n; 

FoundRepoFlag = TRUE; 

If( l=l0)  ReturnToL0Flag = TRUE;  //Link closes: Resource returns to 

the original LOCATION 

Exit the For loop 

End if 
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Next r; 

End if 

If ReturnToL0Flag = False then // The link has not been closed. 

//Step 2: Check if the resource works on a new job 

For every positive work arc w(g, j, t) starting from node n 

//Two cases: new LOCATION or existing LOCATION 

If FoundRepoFlag = TRUE   //New LOCATION, start the first job: 

totalFlow = SubAlgorithm_CalculatingTotalFlows (“In”, n, ICJ + 

j, r); 

Else  //Existing LOCATION, start another job 

totalFlow = SubAlgorithm_CalculatingTotalFlows (“Out”, n, ICJ + 

j, null); 

End if 

If LP(w) = LP(w0)  and totalFlow = 0 then  

If FoundRepoFlag = TRUE   //New LOCATION, start the first job: 

Adding the incoming flow I and the first job w into the inequality 

Else 

Adding the outgoing flow O' into the inequality 

End if 

t = t + d(j); 

Update node n; 

ICJ.add(j); 

ExitFlag = FALSE; 

End if 

Next w; 
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Else  // Back to the original LOCATION. The link is closed.  

For every positive work arc w(g, j, t) starting from node n 

If FoundRepoFlag = TRUE   //Start the first job: 

totalFlow = SubAlgorithm_CalculatingTotalFlows (“In”, n, ICJ + 

j, r); 

Else  //Start another job 

totalFlow = SubAlgorithm_CalculatingTotalFlows (“In”, n, ICJ + 

j, null); 

End if 

If LP(w) = LP(w0)  and totalFlow = 0 then  

Adding the incoming flow I’ into the inequality  

If( j=j0) then  //We find the wanted inequality 

 Add job arc w into the inequality; 

 Verify if the inequality is violated and exit the algorithm 

Else 

t= t +d(j); 

 Update node n; 

ICJ.add(j); 

ExitFlag = FALSE; 

End if 

End if 

Next w; 

End if 

}while(!ExitFlag)   

End of SubAlgorithm_ConstructUInequality  
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SubAlgorithm_CalculatingTotalFlows (Direction: Dir, Node: n, Incompatible job 

sets: ICJ, Incompatible repo arc: r) 

If Dir =”Out” then  

totalFlow = Sum up all outgoing flows on node n: All inventory out flows; all 

sink flows; all repo out flows except for r; all outgoing job flows except for jobs 

in ICJ. 

Else 

totalFlow = Sum up all incoming flows on node n: All inventory in flows; all 

source flows; all repo in flows except for r; all incoming job flows except for jobs 

in ICJ. 

End if 

Return totalFlow; 

End of SubAlgorithm_ConstructUInequality  
 

APPENDIX 2G.  M INIMIZING ROUTING COST BY MODELING AND SOLVING K-
CLUSTER PROBLEM  
 

Basic Form: 

Notation 

J Set of all jobs; j ∈ J  

G Set of the candidate groups; g ∈ G.  In this problem, we assume the group must 

be at one job location.  Thus, G = J. 

Coefficients  

f jg the repositioning distance between job j and the location g. 

K the number of groups. 
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Decision Variables  

xg = 1  if a group g is chosen, 0 otherwise; for all g ∈ G 

yjg  = 1  if a job j is assign to group g, 0 otherwise; for all j ∈ G,  g ∈ G 
 

Formulation 
 

Minimize    jg jg
j J g G

f y
∈ ∈
∑∑        (2.G1) 

 

subject to: 

 

Assign Constraint  1jg
g G

y
∈

=∑   for all j ∈ J     (2.G2) 

 

Covering Constraint  g jgx y≥   for all for all j ∈ J,  g ∈ G   (2.G3) 

 
K-Cluster Constraint  g

g G

x K
∈

≤∑        (2.G4) 

 

Extension Form: Introducing resource assignment and other managerial 

considerations 
 

Notation 

J Set of all jobs; j ∈ J  

G Set of the headquarters for all candidate Resources. In this problem, we assume 

each resource must be headquartered at one job location. Thus, G = J. 

P  Set of the groups. 

Coefficients  

f jg the repositioning cost between job j and the headquarter of resource g. 
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dj the duration of job j. 

D the maximum number of weeks one resource can work on within one year. 

M the minimum number of weeks one group at least need to work within one year. 
 

Decision Variables  

xjp = 1  if a job j is assigned to group p, 0 otherwise; for all j ∈ J,  p ∈ P 

yjg  = 1  if a job j is assigned to Resource g, 0 otherwise; for all j ∈ J,  g ∈ G 

zgp  = 1  if a Resource g is assigned to group p, 0 otherwise; for all p∈ P,  g ∈ G 

wg  = 1  if a Resource g is chosen, 0 otherwise; for all g ∈ G 
 

Formulation 
 

Minimize    jg jg
j J g G

f y
∈ ∈
∑∑      (2.G5) 

 

subject to: 

 
Assign Constraint  1jg

g G

y
∈

=∑   for all j ∈ J            (2.G6a) 

   
1jp

p P

x
∈

=∑   for all j ∈ J          (2.G6b) 

Link Constraint   1jg jp gpy x z+ ≤ +    

   for all j ∈ J,  g ∈ G,  p ∈ P    (2.G7) 

 
Covering Constraint  g gp

p P

w z
∈

≥∑   for all  g ∈ G    (2.G8) 

 
K-Cluster Constraint  g

g G

w K
∈

≤∑       (2.G9) 

Maximum Work Load Constraint 
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    j jg
j J

d y D
∈

≤∑   for all g ∈ G         (2.G10) 

Minimum Work Load Constraint 
    j jp

j J

d x M
∈

≥∑   for all p ∈ P          (2.G11) 

Timing Coordination Constraint 

   
1 2j p j px x=    

  for all timing coordination job pair <j1, j2>,  p ∈ P        (2.G12) 
 

APPENDIX 2H.  MODEL THE ASSIGNMENT VARIABLE SELECTION PROBLEM AND 
PROVE THE MODEL ’S COMPLEXITY .  

Variables 

jtw  =1 if a job j can start in time t; 0 otherwise; for all (all j ∈ J, t ∈ T(j). 

Formulation: 
Maximize   

( )
jt

j J t T j

w
∈ ∈
∑ ∑      (2.H1) 

subject to: 

Assignment  
    

( )

1jt
t T j

w
∈

≥∑    for all j ∈ J  (2.H2) 

Concurrence  

    '
'

j jt d d

jt j t
t t

w w
′+ −

′
=

≤ ∑           (2.H3a) 

    ' '
' j j

t

j t jt
t t d d

w w
′= − +

≤ ∑         (2.H3b) 

       for all <j, j'> ∈ JCC, t ∈ T 

Note: for the simplification, we assume dj ≥ dj’. 

Non-Concurrence  
    

'

' '
' 'j j

jt j t
t t d t t d

w w
≤ − ∪ ≥ +

≤ ∑     (2.H4a) 



 234 

    
'

' '
' 'j j

j t jt
t t d t t d

w w
≤ − ∪ ≥ +

≤ ∑     (2.H4b) 

       for all <j, j'> ∈ JNC, t ∈ T 

Precedence 
    ' '

'
jt j t

t t

w w
≥

≤∑     (2.H5a) 

    ' '
'

j t jt
t t

w w
≤

≤∑     (2.H5b) 

     for all <j, j'> ∈ JPC with dj’  > dj, t ∈ T 
    

'

' '
' j j

jt j t
t t d d

w w
≥ + −

≤ ∑    (2.H5c) 

    
'

' '
' j j

j t jt
t t d d

w w
≤ − +

≤ ∑    (2.H5d) 

     for all <j, j'> ∈ JPC with dj’  < dj, t ∈ T 

Strict Precedence 
    ' '

' j

jt j t
t t d

w w
≥ +

≤ ∑     (2.H6a) 

    ' '
' j

j t jt
t t d

w w
≤ −

≤ ∑     (2.H6b) 

     for all <j, j'> ∈ JSPC, t ∈ T 

Non-negativity and Integrality 

    wjt  = 0 or 1 for all j ∈ J, t ∈ T(j)  (2.H7) 

2H.1 Proof of the validity   

To show the validity of the formulation, we use the following construction:   

Given a set of jobs, J, with time windows, define the set of all feasible schedules 

as S.  If a job j starts in time t in any s ∈ S, set w(jt) = 1.  Denote this solution as U.  We 

show that solution U is the optimal solution to the model above, denoted by model G.  

The proof consists of two steps: 

Feasibility.  Sort all schedules in S by any order: s(1), …, s(N) where N is the 

number of set S.  Define a solution set V with element v(1),…, v(N) where v(n) is a 

solution to model G.  Let a(1) = {w(jt) = 1 if  w(jt) = 1 in s(1), for all j ∈ J, t ∈ T(j)}.  
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Clearly,  v(1) is a feasible solution to model G.  Now, construct v(2) = {w(jt) = 1 if w(jt) 

= 1 in v(1} or w(jt) = 1 in s(1), for all j ∈ J, t ∈ T(j)}.  Note that changing w(jt) from 0 to 

1 will not violate any timing constraint in model G if s(2) is a feasible schedule.  That is, 

v(2)  is still a feasible solution to model G.  But notice that a(2) has a higher objective 

values than a(1).  Keep this procedure, i.e.,  v(n) = { w(jt) = 1 if w(jt) = 1 in v(n-1} or 

w(jt) = 1 in s(n-1), for all j ∈ J, t ∈ T(j)}, until n = N.  We show that v(N) is a feasible 

solution to model G, and  v(N)  has the highest objective value in set V.  Also notice that 

v(N) = U. 

Optimality .  Suppose the solution from the above construction is not an optimal 

solution to model G, i.e., we can further change the values of some variable w(jt) from 0 

to 1.  This implies that there is a schedule which allows job j to start at t.  It conflicts with 

the assumption that S consists of all feasible schedules.  This shows that the solution 

gotten from the construction must be the optimal to the model G. 

2H.2 Proof of the complexity 

Proposition:  The problem is strongly NP-hard. 

If the problem is polynomial solvable, then it is polynomial time to determine if a 

variable w(jt) is 1.  In other words, there is a polynomial-time algorithm to determine 

whether a feasible schedule exists for all other jobs once we fix the starting time of a job.  

Furthermore, there is a polynomial-time algorithm to determine whether a feasible 

schedule exists for a set of jobs with time window and timing coordination constraints.  

(The transfer:  Finding a feasible schedule for all other jobs once we fix the starting time 

of a job is equivalent to first modify the window of all other jobs to avoid any conflict 

with the fixed job and then schedule those jobs.)  We call the problem of finding a 

feasible schedule for jobs with time window and timing coordination constraints as 

Flexibility Problem (FP) problem and show that the problem is strongly NP-hard. 
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The proof is based on a reduction of 3-partition to the FP problem.  Given integers 

a(1),…,a(3m), B, such as that B/4 < a(j) < B/2 and 
3

1

( )
m

j

a j mB
=

=∑ , the following instance 

of FP can be constructed.  The number of jobs, n, is equal to 4m – 1, the “normal jobs” 

1,…, 3m and the “splitting” jobs 3m + 1,…, 4m – 1.  Each normal job j has a window [0, 

mB] and a duration a(j) (j = 1,..., 3m).  Each splitting job j has a window [(j - 3m)B, (j - 

3m)B] and a duration time 0 (j = 3m + 1,..., 4m – 1).  Any two jobs must be non-

concurrent.  Note that makespan of any feasible schedule is equal to mB and that the 

windows are defined in such a way that the normal job can be processed at any time, 

while the splitting job must be visited at specific points in time that lie B apart.  Since the 

total duration of a schedule between two splitting jobs is equal to the sum of the durations 

of jobs in the schedule, in any feasible schedule the total weight mB is split up in parts of 

weight B each.  This implies that there exists a feasible schedule if and only if 3-

PARTITION has a solution.  However, since finding a feasible solution for the 3-

partition problem is strongly NP-hard, the FP problem is also strongly NP-hard.  Because 

the FP problem is strongly NP-hard, the assignment variable selection problem is also 

strongly NP-hard. 
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APPENDIX 2I.  DETAILED TEST RESULTS .  

 

Data # Var. 
# 

Const. 

# 
Time-
space 
Nodes 

# 
jobVar. 

# 
routVar. 

# 
invVar 

# 
srcVar. 

# 
sinkVar. 

# flow 
conserv. 

# 
assign. 

# 
prec. 

# 
strict 
prec. 

# 
Concur 

# Non-
Concur. 

Data1 22,583 5,697 1,855 9,635 7,488 1,820 1,820 1,820 1,855 153 0 0 245 3,444 

Data2 30,088 8,588 2,650 9,288 13,000 2,600 2,600 2,600 2,650 182 168 0 594 4,994 

Data3 26,673 9,681 2,014 12,217 8,528 1,976 1,976 1,976 2,014 161 0 0 845 6,661 

Data4 33,531 9,735 1,961 20,271 7,488 1,924 1,924 1,924 1,961 286 0 0 5,528 1,960 

Data5 33,368 17,412 2,120 19,016 8,112 2,080 2,080 2,080 2,120 303 0 0 5,054 9,935 

Table 2I.1: Size of the original model 

Data # Var. 
# 

Const. 

# 
Time-
space 
Nodes 

# 
jobVar. 

# 
routVar. 

# 
invVar. 

# 
srcVar. 

# 
sinkVar. 

# flow 
conserv. 

# 
assign. 

# 
prec. 

# 
strict 
prec. 

# 
Concur. 

# Non-
Concur. 

Data1 20,359 3,574 1,501 9,578 6,480 1,379 1,461 1,461 1,501 153 0 0 193 1,727 

Data2 21,979 4,588 1,759 9,193 7,808 1,556 1,711 1,711 1,759 182 81 0 571 1,995 

Data3 24,201 5,269 1,831 11,781 7,376 1,586 1,729 1,729 1,831 161 0 3 784 2,490 

Data4 32,009 6,121 1,788 19,859 7,056 1,616 1,739 1,739 1,788 286 0 0 3,057 990 

Data5 30,141 8,387 1,780 18,264 6,876 1,589 1,706 1,706 1,780 303 0 0 2,787 3,517 

Table 2I.2: Size of the strengthened model 
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Data #Res. 
Avg. Res. 
Workload 

#Res. 
Types 

#Global 
Res. (#Jobs) 

#Local Res. 
(#Jobs) 

Avg. Res. 
Routing 
(miles) 

Avg. #Res. 
Types per 

Job 

#Jobs by 
Single 

Res. Type 

Avg. 
#Starts 
per Job 

Max. 
#Starts 
per Job 

Data 1 17.89 34.324 17 4.351(29) 13.537(134) 130.495 1.065 143 4.366 22 

Data 2 22.82 28.265 20 12.235(93) 10.585(115) 474.007 1.143 156 4.533 25 

Data 3 25.09 35.714 17 7.744(22) 17.344(144) 52.672 1.031 156 4.64 38 

Data 4 26.37 46.383 17 10.755(128) 15.612(192) 591.314 1.119 252 3.752 34 

Data 5 26.60 38.453 19 10.485(156) 16.112(190) 519.564 1.142 260 4.393 33 

Table 2I.3: Statistics of the original LP solution 

 

Data #Res. 
Avg. Res. 
Workload 

#Res. 
Types 

#Global 
Res. (#Jobs) 

#Local Res. 
(#Jobs) 

Avg. Res. 
Routing 
(miles) 

Avg. #Res. 
Types per 

Job 

#Jobs by 
Single 

Res. Type 

Avg. 
#Starts 
per Job 

Max. 
#Starts 
per Job 

Data 1 18.37 33.418 15 7.584(92) 10.790(114) 443.839 1.346 100 4.876 15 

Data 2 24.18 26.671 13 15.982(142) 8.201(100) 636.804 1.33 122 4.577 14 

Data 3 26.29 34.08 16 12.324(85) 13.967(122) 338.661 1.286 115 5.441 25 

Data 4 26.66 45.867 15 11.005(166) 15.659(203) 699.407 1.29 203 4.094 16 

Data 5 27.00 34.714 13 13.961(212) 13.039(171) 564.245 1.264 223 4.337 15 

Table 2I.4: Statistics of the strengthened LP solution 
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Note:  Comparing Table 2I.3 and Table 2I.4, one can clearly notice that the number of resources selected in the 

strengthened model is increases.  Therefore, the average workload per resources is decreased.  Besides, the strengthened model 

selects more global resources which can perform all jobs among all locations and less local resources which can perform only 

in a specific location. Because local resources eligible of working in different locations are defined as different types, we 

therefore find the number of resource types decreases in the strengthened model.  Because the original model tries to use the 

local resources to perform a job as much as possible while the strengthened is enforced to use more global resources, we 

therefore find that the average resource types per job increases, i.e., more jobs are performed partially by local resources and 

partially by global resources.  Our inequalities prevent a job is repeated unconditionally, that is why we find the maximum 

number of starts per job is decreased in the strengthened model, but because the LP uses more Global-Local mixed resources 

to perform jobs, the average number of starts per job is increased a little bit in the strengthened model.  
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Data 
# Low 
Bounds 

# 
MCI 

#  
RCI 

# 
FCI 

# 
URI 

Static 
MCI 

Dyna. 
 MCI 

Static 
FCI2 

Static 
FCI7 

Dyna. 
FC1 

Dyna. 
FC2 

Dyna. 
FC3 

Dyna. 
FC4 

Dyna. 
FC5 

Dyna. 
FC6 

Data1 7 28 68 316 0 18 10 0 0 79 0 41 0 237 0 

Data2 8 62 44 199 0 21 41 0 0 88 8 75 0 103 0 

Data3 6 31 116 361 6 18 13 0 0 22 6 19 0 333 0 

Data4 4 24 59 114 0 18 6 0 16 53 3 55 0 58 0 

Data5 4 21 72 87 0 18 3 0 16 54 8 62 0 25 0 

Average 5.8 33.2 71.8 215 1.2 18.6 14.6 0 6.4 59.2 5 50.4 0 151.2 0 

Table 2I.5: Size statistics of valid inequalities 

Note:  The static inequalities are added, similar as the regular constraints, in the model before solving the first LP while 

the dynamic inequalities are added during the separation procedure based on the current LP solution and violation settings.  In 

the tests, we disable FCI4 and 6 inequalities since they are either dominated by other stronger ones or are not expected to be 

very effective in the current settings. 
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Data 

% of 
Selection 

Cost Saving 
% Assign. 

Cost Saving 
% of Repo 

Cost Saving 

% of Inv 
Cost 

Saving 

% of Total 
Cost 

Saving 
Data1 21.53% -44.62% -43.38% 100.00% 12.47% 

Data2 16.12% -22.13% 41.54% 100.00% 12.51% 

Data3 24.09% -23.22% 7.36% 79.37% 19.00% 

Data4 29.69% -45.04% -9.69% 85.24% 19.61% 

Data5 30.20% -45.07% 6.44% 98.29% 23.53% 

Table 2I.6: Cost comparison between two solutions  

Note:  

1. The percentage is calculated by:  (the original model solution cost  - the strengthened model solution cost ) / the 

original model solution cost ) 

2. If the percentage is positive, it implies that the new solution has a lower cost, a higher cost otherwise.  If the 

percentage is 100%, the new solution has zero cost. 
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Best Solution of the Original Model  
(after 24 Hours)  

Best Solution of the Strengthened Model  
(after 2 Hours)  

Data 
# 

Res. 
#Res. 
Types 

#Globa
l Res. 

(#Jobs) 

#Local 
Res. 

(#Jobs) 

Av. 
Res. 

Workld 

Avg. Res. 
Routing 
(miles) 

# 
Res. 

#Res. 
Types 

#Global 
Res. 

(#Jobs) 

#Local 
Res. 

(#Jobs) 

Av. Res. 
Workld 

Avg. Res. 
Routing (miles) 

Data1 22 17 6 (37) 
16 

(116) 27.909 450.741 18 10 
11 

(88) 7 (65) 34.111 789.901 

Data2 26 13 
17 

(106) 9 (76) 24.808 1231.874 24 8 
20 

(145) 4 (37) 26.875 780.162 

Data3 32 17 
11 

(41) 
21 

(120) 28 617.783 27 15 
14 

(56) 
13 

(105) 33.185 678.329 

Data4 37 14 
13 

(115) 
24 

(171) 33.054 911.343 26 6 
22 

(252) 4 (34) 47.038 1422.636 

Data5 45 19 
20 

(142) 
25 

(161) 28.256 1059.542 27 8 
22 

(248) 5 (55) 34.714 1217.842 
 

Table 2I.7: Resource utilization comparison between two solutions 



 243 

APPENDIX 3A.  REFORMULATED MCM-M INS MODEL  

 1

Minimize ( 1)
T

t
t

t y
=

−∑
       (3.A1) 

subject to: 

Routing Constraints: 
 

0

1
( )

1r
r BR m

x
∈

=∑         (3.A2) 

 , 1
( ) ( )

r t rt
r ER m r BR m

x x−
∈ ∈

=∑ ∑  for all t = 2, …, T , m ∈ M\ m0,  (3.A3) 

 , 1
( ) ( )

r t rt t
r ER m r BR m

x x y−
∈ ∈

= +∑ ∑ for all t = T , …, T , m = m0,  (3.A4) 

Inspection Assignments: 
 

( )
nt rt

r R l

w x
∈

≤ ∑    for all t = 1, …, T  and n ∈ N  (3.A5) 

 Inspection Frequency: 

 1

1
T

nt
t

w
=

≥∑
   for all n ∈ N    (3.A6) 

Minimum Separation Time (MinS): 

Within the cycle 

 

1 1

( )
1 1

T T

nt P n t n
t t

tw tw u
− −

= =
− ≥∑ ∑

   for all n ∈ N\ N1,  (3.A7) 

Wrap-around across cycles: 

 

1 1

( )
1 1 1

( 1)
T T T

t P n t nt n
t t t

t y tw tw u
− −

= = =
− − + ≥∑ ∑ ∑

 for all n ∈ N1,         (3.A8b) 

Non-negativity and Integrality: 

 rtx = 0 or 1   for all t = 1, 2, …, T, r ∈ R,        (3.A9a) 

 ty = 0 or 1   for all t = 2, 3, …, T,          (3.A9b) 

 ntw = 0 or 1   for all t = 1, 2, …, T, n ∈ N        (3.A9c) 

APPENDIX 3B.  REFORMULATED MCM-M AXS MODEL  

 1

Minimize ( 1)
T

t
t

t y
=

−∑
       (3.B1) 
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subject to: 

Routing Constraints: 
 

0

1
( )

1r
r BR m

x
∈

=∑         (3.B2) 

 , 1
( ) ( )

r t rt
r ER m r BR m

x x−
∈ ∈

=∑ ∑  for all t = 2, …, T , m ∈ M\ m0,  (3.B3) 

 , 1
( ) ( )

r t rt t
r ER m r BR m

x x y−
∈ ∈

= +∑ ∑  for all t = T , …, T , m = m0,  (3.B4) 

Inspection Assignment/Frequency: 

 
1 ( )

1
T

rt
t r R l

x
= ∈

≥∑ ∑   for all l ∈ L     (3.B5) 

Maximum Separation Time (MaxS): 

Within the cycle 

 
1

' '
' ( ) ' 2

1
l lt v t v

rt t
t t r R l t

x y
+ − +

= ∈ =
≥ −∑ ∑ ∑  for all t = 1, 2, …, T - vl, l ∈ L,        (3.B6a) 

Wrap-around across cycles: 

 
1

' '
' ( ) ' 1 ( )

lt v tt

rt rt t
t t r R l t r R l

x x y
+ −−

= ∈ = ∈

+ ≥∑ ∑ ∑ ∑     

for all max{ 1,1},..., 1;lt T v T= − + −  1,...,min{ 1, };lt t t v T= + + − l ∈ L        (3.B6b) 

Non-negativity and Integrality: 

 rtx = 0 or 1  for all t = 1, 2, …, T, r ∈ R,         (3.B7a) 

 ty = 0 or 1  for all t = 2, 3, …, T,          (3.B7b) 

APPENDIX 3C.  SEPARATION PROCEDURE FOR THE STRENGTHENED MINIMUM 
FREQUENCY INSPECTION CONSTRAINT , LHS 

Separation Procedure 

Define a set, named by ReplacePairs, to store the sub-path pairs which hold the 

relationship specified by (3.47).  Define ( )IR l  as the sub-paths that contains link l and 

will be used to the model the inspection requirements. 

Initialization: ReplacePairs = Ø; ( ) ( )IR l R l=  

Step 1: Construct ReplacePairs. 
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 For each location m ∈ M\ m0, 

If the out-degree of m is 1 in the sub-path graph 

 For each incoming sub-path ISP ϵ ER(m) 

Put sub-path pair (ISP, ESP) into ReplacePairs where ESP is the only 

outgoing sub-path starting from m 

 End for 

End if 

 End for 

Step 2: Construct Inspection Constraints. 

 For each link l ∈ L, 

For each sub-path i, with i ϵ R(l) 

For each sub-path j, with j ϵ R(l) 

If sub-path pair (i,j) belongs to ReplacePairs 

 Remove sub-path i from IR(l) 

End if 

 End for j 

End for i 

Building inequality (3.44) using IR(l) and use (3.44) to replace (3.26) 

 End for l 

 

APPENDIX 3D.  PATTERN OPERATIONS AND RELATED IMPLEMENTATION ISSUES  

Five Basic Pattern Operations 

Equivalence Operation:  Given two patterns P1 and P2, if the two patterns have 

the same start/end time-space nodes, same FID, LID, and IF information, then we say that 

the two patterns are equivalent, and let P1 = P2 denote the equivalence operation.  
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Dominance Operation:  Given two patterns P1 and P2, if the two patterns have 

the same start/end time-space nodes, same FID, LID information, but for each link l, the 

inspection frequency vectors have: 1 2P P
l lif if≤  for all l L∈ , we call pattern P1 is 

dominated by pattern P2, and let P1 ≤ P2 denote the dominance operation. 

Expansion Feasibility Check: Given a pattern P1 at node { 1, }m t , and a sub-path 

r from m1 to m2 at t, we define expansion feasibility check, ECheck(P1, r) as the 

follows: 

ECheck(P1, r) = true  if 1P
l lt li v− ≤  for all l L∈  

ECheck(P1, r) = false  otherwise 

Expansion Operation:  Given a pattern P1 at node { 1, }m t , and a sub-path r from 

m1 to m2 at t.  If  ECheck(P1, r) = true, we build a new pattern P2 for node (m2, t+1) as: 

2 1P P
l lfi fi=     for all l L∈ , 

2P
lli t=   if ( )l L r∈   for all l L∈ , 

1
2

2
1   ( )
  

P
P l

Pl
l

if if l L rif
if otherwise

 + ∈= 


   for all l L∈ , 

We denote P2 = P1 + r to represent the expansion operation. 

Global Feasibility Check: Given a pattern P1 at node { 1, }m t , we define global 

feasibility check, GCheck(P1) as the follows: 

GCheck(P1) = true   if 01m m= ,  1P
lif ≥  and 1 1( ) ( 1)P P

l l lt li fi v− + − ≤  for all l L∈  

 GCheck(P1) = false   otherwise 

 

Implementation Issues 

Given the maximum size of each pattern set as I, we discuss these important 

implementation issues as follows: 

• Retrieve the complete path  
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For each pattern P(i) where i is the index of the pattern, we define two additional 

arrays, PP and DP, each having the size I.  The value of PP(i) stores the index of the 

previous pattern which is expanded to the current pattern i by a sub-path, and  the 

corresponding sub-path ID is stored in DP(i).  Thus, once the GCheck operation returns 

true, the algorithm is able to retrieve all sub-paths that result in the final pattern.       

• Speed up the pattern Comparison (Equivalence & Dominance) Operations 

We define a feature value for each pattern.  Ideally, each pattern should have a 

unique feature value so that we can check the equivalence of two patterns just by their 
values.  We define the feature value of a pattern P as: * ( )P P

P l l
l L

FV l fi li
∈

= +∑ .  

We further replace the inspection array IF by the demand array D in each pattern.  

Each element P
ld D∈  represents the number to be inspected, i.e., the inspections demand, 

for link l.  Define the total demand of pattern P as P
P l

l L

TD d
∈

=∑ .  At the start node 0{ ,1}m , 

1P
ld =  for all links and PFV  has the maximum value.  If a link is inspected, its 

corresponding demand value decreases by 1 until it reaches to 0.  At the end of the 

algorithm,  0P
ld =  for all links and 0PTD = .   

To speed up the comparison operations, we use an approximate method to 

compare two patterns: Given two patterns P1 and P2, if 1 2P PFV FV= and 1 2P PTD TD=  P1 = 

P2; if 1 2P PFV FV= and 1 2P PTD TD≥ , P1 ≤ P2.  Note that the above approximation method 

is looser than the original definition.  Two patterns could be considered equivalent in this 

approximation method while different in the original definition.  In other words, the 

approximation method might mistakenly discard a new promising pattern because it 

considers the pattern has been existed.  Although this drawback, the approximation 

method is shown good performance in our tests. 

• Select promising patterns 
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With the limited storage space, we cannot store and evaluate all possible patterns 

for each node.  When two patterns, P1 and P2, are competing for one store space, i.e., 

when we need to decide which pattern will be saved in the pattern set pattern P(m, t) for 

further evaluation, the following rules are employed: 

If P1 and P2 are comparable (i.e.,  P1 ≤ P2 or P1 = P2) then 

 If P1 ≤ P2, select P2; 

If P1 = P2, select the pattern which has the smaller value of 

max( ) /P
l l

l L
t li v

∈
− ; 

Else 

 If 1 2P PTD TD< , select P1; 

If 1 2P PTD TD= , select the pattern which has the smaller value of 

max( ) /P
l l

l L
t li v

∈
− ; 

End If   

 

In the above rules, the value of max( ) /P
l l

l L
t li v

∈
−  is calculated to break the tie.  A 

large value implies a more urgent need for the vehicle to inspect the link in a soon future 

and such urgent requirement might be difficult to satisfy.  Thus, a higher value might be 

associated with a higher probability that the selected path will fail to satisfy the 

inspection requirements after expansion.  Therefore, when tie appears, we will choose a 

pattern which has a smaller value to increase the success probability in the future.     

• Construct a partially feasible solution 

Our tests show that finding a feasible solution that satisfies all requirements could 

be very challenging.  Among all requirements, the wrap-around separation requirement is 

the hardest one.  We therefore customize the generic BFS algorithm to find a partially 

feasible solution, i.e., a solution which satisfies the cycle requirement, the inspection 
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frequency requirement, and the separation requirement within the cycle.  If the solution 

further satisfies the wrap-around separation requirement, it will be a “global” feasible 

solution to the MCM model.  If some separation constraints are violated in the solution, 

we can still use the partially feasible solution as a starting point to seek the “global” 

feasible solution through the customized solution strategy, which will be discussed in a 

later section.    
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APPENDIX 4A.  HEURISTIC ALGORITHMS FOR THE NETWORK REDUCTION PROBL EM . 

 

Shortest-Path Union Heuristic 

For each node pairs in S, build shortest path from its origin to destination; 

Make union of all the above paths to generate the new network (or equivalently, 

remove all arcs not at any shortest path from the original network); 

Shortest-Path Drop Heuristic 

 For each edge of the network { 

 Remove the arc and check whether the shortest path length of any node pair in S 

has increased; 

  If true, keep the arc; otherwise drop it; 

 } 

Shortest-Path Combine Heuristic 

 Given the network generated after the union and drop heuristics 

For each node i in S { 

  For each node j in S{ 

Traverse the shortest path between i and j backwards from node j until 

either node i or another node in S is reached.  Let k denote the node 

reached first. 

Add arc (k, j) to the compressed network with length equal to the shortest 

path length from node k to node j. 

  } 

 } 
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Network Compression Heuristics 

 Let ij ijh c=  for all ( , )i j A∈  where ijc  is the length of arc (i, j).   

 Do until no node i in V/S could be removed{ 

 For each node i in V/S { 

If condition (4.7), i i i i i ia b c d a b− − ≤ +
 
is satisfied { 

For each node ( )k I i∈ { 

  For each node ( )j O i∈ { 

If k = j, continue;   

If k ≠ j and arc ( , )k j A∈ , min( , )kj kj ki ijh h h h= + .  

If k ≠ j and arc ( , )k j A∉ , generate arc ( , )k j A∈ , 

kj ki ijh h h= + .  

  } 

 } 

 Remove all arcs of i 

 Remove node i 

} 

 } 

} 

 

The Integrated Algorithm to solve the Network reduction Problem: 

 Do until no arc ( , )i j A∈ could be removed{ 

 Do until no arc ( , )i j A∈ could be removed{ 

 Do until no node i in V/S could be removed{ 

Call Network Compression Heuristic 

 } 
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  Call Shortest-Path Union Heuristic 

} 

 Call Shortest-Path Drop heuristic 

} 

Note:  (1) The compression heuristic is the most time-efficient, the union 

heuristic is the second, and the drop heuristic is most time-consuming, especially in a 

large scale network.  We therefore call the union heuristic only if the compression 

heuristic cannot identify any new nodes to remove and call the drop heuristic only if the 

previous two cannot identify any new arcs/nodes to remove.  Once a new heuristic is 

executed, we come back to the previous heuristic to check if any new opportunities can 

be identified.  (2) Since the combine heuristic is inferior to the compression heuristic as 

shown in the chapter, we do not include it in the integrated procedure.      

 

APPENDIX 4B.  BMW’ S DUAL ASCENT ALGORITHM . 

Labeling Method 

 Step 0. Initialization.  Set  

 k
ijw  = 0  for all k K∈ , ( , )i j A∈  

 ijs  = F  for all ( , )i j A∈  

 k
iv  = shortest path length from O(k) to node i  for all k K∈ , i V∈  

 1( ) \ { ( )}V k V D k= , 2( ) ( )V k D k=  for all k K∈  

 ( )( ) k
D k

k

ZD F v NF= −∑  

 1{ : ( ) ( )}CANDIDATES k K O k N k= ∈ ∈  

 Step 1. Dual ascent iterations 

  Select a commodity k CANDIDATES∈ .  Set 

   1 2( ) {( , ) : ( ), ( )}A k i j i V k j V k= ∈ ∈  and 
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a. Calculate the amount of w-increase.  Set 

'( ) {( , ) : 0,( , ) ( )}k k k k
ij ij j iA k i j c w v v i j A k= + − + = ∈   

1 min{ : ( , ) '( )}ijs i j A kδ = ∈   

2 min{ : ( , ) "( ) ( ) \ '( )}k k k k
ij ij j ic w v v i j A k A k A kδ = + − + ∈ =   

1 2min( , )δ δ δ=   

b. Update relevant w-values, slacks and shortest path lengths.  Let 
k k
ij ijw w δ= +   for all ( , ) '( )i j A k∈  

ij ijs s δ= −   for all ( , ) '( )i j A k∈  

k k
i iv v δ= +   for all 2( )i V k∈  

( ) ( )ZD F ZD F δ= +  

c. Label a new node.   

If 1δ δ= , for some * *( , ) '( )i j A k∈  satisfying * * 0
i j

s = , set 

    *
1 1( ) ( ) \ { }V k V k i= , *

2 2( ) ( ) { }V k V k i= +   

Remove commodity k from CANDIDATES and repeat Step 1. 

 Step 2. Stopping Rule 

  If 2( ) ( )O k N k∈  for all k K∈ , STOP. 

  Otherwise, set 1{ : ( ) ( )}CANDIDATES k K O k N k= ∈ ∈  and return to Step 1. 

 

APPENDIX 4C.  ALGORITHM FOR REDUCING COMMODITY SET  

 Step 0. Initialization.  Set  

 B(j) = 1 for j S∈ ; B(j) = 0 for j S∉  

 R = 0 

 s1 = |S| 

 Step 1. Leaf node identification 
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 Select a node i S∈  in which only arcs ( , )i j  and ( , )j i  connect to i.  

 If  j S∉ , then 

Change the origin or destination from i to j for all commodities in K(i).  

Set K(j) = K(i) and j S∈    

 Else 

Delete all commodities in K(i) from K.     

 End if 

 Remove node i, arcs (i, j) and (j, i). 

 R = R + 2 * (s1 – B(i)) * ijc  *  B(i) 

 B(j) = B(j) + B(i) 

 ( ( )) * ( ( ))k B O k B D kβ =  for all ( )k K j∈  

 Step 2. Stopping Rule 

  If  no node i S∈  in which only arcs ( , )i j  and ( , )j i  connect to i., STOP. 

  Otherwise, return to Step 1. 
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