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Abstract 

 

Ctrl.FRAME: 

A Control-Theoretical Framework for Resource 

Allocation Management in Engineering 

by 

Ashton Mozano, MSE 

The University of Texas at Austin, 2011 

SUPERVISOR:  Kathleen Suzanne Barber 

 
The Software Life Cycle (SLC) often comprises a complex sequence of processes, each with many 

subparts where various execution decisions throughout the pipeline can greatly affect the success or failure 

of a given project.  Some of the most important decisions involve the allocation of scarce resources 

throughout the SLC, which are often based on estimations about future market demand and various 

extraneous factors of high stochasticity.  Despite numerous efforts in standardization, many projects are 

still highly dependent on the subjective aptitude of individual managers, who may in turn rely on ad hoc 

techniques rather than standardized and repeatable ones.  The results can be unpredictability and undue 

reliance on specific individuals.   

This paper considers imposing a mathematical framework on two of the key aspects of SLC: 

Deciding how to dynamically allocate available resources throughout the development pipeline, and when 

to stop further work on a given task in light of the associated Return On Investment (ROI) metrics.  In so 

doing, the software development process is modeled as a problem in New Product Development (NPD) 

Management, which can be approached using control theory and stochastic combinatorial optimization 

techniques.  The paper begins by summarizing some of the previous developments in these fields, and 

proposes some future research directions for solving complex resource allocation problems under stochastic 

settings.  The outcome is a formal framework that when combined with competent Configuration 

Management techniques, can rapidly achieve near-optimal solutions at each stage of the SLC in a 

standardized manner. 
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1. INTRODUCTION

1.1. General Framework.

For the purposes of this paper, the Software Life Cycle (SLC) is comprised of the six stages of Re-

quirements Engineering, Architectural Design, System Design, Development, Independent Verification and

Validation (IV&V), and Installation and Integration (I&I). These stages are described in detail in Section

4. To map the problem into a combined queueing- and control-theoretical domain, the SLC is considered

a dynamic system comprised of various tasks referred to as jobs, and resources called servers that work on

various tasks. Each job has one or more service requests, known as activities. The jobs arrive randomly

and independently of one another according to a probabilistic demand function. Each job belongs to one

of several categories called classes. Within each class, all jobs are homogeneous, meaning they are almost

identical in terms of characteristics and service requirements. The service provider is a collection of servers

that process jobs subject to certain requirements and constraints. The service provider’s initial resources,

such as time and money, become increasingly more scarce as time passes. Moreover, the individual server’s

processing capabilities may change over time due to factors such as accumulated knowhow and fatigue. As

an illustration, the Software Development stage includes the job of coding, which may contain the activities

of writing the program code, writing test vectors, debugging, and documenting the code. Servers may include

graphics designers for the UI and web interfaces, database designers, application coders, and testers.

Although profit maximization and meeting demand within a time frame are the most common objectives

for such a system, Section 4 explores a list of other, and at times conflicting, objectives. To ensure a periodic

review of the initial allocation decisions, and reallocation of the remaining resources as necessary, the system

is both temporally and physically divided into a number of stages. Throughout each stage, the system’s

performance from the immediately-preceding stage is evaluated, and in light of the diminishing resources

and an updated forecast of the demand function, decisions are made in order to optimize a given set of

objectives. The described system resembles a cone-shaped funnel referred to as a pipeline. Pictorially, the

funnel’s mouth is wide at the beginning due to the availability of resources. As time progresses, the girth

decreases, leading to a narrow throat at the end. As figure 1 illustrates, the pipeline is sectioned into stages

and separated by gates at each end, giving rise to the Stage-GateTMmodel [Cooper01, Griffin97].

The problem of managing the pipeline becomes more complicated when resources are heterogeneous

and highly flexible, and the demand continually changes throughout the pipeline. Heterogeneous resources

refer to the fact within the software industry, there are many different types of equipment, tools, and human

resources, each with varying levels of skills and capabilities. Flexibility arises from the fact that many modern
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companies cross-train their employees to perform multiple functions at once, and utilize multi-functional

tools.

1.2. Application. New Product Development (NPD) Management is the process of bringing new products

and services to market, and is deemed essential for the long-term success of companies focused on innovation

and technology. NPD comprises the initial selection of a set of development projects known as the portfolio,

the allocation of resources to the portfolio at various stages, and the dynamic reallocation of resources based

on periodic reviews. The term reorientation denotes the complex set of decision-making and reallocation

processes throughout the pipeline. Figure 1 depicts a Software Engineering NPD pipeline partitioned into

six stages, which are discussed in more detail in Section 4. The NPD funnel can be modeled as a subset
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Figure 1. An example of an NPD pipeline for a Software Engineering firm, comprised

of six stages: Requirements Engineering, Architectural Design, System Design, Develop-

ment, IV&V, and I&I. Due to its shape, the pipeline is also known as the NPD funnel, which

is widest at its “mouth” due to the initial availability of resources such as time and money.

As time goes on, resources become more scarce and the funnel narrows. Different tasks for

various product lines have different processing requirements and priorities.

of general stochastic processing networks known as the Open Multiclass Queueing Networks (OMQN). Two

common subcategories of OMQN are the Open Jackson Networks (OJN), where there are single class servers,

and Multi-type Networks, which do not allow probabilistic routing between various servers. Some NPD

models focus on the case of a single pool of homogeneous servers, relying on the Erlang-C formula and

the square-root staffing rule for solving M|M|c queues, with methods dating back to 1924. The M|M|c
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designation is based on the Kendall notation, indicating Markovian arrivals and memoryless processing rates

on c servers. In general, a queueing system is denoted as A|B|C|K|N|D, where A describes the arrival process,

B is the distribution of time for processing a job, C is the number of servers, K is system capacity, N is the

size of the population from which jobs arrive, and D is the queuing discipline, which refers to the policy

used in prioritizing jobs such as First-In-First-Out (FIFO). Subsequent sections of this paper develop a more

comprehensive queueing and control theoretical framework for the proposed NPD model.

1.3. The Road Map.

After a motivating example in the next section, Section 3 summarizes and discusses results from a number

of publications whose methodology is of relevance to the framework proposed herein. Section 4 proposes

a framework for dynamic allocation of limited resources to meet a stochastic demand within the system

described in Section 1.1. To quote George Box, “all models are wrong, but some are useful.”[Box79]. Hence,

the framework proposed herein is merely intended as a decision support tool, but hopefully a useful one,

to aid the experts make the appropriate decisions in solving complex real life problems within the SLC.

Unfortunately, application of the proposed model to a real-life example was outside the scope of this particular

effort, but a full case study and detailed analysis of the results is expected in near future. Finally, Section 5

provides concluding remarks, as well as suggestions for future research and improvements.
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2. MOTIVATING EXAMPLE

2.1. Optimal Resource Allocation in New Application Development for Android Devices.

Acme Inc. is a medium-sized software engineering firm that wishes to grow its business in the portable

consumer electronics software application (“App”) market. Acme’s management is well aware of the crit-

icality of having an impeccable timing of the market: When the first Android-based tablet devices were

announced, Acme’s portable-devices division was able to rapidly port over some of its existing product lines

for mobile phones for the new tablets and make them available on the Android Market. One of the Apps

became an instant hit, which further propelled some of Acme’s other products. Within just a few weeks,

the market became saturated with imitation products that as of yet, have not successfully challenged Acme’s

market-share.

One of the benefits of having a top App was Acme’s ability to attract investors at terms favorable to the

company. Currently, Acme has divided its software engineering workforce into three teams of ten individ-

uals, each with their own dedicated workspace, workstations, and other necessary tools and equipment. In

light of the recent market successes and cash injections, Acme wishes to engage in an ambitious project for

dominating the mobile device widget market starting with a portfolio of new Android Apps. If the effort is

successful, Acme will not only generate enough revenues to significantly expand its workforce, but will have

made itself very attractive for a significant buy-out offer by a larger firm. If the project is not successful, it

will have usurped a significant portion of Acme’s resources and potentially lead to its demise.

Initially, Acme must answer the following questions about its deliverables and resource allocation require-

ments:

• How many Apps should be developed within the next 12 months?

• What kinds of Apps should be developed? (i.e., What functionality should they provide? What

non-functional characteristics are required, and how should they be prioritized?)

• Which resources should be allocated to what portion of the effort to optimize the objectives? (e.g.,

The objective function may include profit maximization, cost minimization, meeting deliverable

deadline, and maximizing resource utilization.)

After some analysis, Acme creates a Core Competency Matrix (CCM) of its software engineering labor

force. Figure 1 is the CCM for one of Acme’s software engineering teams, but is fairly representative of

the other two teams. Definitions for the NPD Management categories are provided in Section 4. When

relevant, Acme also notes the processing rate of each human resources. For instance, the number of error-

free Source Lines of Code (SLOCs) or complete modules that a certain developer can produce in a day or
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a week, or the number of pages of review-ready documentation that is created in a given period by a given

document engineer are noted. A similar matrix captures Acme’s non-labor resources (i.e., tools, equipment,

and facilities), categorizing the type and level of each resource’s functionality, availability, and approximate

processing rates for various tasks. Clearly, Acme does not have 100% of the expertise it desires in every area,
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Figure 2. Acme Inc.’s Core Competency Matrix for one of its three software engineering

teams, which maps out the team’s human resources based on the level of experience and

expertise. “N” indicates Novice with 0-1 year training and/or experience, “E” indicates

Experienced with 1-4 years of work-related experience, and “X” indicates eXpert with 4 or

more years of work-related experience.

and has redundant expertise in other areas. Moreover, the consumer demand is stochastic, that is, despite

Acme’s best requirements engineering effort at producing thorough and unambiguous specifications at the

outset, market requirements are nebulous and are likely to change throughout the NPD pipeline. Hence,

Acme initially identifies a larger number of potential widgets than what it intends to deliver, and throughout

the NPD/SLC pipeline, dynamically allocates its diminishing resources to maximize the likelihood of meeting
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its objective function at the end of the pipeline by focusing on a smaller set of products. In the process, Acme

may be required to rework a given product, or dispose of it altogether and consider it sunk cost for future

decision making.

The model proposed in Section 4 seeks to dynamically optimize Acme’s resource allocation decisions

throughout the SLC pipeline. The model takes into account the inherent stochasticity in human resources

(i.e., employee performance is not assumed to be consistent across time, task, or technology domains), as

well as tools and equipment (i.e., lack of consistency in availability and processing rates based on variation

in setup and execution sequence, underlying technology, resource interdependency, etc.). Acme’s objective

is to maximize the commercial worth of its widget portfolio, or Expected Commercial Value (ECV), subject

to certain resource constraints. ECV maximization includes ensuring delivery of the right product to the cus-

tomer at the right time, and by extension, avoiding costly rework and delays, as well as damage to reputation

and commercial goodwill.

The next few sections summarize the models proposed for approaching similar NPD management and

dynamic resource allocation problems under stochasticity. By combining these approaches and augmenting

them with implementation heuristics, this paper concludes with a theoretical framework for creating a near-

optimized resource allocation regime throughout the pipeline that also assures system stability.
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3. LITERATURE REVIEW

3.1. Optimal Resource Allocation in New Product Development Projects: A Control-Theoretic Ap-

proach.

[Wang02] introduces a continuous flow model with some of the defining characteristics of NPD processes,

such as the interchangeability of resources, simultaneous resource sharing, precedence constraints, and their

dynamic allocation and reallocation. Precedence constraints are sequencing rules of activity processing. For

instance, a precedence constraint between activity a and activity b may require that activity a be completed

before processing on activity b can be commenced. Dynamic allocation is the on-the-spot scheduling of a

given resource with little or no prior planning. For problems without activity precedence constraints, the paper

presents a Linear Programming (LP) formulation that yields the minimum completion time for all activities. A

dynamic, rule-based algorithm is shown to be optimal for two resources processing a multiple-activity arrival

stream. For problems with precedence constraints, some special cases are solved, and structural properties of

the class of optimal controls for the general problem are discussed.

3.1.1. The Model. The variables are defined as:

j ∈ {1, 2, ..., J} Number of jobs to be completed

a ∈ {1, 2, ..., A} Number of activities that must be performed to complete a given job

r ∈ {1, 2, ...,R} Number of available resources, also known as servers

S ( j) Set of activities required to complete job j

P(a) Set of activities to be completed before processing may begin on activity a

t Finite-horizon time index, which can be discrete t ∈ {0, 1, ...,T }, or continuous

t ∈ [0,T ], depending on the system

µa,r Maximum rate at which resource r is able to process activity a when r is

completely dedicated to a

wa(t) Amount of activity a remaining to be completed at time t, where wa(0)

is the size of activity a

αa,r(t) The decision variable, indicating the fraction of resource r dedicated to

activity a at time t

Because a resource cannot be utilized more than 100% at any given time,

(3.1)
A∑

a=1

αa,r(t) ≤ 1 for r = 1,2,...,R.
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Moreover, wa(t) can be formulated as:

(3.2) wa(t) = wa(0) −
R∑

r=1

[
µa,r

∫ t

0
αa,r(τ)dτ

]
.

Equation (3.2) states that the amount of activity remaining at any time t is equal to the size of that activity

wa(0), minus the sum of all the processing by all the resources working on that activity from the beginning

up to time t. To elaborate further, the content inside
∑R

r=1(.) is the cumulative fraction of resource r dedicated

to activity a up to time t, times the maximum rate at which that resource can process activity a. Accordingly,

Processing Rate × Time = Work Done, which is then summed over every resource that has been working on

activity a. By subtracting this amount from the initial size of that activity, the remaining amount of work to

be done on a at any given time t is obtained.

Finally, the minimum completion time of a given job j is:

(3.3) C j = min

t ≥ 0 : wa(0) =

R∑
r=1

µa,r

∫ t

0
αa,r(τ)dτ ∀ a ∈ S ( j)

 .
Equation (3.3) merely restates (3.2) in terms of the smallest time at which all activities on a given job can be

completed. Equations (3.2) and (3.3) are used to approach the problem using an optimal control formulation.

The objective function minimizes the makespan, defined as the completion time of all the activities on every

job. The makespan problem is denoted as min Cmax = T , where T is the maximum completion time of all the

activities. Stated differently, makespan is the smallest time such that wa(T ) = 0 ∀ a = {1, 2, ..., A}.

The following is a modified version of the underlying assumptions in [Wang02]:

• Resource divisibility: At any given time, each server can simultaneously distribute its capacity

among multiple activities on one or more jobs.

• Preemption: The processing of a given activity on a server may be temporarily interrupted, as

sometimes servers allocate their time intermittently among multiple activities on a single job or

multiple jobs. Preemptions can be resume or non-resume. The term resume means continuing the

processing of the interrupted activity at a later time from where the previous resource had left off.

The term non-resume means forcing the activity to be processed from the very beginning after an

interruption, regardless of how near it had been to completion prior to the interruption.

• Activity sharing: At any given time, a given activity can be simultaneously processed by multiple

resources, also known as parallel processing.

• Resource flexibility: Some resources, although usually not all, may be capable of working on several

different classes of activities. Flexibility is a direct benefit of cross-training of employees across

different functions in modern corporations, as well as the use of modular, multi-purpose tools.
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• Resource constraints: Each resource is limited by different types of capacity constraints. In some

cases, the constraints are fixed and/or permanent, while in other cases, they are variable and/or flex-

ible. For example, the number and type of engineers working a given shift may be fixed in the

immediate short-run, but can be subject to change in the long-run by hiring, firing, or reassigning

employees. On the other hand, the capabilities of a given workstation may be permanently fixed

and unchangeable, although any number of machines may be brought on-line or taken off-line at any

given time. Moreover, some constraints are applicable to all resources across the board, while others

are specific to a given resource and/or its associated activity.

• Precedence constraints: Some activities may be subject to sequencing rules, where the activity

must first complete a prescribed set of processes before being eligible for further processing. The

precedence constraints may be rigid or flexible, depending on the resource, activity, and demand at a

given point in time.

• Processing rates: The processing rates for various activities can be both completely independent

from, and non-proportional to one another. For example, the amount of time it takes to complete

Customer X’s I&I work order for Product A may be neither dependent upon, nor proportional to

the amount of time it takes to complete the same or another customer’s work order for Product B,

and none of these times may be dependent or proportional to how long it takes to perform V&V on

Customer X’s products prior to I&I.

3.1.2. The Method. A control-theoretical formulation is proposed for the dynamic resource allocation prob-

lem, using a continuous-flow model. Accordingly, an optimal resource allocation vector α(t) is sought that

can minimize the performance criterion
∫ T

0 g(w(t), α(t))dt + F(T ), where g(., .) is some instantaneous cost

function and F(T ) is the terminal penalty function, defined as the cost associated with violating the desired

final state of a system. The workload evolution equations are derived by differentiating wa(t) in (3.2):

(3.4) ẇa(t) =
dwa(t)

dt
= −

R∑
r=1

αa,r(t)µa,r for a=1,2,...,A.

In control theoretical parlance, a given system evolves from one state to another over time according to a set

of state equations. Subject to a given set of constraints, a control function is chosen to minimize or maximize

the objective function over the course of the system’s evolution. Readers interested in more detail should

consult publications such as [Kirk70, Sethi00] on Pontryagin’s Minimum Principle and the Hamiltonian.
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An indicator function for each activity a denotes the precedence constraints:

(3.5) Ia(t) =


0 if w j(t) > 0 for any j ∈ P(a),

1 otherwise.

The constraints on the resource allocation control vector α(t) are:

(3.6) αa,r(t) ≤ Ia(t) for a = 1, 2, ..., A.

and (3.1) becomes

(3.7)
A∑

a=1

αa,r(t)Ia(t) ≤ 1 for r = 1, 2, ...,R.

Next, by appropriating normalizing the workload, a Lyapunov-type function can be defined. Lyapunov

functions are used to prove the stability of a certain fixed point in a dynamical system or autonomous differ-

ential equation. An ordinary Lyapunov function is used to test whether a dynamical system is (asymptotically)

stable. That is, whether the system starting in a state x , 0 in some domain D will remain in D, or for asymp-

totic stability, will eventually return to x = 0. The control-Lyapunov function is used to test whether a system

is feedback stabilizable, that is whether for any state x there exists a control u(x, t) such that the system can

be brought to the zero state by applying the control u. Readers interested in more clarification should consult

publications such as [Kirk70] on the topic.

Workload normalization, also known as load balancing, means scheduling the servers such that each

server processes an amount equal to the system’s average workload (total workload divided by the number of

available servers). Under optimal control, the basic workload standardization criterion requires the maximum

standardized output rate to be a constant for each server, regardless of the activity being processed.

Although [Wang02] does not introduce an analytical solution for the precedence-constrained problem, the

paper does discuss some of the structural properties of the optimal policy. As the following lemma states, the

optimal schedule is work-conserving, meaning none of the servers are idle before Cmax.

Lemma 1. For the A-activity, R-resource, minimum makespan scheduling problem, if µa,r > 0 for all activities

and resources, then a necessary condition for the optimality of a schedule is that all resources complete

processing at the same time.

The proof for this and subsequent lemmas and theorems are presented in the original papers and will not

be repeated here. The following theorem applies to proportional-rate resources, that is where the processing

rates of servers are some integer, multiplicative factor of one another.
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Theorem 1. Suppose that there are A activities to be completed by R proportional-rate resources where

µa,r = µaκr for a set of resource-dependent constants κr ∈ Z
+. Then, the minimum makespan is given by

Cmax = 1
K

∑A
a=1

wa(0)
µa

where K =
∑R

r=1 κr. Furthermore, any work-conserving allocation will be optimal.

In cases where there are as many servers as jobs, the following theorem provides a limitation on assigning

processing priority across multiple chains of activities, such as those depicted in Figure 3.

 Activity 1 

Job 1 

Job 2 

Activity 2 Activity A 

Deadline 

Figure 3. A simplified example of a queueing system that processes two parallel, hetero-

geneous jobs, with each job consisting of two chains of activities. The blue and green

geometric shapes represent the various heterogeneous activities, which in this depiction,

are processed on various servers represented by the red rectangles.

Theorem 2. Suppose at some time t, activities i and i′ are available for processing on any two given servers

r1 and r2. If
µi,r1
µi,r2

>
µi′ ,r1
µi′ ,r2

, then it will not be optimal for server r1 to process activity i′ and for server r2 to

process activity i simultaneously. Any other combination of server-activity may be explored for optimality.

In the non-precedence-constrained problem, where the constituent activities of each project may be pro-

cessed at any instant, a non-preemption policy leads to optimality. This result is shown using an equivalent

Linear Programming formulation commonly used in resource allocation problems. However, the LP formu-

lation is omitted here as it cannot handle dynamic arrivals and is only feasible if the parameter values are

known and constant, which is not a realistic assumption in many settings. Instead, the following theorem

provides an optimal index policy for a two-resource, multiple-activity problem with no sequence constraints.

Theorem 3. Consider the A-activity, 2-resource, minimum makespan scheduling problem with no precedence

constraints. Without loss of generality, assume that the activities are ordered so that µ1,1

µ1,2
≥

µ2,1

µ2,2
≥ · · · ≥

µL1 ,1

µL1 ,2
≥

µL2 ,1

µL2 ,2
≥ · · · ≥

µA,1

µA,2
. Then, an optimal policy is for server 1 to process activities in the sequence {1, ..., L1} and
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for server 2 to process activities in the sequence {A, ..., L2}. Also, if the last activity is processed by both

servers, L2 = L1; otherwise, L2 = L1 + 1.

One very interesting result of Theorem 3 is that although L1 and L2 are dependent on the size of the

activities and therefore, initially unknown, the structure and implementation of the optimal control does not

depend on knowing their values. To implement the optimal control, the servers begin with activities on

opposite ends of the ordered list, and work their way towards the middle.

Assume that activities are labeled from 1 to A in the descending order of µi,1

µi,2
, and that activity L is defined

as one meeting the following criteria:
∑L

i=1
wi(0)
µi,1
≥

∑A
j=L+1

w j(0)
µ j,2

and
∑L−1

i=1
wi(0)
µi,1
≤

∑A
j=L

w j(0)
µ j,2

. Also let k

represent the server that “reaches” activity L first by completing all of its other activities. The following

corollary results:

Corollary 1. Under the scenario and control given in Theorem 3, the resulting optimal makespan will be

C∗max = max

L−1∑
i=1

wi(0)
µi,1

,

A∑
j=L+1

w j(0)
µ j,2

 +
wL(0) −

∣∣∣∣∑L−1
i=1

wi(0)
µi,1
−

∑A
L+1

w j(0)
µ j,2

∣∣∣∣ .µL,k

µL,1 + µL,2

where k =


1 if

L−1∑
i=1

wi(0)
µi,1

≤

A∑
j=L+1

w j(0)
µ j,2

,

2 otherwise.

The next theorem is the dynamic version of Theorem 3, where activities arrive in real-time. Any additional

workload arriving for an already-present activity is modeled as a separate activity. Therefore, the model can

also address bulk arrivals by making some of the arrival times equal.

Theorem 4. (The “µ-Rule”) Consider two servers r1 and r2 with an initial set of activities {i1, i2, ..., iI}.

Suppose that the new activities {n1, n2, ..., nN} arrive at times {t1, t2, ..., tN}, where t1 ≤ t2 ≤ ... ≤ tN , and tN is

finite and bounded, and the arrival times and workloads are arbitrary and independent of the control used.

Let A(t) be the set of incomplete activities that are ready for processing at time t. Then, the optimal schedule:

(1) Assigns r1 to any activity a ∈ A(t) such that
µa,r1
µa,r2
≥

µb,r1
µb,r2

∀ b ∈ A(t); and (2) assigns r2 to any activity

b ∈ A(t) such that
µb,r2
µb,r1
≥

µa,r2
µa,r1

∀ a ∈ A(t).

In cases where there are only two activities to be processed by multiple servers, the following theorem

provides the optimal rule.

Theorem 5. Consider the 2-activity, R-server, minimum makespan scheduling problem with no precedence

constraints. Without loss of generality assume that µ1,1

µ2,2
≥

µ1,2

µ2,2
≥ ... ≥

µ1,ξ1
µ2,ξ1
≥

µ1,ξ2
µ2,ξ2
≥ ... ≥

µ1,R

µ2,R
. Then, the optimal

priority rule is to assign activity 1 to servers in the order {1, ..., ξ1} and to assign activity 2 to servers in the

reverse order {R, ..., ξ2}. Also, ξ2 = ξ1 if the last server processes both activities; otherwise, ξ2 = ξ1 + 1.
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3.1.3. The Conclusion. [Wang02] divided the NPD problem into precedence-constrained and non-precedence-

constrained versions, with makespan minimization as the objective. For the precedence-constrained problem,

workload balancing is a necessary condition for optimality, which means all resources must complete pro-

cessing at the same time. This result reinforces a significant difference between the proposed model and those

used in classical scheduling theory, whereby the latter does not allow for more than one resource to work on

the same job simultaneously. Under the new model, optimality is achieved by forcing the maximum output

rate to be a constant for each resource, regardless of which activity the resource is working on.

One of the key characteristics of the control-theoretic approach is its robustness is solving highly complex

scheduling problems. Although it is possible to approximately solve the NPD problem using Dynamic Pro-

gramming, because of the continuous nature of the time and workload parameters, the state space must be first

discretized. Then, in order to increase the accuracy of the solution, the resolution of the discretization has to

be increased, making even a moderate-sized problem computationally intractable. In contrast, the approach

discussed in [Wang02] provides an effective method for solving continuous time, continuous state problems.

Other important features include resource divisibility and flexibility, the possibility of simultaneous resource

sharing or task sharing among resources, and ease of preemption of tasks. Previous papers dealing with NPD

management used the critical path method (CPM) and its stochastic variant, the project evaluation and review

technique (PERT), both of which assume that resources are dedicated to a single project, which is a seri-

ous limitation of these models. Another approach is the generalized resource-constrained project scheduling

problem (GRCPSP), which also assumes a single-project, multiple-activity environment where each activity

has a constant duration and the resource requirements are known constants over the processing interval of the

activity. However, preemption is not allowed, and the deterministic nature of the model makes it even less

practical.

Despite its strengths, the control-theoretical model is not without its limitations. First, the approach is

based on a deterministic continuous-flow model of the workload, whereas in most NPD management set-

tings, the optimal flow of products through a pipeline must consider stochastic factors such as consumer

demand. Second, it is often intractable to analytically determine the optimal index policy when precedence

constraints are present. Accordingly, [Wang02] limits much of its discussion to the 2-activity and/or 2-server

scenarios (for instance, two teams of developers working on the activities coding and testing for each prod-

uct line). In later sections, we will explore the possibility of extending the indexing policies introduced in

this section, and their queuing-theoretical equivalent known as Klimov’s Rule to multi-server processing of

greater number of activities on many jobs subject to stochastic parameters.

13



3.2. Dynamic Programming Approximations for Stochastic Combinatorial Optimization.

The dynamic resource allocation problem involves assigning a set of reusable resources to jobs that ar-

rive over time according to some probability distribution function. Each assignment of a server to a job

for processing produces a reward, removing that job from the system and modifying the state of the server.

The model allows for substitution among resources, where different types of servers can be used to pro-

cess a given job, sometimes yielding different rewards. This section summarizes the important concepts

from three separate publications. The earlier work of [Jung89] introduces Dynamic Programming (DP) for

numerical optimization of an M|M|c queueing system with time-dependent arrival rates. The more recent

works of [Topaloglu06] and [Powell07] use DP approximations for solving stochastic, time-staged integer

multi-commodity flow problems. The latter approach replaces the value function by a separable continuous

approximation, which is updated and improved upon using random samples obtained through Monte Carlo

sampling. A hybrid of linear and piecewise-linear approximations of the value function are then used to solve

sequences of min-cost network flow problems.

[Topaloglu06] specifically addresses the problem of Dynamic Fleet Management, which involves a fleet of

heterogeneous business jets that must fly customers from one of several origins to one of several destinations

according to a stochastic demand function. There is little opportunity for advance planning, and optimizing

the objective function requires dynamic allocation of resources at various stages. The customers tend to call

in at the last minute and very little advanced information about the future requests is available. Demand at a

certain location can only be served by a jet at the same location, and unsatisfied demand is lost to competitors.

Sometimes, jets must fly empty from one location to another where customer demand is anticipated. In fleet

management vernacular, a jet that flies empty is moving empty, while a jet transferring customers is moving

loaded.

The methods employed [Topaloglu06] are applicable to many M|M|c queueing systems, which can model

simplified versions of the NPD problem. The movement of passengers from one city to another is equivalent

to processing jobs, or the activities comprising those jobs, and transforming them from one “state” to another.

The concept of planes moving loaded and empty can be viewed as server transformation, which includes

setup/clean up requirements of the servers in a queueing environment. In general, the dynamic control of

a queueing system involves manipulating its arrival processes or the service parameters [Crabill77], and the

proposed Dynamic Programming approach can be a powerful analytical tool to that end.

3.2.1. The Model. The following model is formulated using the language of Markov Decision Processes

(MDP), and is solved using DP. Using standard queueing theoretical vocabulary, there are heterogeneous,
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parallel servers of various classes that process incoming jobs. Arrival and server processes are Markov-

ian: jobs arrive according to a Poisson Process, where the inter-arrival times are independent, identically

distributed exponential random variables; service rates are exponential. The initial assumption is that all pro-

cesses take a single time period and all jobs have the same preferences for different server types. Later, these

assumptions are relaxed as an extension to the original model. The model parameters are:

t ∈ {0, 1, ...,T } Finite-horizon, discrete time index over which jobs arrive

k ∈ {1, ...,K} Server classes

I State space of jobs, where a server processes a set of jobs from an initial state i ∈ I

to a final state j ∈ I

Di jt Demand random variable, denoting the arrival of jobs at state i, which must then be

transformed to state j at time t, under the assumption that Di jt ⊥⊥ Di′ j′t′

xke
i jt Number of servers of type k moving empty from i to j at t

xkl
i jt Number of servers of type k moving loaded from i to j at t

cke
i jt Cost of moving a server empty

ckl
i jt Net profit from moving a server loaded

Rk
it State parameter indicating the current number of servers of type k in state i

In the NPD context, consider a firm with three divisions of “Design,” “Prototyping”, and “Testing,” con-

sistent with the pipeline in Figure 1. A group of engineers currently work in Design and are called “Design

servers.” Jobs that arrive at the Design division for processing are said to be in the “Design state.” The

Design servers that successfully process one or more Design jobs take the completed jobs to the Prototyp-

ing division, and are said to be moving loaded. Moving loaded generates a net profit commensurate with

the type of processing that has been completed, minus the associated costs. The servers that are now at the

Prototyping division are called “Prototyping servers,” some of which will process the available Prototyping

jobs and transform them to the Testing state. However, some of the Testing jobs are deemed defective, and

are sent back to Design for rework. Testing servers that take the defective jobs back are also moving loaded,

which may still result in a positive net profit by making the final product more valuable. There are also some

Prototyping servers that do not have any jobs to work on, and are sent back to one of the other two tables

to process available jobs. These servers are moving empty, and a cost is associated with their movement.

Although this hypothetical may not fully align with every NPD system, it provides a rough translation of the

fleet management model considered in [Topaloglu06]. In Section 4, the MDP formulation will be modified

to capture the dynamics of a more realistic NPD setting.
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For notational simplification, ~Di jt, ~xke
i jt, ~x

kl
i jt, ~c

ke
i jt, ~c

kl
i jt, ~R

k
it are denoted by Dt, xe

t , x
l
t, c

e
t , c

l
t, and Rt, representing

vectors and matrices. Similarly, (~xe
t |~x

l
t) and ( ~−ce

t |~c
l
t) are defined as xt and ct, respectively. Then Rt is used as

the state variable to formulate the problem as a DP. The dynamics of the system at time t are given by

(3.8) Rk
j,t+1 =

∑
i∈I

(
xke

i jt + xkl
i jt

)
for j ∈ I, k ∈ K,

where Rk
j,t+1 is the number of class k servers in state j in the future at time t + 1, which is equal to the total

number of class k servers moving empty and loaded into state j at the present time t.

Given Rt and Dt, the set of feasible decisions at time t is

X(Rt,Dt) = {xt :
∑
j∈I

(
xke

i jt + xkl
i jt

)
= Rk

it for i ∈ I, k ∈ K

∑
k∈K

xkl
i jt ≤ Di jt for i, j ∈ I

xke
i jt, x

kl
i jt ∈ Z

+ for i, j ∈ I, k ∈ K}.

(3.9)

In plain English, the total number of servers currently leaving state i is equal to the total number of servers

currently moving loaded and empty out of state i, where the number of servers is a positive integer, and there

are at most as many servers moving loaded as there is demand.

We also define

(3.10) Y(Rt,Dt) =

(xt,Rt+1) : Rk
j,t+1 =

∑
i∈I

(
xke

i jt + xkl
i jt

)
for j ∈ I, k ∈ K, xt ∈ X(Rt,Dt)

 ,
where for the set of decisions that are presently feasible, the future number of class k servers in state j equals

the sum of all type k servers moving empty and loaded into state j. (xt,Rt+1) ∈ Y(Rt,Dt) means that xt is a

feasible decision when the state of the system is Rt and demand outcome is Dt. Applying the decision xt on

the state vector Rt generates the state vector Rt+1 for the next time period.

The objective is maximizing the expected profit over all time periods. By modeling demand Di jt as an in-

dependent, identically distributed exponential random variable, the optimal policy will be Markovian, which

means the future state of the system depends only on decisions made during the present state, and not the

past. For Markovian deterministic policies, one decision function is defined for each time period t that maps

the state of the system Rt and the outcome of the random variables Dt at time period t to a set of decisions.

Denoting the sequence of decision functions corresponding to policy π by {Xπ
t : t ∈ T }, the objective is find-

ing the policy π∗ that maximizes E
{∑

t∈T ctXπ
t (Rt,Dt)|R1

}
. By Bellman’s principle of optimality [Bellman57],

solving the following set of equations reveals the optimal policy:

(3.11) Vt(Rt) = E

{
max

(xt ,Rt+1)∈Y(Rt ,Dt)
ct xt + Vt+1(Rt+1)|Rt

}
.
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The function V that solves the Bellman equation is called the value function, which describes the optimized

value of the problem as a function of the state variable R. The function describing the optimal choice as

a function of the state is called the policy function. The principle of optimality is related to the concept

of optimal substructure, and problems that exhibit optimal substructure can often be solved with Dynamic

Programming. An in-depth review of the topic is presented in [Powell07].

3.2.2. The Method. According to [Topaloglu06], there are often no analytical solutions to (3.11) due to

difficulties in evaluating Vt(Rt) for all possible values of Rt, difficulties in computing the expectation in (3.11),

and unless there is some special structure for Vt+1, difficulties in solving the maximization problem. Instead,

Monte Carlo sampling of the random arrival process is used to fix the value of Di jt, which ends the need to

calculate expectations. Further, specially-structured approximations of the value function V(R) make solving

the maximization problem easier.

For notational simplicity, let Vt(Rt) = E{Vt(Rt,Dt)|Rt}, where

(3.12) Vt(Rt,Dt) = max
(xt ,Rt+1)∈Y(Rt ,Dt)

ct xt + Vt+1(Rt+1).

Next, the value function Vt+1 is replaced with the approximation V̂t+1 and the following problem is solved for

one Monte Carlo sample of Dt, denoted as D̂t:

(3.13) Ṽt(Rt, D̂t) = max
(xt ,Rt+1)∈Y(Rt ,D̂t)

ct xt + V̂t+1(Rt+1).

For given values of Rt and D̂t, (3.13) partitions the entire problem into t subproblems, one for every time

period. Hence, starting with a set of value function approximations and an initial state vector, one subproblem

is sequentially solved for each t ∈ T , using one sample of Dt. Next, a method is devised to use the information

obtained while solving (3.13) to update and improve the value function approximation V̂t. After the updating

procedure, a new set of value function approximations is obtained, which along with new sample realizations,

is used to solve all the subproblems. The adaptive DP Algorithm in (3.2.2) prescribes the exact steps.

The algorithm’s outer-loop is a recursive function that iteratively updates the value function approxima-

tions. Choosing the initial approximation for V̂t can itself be a complicated procedure, and the iterative

updates of the value function can be computationally intensive. In the inner-loop of the algorithm, D̂n
t is the

demand sample, which is fixed through Monte Carlo sampling of the stochastic arrival of jobs. Rn
t is the state

variable, and V̂n
t is the value function approximation in the subproblem for time period t at iteration n. Given

a fixed demand, the inner-loop uses a series of t forward passes, t ∈ {1, ...,T }, to optimize the allocation of

empty and loaded servers for each time period. The results obtained from the inner-loop are used to update

the value function approximations for the next iteration of the outer-loop. According to [Topaloglu06], Vt is
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Algorithm 3.2.1 The adaptive Dynamic Programming algorithm for solving min-cost integer multi-

commodity flow problems using approximations.
Step 0 Recursive Outer Loop Initialization:

Set the iteration counter n = 1,

Approximate Vt using some V̂t ∀ t ∈ T .

Step 1 Forward Pass Inner Loop:

Step 1.0 Initialization:

Set t = 1,

Set R1 = the initial number of servers,

Using Monte Carlo sampling of Dt, obtain a single statistic D̂t ∀ t ∈ T .

Step 1.1 Subproblem:

Obtain xt ∀ t ∈ T by solving Ṽt(Rt, D̂t) = max
(xt ,Rt+1)∈Y(Rt ,D̂t)

ct xt + V̂t+1(Rt+1).

Step 1.2 System-Dynamics Equation:

Solve Rk
j,t+1 =

∑
i∈I

(
xke

i jt + xkl
i jt

)
for j ∈ I, k ∈ K.

Step 1.3 Time Counter:

Set t = t + 1,

If t ≤ T , then go to Step 1.1, else goto Step 2.

Step 2 Value Function:

Update V̂t ∀ t ∈ T .

Step 3 Iteration Counter:

Set n = n + 1,

Go to Step 1.

a concave function on the integer lattice, and a separable, piecewise-linear, concave approximation of Vt is

used to solve the min-cost integer multi-commodity flow problem.

For a medium-size problem, the algorithm requires dozens to hundred of iterations before converging to a

near-optimal solution. Because the number of loaded movements out of a given state is bounded by the num-

ber of available jobs at that state, to obtain high quality solutions relatively fast, it suffices to define a linear

value function approximation component for servers that arrive at a state through a loaded movement. On

the other hand, the empty movements are not conveniently bounded, except for the total number of available

servers in the entire system. Linear approximation is not likely to provide high quality solutions, as the open-

ended nature of the empty movements may result is over-estimation, causing an unnecessary over-allocation
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of servers for meeting prospective demand. Instead, a piece-wise linear value function approximation com-

ponent is used for servers that reach a state through an empty movement. Notationally, the value function

approximation becomes

(3.14) V̂k
j,t+1

∑
i∈I

xke
i jt +

∑
i∈I

xkl
i jt

 = Ŵk
j,t+1

∑
i∈I

xke
i jt

 + L̂k
j,t+1

∑
i∈I

xkl
i jt

 ∀ j ∈ J, t ∈ T, k ∈ K,

where each Ŵk
j,t+1 is a piecewise-linear function defined by the sequence of slopes {ŵk

j,t+1(1), ŵk
j,t+1(2), ...,

ŵk
j,t+1(Nk)}. Similarly, each L̂k

j,t+1 is a linear function with slope l̂kj,t+1. The sequence {v̂k
jt(1), v̂k

jt(2), ..., v̂k
jt(N

k)}

denotes V̂k
jt, where v̂k

jt(s) is the slope of V̂k
jt over some interval (s − 1, s), s ∈ {1, ...,Nk}. Because V̂k

jt is

concave, v̂k
jt(1) ≥ v̂k

jt(2) ≥ ... ≥ v̂k
jt(N

k). Accordingly, (3.13) can be reformulated in terms of the following

hybrid Linear/Piecewise-Linear LP

Ṽt(Rt,Dt) = max
∑
i, j∈I

∑
k∈K

(
xkl

i jt(c
kl
i jt + l̂kj,t+1) − cke

i jt x
ke
i jt

)
(3.15)

+
∑
j∈I

∑
k∈K

∑
s∈Nk

ŵk
j,t+1(s)zk

j,t+1(s)

subject to

X(Rt,Dt) = {xt :
∑
j∈I

(
xke

i jt + xkl
i jt

)
= Rk

it(3.16)

∑
k∈K

xkl
i jt ≤ Di jt

xke
i jt, x

kl
i jt ∈ Z

+} ∀ i, j ∈ I, k ∈ K∑
i∈I

xkl
i jt =

∑
s∈Nk

zk
j,t+1(s) ∀ j ∈ I, k ∈ K(3.17)

zk
j,t+1(s) ∈ [0, 1] ∀ j ∈ I, k ∈ K, s ∈ {1, ...,Nk}(3.18)

where zk
j,t+1 is simply a variable used to formulate the piecewise-linear approximate value functions in LP

form. The slope of V̂kn
it , the value function approximation component, is updated using Vt(Rn

t ∓ ek
i , D̂

n
t ) −

Vt(Rn
t , D̂

n
t ), where ek

i denotes a unit vector with 1 in the position corresponding to i ∈ I, k ∈ K. In essence,

the approximate value function is updated by decreasing or increasing its slope one unit at a time, following

the slope of the actual value function. However, because the exact value function is unknown, the following

approximation is used:

(3.19) Φn
t (∓ek

i ) = Ṽn
t (Rn

t ∓ ek
i , D̂

n
t ) − Ṽn

t (Rn
t , D̂

n
t ).

Next, algorithm (3.2.2) prescribes the necessary steps for updating the relevant portions of V̂kn
it , using αn ∈

(0, 1) as the step size at iteration n. The sequence of slopes
{
qkn

it (1), qkn
it (2), ..., qkn

it (Nk)
}

is used to describe the
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piecewise-linear function in the first part of the algorithm. However, these slopes may not delineate a concave

function, and the second part of the algorithm is needed to project the slopes onto a set of piecewise-linear

concave functions. According to [Topaloglu06], the computation required for projecting the slopes is very

simple.

Algorithm 3.2.2 Algorithm for selectively updating the approximate value function
Step 1 Update the value function in its appropriate domain:

Set qkn
it (s) =


(1 − αn)v̂kn

it (s) + αn
(
−Φn

t (−ek
i )
)

for s = Rkn
it ,

(1 − αn)v̂kn
it (s) + αnΦn

t (ek
i ) for s = Rkn

it + 1,

v̂kn
it (s) for s ∈ Nk \ {Rkn

it ,R
kn
it + 1}.

Step 2 Project the result onto a set of piecewise-linear concave functions:

Set v̂k,n+1
it = arg min

z

∑
s∈Nk

(
z(s) − qkn

it (s)
)2

: z(s) ≥ z(s + 1) for s = 1, ...,Nk − 1

.

3.2.3. The Conclusion. The DP methods described in this section provide a powerful technique for deal-

ing with stochastic combinatorial optimization problems, which may otherwise prove intractable to solve.

Piecewise-linear approximations have a convenient effect of assigning decreasing marginal values to an in-

cremental server of a given class in a given state. In contrast, linear approximations assign a constant marginal

value to every incremental server. In effect, piecewise-linear approximations prevent the algorithm from as-

signing an excessive number of servers to a certain state, whereas linear approximations may unnecessarily

reposition a high number of servers to a certain location depending on the corresponding slope of the value

function approximation. The advantage of using a hybrid of linear and piecewise-linear value function ap-

proximations is the ability to capture the accuracy of the piecewise-linear method, as well as the speed of

the linear method. The results achieved by [Topaloglu06] graphically show the hybrid method outperforming

the piecewise-linear method after approximately 35 iterations, and approaching within 99% of the optimal

objective upper bound in less than 40 iterations. On the other hand, the linear remains stuck at approximately

90% of the optimal objective upper bound.

Another strength of the proposed model is that it allows for substitution of resources. Hence, the model

anticipates scenarios where different types of resources can be used to process a given task, and where pro-

cessing a task with different types of resources yields different rewards. In contrast, general stochastic pro-

gramming approaches are not suitable for many classes of problems, including that of NPD. Because a large

number of scenarios and decision variables are involved, the deterministic instances of such problems are

generally strongly NP-hard and often intractable. Moreover, algorithms based on Benders’ decomposition
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may be unable to satisfy the integrality requirements and suffer from slow convergence. DP methods based

on discrete representations of the value function approximations are often intractable because of the very

large size of the possible state space. As shown in the previous section, linear approximations are easy

to implement, but are typically unstable and do not provide high quality solutions. Nonlinear polynomial

approximations require computation of expectations, and may be unsuitable for problems with integrality

requirements. Hence, the proposed framework, particularly the version implemented by [Topaloglu06] and

[Powell07], seems more robust and practical than previous frameworks.

Despite its advantages, a major drawback of the model is that when extended to cases where the resource

transformations take more than one time period, or where customers belong to different classes, the algo-

rithm may take much longer to provide high quality solutions and may be impractical to use in some applied

settings. For example, the NPD problem involves multi-period server transformation times and heteroge-

neous jobs, where jobs may be abandoned before reaching a destination state. Moreover, the assumption of

convexity of the solution space may not hold, making linear and piecewise-linear methods inapplicable. In

later sections, the use of metaheuristics such as Adaptive/Reactive Tabu is explored, which may allow for

obtaining high quality solutions much more quickly than classical optimization methods. Other benefits of

heuristic methods are that they generally do not require convexity assumptions, and can handle integrality

requirements with relevant ease.

3.3. Mathematical Modeling of a Hierarchical Framework for Controlling NPD Projects Under a Hard

Time Constraint.

This section summarizes the work of two papers, [Dragut02A] and [Dragut02B]: The former introduces

a hierarchical framework for the control of NPD projects under a hard time constraint, and the latter mathe-

matically formulates the project control.

Hard time-constraints are often critical to the success of many software engineering projects that require

very tight Time-to-Market (TTM) strategies, including the video gaming industry and certain application

development for portable consumer electronics. The proposed framework divides the project horizon, also

known as the pipeline, into a number of review periods. At the start of each review period, the project state

is reviewed and new information is incorporated about customer needs and progress of engineers working on

project tasks. Based on this new information, assignments of tasks are reevaluated and various adjustments

are made in order to maximize the expected market value of the new products in light of the deadlines to

produce these products.

The two cited papers set out to propose a powerful and comprehensive mathematical framework for ap-

proaching NPD problems, but do not present an actual method or algorithm for solving the proposed model.
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As such, to the extent possible, the following sections focus solely on the presentation of the underlying

mathematical model and its parameters. A careful review of the original papers may be helpful in attaining

further clarity on some of more abstruse concepts.

3.3.1. The Model. The introduction of the Program Evaluation and Review Technique (PERT) in 1958 was

a groundbreaking accomplishment in the field of project planning and optimal control. The early PERT

system provided a mechanism for regularly updating the network status of all scheduled tasks and creating

time estimates for future tasks. However, PERT and much of its subsequent evolutions viewed tasks as

indivisible units that once started, could not be preempted or abandoned. Moreover, these systems addressed

stochasticity only in terms of the duration and/or flow of tasks within the system. Empirical research has

shown that in many NPD projects, the process begins with lax definitions of product requirements and tasks,

which evolve during the course of the projects. Hence, the fact that the very definition of what constitutes a

“task” and its parameters are subject to uncertainty and time-dependent variation, makes PERT inadequate for

capturing the realities of certain classes of NPD problems, including those with high technological product or

process uncertainty commonly referred to as experimental NPD projects. Such projects consist of uncertain,

ill-defined, and unstable design and development tasks. For example, at the beginning of the project, it is

uncertain which tasks are really necessary for realizing the product specifications, or which tasks can even be

realized by their deadlines given the firm’s current technological capabilities.

To address some of these uncertainties, [Dragut02A] builds upon earlier structured approaches, whereby

a complete NPD project is divided into a sequence a three (overlapping) phases: (1) At the system design &

concept development phase, customer requirements are first translated into product specifications and man-

ufacturing processes definitions, and then into design tasks. Also, a work breakdown structure (WBS) is

created to further guide development through current and subsequent phases. (2) The detailed design phase

consists of ’solving’ the design tasks, which involves the allocation of resources to processing the tasks to

completion. (3) The system level test phase completes any remaining processes on the tasks and tests the

final product for conformity to product specifications and any other contractual or legal standards. According

to [Dragut02A], these phases are too problem-dependent for whole integration into a general mathematical

framework. Hence, the proposed framework focuses on a dynamic model for managing the time and resource

allocation aspects of transforming the customer needs into detailed product specifications.

Initially, a one-to-one correspondence between a design task and a product specification is assumed. Later,

more design tasks may emerge, requiring periodic design reviews. New design tasks may emerge due to var-

ious factors, but common examples include changes by the consumer to the original product specifications,

or reorientations of the firm’s objectives and policies. However, no matter how uncertain a given project is,
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design tasks have to be initially defined to some degree of certainty. As a result, the very definition of design

tasks, as well as their relationship to one another, are stable only for very small time increments, and may

be subject to a great deal of uncertainty from one time period to the next. To address such stochasticity, the

proposed NPD project control model performs a series of decision-scheduling-execution cycles, each time

taking into account the system’s current status and the uncertainties it is facing. At the beginning of each new

cycle, the state of the system is reviewed and updated by observing the technological expertise accumulated

up to that point, and by incorporating new information about customer needs. In performing such periodic

updates, the uncertainty in the new product definitions are usually diminished over time, allowing for the sys-

tem managers to predict future needs and capabilities more accurately and adapt their decisions accordingly.

Moreover, decisions made earlier in time provide targets and restrictions for subsequent cycles, often making

subsequent resource-allocation problems easier to solve.

The proposed model has three hierarchical levels. At the aggregate decision level, top management makes

firm-wide policies that affect what projects to pursue and the type and amount of resources that will be

available in the long term. The detailed planning level includes scheduling and rescheduling decisions of

the available resources, such as which engineers are to be allocated to which division within the firm on a

weekly or monthly basis. Finally, the execution level involves routing the available tasks at each phase to the

appropriate engineers in the short term. The model divides the NPD horizon into discrete time units where

tasks are reviewed during each of the T equidistant points in time until the deadline. At the beginning of each

review period, the state of the system is a directed acyclic graph of design tasks. Ideally, a decision making

event should occur whenever a design task begins, or the arrival of a new activity changes the current state of

information known about the project. Configuring the problem as a T -stage network helps avoid discretizing

the project duration into very small units.

Each design task has an associated number of increasing performance levels, which measure the quality

of that task’s execution. For example, a task that is being processed at the performance level 0 is not making

any progress toward meeting customer needs. Stated differently, performance level 0 indicates that the task

currently is or should be excluded from further processing. In contrast, a task that is being processed at the

highest performance level will be meeting all of customer needs upon completion. Performance levels are

created by scaling the difference between the minimal and ideal target values for the corresponding current

product specification metric. Each performance level consists of a list of planned activities that are to be

sequentially performed on a given task, where the processing times are denoted by exponential, independent

identically-distributed random variables. The performance levels are increasing because in order to attain a

level for a given task, it is assumed that that task has already completed its processing sequentially at all of
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its previous performance levels. For each design task, a minimal performance level must be achieved before

the deadline.

Moreover, each design task has an associated cost function, which captures the incremental change in

cost associated with performing one more planned activity at one of the task’s performance levels. A time-

dependent contribution value provides the maximal contribution of each design task toward achieving each

customer need, and a time-dependent contribution function scales the task’s maximal contribution at a given

time instant with respect to the task’s performance levels.

The model further assumes: (1) a fixed development budget for the entire NPD project; (2) a fixed deadline

for the entire NPD project; (3) a set of current customer needs with their corresponding normalized impor-

tance weights, where the weights sum up to one; and (4) a set of current product specifications with their ideal

and minimal target values for some corresponding metrics, as well as relative importance ratings. Again, the

working assumption is that customer needs can be translated into a set of measurable product specifications,

and that meeting each of those specifications will satisfy an associated customer need. Hence, each specifi-

cation consists of a metric, and a value component. The importance of a metric is derived from the weights

of the customer needs it reflects. Although in practice the ideal target values for the metrics are set using

subjective analysis and heuristics, mathematical models are also available where the relative importance of

the metrics are obtained through regression analysis.

To capture the reality that resources and productivity may decline over time due to fatigue, decreased

morale during prolonged projects, the buffer size and/or service capacity for each server may decrease pro-

portionally with time. Moreover, servers at subsequent stages may have smaller service capacity compared

to the preceding servers, regardless of time. To capture this phenomenon, and to correlate the narrowing

shape of the NPD funnel with decreasing buffer capacity, Stage 1 may be formulated with a buffer size of

1.0 ∗ N ∗ e−t, Stage 2 with 0.9 ∗ N ∗ e−t, and so on. For simplicity, such considerations were omitted from the

model discussed.

3.3.2. The Mathematical Formulation. The model parameters are defined as follows:

t ∈ [0,T ] Continuous time parameter, where T is the project deadline

and the entire project period is ≤ T

θ∈ {1, 2, ...,Θ} Discretized review periods, where Θ ∈ (0,T )

h= f (Θ) = κΘ Detailed planning horizon, which is some integer multiple

κ ∈ Z+ of the number of total review periods Θ

r∈ {1, 2, ...,R} Design resources, such as engineers, referred to as servers
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j∈ {1, 2, ..., J} Design tasks, referred to as jobs, for the entire project period

J(θ) Random variable capturing the number of jobs that have

arrived since the very beginning until a given review period θ

l ∈ {0, 1, ..., L} Number of performance levels per job, where l = 0 indicates

that the job will no longer be performed

δ∈ {1, ...,∆} Discretized units of customer needs, referred to as demand

wδ(t) The normalized weights corresponding to the current demand,

δ ∈ {1, ...,∆}, where
∑∆
δ=1 wδ(t) = 1

B(t) The remaining NPD budget at time t

c( j) Cost of performing one activity of job j ∈ J

M j(t, l) Current processing time of job j at the performance level l

µ j(t, l) Current rate of processing an activity from job j at the

performance level l, where µ j(t, l) = 1
M j(t,l)

ξd(t) ∈ (0, 1) Current required safety margin for meeting deadlines

ξc(t) ∈ (0, 1) Current required safety margin for not exceeding the maximum

server processing capacity

In this model, all processing costs c( j) are the same for all activities of a given job j. The initial number of

jobs arriving in the system is denoted by J0, and there is an upper bound to the total number of jobs accepted,

after which all additional arrivals will be rejected by the system. The demand parameter δ is taken from

the stochastic demand function F . The inter-arrival time between each unit of demand has an exponential

distribution, which makes demand a Poisson process with parameter λ, notated as δ ∼ PP(λ). Since units of

demand correspond to the number of jobs to be processed, it is also true that j ∼ PP(λ).

The achieved performance level for a job is captured by the function l( j, t) : {1, ..., J} → {0, ..., L}, which

maps each job to an appropriate performance level at time t. Similarly, lmin : {1, ..., J} → {0, ..., L} is the

function that maps each job to its minimal performance level. A( j, t, l), ∀ j∈[1, J], l∈[0, L], and t∈[0,T ],

denotes the current number of planned sequential activities used to complete job j at the performance level

l, assuming all the previous performance levels for that job have already been achieved. The model assumes

that the processing time for each activity is exponentially distributed and is independent from the processing

times for all other activities. Moreover, each activity from any job is processed at the same rate on any server

regardless of the job’s current performance level. As a result, the mean processing rate for any activity is

µ, independent of which server is processing that activity. Further, µ is the inverse of the exponentially-

distributed processing time for a given activity. However, the assumption of homogeneous processing times
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may be overly simplistic, and µ j(t, l) and M j(t, l) are better suited for capturing reality. The M j(t, l) are

identical, independent random variables distributed as Erlang-k and the mean k
µ
, where k =

∑l
i=1 A( j, t, l),

described earlier. In general, the probability density function (pdf) of an Erlang-k distribution is given by

f (x; k, λ) =
λk xk−1e−λx

(k − 1)!
for x, λ ≥ 0, k ∈ Z+.

The parameter k is called the shape parameter and λ is the rate parameter. The mean of an Erlang-k distribu-

tion is k
λ
. Re-expressing M j(t, l) in terms of its pdf yields the following

(3.20) f (x; k, µ) =
µk xk−1e−µx

k!
for x, µ ≥ 0, k ∈ Z+,

where k =
∑l

i=1 A( j, t, l).

The lack of technological capabilities may preclude the processing of an activity or a job altogether.

Although technological capabilities generally increase as time progresses, there are cases where legal or

contractual restrictions actually truncate a firm’s technical abilities. An example is the expiration of a license

on a given manufacturing process, or the discontinuation of a certain raw material. Given the stochastic

nature of technical capabilities, the model requires all planning to be done within the rubric of a certain

technological safety zone. Hence, the parameter ξc(t) indicates a probabilistic constraint, which provides a

margin of safety for the system’s overall capabilities within the given project deadline. A control theoretical

approach may also address the same concept by assuring system stability, where certain system parameters

are implemented to ensure the system will not be overwhelmed by the incoming demand and “blow up.” The

Lyapunov Function and Pontryagin’s Minimum Principle, which were briefly referenced in [Wang02] and

discussed earlier in Section (3.1), are the usual tools for determining system stability, but these concepts will

not be explored here.

At the beginning of each review period, a job’s predicted maximum contribution in fulfilling demand δ is

denoted by η( j, t, δ), ∀ j∈[0, J], t∈[1,T ], and δ∈[1,∆]. This parameter plays a crucial role in determining the

processing priority of jobs within the system, and in an extension to the proposed model, η( j, t, δ) can be used

to determine what jobs are to be eliminated. In subsequent sections, the elimination of jobs for failure to meet

a set of minimum criteria is called rejection, which falls within the category of abandonment. Essentially, jobs

will ’abandon’ the system in one of two ways. First, a job may eject itself from the system. This phenomenon

commonly occurs when a customer is forced to wait too long in a queue, or when a job has been improperly

routed through the system. Hence, ejection is a job-centric phenomenon, where a job decides when and

how to abandon the system. The second way of abandoning a system occurs when the system rejects a job.

Jobs are rejected when the buffers are full at the server and/or system level. The system may further reject
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a job when at some point it is determined that the job does not meet certain minimum requirements, such as

producing a predicted cost-benefit ratio upon its completion. Rejection is a server-centric phenomenon.

One of the main concerns of managing an NPD pipeline is the completion of a project before its deadline,

but perhaps not too early as to needlessly incur inventory or obsolescence costs. Given the highly stochastic

nature of the problem, it is necessary to define a safety margin so as to avoid too tight of a schedule for the

resources, meaning creating a schedule that pushes the makespan too close against the deadline. The proposed

model relies on ξd(t) to ensure a minimum probability for achieving a preset makespan for completing all jobs

in the project.

Decisions about rejecting incomplete jobs out of the system are made during each review period θ, θ ∈

[t, t + 1). Jobs are rejected out of the system due to (a) exceeding their designated NPD budget, or (b) historic

or predicted low performance with respect to fulfilling demand. For each job that is allowed to continue,

performance level l is updated to maximize the job’s expected market payoff at the project deadline T . A Θ-

partite directed acyclic graph can be used to represent the precedence relationship between incomplete jobs

at each review period θ. Such a graph is updated at the beginning of each review period, and is formulated as

(3.21) Rt :=
(⋃

Λθ
t , f (

⋃
Λθ

t )
)
∀ t ∈ [0,T ], θ ∈ [t, t + 1),

where Λθ
t denotes the current set of jobs to be allocated for processing during review period θ. With R

denoting the entire network of jobs, the completion time of the network of jobs is C(t, l( j, t),R), where l( j, t)

denotes the performance levels of jobs j at time t.

The proposed model uses a normalized sigmoid function to represent the market payoff. A sigmoid func-

tion is often used to describe many natural processes and complex system learning curves that display a

history-dependent progression from small beginnings, and accelerate to approach a climax over time. A sig-

moid curve is produced by a mathematical function having an S shape, and is often a special case of the

logistic function defined by the formula f (t) = 1
(1+e−t) . In general, a sigmoid function is defined over the range

of real values and is differentiable, having either a non-negative or non-positive first derivative and exactly one

point of inflection. The sigma curve has its two asymptotes at t → ±∞. The general case 1
(1+e−t) is particularly

useful in graph networks, such as R in this model, partly due to its simple derivative f ′(t) = f (t) · (1 − f (t)).

Descriptively, the sigmoid curve illustrates the relationship between the cumulative contribution of jobs

toward meeting customer demand. As more activities on jobs are processed over time, the overall project

becomes increasingly more valuable to the customer. However, there is a window during which product

development hits its “critical mass,” characterized by a rapidly-growing payoff-to-time-spent ratio. Eventu-

ally, the curve reaches a plateau due to the law of diminishing returns. Hence, additional units of time and
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resources spent to complete more activities at higher levels of performance will no longer have a favorable

correspondence to the expected market payoff. The sigmoid function is denoted as S̄ δ (t, l( j, t)) ∈ (0, 1), ∀

δ = {1, ...,∆}. In this formulation, S̄ δ(.) can be viewed as a function of the difference between the cumulated

contribution of jobs per demand δ, denoted by
∑J

j=1 η( j, t, δ) · l( j,t)
L , and the ideal market payoff for these jobs,

as indicated by either of the following cumulative market payoff functions:

(3.22) P (η(t, j, δ), l( j, t)) :=
∆∏
δ=1

[
S̄ δ (t, l( j, t))

]wδ(t)
for ∀δ ∈ [1,∆], j ∈ [1, J]

or alternatively,

(3.23) P (η(t, j, δ), l( j, t)) :=
∆∑
δ=1

wδ(t)

 J∑
j=0

η( j, t, δ) ·
l( j, t)

L

 for t ∈ [0,T ].

Combining all the aforesaid, the NPD problem can be formulated as:

(3.24) max
l̂( j,t), j∈{1,...,J}

P
(
η(t, l̂( j, t), δ)1≤δ≤∆

)
subject to

(3.25) Pr
{
C(t, l̂( j, t),Rt) ≤ (T − t)

}
≥ ξd(t)

(3.26) Pr

 ∑
j∈Λ1

t ∪Λ2
t ∪...∪ΛΘ

t

M j

(
t, l̂( j, t)

)
≤ P(.) · (T − t)

 ≥ ξc(t)

(3.27)
Θ∑
θ=1

∑
j∈Λ1

t

l̂( j,t)∑
i=l( j,t)

A( j, t, i) · c( j)

 ≤ B(t)

(3.28) l̂( j, t) ≥ min (lmin( j, t), l( j, t)) ∀ j ∈ [1, J].

Constraint (3.25) states that the completion time of the NPD project defined by the job’s desired perfor-

mance level must be smaller than the deadline with a probability of at least the current safety margin ξd(t).

The analytical evaluation of a general directed acyclic graph of a completion-time distribution, such as Rt is

an NP-complete problem, although polynomial time algorithms for determining the upper bound exist.

Equation (3.26) ensures that the remaining total workload does not exceed the system’s remaining maxi-

mum solving capacity with a probability of at least the current safety margin ξc(t). The workload is computed

by summing up the remaining processing times of the unfinished jobs from Rt. This constraint takes into

account the average random arrival of new jobs. The computation of the time required to complete both the

planned and the additional expected jobs can be performed under the assumption that jobs arrive according
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to a Poisson process with parameter λ, and that jobs have a common contribution function and an identical

performance level structure.

According to the authors, constraint (3.27) provides the conditions for rejection in the case of exceeding

the remaining NPD budget. In this formulation, the cost per activity may differ from one job to another,

refining the previous constraint in (3.26). Finally, equation (3.28) requires the target performance level of a

job to be at least equal to the minimum target for what the servers have already achieved.

3.3.3. The Conclusion. The two papers presented in this section introduced a hierarchical framework for

the control of NPD projects under a hard time constraint. The framework splits the project horizon into

a number of review periods. During each period, new information about the system is integrated into the

framework, allowing for periodic adjustment of system parameters to reach the current objectives. One of the

main strengths of the framework is its ability to provide safety margins for avoiding system overload, and for

meeting meeting a given project deadline under stochasticity. Another essential characteristic of the model is

its acknowledgment of the fact that processing jobs at various performance levels will correspond to various

degrees of contribution to the overall objective function. By describing job arrivals and processing rates

as Poisson processes, the model further lends itself into analysis using true-and-tested queueing theoretical

methods.

The ideas presented in [Dragut02A] and [Dragut02B] could have potentially formed a comprehensive and

powerful mathematical model for generalizing NPD problems. However, a large portion of the formulations

presented in [Dragut02B] had to be excluded from this summary due to lack of clarity. Moreover, some

of the model’s aspects, including the assumption that µ is the same for all activities on all jobs, make the

framework too simplistic for capturing the realities of many NPD scenarios, and may severely restrict the

model’s applicability. Nevertheless, extending the model to cases where each individual task on each given

job may be processed at a different rate on different servers at various times is plausible, as discussed in

earlier sections.

Despite the fact that [Dragut02A] and [Dragut02B] do not introduce an algorithm for solving their pro-

posed framework, some of the introduced concepts lead to creating powerful techniques for modeling the

advanced NPD framework discussed in the following section. By modifying the algorithms introduced in the

previous sections, this advanced framework proposes to solve realistic problems to near-optimality within a

reasonable amount of computation time.
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4. PROPOSED MODEL

The first assumption is that the typical Software Life Cycle (SLC) can be modeled as a dynamic system

comprised of the following six stages:

• Stage 1 - Requirements Engineering: Comprises activities required for determining what needs

or conditions must be met for a new or altered product, taking into account the possibly-conflicting

demands of the various stakeholders. Requirements are often categorized as functional and non-

functional, which must in turn be documented, actionable, measurable, testable, traceable, related to

identified business needs or opportunities, and defined to a level of detail sufficient for architectural

and system design. For a typical software project, the requirements engineer should not only have

a solid understanding of the software development process for that particular industry, but must be

capable of effectively communicating with the customer and carefully documenting the customer’s

specific needs.

• Stage 2 - Architectural Design: The product of this stage is an abstract system specification that

describes functional components in terms of their behaviors, interfaces, and interconnects. The ar-

chitecture refers to the system structure(s) comprised of software elements, the externally visible

properties of those elements, and the relationships among them. [Bass03] Given the fact that ar-

chitecture serves as an important communication, reasoning and analysis tool for the underlying

product, a dedicated architect with domain expertise may be designated for this stage.

• Stage 3 - System Design: It is the process of defining the components, modules, interfaces, and data

for a system based on the architecture in order to satisfy specified requirements. In the context of New

Product Development, system design blends the perspective of marketing, design, and manufacturing

into a single approach to product development. [Ulrich00]

• Stage 4 - Development: Comprises those activities required for the final manifestation of the soft-

ware product in a planned and structured manner, including the creation and maintenance of the

source code.

• Stage 5 - Independent Verification & Validation: Verification is the quality control process of en-

suring that the product meets specifications. Validation is the quality assurance process of ensuring

that the product fulfills its intended purpose and meets customer needs. Independent V&V is per-

formed by a disinterested third-party. This stage often involves exhaustive testing of the system as a

whole, as well as its subcomponents in isolation (i.e., unit testing).

• Stage 6 - Installation & Integration: Makes up the final stage of a typical SLC whereby the soft-

ware product is deployed at the desired site, is fully operational and is ready for customer use.
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Section 2 described the example of a small software development firm that focused on commercializing

new Android-based applications for mobile devices. For a software firm that focuses on rapid and/or con-

tinual development of new products, SLC management can be viewed as a smaller subset of New Product

Development (NPD) management. Hence, a model that can address the more difficult problem of dynamic

resource allocation in NPD context would be equally capable of addressing the lesser-included SLC manage-

ment problem. Hence, the remainder of this paper focuses on a model for NPD management, which although

is specifically designed with a software development firm in mind, should be equally applicable to many other

scenarios.

The second assumption is that a NPD pipeline can be modeled as a funnel with the following six stages,

where projects must successfully proceed through each stages, or be eliminated along the way:

• Stage 1 - Ideation: According to [Kim02] and [Koen01], this is the idea generating phase, also

known as the “Fuzzy Front End” of NPD, where the organization formulates a concept of the product

to be developed through brainstorming, reviewing consumer suggestions, etc., and decides whether

or not to invest resources in the future development of an idea. Ideation is comprised of five front-

end elements: Idea Genesis, Idea Selection, Concept and Technology Development, Opportunity

Identification, and Opportunity Analysis. For the purposes of the model proposed in this paper,

Ideation is one fully-integrated phase, which does not include Concept and Technology Development.

The justification being that in this author’s opinion, the idea generation phase requires a completely

different set of resources, and is subject to different constraints than Conceptualization, as described

below.

• Stage 2 - Conceptualization: Refers to the concept and technology development phase of the NPD.

Accordingly, once a number of candidate ideas have been selected, the firm subjects them to thorough

feasibility studies and takes preliminary steps to secure its intellectual property rights, if applicable.

Therefore, this stage requires additional resources that were not part of the previous stage, such as

the legal and accounting departments, in addition to marketing and engineering. There are also new

constraints, such as the preexistence of intellectual property rights by another firm.

• Stage 3 - Design: Once it is determined that the company is willing and able to proceed forward

with the concept, its team of engineers must perform all the necessary design-related tasks for the

product, including drafting the blueprint, creating the necessary Computer Aided Design (CAD), or

obtaining the Bill of Materials (BOM).

• Stage 4 - Prototyping: Involves creating a functional product sample for testing, and most-likely,

further refinement of the product design.
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• Stage 5 - Testing: Includes α- and β-testing to perfect product design and ensure compliance with

design and manufacturing standards and specifications, as well as statutory requirements imposed by

governmental or similar entities.

• Stage 6 - Commercialization: A catchall provision, encompassing all the steps needed for launching

the final product, such as (a) mass production, which may involve outsourcing through Original or

Contract Equipment Manufacturers; (b) marketing, including producing and placing advertisements

and other promotions; and (c) distribution, including packaging, filling the distribution pipeline with

products, and shipping.

A typical NPD setting is subject to a stochastic consumer demand function, and requires dynamic decision

processes wherein the list of active new products and projects is continually revisited and revised. According

to [Cooper01]:

In [the NPD] process, new projects are evaluated, selected, and prioritized. Existing projects

may be accelerated, killed, or de-prioritized and resources are allocated and reallocated to

the active projects. The portfolio decision process is characterized by uncertain and changing

information, dynamic opportunities, multiple goals and strategic considerations, interdepen-

dence among projects, and multiple decision makers and locations.

Resources comprise the following Three Ts:

• Tools: All the equipment, software, and machinery needed to process projects, including all non-

human resources such as capital, technology and raw material

• Teams: The human capital and its collective knowhow in each of the following four categories

A. Business & Management: Includes functions in risk-assessment, forecasting, marketing, fi-

nance and accounting, legal, and similar non-engineering areas.

B. Process Engineering: In the context of manufacturing goods, this group focuses on the oper-

ation and maintenance of the tools and the machinery, is responsible for the actual manufacturing

processes, and aims at running smooth production lines. For a software engineering firm, the group

may consist of (a) Requirements engineers, design architects, and system designers who interact

with customers, convert customer requirements into specifications and blueprints for development,

and ensure fidelity to the blueprints throughout the development process; (b) Installation and integra-

tion teams responsible for the final delivery of the product to the customer in a ready-to-use form; and

(c) Information Technology professionals who ensure the development firm’s networks, equipment,

and software tools are always available and working properly.
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C. Product Engineering: Focuses on the design and production of the goods (raw material, inven-

tory, cost, quality, performance, liability, serviceability, and user features), with the goals of making

the end product attractive to its intended market, and profitable for the firm. In the SLC context,

developers who perform coding and debugging of the application, as well as creating software doc-

umentation fall within this category. This group may also include product packaging and labeling

teams responsible for the physical manifestation of the product, should it be commercialized in a

physical form (e.g., packaged DVDs with printed documentation).

D. Quality Assurance / Test Engineering: Is concerned with the quality assurance and compli-

ance aspects of both the manufacturing processes and the final products, with the goals of providing

appropriate confidence that a product will satisfy established requirements for quality and safety, as

well as ensuring a safe work environment for the firm’s employees. In the software development

context, this group consists of the IV&V engineers.

• Tertiaries: Refer to anything that does not add net value to the end product, or has an unfavorable

cost-benefit ratio. Under Lean methodology, Tertiaries fall within Muda (seven categories of waste,

including: waiting, unnecessary motion, extra processing steps, inventory, overproduction, fixing de-

fects, and moving items) and Muri (overburden, or absurdly hard work). Most Tertiaries are wasteful

and should not be acquired, or if in existence, should be eliminated. However, some Tertiaries have

indirect or incidental benefits, such as serving as psychological aids in boosting morale, meeting

certain legal or contractual requirements, or being helpful for managing public relations.

The following sections introduce additional assumptions, which are necessarily broad thanks to the com-

plexities and flexibility innate to NPD problems. Susequently, a multi-stage method is proposed that aims at

whittling away much of a generality without sacrificing the model’s robustness. To the extent possible, the

various stages of the NPD funnel are approached as independent from one another.

4.1. The Nexus.

In Section 2, a medium-sized software engineering firm was used as a motivating example for creating

a mathematical model that could solve resource allocation problems in a dynamic, systematic manner in

that particular domain. Accordingly, Acme Inc. wished to employ its Teams and Tools to perform the

various functions delineated in the previous section for NPD management and SLC within the mobile App

development segment of the software engineering industry. At the end of each phase of the Stage-Gate model,

the company’s decision makers needed the necessary analytical tool for making various types of go/no-go

decisions, while the consumer’s stochastic demand function drove the decision analysis.
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The proposed model aims at providing that analytical tool. Where, when, and how long each of these

review periods and decision gates need to be within the pipeline can also be modeled using the proposed dy-

namic optimization techniques, but should be kept flexible depending on the problem domain. For simplicity,

we assume such parameters are fixed as they are often dictated by the stakeholders, such as the internal Sales

and Marketing team or the external customer.

Acme Inc.’s first order of business is to identify the Tools and Teams necessary to reach the desired end

state. Each resource will have a number of associated metrics, including direct and indirect unit cost, perfor-

mance rate and throughput, availability, and so on. Tertiaries that can be directly quantified are also included

within the cost function and constraint equations. The ones that cannot be directly quantified are assumed to

have been captured by other quantifiable factors. For instance, the cost of securing intellectual property (IP),

as well as potential revenue streams due to the IP developed resulting from an otherwise failed product are

directly quantifiable as expenses/resources. The cost of a free snack bar can also be directly quantified, but the

benefits are captured as possible increase in productivity through increased morale (higher processing rate),

less time spent at extended breaks (decreased downtime), or more time spent at work (increased availability

and utilization).

Determining what resources are necessary for a future project requires reliance on historical data, domain

knowledge, and certain assumptions about probabilistic factors that are often far from perfect. However,

numerous models have been proposed for the Call Center Staffing Problem that seem to provide adequate

solutions for fairly complex staffing scenarios, but are beyond the scope of this paper. Instead, this paper

focuses on the problem of dynamically allocating the existing resources (i.e., Teams that are already hired

and allocated to the project portfolio) among the various stages of the NPD-SLC funnel with the objective of

maximizing a set of criteria in a stochastic environment.

The previous sections highlighted different approaches that sought to optimize utilization rates, total com-

pletion time, and cost. However, each model had its strengths and drawbacks. The next section draws upon

the strengths of the previous models to address the issue of allocating the existing Teams among the various

stages of Acme Inc.’s development pipeline in order to maximize the company’s profitability. The proposed

model seeks to optimize intra- and inter-stage allocation of resources using a combination of DP and heuris-

tics. It should be noted that such a model can also be expanded to address the allocation of all types of

resources, and not just human resources.

4.2. The Model.

In keeping with queueing theoretical nomenclature, Teams are referred to as servers, and projects are called

jobs where each job is comprised of one or more activities, and the collection of all the jobs presently in the
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STAGE/SERVER CLASS Business & Process Product Quality Assurance &

Management Engineering Engineering Test Engineering

Ideation X X

Conceptualization X X

Design X X

Prototyping X X

Testing X X X

Commercialization X X X X

Table 1. Stage-Server Class Correlation Matrix

pipeline constitutes the firm’s current portfolio. Table 1 illustrates a scenario where not every server class is

present in every stage of the NPD funnel. In turn, each class of servers may comprise one or more servers at

a given stage. For simplicity, the proposed model assumes that the total number of servers is fixed. However,

depending on their processing capabilities and system needs, servers from different classes and/or different

stages may be reallocated throughout the NPD funnel to optimize a given objective function. The model

further follows the assumptions discussed in Section 3.1, such as resource divisibility, resource flexibility,

and activity sharing. An alternative model may follow the method proposed in [Harrison04], which divides

the capacity management problem into three categories. First, top management makes decisions about hiring,

training, and retention of server levels over relatively long time spans. Second, middle management makes

server scheduling decisions that fix pool sizes over intermediate time spans, subject to the constraints set

by top management in the first part. Finally, low-level management make dynamic routing decisions over

short time spans subject to constraints in total number of servers and pool sizes. The model in [Harrison04]

addresses the second and third parts only, denoting pool sizes as continuous decision variables. Hence, a

system manager must determine in advance the capacity vector to be employed during a specified planning

epoch, and the decision cannot be revised as actual demand is observed during the execution epoch. The

objective there is to minimize the sum of server costs and the expected total customer abandonment penalty,

which requires estimating the best achievable performance given a certain capacity vector. By way of analogy,

the model proposed in this paper focuses mainly on the execution epoch.

4.2.1. Possible Objective Functions. In classical scheduling, a problem is described by a triplet α|β|γ where

the α field describes the machine environment and contains a single entry, the β field provides details of

processing characteristics and constraints, and may contain no entry at all or multiple entries, and the γ field

35



describes the objective to be minimized and usually contains a single entry. The reader is cautioned not to

confuse this notation, known as the Graham notation, with the seemingly-similar, but different queueing-

theoretical Kendall notation discussed in Section (1.2).

There are multiple classes of heterogeneous jobs in the NPD model, varying in their degrees of priority,

which is the weight associated with that job, and difficulty, which translates into the amount of time and

resources required to process that job. Each job must go through all the 6 stages, although some jobs may

also repeat some of the stages, independent of all the other jobs. Moreover, each station is comprised of

heterogeneous, parallel servers that operate at different rates on each activity for each job. The complexity

increases when some servers may leave one station completely and join another, where that particular server’s

processing rate changes based on a number of factors in the new environment, such as knowledge, skill set,

expertise, motivation, synergy with incumbent servers, to name a few. Further yet, a server may reduce its

processing rate by not physically relocating out of a station, but rather allocate part of its capacity to other

stations. Finally, some servers may have limited capacity or buffer lengths, independent from others.

The proposed NPD model requires a hybrid entry in its α field, consisting of flexible flow shop (FFs),

flexible job shop (FJs), and open shop (Om) notations. A flexible flow shop is a generalization of the flow

shop and the parallel machine environments, where there are s stages in series with a number of identical

machines in parallel at each stage. Each job has to be processed first at Stage 1, then Stage 2, and so on.

Each stage may contain a bank of parallel machines, and where a given job j requires processing on only one

machine, any machine would suffice. A flexible job shop is a generalization of the job shop and the parallel

machine environments. There are s work centers with a number of identical machines in parallel at each work

center. Each job has its own route to follow through the system, and where a given job j requires processing

at each work center on only one machine, any machine would suffice. If a job on its route through the system

may visit a work center more than once, the β-field contains the entry recrc for recirculation. In open shop

there are m machines, no routing restrictions on jobs, and each job must be reprocessed on each of the m

machines, although processing times may be zero on some. [Pinedo02] provides more details on scheduling

concepts.

The γ field indicates the objective function(s), which mostly belong to the category of regular performance

measures, meaning they are non-decreasing or additive in nature, such as makespan. [Pinedo02] notes recent

research that considers non-regular performance measures, such as earliness penalties. This paper suggests

classifying objective functions into one of three categories. Temporal objectives include the makespan Cmax,

total completion time
∑

J C j, maximum lateness Lmax, total tardiness
∑

T j, a weighted combination of the
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above using parameter w j, or achieving a certain takt time, among others. Pecuniary objectives typically in-

volve maximizing profits, such as the Net Present Value (NPV), Return-On-Investment (ROI), the Expected

Commercial Value (ECV), or minimizing costs. Utilitarian objectives may be to maximize machine utiliza-

tion, minimize Work-In-Progress (WIP), or ensure sustainability. Examples of the sustainability objective

include scheduling resources in such a way as to guarantee long-term employment or the prolongation of raw

material availability. Another paper currently in progress employs a decisional-analytical approach to decide

on the appropriate multi-criteria objective function for a given firm in a certain industry.

The Discounted Total Weighted Completion Time (DTWCT) can capture the essence of many of the said

objective functions, thus simplifying calculations. DTWCT is defined as
∑

J w j(1 − e−rC j ), where per-job

costs C j are discounted at a rate of r ∈ (0, 1) per unit time. For example, if job j is not completed by time t,

an incremental cost w jre−rt∆t is incurred over the period [t, t + ∆t]. If job j is completed at time t, the total

cost incurred over the period [0, t] is w j(1− e−rC j ). However, choosing the appropriate discount rate r may be

more of a challenge than it appears. Section (4.3) presents a modified version of the Expected Commercial

Value discussed in [Cooper01], which also requires determining r.

Although delaying a product’s introduction to the market can be costly, premature introduction of a novel

product can be as equally damaging, if not more. The losses associated with delay include without limitations:

(a) Loss of potential market share; (b) Loss of potential revenues; (c) Loss of goodwill with the consumers,

suppliers, or the industry; (d) Increased production costs either due to increased costs of resources, or waste;

(e) Opportunity costs due to the tying-up the resources; and (f) Potential alienation of investors. On the other

hand, losses associated with premature launch include: (a) Loss of actual market share; (b) Loss of actual

revenues; (c) Loss of goodwill; (d) Increased future production costs due to early waste; (e) Opportunity costs

due to allocating limited resources to a futile endeavor; (f) Demoralization of the workforce; (g) Providing

valuable information to the competition, such as signaling market ripeness or the firm’s current technological

advancements, without offset; and (h) Alienation of investors. Hence, the ideal objective function should

capture the weighted lateness and earliness penalties, but to reduce computational complexities, the present

model only relies on the ECV.

4.2.2. Prescriptive Abandonment. In the proposed framework, resource-based decision variables are used as

a direct method of achieving the desired objective, while an indirect method is provided by abandonment,

which can control the quality and quantity of jobs in the present portfolio. The term prescriptive abandonment

refers to a decision analytical approach in creating rule-based criteria for rejection and/or ejection of jobs

pursuant to periodic review and reorientation (R&R) processes.
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Jobs may abruptly abandon the system due to ejection or rejection. Ejection refers to a job’s “decision”

to not enter the system despite having initially decided to do so, or to leave it before processing is complete.

Hence, ejection is often neither haphazard nor random, but comprises a fully-conscious and deterministic

decision on the part of jobs, such as customers, usually based on psychological, physical, financial and/or

temporal considerations that are often subjective and personal to that job. In short, ejection is a job-centric

phenomenon.

On the other hand, rejection refers to the system-centric refusal of service to a job or category of jobs. The

refusal of service may be due to probabilistic events, such as unexpected machine breakdown, or deterministic

events, such as scheduled downtime. Rejection is often common in systems with limited processing and buffer

capacities, where an overloaded system does not accept any additional jobs until the ones currently in queue

have been processed. In the proposed model, abandonment is the control mechanism for eliminating projects

that fail to meet a given set of minimum requirements at any stage, or for balancing the system’s workload

when it is incapable of meeting prescribed service requirements.
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Figure 4. An NPD pipeline with various feedback loops. In this example, a job that fails

to meet a certain minimum requirements at the commercialization stage may have to repeat

that stage, or be routed back to testing or design stages. Similarly, jobs that fail a certain

stage may have to abandon the system, or repeat one or more stages. The exception is at

the ideation stage, where inadequate ideas are simply rejected.

Figure 4 illustrates an NPD queueing system belonging to the class of Open Jackson Networks (OJN). The

general OJN consists of I service facilities called nodes, where outside jobs arrive at node i, i ∈ I, according

to a Poisson process with the mean arrival rate λi. The servers in that node process the jobs according to an

exponential distribution with mean µi. A completed job goes to the next node j, j ∈ I with probability ri j,
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Figure 5. An SLC pipeline based on the Waterfall Development Model. In this example, a

job that fails to meet a certain minimum requirements at the IV&V stage is not routed back

to development or design stages. By creating feedback loops at various stages, the model

can be extended to other development methods including Agile and XP.

or leaves the network with probability ri0. Such a system is Markovian, and by defining Ni as the random

variable for the number of jobs at node i in the steady state, the system’s steady-state solution is

(4.1) Pr{N1 = n1,N2 = n2, ...,NI = nI, } = (1 − ρ1)ρn1
1 (1 − ρ2)ρn2

2 ...(1 − ρI)ρnI
I

where ρi = λi
µi

. The following definitions elaborate on what the term “Poisson process” entails.

Definition 1. Let Xn be a random variable indicating the time elapsed between the nth and (n−1)th occurrence

of some event, and S n =
∑n

k=1 Xk, n={1,2,...}, be the epoch at which the nth event occurs, with S 0 = 0. Also,

let the random variable N(t) be the largest integer for which S n ≤ t, ∀ t, n ≥ 0. Then N(t) represents the

number of events occurring up to time t, and is called a counting process if it is non-negative and increasing.

Definition 2. The counting process N(t), t ≤ 0 is called a Poisson process with rate λ, denoted as PP(λ), if

the inter-occurrence times X1, X2, ... have a common exponential distribution function P{Xn ≤ s} = 1 − e−λx,

x ≥ 0.

The surprising result in (4.1) is that the network behaves as if each node is an independent M|M|1 queue,

with parameters λi and µi, where in fact the actual flow is not Poisson. See [Gross85]. This result can

be generalized to the case of c-channel nodes, where ci represent the number of servers at node i, each

having exponential service times with parameter µi. Once again, such a network behaves as if each node

is an independent M|M|c. A significant advantage of this phenomenon is the applicability of Little’s Law:
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Li = λiWi, or alternatively, Li =
ρi

(1−ρi)
, where Wi is the average cycle time and Li is the average number of

jobs in node i.

A benefit of modeling the pipeline as an OJN is that they are well-studied, and a number of analytical

and heuristic methods exist for analyzing and optimizing such networks. However, the existence of feedback

loops in such systems often destroys the assumption of Poisson arrival processes. This in turn may limit the

extent of analytical approaches otherwise available for solving M|G|m class of networks, such as certain in-

dexing policies discussed hereinafter. Moreover, the proposed NPD pipeline belongs to a subset of Stochastic

Processing Networks known as Open Multi-class Queueing Networks (OMQN). However, the model does

not fit squarely within any of the subclasses within the OMQN, including the OJN, which are single-class

networks, and the Multi-type Networks, which do not allow for probabilistic routing. Fortunately, in addition

to its portfolio management benefits, embedding an R&R process immediately before the entrance to each

stage allows for creating a “simulated” Markovian arrival process for every stage of the pipeline. Accord-

ingly, after R&R, jobs are released to the subsequent stages according to a “Poisson clock,” independent of

the system’s state. This in effect creates a series of independent Poisson arrivals at each stage, eliminating the

necessity to simplify the model as to make it an OJN. Also, as the following definition indicates, departures

from different stages can be combined in various ways to create other types of Markovian arrival processes

for a subsequent stage in the pipeline.

Definition 3. The summation convolution of k independent random variables with a common exponential

distribution has an Erlang distribution with parameter k, denoted as Ek. The convex combination of k inde-

pendent random variables with a common exponential distribution has a Hyper-exponential distribution with

parameter k, denoted as Hk.

4.2.3. Precedence Requirements. Before a job enters service, its processing constraints for that particular

stage must be determined using the assumptions set forth in Section 3.1. In addition to feedback, called re-

circulation (recrc) in scheduling parlance, the NPD pipeline’s β-field contains precedence constraints (prec),

blocking (block), and server eligibility restrictions (M j), which denotes the set of servers that can process

job j), and preemptions (prmp). It should be noted that there are several special forms of precedence con-

straints: If each job has at most one predecessor and at most one successor, the constraints are referred to as

chains. If each job has at most one successor, the constraints are referred to as intree. If each job has at most

one predecessor, the constraints are referred to as outtree. Blocking in this model is limited to cases when

a server’s buffer is full (i.e., the given resource is already at its maximum processing capacity). Given that
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the illustrative NPD model is designed for the software development industry, it may also be appropriate to

exclude preemption altogether.

The imposition of prec should not destroy the Markovian properties mentioned earlier, as jobs whose

precedence constraints are not satisfied will simply have a penalty associated when processed out of order,

as opposed to being prevented from processing altogether. It is important for the model to allow for the

violation of precedence constraints, if necessary, because in real settings, these constrains are sometimes

violated when the firm is forced to, or choses to taking shortcuts in its NPD processes. For example, the firm

may lack the resources, or may be racing to beat its competition to the market and does not have the luxury

of completing the proper conceptualization, design, or prototyping stages. Also, the firm may outsource one

or more of the NPD stages. Hence, a penalty parameter is associated with “short-circuiting” the established

route, appropriate to the extent of the violation, the job at issue, and other system parameters.

4.3. The Method.

Aside from the complexities inherent in designing and solving a useful NPD model, one of the more

fundamental difficulties lies in deciding which objective functions are appropriate for a given pipeline. As

previously mentioned, this paper limits the objective function to maximizing the NPD pipeline’s total ECV,

formulated using discounted present values:

(4.2) ECV j,t =
[(

PV j,t(1 + r)T−t
)
× PC j,t −C j,t(1 + r)T−t

]
× PT j,t − D j,t(1 + r)T−t

where the parameters are defined as

j ∈ J Jobs index, where J is the portfolio size

t ∈ T Finite-horizon, discrete time index, where T is the job deadline

PV j,t Net Present Value of job j’s future earnings

PT j,t Pr{technical success of job j at time t}

PC j,t Pr{commercial success of job j at time t | technical success}

D j,t Current remaining development cost of job j

C j,t Current commercialization cost of job j

r Appropriate discount rate.

The proposed model uses ECV in Steps 1 and 3, infra, to reject and prioritize jobs, respectively. According

to [Cooper01], the ECV provides a superior method to other popular alternatives, such as the Net Present

Value or “bang-for-buck” methods, which ignore risk by failing to consider the probabilities of technical

and commercial success. In solving the global optimization problem, the following multi-level approach is

introduced.
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4.3.1. Step 1: Generation of Arrivals. This step involves obtaining or generating Markovian arrival pro-

cesses, which includes performing prescriptive abandonment and establishing precedence requirements, as

delineated in Sections (4.2.3) and (4.2.2). A Job whose ECV drops below a minimum level during the R&R

process is eliminated. Determining the threshold may depend on managerial policies based on a decision

analytical framework, and will be considered in a subsequent paper.

4.3.2. Step 2: Inter-Stage Resource Allocation. The problem of allocating resources between the six pro-

posed stages is solved using the DP framework discussed in Section 3.2. Here, the demand function is

formulated using a pull system, as is common in Lean Electronics Manufacturing. Accordingly, every down-

stream stage in the NPD pipeline randomly generates a demand for jobs from its upstream stages. This means

that all demand ultimately propagates up from the commercialization stage, which in turn is influenced by

the market demand. Put differently, market demand is a compound Poisson process, which is split and prob-

abilistically distributed among the various stages at various times. Under certain circumstances, the result of

splitting or superposition of Poisson processes is also Poisson. See [Kulkarni95]. The new DP parameters

are:

t ∈ {1, ...,T } Finite-horizon, discrete time index, where T is the portfolio deadline

k ∈ {1, ...,K} Server classes

I ∈ {1, ..., 6} State space of jobs corresponding to the number of stages in the NPD pipeline (jobs are

processed from an initial state i ∈ I to a final state j ∈ I, or put differently, jobs

processed in stage i are delivered to stage j)

D Set of jobs

Dd
i jt Demand at time t for initiating the processing of jobs in stage i to be delivered to j upon

completion, where Di jt and Di′ j′t′ are statistically independent

xke
i jt Number of servers of type k transforming jobs from stage i to j at time t

xkdl
i jt Number of servers of type k currently in stage i that are being set up for processing

job d in stage j

cke
i jt Server setup cost

ckdl
i jt Net profit from transforming job d from stage i to j

Rk
it The state parameter, which indicates the current number of servers of type k in stage i
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Then, equations (3.8) and (3.9) can be rewritten as

Rk
j,t+1 =

∑
i∈I

xke
i jt +

∑
d∈D

xkdl
i jt

 ∀ j ∈ I, k ∈ K,

∑
j∈I

xke
i jt +

∑
d∈D

xkdl
i jt

 = Rk
it ∀ i ∈ I, k ∈ K,

∑
k∈K

xkdl
i jt ≤ Dd

i jt ∀ i, j ∈ I, d ∈ D.

Next, the formulation is extended to address multi-period service times, such as when transforming a job

from state i to j takes more than one time unit. By using an indicator function and defining

Rk
it′t= Number of servers of type k inbound to state i at time t, and arriving at time t′, and

τi j = Time required to traverse from state i to state j,

the system dynamics at time t can be rewritten as

Rk
jt′,t+1 =

∑
i∈I

1τi j (t
′ − t)xke

i jt + 1τi j (t
′ − t)

∑
d∈D

xkdl
i jt

 + Rk
jt′t for j ∈ I, k ∈ K, t′ > t,(4.3)

where 1y(x) =


1 if x = y,

0 otherwise.

The set of feasible decisions is then given by

X(Rt,Dt) = {xt :
∑
j∈I

xke
i jt +

∑
d∈D

xkdl
i jt

 = Rk
it′t for i ∈ I, k ∈ K,

∑
k∈K

xkdl
i jt ≤ Di jt for i, j ∈ I, d ∈ D,

xke
i jt, x

kdl
i jt ∈ Z

+ for i, j ∈ I, k ∈ K, d ∈ D},

(4.4)

and the algorithms used in solving the original model can be applied to the extension.

4.3.3. Step 3: Intra-Stage Resource Allocation. In the example illustrated by Figures 6 and 7, every stage in

the pipeline has least two classes of servers, and at most four classes of servers involved in processing the

incoming jobs. This model assumes that so long as a given job is processed by all classes of servers before

proceeding to the next stage, the order of processing can be chosen arbitrarily. To optimize the resource

allocation problem at each stage, the problem of what job should be processed on what server and in what

order is approached using a combination of queueing and control theoretical approaches. Specifically, the

pipeline is modeled as an OJN, and the routing within each stage is optimized using indexing policies, which

belong to the class of myopic greedy scheduling disciplines.
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Figure 6. Distribution of server stations from classes within each of the six stages of a

generalized NPD pipeline.
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Figure 7. Distribution of server stations for a software engineering NPD pipeline.

One of the earliest indexing policies dating back to 1956 is the Smith’s Rule, also known as the cµ Rule,

the Shortest-Processing-Time First (SPT) Rule, or the Weighted SPT (WSPT) Rule. This policy requires

prioritizing jobs in non-decreasing order of their processing-time-to-weight ratio. Accordingly, between any

two available jobs i and j, job i is processed first if ωi ∗ µi ≥ ω j ∗ µ j. The theorems and corollaries in

Section 3.1.2 are variations of Smith’s Rule, with detailed proofs provided in [Wang02]. The Gittins Index,

introduced in 1974, applies Smith’s Rule when there are parallel machines, batch jobs, and preemption is

allowed. Proofs and further details concerning the optimality of such policies are provided in [Megow06].

Another variation of Smith’s Rule is Klimov’s Rule, which uses the Gittins Index to optimize performance

measures by maximizing the derivative of cost associated with each job. See [Klimov75, Klimov79]. This

rule attaches a cost to each job and seeks to rid the system of the most expensive jobs as quickly as possible.

Klimov’s Rule is proven to be optimal among: All preemptive policies with exponential service times [Lai88];

arbitrary arrival processes with two job classes and exponential service times [Chao93]; single server queues

with general service time distributions [Glazebrook01]; and parallel server, multi-class M|G|m queues with

Bernoulli feedback and non-preemptive policies [Glazebrook02]. Hence, the rule is proven optimal for OJN,

and is used here to optimize intra-stage resource allocation within the NPD pipeline. Algorithm (4.3.3)
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delineates the application of Klimov’s Rule. Additional details and examples are provided in [Kulkarni95,

Glazebrook03].

Algorithm 4.3.1 Klimov’s Rule Indexing Algorithm for prioritizing jobs within a queue based on ECV.
Step 1 Generate the Gittins Index:

Between any two jobs i and j, order the jobs relative to their cost functions:

ECVi ≤ ECV j =⇒ i ≤ j.

Step 2 Prioritize Jobs:

Let vi, j =
ECVi−ECV j

Mi,r,a+...+M j−1,r,a
, where

r ∈ 1, 2, ...,R are the servers,

a ∈ 1, 2, ..., A are the activities in a given job, and

Mi,r,a = 1
µi,r,a

are the mean service times for resource r processing activity a on job i.

Order jobs according to Largest Gittins Index First by defining νK = maxi≤ j νi, j.

Step 3 Iterate:

Continue Steps 1-3 until all jobs are ordered.

4.3.4. Step 4: Stability Verification. Stability analysis may be critical to a successful NPD management

paradigm for a number of reasons. To begin with, an unstable dynamic system can be very wasteful. A

system that cannot adequately manage its current product portfolio may grossly mis-allocate resources, reject

valuable products ad hoc, or worse, commercialize sub-par products. Moreover, stability analysis can ensure

that a system optimized through the previous steps does not become unstable as a whole and ”blow up.”

Simulation-based analysis has the added benefit of providing new insight into the system that may otherwise

be unavailable using analytical or heuristic methods.

[Wang02]’s control-theoretical approach to stability analysis was discussed in Section 2.1, whereby the

Lyapunov function is used to proved system stability. [Dai95] introduces an analog method used in queueing

networks. Accordingly, the random variables describing the state of the network are replaced by fluid model

equations, which are deterministic equations replacing the random variables with their means. Sets of ordi-

nary differential equations are used to represent the time evolution of the queue lengths as a function of time.

Depending on the system’s state, a different service rule may apply that will change the flow of jobs through

the network. A fluid model is stable if there exists a time t0 such that for t > t0, all queues are empty, that

is, zero is a stable fixed point that is reached from every initial condition in finite time. A global Lyapunov

function with zero as a stable fixed point can be used to demonstrate that a fluid model is stable, including the

fluid approximation models for queueing systems discussed in [Dai04, Dai07]. Regardless of which approach
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is used, simulation may be the most cost effective method for testing the model prior to implementation. De-

pending on the complexity of the actual scenario, there are a number of open source queueing simulation

applications available that would prove adequate for many cases.

46



5. CONCLUSION

This paper focused on the mathematical modeling and optimization of a New Product Development man-

agement system as related to the Software Life Cycle domain. The impetus was to provide medium- and large-

sized software engineering firms with an analytical framework for making challenging decisions throughout

the development pipeline.

After a motivating example, the paper summarized and discussed results from a number of publications

whose methods were relevant to the framework proposed herein. The cited work applied powerful control-

and queueing-theoretical techniques to scheduling and optimization problems within the NPD management

domain. However, each method had is strengths, as well as shortcomings. What this paper accomplished was

to combine the strengths of the cited work into a more comprehensive framework that can be applied to a

very specific abstraction of the NPD management problem and the SLC: The Stage-Gate model. In such a

model, a number of diminishing factors (including resources and uncertainty) are represented as a funnel that

narrows as a function of time. The funnel is divided into multiple stages, each of which has a control gate at

the end where a decision must be made as to which projects (or tasks within a project) should be allowed to

proceed to the next stage, sent to a previous stage for rework, or discarded out of the pipeline altogether. The

model lends itself to optimization heuristics that can provide resource allocation strategies within the pipeline

in order to achieve certain goals, such as cost minimization or profit maximization.

One main takeaway is that the framework proposed herein is merely a decision support tool to aid the

experts make appropriate decisions in solving complex real life problems. Although it may be impractical to

apply such a model to every organization, the model is particularly of value to those that: (1) Do not suffer

from a rigid functional hierarchy, and whose human resources can be dynamically shifted from one tasking

to another; (2) Focus on innovative products with tight time-to-market constraints; and (3) Face uncertain

specifications and project scope, either due to nebulous customer requirements that continually evolve as the

project proceeds along, or because of the stochasticity of the consumer demand and variations within the

market.

The proposed model is differentiated from previous work by the fact that it combines and builds upon

methods across multiple disciplines, which are often focused on a monolithic set of problems in a stove-

piped fashion. Hence, queueing theory, control theory, Markov decision processes, requirements engineering,

new product development management, statistical analysis, and various other disciplines were combined to

achieve one goal: Effective and efficient management of developing new products.

In addition to the approaches discussed herein, many aspects of the NPD management problem can be

addressed using Decision Analysis. [Matheson89, Matheson94] discuss a thorough review of some of the
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decision analytical frameworks proposed in the NPD context. Moreover, risk can be effectively spread across

product lines and throughout the life-cycle using the concept of group risk tolerance, which is a risk manage-

ment concept used for distributing risk across projects, firms, and divisions within a firm. Such topics will be

the focus of future work.

Future research will also explore the potential advantages of using metaheuristics in place of the linear,

piecewise-linear DP approximation methods discussed herein. For instance, the latest evolution of Tabu

Search can be used to solve highly complex optimization models, including those that violate the convexity

assumptions of the state space. Moreover, exploitation of the mathematical properties of the various matrices

involved in the model can lead to dynamic, real-time solutions that can be made available to the management

team without requiring expensive workstations and processing power. For instance, sparsity of symmetries

exploitation algorithms such as Saucy 2 can reduce the state-space, and hence, computational complexity

by several orders of magnitude [Darga08]. In addition, K.D. Glazebrook, J. Nino-Mora, V. Kulkarni, and

other stochastic networks experts have a number of recent and forthcoming publications on indexing policies

that may be better alternatives to those discussed here. Future work shall explore these alternative, and as

appropriate, adopt them in the proposed methodology.
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