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Though adaptational effects are found throughout the visual system,

the underlying mechanisms and benefits of this phenomenon are not yet known.

In this work, the visual system is modeled as a Deep Belief Network, with a

novel “post-training” paradigm (i.e. training the network further on certain

stimuli) used to simulate adaptation in vivo. An optional sparse variant of the

DBN is used to help bring about meaningful and biologically relevant receptive

fields, and to examine the effects of sparsification on adaptation in their own

right. While results are inconclusive, there is some evidence of an attractive

bias effect in the adapting network, whereby the network’s representations are

drawn closer to the adapting stimulus. As a similar attractive bias is docu-

mented in human perception as a result of adaptation, there is thus evidence

that the statistical properties underlying the adapting DBN also have a role in

the adapting visual system, including efficient coding and optimal information

transfer given limited resources. These results are irrespective of sparsifica-

tion. As adaptation has never been tested directly in a neural network, to the

author’s knowledge, this work sets a precedent for future experiments.
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Chapter 1

Specific Aims

Adaptation is a phenomenon whereby neurons in a sensory system mod-

ulate their responses as a result of prolonged exposure to a particular stimulus.

In the visual system, effects of adaptation have been found throughout the en-

tire neurological hierarchy, from retina to cortex [41]. Similarly, there are

effects at many levels of perception as well, from adaptation to light levels

[22] to adaptation to holistic faces [25]. In fact, the consistency and variety

of such effects have made adaptation an invaluable tool for discovering the

structure of the visual system [41], and have even earned it the distinction of

“the psychophysicist’s electrode”[7].

Kohn [20] provides two major reasons for studying adaptation in gen-

eral. First, adaptational effects occur on a short enough timescale to affect

sensory processing on-line in the natural environment. Adaptation allows for

recent stimuli to be used as a context for current stimuli, and he argues that

neurological adaptational effects are the manifestation of this encoded history

information. As such, adaptation is fundamental to sensory processing. Sec-

ond, he argues that in studying adaptation we can gain insight into neural

plasticity on the whole, which may share among its different implementations
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a common functional goal.

What is the point of adaptation and its aftereffects? Some surmise that

it is just a byproduct of the visual system’s design and thus of little computa-

tional consequence. But it seems näıve to think that the brain would not use

such a widespread phenomenon to its advantage. Rather, it seems possible

that it was contrived intentionally by evolution to improve the performance of

the visual system using statistical regularities in the environment [2].

If adaptation improves the visual system’s performance, exactly how it

does this has thus far been difficult to characterize [20]. Therefore, one goal

of this study will be to discover what specific benefits, if any, adaptation has

for the visual system.

Many studies that examine adaptational effects do so by causing an

animal to adapt to a particular stimulus and then testing different levels of

the visual system (e.g. V1, V2, MT) in order to determine if there is an

effect and what statistical property this effect may have. While these studies

offer valuable insights into the effects of adaptation, both neurologically and

computationally at a single layer, they do not directly address the overall

reason for adaptation when we consider the entire visual system as having a

common goal to which adaptation can contribute. Some studies do consider

adaptation as an inherited effect between layers, but these results still only

look at the effects that manifest between one layer and the next; they do not

consider the overall goal in the entire network.
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In this work, I have conceptualized the visual system as a deep lay-

ered network whose goal is to encode the statistics of the natural environment

as well as possible using the network’s limited resources. In this context, I

have evaluated adaptation as a deep learning mechanism used by this net-

work toward this goal in response to statistical regularities by elucidating the

mechanisms by which it happens and by exploring its functional benefits.

In this research, it is more important to expose the underlying statis-

tical and computational properties of the network than the specific details of

biological mechanisms. Therefore, I have employed a Deep Belief Network

(DBN) [16] as the basis for my model of the visual system. This model was

chosen for several reasons, chief among them its ability to be reliably trained

to arbitrary depths, its efficiency in learning layered feature detectors, and

the putative correlations between deep generative learning and learning in the

brain [14].

The specific steps in this project, with future work, are the following:

• Formalize adaptation in the visual system in terms of a Deep Belief

Network

• Use this model to formulate a theory of the mechanisms and functional

benefits of deep adaptation

• Test this theory using psychophysical data
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Chapter 2

Background

2.1 The visual system is fundamentally organized in a
layered structure

Hubel and Wiesel [18] laid the groundwork for the hierarchical model of

the visual system. They characterized the response characteristics of different

types of cells (simple, complex, hypercomplex, etc.) organized hierarchically

in the visual system, and then put forth that the purpose for this hierarchy in

cell types was to create a hierarchy in processing, with each layer integrating

inputs from the layer below to produce a more abstract representation. This

hypothesis has been largely accepted in the visual community.

2.2 The effects of adaptation can be found in many dif-
ferent types of perception

Adaptation is unique in that it can be readily found at many levels

of the visual system’s neurology, as well as within many types of perception.

Here are some examples, roughly organized from “lowest” level of perception

to “highest”.
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2.2.1 Retinal light adaptation

Shapley et al. [35] examined the retina’s ability to adapt to different lev-

els of light. They found that, by a mechanism entirely in the retina (horizontal

cells projecting onto rods), the response gain of photoreceptors is modulated

in response to the amount of light entering the retina. Light adaptation is

important because natural light intensity can vary by more than ten orders of

magnitude, but photoreceptors are limited to a dynamic range of just one or

two [6].

2.2.2 Contrast adaptation

Boynton [6], Gardner et al. [10] explored the visual system’s ability to

adapt to different levels of contrast in the visual environment, finding that the

“dynamic range” of the contrast response of early visual areas shifted such

that it produced a consistent response to differences from the contrast mean.

They highlight an important point: the aim of the visual system is not to

detect levels of light in the environment, but rather to detect differences in

light levels, known as contrast. Similarly, the visual system is concerned not

so much with absolute levels of contrast as with differences from the contrast

mean.

2.2.3 The McCollough Effect

McCollough [27] described an effect whereby adaptation to interlaced

pairs of colored gratings causes colorless gratings to take on the opposite color.
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2.2.4 The Tilt Aftereffect

Gibson and Radner [11] first described the now well-known “Tilt Af-

tereffect” (TAE). After staring at a pattern of lines tilted at a certain angle,

subsequent lines are perceived to be tilted in the opposite direction.

2.2.5 The Motion Aftereffect

Addams [1] first described the equally well-known “Motion Aftereffect”

(MAE), also known as the “Waterfall Illusion”. This effect is simple: after

viewing a moving stimulus for a prolonged period of time and looking away to

a stationary stimulus, there is a percept of motion in the opposite direction as

the moving stimulus.

2.2.6 Facial features

Webster and MacLin [42] described an effect whereby holistic facial

features can be adapted to. Specifically, after viewing a face with its features

distorted by expanding or contracting its facial features in the x and/or y

direction, other faces appeared distorted in the opposite manner.

2.2.7 Expressions and emotions

Fox and Barton [9] described an aftereffect whereby adapting to a face

with one emotion caused subsequent faces to appear to have the opposite

emotion.
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2.2.8 Facial identity

Leopold et al. [25] found a high-level adaptational effect dealing with

holistic facial identities (as opposed to features within a face). In their experi-

ment, four veridical faces were selected, and an “average face” was algorithmi-

cally generated to lie in the center of a constructed “face space”. Axes could be

drawn from the average face to any of the veridical faces, and along these axes

faces could be generated of different “identity strengths” depending on where

they lie along the axis. “Anti-faces” with negative values of facial identity

could also be defined. In human experiments, the principal finding was that

adapting to an anti-face potentiated perception of the corresponding veridical

face when subsequently shown faces of positive identity strengths along that

axis. That is, after adapting to “Anti-Jim”, it takes less Jim in a test face to

identify it as Jim. Remarkably, even the average face could be endowed with

an identity by this mechanism.

2.3 The mechanisms and functional benefits of adapta-
tion are unknown

Despite all the evidence for adaptation throughout the visual system,

the functional benefits that adaptation offers have been difficult to describe.

Kohn [20] provides an excellent review of the proposed functional benefits

of adaptation with evidence for and against several conjectures. Citing hy-

potheses of improved discriminability for stimuli that are similar to a prevail-

ing stimulus, improved discriminability for stimuli that are different from a
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prevailing stimulus, and efficient coding, Kohn finds insufficient evidence for

psychophysical improvement of any particular kind to name a specific gener-

alizable benefit of adaptation.

He points out that the traditional paradigm of adapting to a single

stimulus and testing a single area that is used in most tests for adaptation

may be fundamentally incapable of seeing the adaptational benefits and ef-

fects that happen between multiple layers. Kohn specifically points out the

need to understand how adaptive effects are inherited from other layers in the

hierarchy. He claims that this understanding would compliment neuroimaging

work that employs adaptation to assign specific computations to single visual

areas [12].

Some work on inherited effects has already taken place, including Kohn

and Movshon’s work on adaptational effects inherited from earlier areas by area

MT [21], but to my knowledge, no studies as of yet have considered adaptation

from a deep network point of view.

2.4 A computational model can be used to formalize
the visual system

Marr was champion of the notion that the visual system should be

examined from an abstract computational level in order to understand its

biological design [26]. The idea is that the visual system, like virtually any

system or property that has come about in evolution, is motivated by some

goal, and to understand the goal is to understand the system that brings about
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that goal. Two examples in vision would be the Efficient Coding Hypothesis

(see [3, 36] for a review), and Bayesian estimation and decision theory [19, 33].

In many cases, models offer an advantage over experimental data in

that such data are usually the result of myriad complex processes that are

difficult to distill from one another. The purpose of a computational model

is to distill the system under study into mechanisms that can be manipulated

and studied individually, while simultaneously allowing us to bring together

knowledge from multiple types of analysis ranging from molecular to complex

systems and perceptual levels [34].

2.5 The Deep Belief Network is the best model of the
visual system for this purpose

There is growing evidence that multilayer models are needed to accu-

rately model the visual system, both in terms of biology (matching the layered

structure in the brain) and in terms of the ability to process complex visual

data [14].

However, multilayer discriminative models have traditionally been hard

to train. Backpropagation [31] beyond a few layers is impractical, as each

layer from the top down tries to account for as much of the error signal as

it can, leaving little for the lower layers to do and resulting in poor feature

detection. In addition, backpropagation relies on labeled training data, making

unsupervised learning impossible.

As opposed to a discriminative model, which is designed to infer hidden
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layer activations from data, a generative model is designed to optimize latent

variables such that they are most likely to generate the data from the top

down.

While top-down generation is frequently used in a generative model

(and, in fact, Hinton [14] cites evidence from [8, 24, 28] that there is evidence

for such generation in the visual system), another key feature of such a model

is its ability to easily perform bottom-up inference by estimating, at each layer,

what latent variables would have generated the activations of the layer below.

A recent discovery by Hinton et al. [16] enables deep generative net-

works to be trained effectively and efficiently in what is known as a Deep Belief

Network.

The fundamental building block of a DBN is the Restricted Boltzmann

Machine (RBM), a stochastic fully-connected bipartite network first intro-

duced under the name “Harmonium” [37, 43]. To train it as an autoencoder,

we clamp a data vector to the visible layer and perform alternating Gibbs sam-

pling until an equilibrium is reached, after which we use the difference between

the original data vector and the reconstructed one to adjust the weights. This

works in principle, but because it takes infinite Gibbs samples to reach perfect

equilibrium, it is highly impractical. Hinton’s breakthrough enables RBM’s

to be trained much faster using a principle called Contrastive Divergence [13],

whereby an RBM can be trained using only a few Gibbs iterations, or even

just one.
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the feature detectors are being driven by images from the
training set, and<vihj>recon is the corresponding frequency
when the feature detectors are being driven by recon-
structed images. A similar learning rule can be used for
the biases.

Given a training image, we set the binary state, hj, of
each feature detector to be 1 with probability

p!hj " 1# " s!b j $
X

i

viwi j# (Equation 3)

where s(%) is the logistic function, bj is the bias of j and vi is
the binary state of pixel i. Once binary states have been
chosen for the hidden units we produce a ‘reconstruction’ of
the training image by setting the state of each pixel to be 1
with probability

p!vi " 1# " s!bi $
X

j

h jwi j# (Equation 4)

The learned weights and biases directly determine the
conditional distributions p(hjv) and p(vjh) using
Equations 3 and 4. Indirectly, the weights and biases
define the joint and marginal distributions p(v,h), p(v)
and p(h). Sampling from the joint distribution is difficult,
but it can be done by using ‘alternating Gibbs sampling’.
This starts with a random image and then alternates
between updating all of the features in parallel using
Equation 3 and updating all of the pixels in parallel using
Equation 4. After Gibbs sampling for sufficiently long, the
network reaches ‘thermal equilibrium’. The states of pixels
and feature detectors still change, but the probability of
finding the system in any particular binary configuration
does not. By observing the fantasies on the visible units at
thermal equilibrium, we can see the distribution over
visible vectors that the model believes in.

The RBM has two major advantages over directed
models with one hidden layer. First, inference is easy
because there is no explaining away: given a visible vector,
the posterior distribution over hidden vectors factorizes
into a product of independent distributions for each hidden
unit. So to get a sample from the posterior we simply turn
on each hidden unit with a probability given by Equation 3.

Box 1. The wake-sleep algorithm

For the logistic belief net shown in Figure 3a, it is easy to improve
the generative weights if the network already has a good set of
recognition weights. For each data-vector in the training set, the
recognition weights are used in a bottom-up pass that stochastically
picks a binary state for each hidden unit. Applying the learning rule
in Equation 1 will then follow the gradient of a variational bound on
how well the network generates the training data [22].
It is not so easy to compute the derivatives of the bound with
respect to the recognition weights, but there is a simple, approx-
imate learning rule that works well in practice. If we generate
fantasies from the model by using the generative weights in a top-
down pass, we know the true causes of the activities in each layer,
so we can compare the true causes with the predictions made by the
approximate infererence procedure and adjust the recognition
weights, rij, to maximize the probability that the predictions are
correct:

Dr i j /hi

!
h j & s!

X

i

hi r i j#
"

(Equation 5)

The combination of approximate inference for learning the gen-
erative weights, and fantasies for learning the recognition weights is
known as the ‘wake-sleep’ algorithm [22].

Figure 4. (a) Two separate restricted Boltzmann machines (RBMs). The stochastic, binary variables in the hidden layer of each RBM are symmetrically connected to the
stochastic, binary variables in the visible layer. There are no connections within a layer. The higher-level RBM is trained by using the hidden activities of the lower RBM as
data. (b) The composite generative model produced by composing the two RBMs. Note that the connections in the lower layer of the composite generative model are
directed. The hidden states are still inferred by using bottom-up recognition connections, but these are no longer part of the generative model.

Review TRENDS in Cognitive Sciences Vol.11 No.10 431

www.sciencedirect.com
Figure 2.1: (Adapted from [14]) (a) Two separate restricted Boltzmann ma-
chines (RBMs). The stochastic, binary variables in the hidden layer of each
RBM are symmetrically connected to the stochastic, binary variables in the
visible layer. There are no connections within a layer. The higher-level RBM
is trained by using the hidden activities of the lower RBM as data. (b) The
composite generative model produced by composing the two RBMs. Note that
the connections in the lower layer of the composite generative model are di-
rected. The hidden states are still inferred by using bottom-up recognition
connections, but these are no longer part of the generative model.

With an efficient algorithm for training RBM’s, they can be stacked

such that the “output” (hidden layer activation) of one layer serves as the “in-

put” (visible layer) of the layer above it, forming a Deep Belief Network. Each

hidden layer, forming an RBM with the layer below it, is trained completely be-

fore the one above it so that each one develops into a unique feature-detection

layer. The result is an efficient training algorithm for a deep layered generative

network that can learn any number of hidden layers. It has been proven that

adding additional layers to a DBN can only improve the generative model [16].

DBN’s have been used quite successfully for a number of applications
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[15], among them:

• Generating and recognizing images [4, 16, 30]

• Video sequences [38]

• Motion-capture data [39]

• Retrieval of documents and images [17, 32]

One of the key reasons that the DBN was chosen is that it is easy to

perform a number of tests on it relevant to this work.

• Encoding accuracy for a stimulus is easy to quantify by clamping the

data vector to the visible layer, propagating upward through each layer,

and then propagating back down each layer in reverse. Then, we simply

take the RMSE between the original and reconstructed data vectors to

determine accuracy quantitatively, or simply analyze the difference in

output images visually to do so qualitatively.

• “Perception” can be simulated in a DBN by adding an additional clas-

sification layer with units corresponding to categories that the network

is programmed to “perceive” to the top of the network and training it

either using backpropagation or with an associative memory [16] in a

supervised manner. Inference then includes the network’s “perception”

as the activation of units in this classification layer.

12



• It is possible to visualize individual units within a layer by simply

plotting their values at any given point.

• PCA and similar techniques can be used to visualize representations

of multiple stimuli in a layer.
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Chapter 3

Preliminary Data

3.1 New implementation of the DBN for experimenta-
tion

For all experiments, I used a new implementation of the DBN optimized

for convenience and extensibility. As a baseline for this implementation’s ef-

fectiveness, I have successfully reproduced the results of Hinton’s experiments

on deep autoencoding of digits and digit recognition [17].

This model was also extended for optional use as a Sparse DBN, as

described by Lee et al. [23], which basically keeps the “firing rate” of hidden

layer neurons at a low level, resulting in sparse activations. The authors report

that a similar intuition was used in other models, such as that of Olshausen

and Field [29]. Hidden layer sparsity was enforced in my model by evaluating

a sparsity cost function (described in [23]) after each batch training interval,

and altering the hidden layer biases to minimize this cost function until it was

below a threshold set individually for each layer of hidden neurons.

While the main point of this work is not to examine sparsity as a

property of the visual system per se, sparsity was included as an option for

several reasons:
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• When trained on natural image patches, the Sparse DBN has been found

to accurately replicate the receptive fields of V1 and V2 neurons in the

first and second hidden layers, respectively [23], resulting in a more ac-

curate model of the visual system than a traditional DBN, and indeed

providing a more concrete one-to-one mapping between layers of the net-

work and specific areas of the visual system.

• Since much of this work is concerned with receptive fields, having more

visible ones would allow changes in them to be tracked more easily.

• Despite the extra sparsity constraint, the fundamental training mech-

anism of the DBN remains unchanged, which in turn means that the

statistical properties underlying the DBN should still be testable.

• For this work and future work, the native properties of the DBN and

those imposed by sparsity — both of which are thought to be relevant

in the real visual system — can be tested in parallel and in isolation.

To verify the viability of my implementation of the Sparse DBN, I

replicated the experiment done by Lee et al. [23]. I trained a DBN with a

visible layer size of 784 and a hidden layer size of 200 on the entire MNIST

handwritten digit database (60,000 images, divided into batches of 6,000 each)

for 100,000 epochs. This network was trained first with no sparsity constraint

(as a standard DBN), and then with a sparsity threshold of 100 (as a Sparse

DBN) (Figs. 3.1 and 3.2). Enforcing sparsity results in localized receptive

fields resembling pen strokes, confirming the results of Lee et al. [23].
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Figure 3.1: Projective fields of the first 30 hidden neurons of a network trained
on the MNIST database, without sparsity. Lighter shades indicate higher
activity

3.2 Basic adaptation in an RBM

A straightforward way to implement adaptation in a DBN is to “post-

train” a standard DBN with a specific adapting stimulus. After a DBN has

developed feature-detecting layers through normal training on a complete cor-

pus of examples, the idea is to train it further on a single stimulus in order to

induce adaptation (layers related to classification, like an associative memory,

are not post-trained). The rationale for this is that a DBN, like the visual

system, is always at or near an “equilibrium” with the stimuli in its environ-

ment (i.e. the stimuli that it has been trained on) in that it is optimized to
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Figure 3.2: Projective fields of the first 30 hidden neurons of a network trained
on the MNIST database, with sparsity.

encode these stimuli. In a broad example, if a network is trained to encode

faces, one can say that the network is in equilibrium with encoding general

faces and can even be considered already “adapted” to a space consisting of all

faces. Thus, in adapting to a single stimulus, the “environment” is changed to

include a proportion of that stimulus that increases with time. The network,

in response to a changing environment, will change accordingly to retain its

optimal encoding ability.

In a two-layer network (a single RBM), this procedure is trivial. In a

network of more than two layers, the most straightforward method would be

to train using greedy RBM training — that is, layer-by-layer from the bottom

17



up. However, this could result in the bottommost hidden layer taking as much

of the burden of adaptation as possible, leaving little for the other layers to

do and diminishing the effects of deep learning. To remedy this situation, all

hidden layers are iterated through until the network converges on its adapted

form, in order to simulate all layers adapting in parallel.

An experiment has been carried out to determine the basic response of

a standard RBM to “post-training” adaptation. In this experiment, an RBM

with a visible layer of 784 units and a hidden layer of 500 units was trained to

autoencode a batch of 200 unisex front-facing faces1.

The RBM was trained for only one epoch in order to make the effect of

adaptation as apparent as possible. After training, the batch of all stimuli was

clamped to the visible layer, propagated up through the weights to the hidden

layer, and the activations of the hidden layer propagated back down through

the weights to the visible layer. PCA was used to visualize the representations

of the 200 stimuli in a space generated by the two first principal components

in both layers. From there, a single stimulus was chosen based on its location

in this space, and the RBM was adapted to it via post-training, sampling with

PCA again at specific intervals using the same principal components as the

unadapted space.

Both layers in the unadapted network had the representations roughly

1The faces were obtained from the Face Database of the Max-Planck Institute for Bio-
logical Cybernetics in Tuebingen, Germany (http://faces.kyb.tuebingen.mpg.de/). See
[40] for information on the creation of the face database and [5] for information on the mor-
phing technique used to create the head models.
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Figure 3.3: Adaptation to a point in the cluster of 200 stimulus representations
in the visible layer. Axes are the first and second principal components of the
unadapted representation space. The red dot indicates the adapting stimulus.

clustered together, with a few outliers. After adaptation, the visible layer

always manifested a characteristic “stroke” pattern (Figs. 3.3 and 3.5). The

pattern of the hidden layer after adaptation depended on the location of the

adapting stimulus relative to the center of the cluster originally. If it was near

the center, the stimuli would clump together in representation space (Fig. 3.4);

if it was far from the center, the layer would manifest the stroke pattern (Fig.

3.6). For both layers, the adapting stimulus always lay in a place in the new

pattern corresponding to its location in the original pattern. In other words,

the pattern was distorted into its new shape. The pattern as a whole might

move somewhat in representation space, but its form was maintained. These

results are only consistent when the adapting stimulus is re-clamped to the

visible layer between adaptation epochs.
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Figure 3.4: Adaptation to a point in the cluster in the hidden layer

Figure 3.5: Adaptation to a point out of the cluster in the visible layer

3.3 Multilevel adaptation in a DBN and Sparse DBN:
Gabor patches

A DBN with visible layer size 196 and hidden layer sizes of 400 and

200, respectively, was trained on 10,000 Gabor patches (divided into batches of

1,000) for 20 epochs per layer. An associative memory of size 2,000 was added
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Figure 3.6: Adaptation to a point out of the cluster in the hidden layer

to link the output of the topmost layer to another layer of two classification

units, and was trained for 3,000 epochs after the lower layers were trained. The

Gabor patches had random tilts between 0 and 180 degrees (encompassing the

entire circle) with 5 pixels per period, 1.5 periods covered by one standard

deviation, and a grid width of 13 pixels. The associative memory was trained

to classify the stimuli (more precisely, the abstracted output of the topmost

layer) into whether it was more “vertical” (activation of the first classification

unit) or “horizontal” (activation of the second).

This network was trained once without sparsity and once with sparsity

thresholds of 100 and 1 for the first and second hidden layers, respectively.

Once both networks were trained, they were adapted via post-training for 100

epochs to a Gabor patch at 0◦, 45◦, and 90◦, separately. For simplicity, sparsity

was not enforced during adaptation.
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Three analyses were performed on each unadapted and adapted net-

work:

• Autoencoding of stimuli, to check for fundamental ability to encode. This

is done by clamping a stimulus to the lowest layer, propagating its rep-

resentation up through all layers (except the associative memory), and

propagating it back down. The more accurate the output of the lowest

layer is to the original stimulus, the better the autoencoding perfor-

mance.

• Classification of stimuli into categories as per training of the associative

memory. This is done by clamping a stimulus to the lowest layer, propa-

gating its representation up through all layers (including the associative

memory), and using the associative memory to propagate to the two-

element classification layer. The associative memory has been trained

beforehand to associate specific stimuli (more accurately, the represen-

tation of the stimuli at the topmost hidden layer) with a representation

in the classification layer. This allows the network to classify arbitrary

stimuli into one of two groups based on the relative activations in the

classification layer.

• Projective fields, which are a close approximation of the receptive fields

of the hidden neurons in a network. For a layer in question, a projective

field is generated by clamping a representation consisting of activation
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Figure 3.7: Gabor non-sparse autoencoding. The images on the left are unique
stimuli. The second column is the autoencoded result of the unencoded net-
work. The remaining columns are the results of the networks adapted to a
stimulus of the orientation indicated.

only at a single unit to that layer and propagating down to the visible

layer, where the projective field can be found.

The results for the Gabor networks are contained in Figures 3.7 – 3.14.

Originally, the Gabor networks were trained for much more than 20 epochs,

and adaptation was for only one epoch, but it was found that with so many

epochs of training, the networks had already mastered the stimulus set, and

no new training happened. Therefore, it was necessary to leave the training

incomplete and drastically increase the “signal” of the adaptive stimulus.
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Figure 3.8: Gabor sparse autoencoding

3.3.1 Unadapted network

Even with the reduced number of training epochs, unadapted autoen-

coding performance is generally very good for both the non-sparse and sparse

networks, which is expected given that the stimuli are relatively easy to learn.

Unadapted classification performance is very good for the non-sparse

network, showing a nice graded pattern, and decent for the sparse network,

showing all stimuli beyond a certain eccentricity from 90◦ to “cluster” into

the same grouping. An important metric to consider is the “classification

threshold”, which is the point at which the activations of the hidden units are

matched (i.e. the network cannot “decide” between the two). For the non-
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Figure 3.9: Gabor non-sparse classification. The left column consists of unique
stimuli to be classified, with orientation indicated on the left. Each subsequent
column is the activation of the two-unit classification layer once the stimulus
has been propagated through the network and through the associative memory
to this layer, for the unadapted and each adapted network, as indicated.

sparse unadapted network, this threshold occurs at 45◦ and 135◦, as would be

expected. For the sparse network, this threshold occurs at around 60◦ and

120◦, with clear clustering of stimuli into stereotyped categories divided by

these thresholds (as opposed to the more gradual classification in the non-

sparse network). Upon closer inspection, it seems that there is a gradient,

but it is compacted into such a tight range that it is more difficult to per-

ceive. Thus, the “clusters” are actually the extremes of the gradient, where

the decision has already been firmly made.
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Figure 3.10: Gabor sparse classification

The unadapted projective fields show clearly the impact of sparsifica-

tion in the first hidden layer, with the non-sparse fields largely just noise (with

some oriented gradings in the first few units), and much more obvious oriented

gradings in the sparse fields.

In the second hidden layer, we again see noise for the unadapted net-

work, but a curious central “dot” pattern for the adapted network, with faint

oriented gradings superimposed in some cases. Although the nature of the

central pattern is debatable, the sparse network was indeed able to extract

localized projective fields in the second hidden layer.
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Figure 3.11: Gabor non-sparse projective fields, layer 2. For each image, the
sub-images clockwise from the top-left are the projective fields of the same
unit for the unadapted network and the networks adapted to 0◦, 45◦, and 90◦,
in that order.

3.3.2 Adapted network

For autoencoding in the non-sparse network, adaptation seems to just

introduce noise, with the noise proportional to the difference between the

adapted stimulus and the autoencoded one. Autoencoding in the sparse net-

work seems to be much more resilient to adaptive effects.

For classification in the non-sparse network, the primary effect of adap-

tation seems to be to amplify activation around the adapter at the expense of

orientations distal to the adapter. This effect may be a straightforward result
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Figure 3.12: Gabor non-sparse projective fields, layer 3

of tuning the network to the adapter, strengthening its signal at the expense

of other stimuli. There is some evidence that the classification thresholds are

repelled away from the adapter in the 45◦ and especially in the 90◦ column.

For the sparse network, there is no perceptible change.

Projective fields seem entirely unchanged by adaptation. The only

exception is in the second hidden layer of the non-sparse network, where the

adapter clearly dominates over all other stimuli.
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Figure 3.13: Gabor sparse projective fields, layer 2

3.4 Multilevel adaptation in a DBN and Sparse DBN:
Faces

A DBN with visible layer size 4,900 and hidden layer sizes of 400 and

200, respectively, was trained on 200 unisex front-facing faces faces (the faces

were obtained from the Face Database of the Max-Planck Institute of Biolog-

ical Cybernetics in Tuebingen, Germany, cited above), all in one batch, for

20,000 epochs per layer. An associative memory of size 2,000 was added to

link the output of the topmost layer to another layer of two classification units,

and was trained for 3,000 epochs after the lower layers were trained. The faces

of the general training corpus were originally 256x256 color images on a black

background, and the faces of the corpus used to train the associative memory
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Figure 3.14: Gabor sparse projective fields, layer 3

were originally 400x400 images of the same type. Before it was used, each

image was converted into a grayscale image and cropped by 10% on the top

and bottom, and 20% on the left and right, before being resized into the 70x70

images used by the network. The associative memory was trained to classify

a set of faces with “identity values” of a certain individual ranging from -50%

to 100% (that is, ranging from a certain individual’s 50% “anti-face”, through

the “average face” of no neutral identity, and to the 100% “veridical” face of

that person; see [25] for more information). Classification was set so that the

“veridical” face (activation of the first classification unit) and the “anti-face”

(activation of the second) would be identified as two different people.
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Figure 3.15: Faces used to train the associative memory. In order from left to
right, the faces with gray borders are the ones with identity values of -50%,
0%, and 100%, which were used for adptation.

Figure 3.16: Face non-sparse autoencoding. The images on the left are unique
stimuli. The second column is the autoencoded result of the unencoded net-
work. The remaining columns are the results of the networks adapted to a
stimulus of the identity strength indicated.

Once both networks were trained, they were adapted via post-training

for 1 epoch to a face at -50%, 0%, and 100% identity strength, separately (Fig.

3.15). For simplicity, sparsity was not enforced during adaptation. The results

for the Face networks are contained in Figures 3.16 – 3.23.
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Figure 3.17: Face sparse autoencoding

3.4.1 Unadapted network

Unadapted autoencoding performance is generally good for both the

non-sparse and sparse networks. For classification in the non-sparse network,

we once again see a nice grated pattern (this time with a classification threshold

at 0%, as expected). For the sparse network, we once again have clustering,

with the threshold at or around 0%.

Unadapted projective fields in the first hidden layer for the non-sparse

network show evidence for a mean face with aberrations superimposed on it.

For the sparse network, this pattern persists. The way the faces are encoded is

fundamentally different, more closely representing the stimulus faces; this pat-
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Figure 3.18: Face non-sparse classification. The left column consists of unique
stimuli to be classified, with identity strength indicated on the left. Each sub-
sequent column is the activation of the two-unit classification layer once the
stimulus has been propagated through the network and through the associa-
tive memory to this layer, for the unadapted and each adapted network, as
indicated.

tern is conducive to sparsity as fewer of these neurons are needed to compose a

complete face than the neurons of the unadapted network, which encode only

incomplete faces and thus need to be composited together.

In the second hidden layer, the projective fields are almost identical

for the non-sparse network, but for the sparse network they do show some

modestly strong differences between holistic faces.
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Figure 3.19: Face sparse classification

3.4.2 Adapted network

For autoencoding in the non-sparse network, there is evidence of the

autoencoded stimuli more closely resembling the adapter, either by changing

holistic features or by superimposing the two. As with Gabors, the sparse

network is more resilient to this effect.

For classification in the non-sparse network, gradings are preserved but

are shifted such that the classification threshold falls somewhere else. For the

-50% and 0% columns, it is shifted almost identically up to -40%; for the

100% column it is shifted only slightly up to -10%. For the sparse network,

the threshold is shifted up to -10%, down to 35%, and down slightly to 10%
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Figure 3.20: Face non-sparse projective fields, layer 2. For each image, the
sub-images clockwise from the top-left are the projective fields of the same
unit for the unadapted network and the networks adapted to -50%, 0%, and
100% identity strength, in that order.

for each adapter, respectively.

Projective fields show little evidence of being altered by adaptation.

The only exception is the second hidden layer of the sparse network, where

there is slight evidence of bias toward the adapter.
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Figure 3.21: Face non-sparse projective fields, layer 3

3.5 Discussion

3.5.1 Basic adaptation

In interpreting the results of the basic adaptation experiment, it is

important to characterize what this “stroke” pattern is; at present it is un-

known. There is an effect due to adaptation in an RBM, but it is difficult

to characterize. The results of the hidden layer provide some evidence of an

attractive effect due to adaptation (i.e. one where perception is biased toward

the adapter), whereby representations are drawn closer to the adapting stimu-

lus. If such a phenomenon manifests in a single RBM, it still remains unknown

what phenomena will manifest when multiple RBM’s are adapted together.
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Figure 3.22: Face sparse projective fields, layer 2

3.5.2 Multilevel adaptation

Although sparsity was included in this work in order to elucidate the

effects of adaptation (especially in projective fields), it is worthwhile to note the

differences between the non-sparse and sparse network results. As expected,

the projective fields of the sparse networks tend to self-organize into localized

fields, just as real neurons of the visual system are believed to. For Gabor

patches this is obvious in comparison to the uniform noise of the unadapted

projective fields. For faces, sparsity results in projective fields in both layers

closely resembling actual faces, which may perhaps be an analogue of the

localized fields found in the Gabor experiments.

37



Figure 3.23: Face sparse projective fields, layer 3

Another readily apparent effect of sparsity (for both Gabors and faces

alike) is that classification gradients are clustered such that the network makes

an “all or nothing” decision for each stimulus (or, as described above, the

gradients are tightly compressed). This is not an intended consequence of

sparsity and is indeed contrary to each network’s training, which teaches it

directly to the gradient pattern. It would seem to indicate that the encoded

representation itself (i.e. before the associative memory) is performing this

clustering as a result of sparsification. Again, this is an unintended effect, as

sparsity was intended to work alongside proper encoding, not in spite of it.

However, even without a graded pattern, the sparse network is able to quite

clearly set out classification thresholds, which both indicates that it is aware of
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the differences between stimuli, and preserves the ability to monitor changes

in these thresholds due to adaptation.

Adaptational changes in autoencoding seem to be straightforward, con-

sisting of a predictable bias toward the adapter, manifesting either as noise or

as a merging of the stimulus and the adapter. Neuroscientifically, this could

be thought of as an attractive effect, but this would require more study.

For classification, there is evidence of movement in classification thresh-

olds, but this is inconclusive. Especially in the 90◦ Gabor non-sparse column,

there is a potentiation to classify as the adapter, which could be thought of

as an attractive effect, but this could also be due to the super-training of the

network for the adapter at the expense of other stimuli. For faces, for both

the non-sparse and sparse networks, perceptible movement does take place,

but it does not coincide with any characterized psychophysical phenomenon

(e.g. a repulsive effect would have moved all classification thresholds toward

the adapter, amplifying differences from it).

Projective fields show little, if any, change due to adaptation. This

could indicate that adaptation in the nervous system takes place without the

need to change projective fields (e.g. through changes in the nonlinear weight-

ings between them), but more likely indicates that the adaptation paradigm

is not sufficient to induce these changes. Still, even if some other mechanism

is responsible for adaptation, it seems unusual that there would be no change

at all in the projective fields, at least as a side-effect.
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Chapter 4

Future Work: Methods and Experimental

Procedures

The effects of sparsity are interesting, but there are basic questions

that need to be answered before the additional complication it introduces

becomes worthwhile. The precise effects of the algorithm need to be studied

epoch by epoch to determine exactly what it is doing to bring about sparsity

and how these changes in turn bring about the effects seen here. Of course,

the parameters of the algorithm (e.g. the frequency of sparsification and the

sparsity threshold) would need to be manipulated to learn more about their

effect and what parameters are best suited for both performance and speed.

The unique “clustering” found in the classification experiments is a

point of interest as well. Why does this occur as a result of sparsification? It

may be due to the fact that the sparse network effectively has two optimiza-

tion functions to satisfy (autoencoding accuracy and sparsity), and the latter

is dominating to the point that clustering emerges. But then, why is this the

case? A future step would be to establish a quantitative relationship between

sparsity and clustering. Another step would be to examine the top-level rep-

resentations of the clustered stimuli and determine whether they are indeed
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as similar as clustering makes them out to be, and, if they are, track them

down the network to determine at what layer they merge. Finally, when this

merging is found, we can determine the mathematical reason why it is brought

about by sparsity.

The results thus far are inconclusive, but there are indications that

high-level adaptational mechanisms are at work. The changes in classification

gradients due to adaptation are certainly worth looking into. A straightforward

analysis would be to examine the outputs of the final hidden layer (i.e. before

the associative memory) and see if they indeed resemble unadapted stimuli that

produce the same classification response. As an alternative, the classification

layer of the adapted network could be clamped to a specific activation and then

propagated through the associative memory and down to the visible layer to

see what stimuli are associated with that response. If the resemblence is found,

then the next step would be to track this change down to see what layer it

first manifests at. If not, then it would seem that the associative memory is

grouping previously unseen stimuli into known categories through a mechanism

of its own.

The fact that projective fields do not change at all is quite unexpected.

The classification experiments indicate a clear effect of adaptation, but the

precise mechanism is not yet known. One useful analysis would be to look at

the array of weights between layers and their corresponding biases and track

their changes over each epoch of adaptation.

The fundamental goal of this work is to elucidate the adaptational
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mechanisms taking place in the visual system. The theory is that if we can

bring about the effects of adaptation in the DBN, then there may be link be-

tween the mechanisms and fundamental properties of the network that brought

about these effects and those in the visual system. To this end, it would be of

great value (also for understanding the DBN in its own right) to learn more

about these fundamental properties. For example, although it is known that

networks like the DBN behave in a way pursuant to efficient coding and op-

timal information transfer, being able to quantify these in some way would

help to more concretely identify what mechanisms are most responsible for

adaptation. Even better would be the ability to track these metrics in real

time epoch by epoch, identify the contributions due to each weight or bias

change, and finally make direct links between adaptational phenomena and

specific changes in these metrics in specific places in the network.

Once these questions have been answered for a network with one hidden

layer, we can start looking at adaptation as a mechanism across multiple layers,

for example using the above metrics to see how changes in one synapse due

to efficient coding result in changes in other synapses further down the line.

Hence, by quantitatively tracking the effects of adaptation across multiple

layers of the DBN, we can make hypotheses about the mechanisms at play in

the multilayer visual system.

If evidence is found of a mechanism underlying adaptation in the DBN,

the next step would be to search for evidence of this specific mechanism in vivo.

This could take the form of matching the model’s predictions with existing
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neuroimaging data. Existing and novel psychophysics experiments could be

used to further elucidate and refine the connection between the model and the

actual brain, for example by matching stimuli for which an adaptational effect

is especially pronounced or diminished in silico to the same stimuli in humans.
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Chapter 5

Conclusions

This work yields some evidence for an attractive bias effect when adapt-

ing a DBN. However, more research is needed into the nature of this effect,

and there are no conclusions we can draw at this point about its underlying

mechanisms, either for the DBN or for the biological visual system. As for the

functional benefits of adaptation, given the evidence for a bias effect in silico

analogous to a perceptual bias effect in vivo (and that this effect does not seem

to be affected by the sparsity of the network), there is evidence that statistical

properties underlying the adapting DBN are also responsible to some extent

for adaptation in the visual system, including efficient coding and optimal

information transfer given limited resources. Again, more research is needed

here to confirm these hypotheses.

The work here serves to advance the field of neural networks in sim-

ulation of a biological system, namely a system consisting of layered feature

detectors modeled by a generative network. To my knowledge, this is the first

time that adaptation has been tested directly in a neural network, and this

work establishes a precedent for future work to follow.
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