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Recently, researchers have reformulated Item Response Theory (IRT) models into 

multilevel models to evaluate clustered data appropriately.  Using a multilevel model to 

obtain item difficulty and person ability parameter estimates that correspond directly with 

IRT models‟ parameters is often referred to as multilevel measurement modeling. Unlike 

conventional IRT models, multilevel measurement models (MMM) can handle, the 

addition of predictor variables, appropriate modeling of clustered data, and can be 

estimated using non-specialized computer software, including SAS.  For example, a 

three-level model can model the repeated measures (level one) of individuals (level two) 

who are clustered within schools (level three). 

Limitations in terms of the minimum sample size and number of test items that 

permit reasonable one-parameter logistic (1-PL) IRT model‟s parameters have not been 

examined for either the two- or three-level MMM.  Researchers (Wright and Stone, 1979; 

Lord, 1983; Hambleton and Cook, 1983) have found that sample sizes under 200 and 
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fewer than 20 items per test result in poor model fit and poor parameter recovery for 

dichotomous 1-PL IRT models with data that meet model assumptions.   

This simulation study tested the performance of the two-level and three-level 

MMM under various conditions that included three sample sizes (100, 200, and 400), 

three test lengths (5, 10, and 20), three level-3 cluster sizes (10, 20, and 50), and two 

generated intraclass correlations (.05 and .15).   

The study demonstrated that use of the two- and three-level MMMs lead to 

somewhat divergent results for item difficulty and person-level ability estimates.  The 

mean relative item difficulty bias was lower for the three-level model than the two-level 

model.  The opposite was true for the person-level ability estimates, with a smaller mean 

relative parameter bias for the two-level model than the three-level model.  There was no 

difference between the two- and three-level MMMs in the school-level ability estimates.  

Modeling clustered data appropriately; having a minimum total sample size of 100 to 

accurately estimate level-2 residuals and a minimum total sample size of 400 to 

accurately estimate level-3 residuals; and having at least 20 items will help ensure valid 

statistical test results. 
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Chapter 1: Introduction 

With the increased importance of educational testing as a result of the enactment of 

Bush‟s No Child Left Behind (NCLB) policy, researchers are scrambling for improved 

methods of validating the psychometric functioning of test scores.  One particularly 

promising method involves use of the multilevel measurement models (MMM) (Beretvas 

and Kamata, 2005). The MMM refers to use of the Hierarchical Generalized Linear Model 

(HGLM) to obtain item difficulty and person ability parameter estimates that correspond 

directly with Item Response Theory (IRT) models‟ parameters while using a modeling 

framework that permits appropriate handling of clustered data.  Kamata (1999; 2001) 

demonstrated and assessed the equivalence of the IRT and HGLM models‟ 

parameterizations for dichotomous items. Studies have since examined the functioning of 

HGLM for various data designs that use dichotomous or polytomous data, providing 

illustrations of the superior flexibility of HGLM over IRT.   

For instance, Pastor and Beretvas (2002) used a three-level HGLM (dichotomously 

scored items nested within time nested within people) to evaluate item-level measurement 

invariance across time and to assess individuals‟ growth trajectories.  With this study, the 

researchers demonstrated that the dependency resulting from clustering of individuals 

within clusters or of item scores over time within individuals could be modeled with the 

HGLM.  Natesan (2007) estimated item difficulties, item discriminations and person 

abilities under various conditions using a two-level 2-PL HGLM and obtained satisfactory 

estimates for sample sizes as low as 200.  Setzer (2008) assessed the effect of sample size 

(N = 250, 500, 1,000 and 2,000) and test length (I = 10, 20, and 40) on parameter recovery 

for an explanatory multidimensional Rasch model.  In addition, the HGLM can also be 

used to assess differential item functioning (DIF) as a source of a descriptor at the relevant 
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level (time, individual, group, etc.).  Williams and Beretvas (2006) conducted a simulation 

study that verified the similar performance of polytomous HGLM coefficient estimates to 

that of the generalized Mantel-Haenszel statistic for DIF detection.   

While these studies have extended Kamata‟s original model for dichotomous data 

to incorporate various applications of HGLM, none have tested the limits of the estimation 

of this MMM in the context of traditional IRT model estimation methods, providing the 

main focus of this dissertation.  In particular, what minimum sample sizes produce 

acceptable parameter estimates using two- and three-level HGLM estimation?  

Researchers (Wright and Stone, 1979; Lord, 1983; Hambleton and Cook, 1983) have 

found that sample sizes under 200 and fewer than 20 items per test result in poor model fit 

and poor parameter recovery for dichotomous unidimensional 1-PL IRT models with data 

that meet model assumptions.  However, researchers have not assessed whether in 

scenarios with smaller sample sizes and fewer items, parameters can be better recovered 

with HGLM estimation methods. 

This simulation study will assess parameter and standard error estimation bias for 

HGLM model parameter estimates.  Several conditions that are considered to be pertinent 

to the functioning of the models are manipulated in a fully crossed design. The conditions 

of interest include: overall respondents‟ sample size, number of clusters, number of test 

items, and degree of cluster dependence (i.e., the intraclass correlation).  If HGLM is to be 

applied to data for which IRT parameters are desired, in particular, in scenarios in which 

the dataset has clustered examinees, it is important that the multilevel model‟s parameter 

estimation performs at least as well as the traditional IRT parameter estimation 

procedures.  As stated previously, research has shown that 200 examinees and 20 test 

items are needed for acceptable parameter recovery for the 1-PL IRT model.  The present 

study will test sample sizes and test lengths below the limits that have been tested and 
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validated using the 1-PL IRT model.  Once the limits of the two- and three-level HGLMs 

have been identified, researchers can use these guidelines to model data with confidence 

that the implemented parameterization produces accurate estimates. 
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Chapter 2: Literature Review 

This chapter begins with an introduction to item response theory (IRT) models 

used to characterize dichotomous data.  Methods of IRT model estimation are then 

discussed.  Then, the unconditional, random-coefficient, and intercepts- and slopes-as-

outcomes hierarchical linear models are outlined followed by a discussion of the uses and 

formulations of hierarchical generalized linear models.  Finally, the formulation of IRT 

models as instances of hierarchical generalized linear models for use with dichotomous 

data is explained.  

ITEM RESPONSE THEORY (IRT) 

Item Response Theory (IRT) is a psychometric theory that provides a basis for 

scaling persons and items based on responses to assessment items.  The core attribute of 

IRT models is that they relate person and item parameters to the probability of a discrete 

outcome, such as a correct response to an item.  This non-linear relationship can be 

expressed graphically with an item characteristic curve (ICC).  The appearance of an 

item‟s ICC depends on the model the researcher chooses to “explain” the data.  Choosing 

a model is the first step in the process of examining one‟s data; this selection is generally 

based on the researcher‟s theory or another researcher‟s previously explored model.  The 

models are generally distinguished by the number and type of parameters estimated.  

Regardless of the model selected, the results of an IRT model calibration will include item 

difficulty estimates and person ability estimates.  Obtaining these parameter estimates 

allows the researcher to calculate the probability of responding to an item in a particular 

way for examinees with a specific ability level.  For dichotomous items, the probability 

calculated is that of a correct response versus an incorrect response.  An example of a 

dichotomous item would be a multiple choice item that is scored right or wrong.  For 
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polytomous data, one calculates the probability of responding in one of a number of ways.  

For example, in tests where the directions state to choose the “best” answer choice, there 

could be one best choice among five answer choices of varying “correctness.”  The 

respondent could be awarded five points for choosing the best answer, four points for the 

next best answer, etc.  Each of the five response options has a probability that a 

respondent will choose it based on the respondent‟s ability level.  The focus of the present 

research concerns dichotomous IRT models; therefore, polytomous IRT will not be 

discussed further.  For any dichotomous item IRT model, the researcher decides if the 

model should include additional parameters such as an item discrimination parameter or a 

pseudo-guessing parameter. These parameters will be discussed in the next section. 

Developed as a more sophisticated alternative to Classical Test Theory (CTT), IRT 

has numerous features that have popularized its use.  For example, one feature of IRT is 

that the item characteristics are not group-dependent.  That is, the difficulty (or other item 

characteristic) of an item will remain constant regardless of which examinees complete the 

item.  However, the item characteristics may fluctuate across examinees if the model does 

not fit the data (Embretson & Reise, 2000).  A similar feature of IRT is that the scores 

describing an examinee‟s latent trait, or ability, level are not test dependent.  In other 

words, the ability level of an examinee is not dependent upon the set of test items 

completed by the examinee.  Both of these features are commonly referred to singly as the 

property of invariance.  As another improvement over CTT, IRT provides a precision 

associated with each ability score.  Using CTT, a single standard error is calculated for the 

entire population of test takers; with IRT, the standard error estimate varies across ability 

levels.   

The most widely used IRT models involve two assumptions about the data being 

examined.  The first assumption is that the items that make up the test measure only one 
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ability.  That assumption is referred to as unidimensionality.  In recent years, however, 

researchers have explored the use of multidimensional IRT models with some success 

(Ackerman, 1994; Reckase, 1997).  The second assumption, the assumption of local 

independence, is related to unidimensionality.  Local independence means that there is no 

relationship between examinees‟ responses to different items after controlling for 

examinees‟ abilities.  Local independence can automatically be assumed if the assumption 

of unidimensionality is met (Hambleton, Swaminathan, & Rogers, 1991).  

The three most widely used unidimensional IRT models for dichotomous item 

response data are the one-, two-, and three-parameter logistic models. Each of these 

models will be described in the next section. 

Dichotomous IRT Models 

Item Response Theory consists of a vast array of models, the simplest model being 

the Rasch (1960) model, or one-parameter logistic model (1PL).  The simple Rasch model 

only employs a single item parameter, the item difficulty, in its formulation.  In the case of 

the 1PL model, the probability of a correct response for examinee j on item i is defined by 

the equation 

,
)exp(1

)exp(
)|1(
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jijij
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where θj is examinee j‟s trait level, and bi is the difficulty of item i.  The difficulty of the 

item is located on the point of the latent trait continuum at which the examinee has a .5 

probability of responding to the item correctly.  The item difficulty is also identified 

graphically by the point of inflection of the item characteristic curve. For item i (i = 1, ..., 

k), a correct response by person j (j = 1, ..., n) may be coded as Xij = 1; the term Xij may 

have a value of 0 for an incorrect response.   

(1) 
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The 1PL model is one of the most widely used IRT models, presumably because 

the model requires the smallest number of parameters to be estimated and is the simplest 

model to understand. In this simple model, one assumes that item difficulty is the only 

item characteristic that influences the likelihood of an examinee responding to an item 

correctly.  Therefore, the item discrimination, or the potential for the item to distinguish 

between examinees who will respond to the item correctly and examinees who will 

respond incorrectly, is assumed equal across items.  In addition, the possibility of guessing 

the correct answer is assumed equal to zero. Use of this single item parameter thus 

designates this model as the most restrictive regarding item characteristic assumptions.   

  The two parameter-logistic (2PL) model is less restrictive than the 1PL model.  

Under the 2PL model, the item discriminations are allowed to vary across items.  In the 

case of the 2PL model, the probability of a correct response for examinee j on item i is 

defined by the equation 

  

                                         

where ai is the discrimination for item i.  Like the 1PL model, the 2PL model does not 

contain a pseudo-guessing parameter; thus, the left asymptote of the item‟s characteristic 

curve is assumed to be zero.   

The three parameter logistic (3PL) model is an extension of the 2PL model.  In 

addition to the item difficulty and discrimination parameters, this model also contains a 

pseudo-guessing, or pseudo-chance-level, parameter to be estimated (Hambleton, 

Swaminathan, & Rogers, 1991).  In the case of the 3PL model, the probability of a correct 

response for examinee j on item i is defined by the equation 

 

 

(2) 

(3) 
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where ci is the pseudo-guessing parameter for item i.  The inclusion of ci in the model 

alters the meaning of item difficulty.  The item difficulty is still identified graphically by 

the point of inflection of the item characteristic curve; however, it is no longer equal to the 

trait level at which the probability of success is .50. When the ci parameter is added, the 

lower asymptote shifts the point of inflection to a higher probability of success.  Because 

the 3PL model consists of more parameters to be estimated than the 1PL or 2PL models, it 

is the least restrictive of the three models.  However, inclusion of additional parameters to 

be estimated can make the estimation more difficult. Increasing the number of parameters 

in the model requires larger sample sizes for acceptable parameter recovery (Embretson & 

Reise, 2000; Barnes & Wise, 1991).   

 Over the past thirty years, a vast amount of research has been devoted to IRT 

parameter estimation recovery, providing recommendations regarding sample sizes and 

test lengths that will produce accurate parameter estimates when data assumptions are met 

and when they are not met.  Because the focus of this study is on the 1-PL model, the 

discussion is limited to this model.  For data where the assumptions hold true, Wright and 

Stone (1979) recommended a minimum test length of 20 items and a sample size of 200 

for accurate estimation of the 1-PL model.  This minimum sample size and test length 

have been supported in simulation studies by other researchers (Lord, 1983; Hambleton 

and Cook, 1983). 

Researchers have used simulation studies to show parameter recovery accuracy 

when assumptions are violated.  One assumption of the 1-PL model frequently tested is 

that item characteristic curves in a test have equal item discrimination and zero lower 

asymptotes.  The results indicated that the 1-PL model is generally robust regarding 

unequal item discriminations; but the parameter recovery is not robust in the presence of 

nonzero lower asymptotes, with the greatest impact on accurate estimation of ability for 



 9 

those with low ability (Hambleton & Cook, 1983; Hambleton & Traub, 1971).  Some (De 

Gruijter, 1986; Wainer & Wright, 1980) have investigated modified 1-PL models fixing 

lower asymptotes to non-zero values (Barnes & Wise, 1991).  Barnes and Wise (1991) 

used joint maximum likelihood to estimate ability and item parameters for 1-PL and 

modified 1-PL models, where the lower asymptote was a nonzero constant, using sample 

sizes of 50, 100, and 200 simulees and test lengths of 25 and 50 items.  The researchers 

concluded that the accuracy of estimates is influenced by the accuracy of the lower 

asymptote values included in the model, as well as sample size and test length.  With a 25-

item test, there were convergence problems with the 1-PL model and modified 1-PL 

models, while there were no convergence problems with 50-item tests.  In addition, ability 

and item parameter estimates were more accurate with the 50-item test than with the 25-

item test. However, the Root Mean Squared Error (RMSE) of recovered item 

characteristics curves for a sample size of 200 was .085 for the Rasch model and .045 for a 

modified 1-PL model that used the reciprocal of the number of response options minus .05 

for the lower asymptote.  Ability and parameter estimates were not sufficiently recovered 

with sample sizes less than 200, even with the modified 1-PL model (Barnes & Wise, 

1991). 

IRT Estimation 

Generally, item and person parameters in an IRT model are unknown and must be 

estimated from a single dataset (Embretson & Reise, 2000).  Maximum likelihood 

procedures are most often used when trait levels are unknown.  Of the three most widely 

used maximum likelihood procedures, including joint maximum likelihood (JML), 

marginal maximum likelihood (MML), and conditional maximum likelihood (CML); 

MML estimation “has the most desirable features” (Embretson & Reise, 2000, p. 219) and 
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so will be discussed here.  With MML estimation, the researcher must specify the 

hypothesized distribution type of the ability estimates‟ distribution.  The distribution 

specified is typically a normal distribution; however, nonnormal distributions are 

acceptable, if warranted (Embretson & Reise, 2000).  Bock and Aiken (1981) developed 

an iterative procedure for MML estimation that involves sequentially estimating item and 

person parameters based on expected frequencies (for the first iteration) and updated 

expected frequencies (for successive iterations) until the values of the item parameter 

estimates change less than a pre-specified amount.  Once the item parameter estimate 

values converge, the ability parameters, or ability levels, are estimated with maximum 

likelihood estimation (MLE) using the item parameters estimated using the iterative 

procedure and the examinee‟s response pattern (Hambleton, Swaminathan, & Rogers, 

1991). 

There are several reasons why MML estimation is so frequently used.  One 

advantage of MML estimation is that it can be used with all types of unidimensional and 

multidimensional IRT models.  In addition, short-length and long-length tests can be 

analyzed efficiently using MML estimation.  Third, according to Embretson and Reise 

(2000), “MML data likelihoods can be justified as useful for hypothesis testing and fit 

indices” (p. 214).  For instance, when using MML estimation, a ratio likelihood chi-square 

test can assess whether the fit of different IRT models differ significantly, as long as one 

of the models is a subset of a larger model (Embretson & Reise, 2000).   

MML also has some shortcomings.  Because the population distribution must be 

specified by the researcher, parameter estimates are subject to being incorrectly estimated 

if the assumed distribution is not correct (Embretson & Reise, 2000).  In addition, 

examinees who obtain all successes or all failures must be omitted from the analysis due 

to the inability to assign finite ability estimates.  Item parameter estimates are also 
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unattainable when all examinees in the sample answer the item correctly or incorrectly.  

When parameter estimates cannot be assigned, items or examinees must be omitted from 

the analysis; thus, yielding biased item estimates if items are omitted, or examinee 

estimates if examinees are omitted (Goldstein, 1980).  According to Goldstein (1980), 

large sample sizes are needed to attempt to avoid parameter invariance in item difficulty 

estimation caused by exclusion of very easy or very difficult items. In addition, bias in 

ability estimates has been found to decrease for tests with more items (Goldstein, 1980).  

Another potential cause of ability parameter bias is the treatment of item parameter 

estimates as fixed or known when progressing through the iterative estimation procedure.  

Patz and Junker stated that “It is difficult to incorporate uncertainty (standard errors) into 

the item parameter estimates in calculations of uncertainty (standard errors) about 

inferences for examinees, and there is no way to assess the extent to which standard errors 

for examinee inferences are overly optimistic because of this” (1999, p. 147-148).   

Researchers have developed other methods of parameter estimation, for example 

Expected A Posteriori (EAP) estimation, a Bayesian estimation method (Bock and 

Mislevy, 1982), to overcome some of the deficiencies of MLE estimation (although, each 

procedure has deficiencies of its own and to date no estimation procedure has proved as 

popular as MLE estimation).  Some of the deficiencies associated with using MLE and 

EAP procedures to estimate IRT models can be dealt with through the employment of 

hierarchical models.  The next section discusses how various types of hierarchical linear 

models are used to model real-world data. 

HIERARCHICAL LINEAR MODELS (HLM) 

When dealing with real-world data, it is frequently the case that groups of 

examinees are related in some way.  Researchers refer to these groups of relations as 
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clusters or nestings.  For example, if a researcher‟s dataset consisted of all of the fourth 

grade classes in the state of Texas, potential clusters of examinees could include counties, 

school districts, schools, and even classrooms.   

Ordinary least squares (OLS) regression is typically used to model the relationship 

between one or more predictor variables and an outcome variable when there is no 

dependency resulting from clustered data:   

 

 

where Yi is the outcome score for person i (e.g., GPA), X1i is the first predictor variable 

(e.g., SES), β0 (the intercept) is the expected outcome (here, GPA) for a student whose 

SES is zero, β1 (the slope) is the expected change in GPA associated with a unit increase 

in SES, and ri is the prediction error associated with student i.  Generally, the assumption 

is that ri is normally and independently distributed with a mean of zero and a constant 

variance of σ², or ri~N(0, σ²).   

OLS regression is useful in the case in which examinees can be assumed 

independent from one another; that is, there is no relationship between examinees that 

would cause them to score similarly.  Some researchers might overlook the necessity of 

clustering in the data because the variables of interest are on the same level (e.g., SES and 

GPA in the example described earlier).  It is possible to have all predictor and outcome 

variables on the same level and yet a hierarchical linear model (HLM) still be needed to 

represent the data structure accurately. The use of HLMs allows the researcher to model 

dependencies resulting from clustered examinee data.  

,110 iii rXY   (4) 



 13 

Fully Unconditional Model 

A researcher generally begins an HLM analysis with a model that does not contain 

any predictor variables, also referred to as a fully unconditional model.  A fully 

unconditional model is not designed to test any hypotheses regarding the relationships 

between variables at any level of the data hierarchy; however, the results of this analysis 

are essential.  According to Raudenbush and Bryk (2002), estimation of the fully 

unconditional model provides several things, including most importantly a grand mean 

estimate of the outcome, as well as between- and within within-cluster variation in the 

outcome measure. 

The individual level, or level-1, unconditional model is defined as 

 

 

where Yij is the outcome variable for observation i in cluster j (continuing with the earlier 

example, the outcome variable in this case could be GPA for student i in school j), β0j is 

the random coefficient representing the mean of y for school j, and rij is the error 

associated with each individual or observation i in school j, rij ~N(0, σ²).  At level two, 

here, the school level, the unconditional model is defined as 

 

 

where γ00 is the mean of the school means, or the outcome (GPA) grand mean, and u0j is 

the error associated with school j, u0j ~N(0, τ00).  The value of the school level error (u0j) 

indicates the deviation of school j‟s average GPA from the average GPA, 00. The variance 

component, 00, represents the amount of variability among schools in the residuals (the 

u0js).   The combined model equation results from the substitution of the level-2 model 

equation into the level-1 model equation and is written as 

,0 ijjij rY  

,0000 jj u 

(5) 

(6) 
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The total variance in the outcome can be calculated by summing together the level 

one and level two variance components (σ² + τ00).  A researcher can then use these 

variances to calculate the intraclass correlation (ICC), which specifies the proportion of 

the total variance that is between the clusters (here, schools).    One of the assumptions of 

the general linear model is that observations within a data set are sampled independently 

of each other.  In measurable terms, if the ICC is nonzero, then this assumption of 

independent observations has been violated and the traditional general linear model should 

be abandoned (Kreft and de Leeuw, 1998).  The ICC is the proportion of total variance 

that is between clusters. In a two-level model, the ICC is the level-2 variance divided by 

the total variance (the sum of the level one and level two variances) as the following 

equation shows: 

,
2
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where 2

0u  represents the level-2 variance and 2

0e  represents the level-1 variance.  While 

a nonzero ICC, in theory, indicates the need for using a multilevel model to partition the 

variance correctly, most educational research reports ICC values between .05 and .20.  

However, values smaller than .20 are considered by some researchers (e.g., Snijders & 

Bosker, 1999) large enough to warrant the use of a multilevel model so that the variance 

can be partitioned correctly.  Failing to account for clustering can result in incorrect 

statistical inferences.  If nesting is ignored standard errors can be under- or over-estimated 

resulting in an inflation of resulting type I or type II error rates, respectively (Moerbeek, 

2004).   

Sometimes it may be appropriate to model three levels of data.  In the GPA 

example presented earlier, one could model students within schools within districts.  For 

,000 ijjij ruY   (7) 

(8) 
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the unconditional level-1 model, GPA for each student is modeled as a function of average 

school GPA plus a random error:  

,0 ijkjkijk eY  
 

where Yijk is the GPA of student i in school j and district k, πijk is the mean GPA of school j 

in district k, and eijk is a random student effect, eijk ~N(0, σ²).  Level-2 of a three-level 

model is written as 

,0000 jkkjk r 
 

where β00k is the average GPA in district k and r0jk is a random school effect, r0jk ~N(0, τπ).  

School variability, τπ, within each of the K districts is assumed equal.  The third level for a 

fully unconditional model is written as 

,0000000 kk u 
 

where γ000 is the grand mean and u00k is a random district effect, u00k ~N(0, τβ).  The 

combined unconditional model is written as 

       
 

The total variance in the outcome can be calculated by summing together the level 

one, level two, and level three variance components (σ² + τπ + τβ) (Raudenbush & Bryk, 

2002).  As with the two-level model, the intraclass correlations, or in this case the intra-

district, intra-school, and intra-student correlation coefficients can be calculated to 

measure the proportion of variance that is at each of the three levels (Moerbeek, 2004; 

Raudenbush & Bryk, 2002; Hox, 2002). 

Random-Coefficients Model 

Adding one or more randomly varying student-level predictors to the level-1 fully 

unconditional model leads to a random-coefficients model.  Continuing with the example 

of using student SES to predict GPA, the level-1 model is defined as 

(9) 

(10) 

(11) 

(12) .000000 ijkjkkijk eruY  
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where β0j is the intercept representing the predicted value of y controlling for student SES, 

or the predicted GPA for a student with SES equal to zero, β1j is the expected change in 

GPA per one unit increase in SES, Xij is the group-mean centered predictor variable (SES) 

value for student i in school j, and rij is the error associated with each student, rij ~N(0, σ²). 

Researchers may choose from several ways to center level-1 or individual level 

predictors when examining relationships among level one variables.  The centering of X 

affects interpretation of the intercept.  In the case of group-mean centering with 

continuous predictor variables, the intercept, β0j, is equivalent to the mean for level-2 unit 

j, and Var (β0j) is the variance among the level-2 unit means, μij (Raudenbush & Bryk, 

2002).  Group-mean centering removes the influence of group-mean differences in 

predictor variables on slope and intercept estimates (Nezlek & Zyzniewski, 1998).  

Another widely used centering method is grand-mean centering in which centering around 

the grand mean yields an intercept that equals the expected outcome for an individual 

whose value on the centered predictor variable is equal to the grand mean.  One may also 

center predictor variables when using contrast-coded or dummy-coded predictor variables 

(for example, Xij = 0 for males and Xij = 1 for females).  Using group-mean centering for a 

contrast-coded variable, the intercept represents the mean outcome for everyone (i.e. both 

males and females) within group j; therefore, using group-mean centering for continuous 

and contrast-coded variables results in similar interpretations of the outcome variable. As 

with continuous variables, using grand-mean centering with contrast-coded variables 

yields an intercept that is the adjusted mean outcome in group j.  To reiterate, the research 

questions of interest should be kept in mind while making centering decisions, and it is 

vitally important that the type of centering used is considered when interpreting results. 

,10 ijijjjij rXY   (13) 
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The level-2 equations of a random-coefficients model do not include any level-2 

predictors: 

 

 

where, now, γ00 is the mean of the school means on GPA (controlling for SES) across the 

population of schools, u0j is the unique increment to the intercept associated with school j, 

γ10 is the predicted SES-GPA slope, and u1j is the slope coefficient residual associated 

with school j.  The addition of u0j and u1j to γ00 and γ10, respectively, indicates that the 

intercept and slope are being modeled as randomly varying coefficients, and thus the 

intercept and slope are being modeled to vary across schools.  Without the addition of the 

random effects to the intercept or the slope equations (i.e. u0j and u1j), the intercept and 

slope coefficients are being modeled as fixed, which means that each of the intercept and 

slope coefficients are constrained to be the same across schools.   

Combining Equations 9 and 10 yields a combined or mixed model: 

 

 

such that u0j and u1j are assumed multivariately normally distributed with means of zero 

and the following variance-covariance matrix: 

 

 

where τ00 and τ11 are the variances in the level-1 (or school) intercept and slope residuals, 

respectively, and τ10 (which equals τ01) is the covariance between level-1 intercept and 

slope residuals.  Because the random-coefficients model does not include level-2 

predictors, this model provides estimates for the unconditional variability in the level-2 

random effects.  The researcher can use the parameter estimates to calculate the average 
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intercept and slope, the variance of the intercepts and slopes across level-2 clusters, and 

the correlation between the intercepts and the slopes with the random-coefficient model. 

A random-coefficients model can also be modeled for three-level data.  Adding 

one or more predictor variables to the level-1 model, while modeling levels 2 and 3 as 

unconditional with the πs and βs specified as randomly varying, would yield a random 

coefficients model with variation in schools and districts.  The level-1 model in which 

there is one student-level predictor (SES) is written as 

 

,)(10 ijkjkijkjkijk eSESY    

where (SES)ijk is a group-mean centered continuous variable that measures student SES.  

The level-2 coefficients, π0jk and  π1jk, randomly vary over schools and districts but are not 

predicted by school- or district-level variables.  Level-2 of the random coefficients model 

is  
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with a variance-covariance matrix for the two random effects of  
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The combined 3-level random coefficient model with one level-1 predictor is written as 

 

The next section details the intercepts- and slopes-as-outcomes model, which is formed 

with the addition of a predictor variable to a second (or higher) level of a random 

coefficients model.
 

Intercepts- and Slopes-as-Outcomes Model 

The intercepts- and slopes-as-outcomes model allows the researcher to attempt to 

explain possible variability between level-2 units (or amongst higher level units).  

Continuing with the previous example, the researcher could add overall school SES as a 

predictor variable to the level-2 model (in Equation 10) to help explain variability in GPA 

between schools.  With this model, the researcher is able to assess whether the level-2 

predictor variable is related to the intercept, whether the level-2 predictor variable is 

related to the slope, and the degree of variability remaining in the intercepts and the slopes 

after inclusion of the level-2 predictors.   

The level-1, or individual level equation is the same as with the random-

coefficients model (see Equation 9).  The level-2 equations for the intercepts- and slopes-

as-outcomes model include one or more predictors.  In this case, the researcher is 

interested in using the current year‟s school budget as a predictor.  Additional school level 

predictors might include school sector (i.e. private vs. public school), dropout rate, or any 

other variable at the school level that the researcher expects to explain some of the 

variance in student GPA. However, for the sake of simplicity, the present example 

includes the continuous variable, school budget, as the only level-2 predictor variable.  

The level-2 equations for the model can be written as 

 

.)()( 000101100000 ijkjkkkjkijkijk eruurSESY   (22) 
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where SCHBUDj is the current year‟s budget of school j, γ00 becomes the mean GPA for 

students with SES of zero and a school budget (SCHBUD, grand-mean centered) value of 

zero (in this case, a value of zero is the average school budget, with a lower than average 

school budget being a negative value and a higher than average school budget being a 

positive value), γ01 is the main effect of SCHBUD, γ10 is the mean GPA slope across 

schools with the average SCHBUD, γ11 is the cross-level interaction involving SCHBUD 

and student SES, and u0j and u1j represent the random effects in β0j and β1j after controlling 

for SCHBUD.   

Combining the school- and student-level model yields the following equation: 

 

 

where the random errors, 
ijijjj rXuu  10

, are dependent within each school because all 

students within school j have the same level-2 random errors, u0j and u1j (Raudenbush & 

Bryk, 2002).   

This model can also be expanded to three (or more) levels. Adding one or more 

predictor variables to the level-1 model, and predictor variables to the level-2 and/or level-

3 model with the π and β specified as randomly varying, would yield an intercepts- and 

slopes-as-outcomes model with variation in schools and districts.  See Equation 17 for the 

level-1 model in which there is one student-level predictor (SES). The level-2 coefficients, 

π0jk and π1jk, randomly vary over schools and districts and are predicted by school-level 

variables.  Level-2 of the intercepts- and slopes-as-outcomes model is  
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and level-3 is written as 
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See Equations 19 and 21 for the variance-covariance matrices for levels 2 and 3, 

respectively.  The combined three-level random coefficient model with one level-1 

predictor and one level-2 predictor is written as 

 

 

A few methodological studies have examined parameter recovery of multilevel 

models (Snijders and Bosker, 1993; Goldstein, 1987; Kreft and de Leeuw, 1998; Maas & 

Hox, 2005; Wang, Carpenter, and Kepler, 2006).  Parameter recovery studies regarding 

two-level HLMs are scarce, but no such studies have been found for three-level HLMs.  

Some researchers have developed rules for multilevel design based on simulation studies.  

For example, Kreft and de Leeuw (1998) asserted that 30 is the smallest acceptable 

number of level-2 clusters, with 30 level-1 observations per cluster. Organizational and 

school research studies frequently consist of 50 level-2 clusters (Maas & Hox, 2005); 

however, sometimes obtaining 50, or even 30 clusters is not possible given logistical 

constraints (Maas & Hox, 2005).  Wang, Carpenter, and Kepler (2006) demonstrated use 

of a successful bootstrapping technique to combat the potential effects of having a small 

jkijkjkijk SCHBUDSESSCHBUDY )(()()( 110010000  

(25) 

(26) 

(27) 

ijkjkkkjk eruur  000101100 ) . 



 22 

number of clusters (i.e., 20). However, the computer processing time can take 12 to 16 

hours to conduct the analyses using the bootstrapping technique. 

Concerning sample size, the two-level simulation studies that have been carried 

out have indicated that the level-2 cluster size is generally more important than the total 

sample size, with large level-1 sample sizes compensating only to a limited extent for a 

small number of level-2 clusters (Maas & Hox, 2005; Snijders & Bosker, 1999; Wang, 

Carpenter, & Kepler, 2006).  In addition to the sample sizes at each level, the amount of 

dependence, expressed as the intraclass correlation (ICC), also may affect the accuracy of 

the parameter estimates (Goldstein, 1995).  Maas and Hox (2005) completed a two-level 

simulation study with three conditions: number of groups (30, 50, and 100), group size (5, 

30, and 50), and ICC (.1, .2, and .3).  Using Residual Maximum Likelihood (RML) 

estimation, the convergence rate was 100% across conditions.  No significant differences 

were found across conditions in terms of fixed or random effects parameter bias. Only 

negligible bias was found.  For the 30-cluster conditions, about 15% of the 95% 

confidence interval estimates did not contain the true value of the level two variance 

components.  A smaller percent was found for the 50-cluster conditions although the 

percent still exceeded the nominal α-level of five percent.  These results indicate that level 

two variance component standard errors were under-estimated in scenarios with smaller 

numbers of clusters. This problem was unaffected by level-1 sample size and ICC values 

had no significant effects on the standard errors (Maas & Hox, 2005), although a 3-level 

model was not tested.  It is anticipated, although not known, that a similar problem might 

be encountered in terms of the estimation of the level three variance component‟s standard 

errors.  

Researchers have devised formulae to determine samples sizes in various data 

situations.  Cohen (1988) developed a power analysis equation that related effect size, 
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power, significance level, and standard error.  The idea is that the researchers can choose 

an acceptable power level, an effect size based on their particular research, and a 

significance level, and the result of the equation will be a standard error that will then be 

used to calculate the required sample size.  Others (Cochran, 1977; Snijders and Bosker, 

1993) have developed their own formulae for specific uses.  For example, Cochran (1977) 

created a formula called the “design effect” (p. 242) consisting of 2nd stage sample size 

and intraclass correlation to calculate sample sizes in the case of two-stage sampling.  

Snijders and Bosker (1993) offer “Approximation Formulas” (p. 246-247) that are to be 

used to choose optimal sample sizes at the micro- or macro-level by computing the 

standard errors of the regression coefficients.  Moerbeek, et al. (2003) provided formulas 

for obtaining optimal sample sizes given a target cost of sampling and measuring for a 

study.  The recently developed Optimal Design software (Spybrook et al., 2009) allows 

the researcher to calculate power based on inputs such as cluster size, number of clusters 

per site, number of sites, effect size, and proportion of variance reduction at level 3 for 

various types of data, such as repeated measures trials and cluster randomized trials.  

MLPowSim (Browne, Golalizadeh, and Parker, 2009) is another software option used to 

calculate power for multilevel models.  Instead of using power analyses, Goldstein (1987) 

suggested completing a pilot study or a simulation study to formulate the best design of a 

multilevel study.    

With existing research, the lower limits of cluster-level sample sizes that provide 

reasonable recovery of parameters are still unknown for two- and especially three-level 

models.  Researchers (Maas & Hox, 2005; Snijders & Bosker, 1993; Wang, Carpenter, & 

Kepler, 2006) contend that more studies are needed to explore the lower limits of values 

of n and N. 
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HLM Estimation 

There are several estimation methods that researchers use to fit HLMs.  Since this 

study focuses on using SAS, a general statistics software package, the estimation methods 

using SAS will be discussed.  Two SAS procedures can be used to fit linear models are 

PROC GLM and PROC MIXED.  PROC MIXED is the SAS procedure most typically 

used by SAS users to estimate multilevel models. PROC MIXED has three estimation 

procedure options, including:  Maximum Likelihood (ML), Restricted or Residual 

Maximum Likelihood (REML) (default), and Minimum Variance Quadratic Unbiased 

Estimation (MIVQUE0).   

Use of the HLM is appropriate with continuous outcome data.  When the outcome 

variable is not continuous, another type of multilevel model may be chosen.  The next 

section describes the hierarchical generalized linear model, a multilevel model generally 

used for nominal or ordinal outcomes. 
 

HIERARCHICAL GENERALIZED LINEAR MODEL (HGLM) 

HLM is appropriate for nested data where the outcome variable is interval-scaled 

and the random effects are assumed to be normally distributed at each level.  In some 

cases, a researcher may be interested in an outcome variable that is nominal (i.e. a binary 

outcome) or ordinal (i.e. count data).  For instance, the variable of interest could be 

whether or not a high school senior enrolls in higher education (i.e., a college or 

university).  One response option is that the student does not enroll in higher education, 

indicated with a zero; and a second response option is that the student enrolls in higher 

education, indicated with a one.  Because a binary outcome variable consists of only two 

response options, the assumption of normality at level-1 does not hold.  The hierarchical 

generalized linear model (HGLM) presents a framework for non-linear models such as the 
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example presented here.  Hierarchical generalized linear modeling is also useful in 

modeling count data, such as the number of alcoholic drinks a person consumes in one 

day.  Models for count data will not be discussed further here. 

In order to avoid violating the normality assumption by modeling a binary 

outcome using HLM, the researcher may choose to use an HGLM to model a function of 

the probability of an outcome.  In the case of the example presented previously, the 

researcher models the log-odds that a high school senior enrolls in a college or university.  

By modeling the function of the probability of an outcome rather than modeling the binary 

outcome directly, the outcome variable is not limited to one of two values, in this case 

enrollment or no enrollment.   

Another situation in which HGLM may be appropriate is when analyzing ordinal 

data.  For example, a researcher may be interested in evaluating Likert-type attitude 

survey data, where a number of response categories, most commonly five categories, are 

ordered from, for example, „strongly disagree‟, „disagree‟, „neutral‟, „agree‟, to strongly 

agree.‟  However, because dichotomous data are the focus of this dissertation, the details 

of using HGLM for ordinal data will not be discussed further. 

Level-1 of a multilevel model consists of three parts: a sampling model, a link 

function, and a structural model.  The two-level HLM is a special case of HGLM, where 

the sampling model is normal, the link function is the identity link, and the structural 

model is linear.  For an HGLM with a binary outcome, the sampling model is binomial, 

the link function is most commonly the logit link, and the structural model is non-linear.  

When using the logit link function, the predicted value is the log of the odds of a success, 

or in the present example, of enrollment.  The logit link function is written as 
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where ηij is the log of the odds of success, or in this case enrollment, and υij is the 

probability of enrollment for student i in school j.  While υij is constrained to a value 

between 0 and 1, the log transformation enables ηij to assume any positive or negative 

value. When the probability of enrollment is .5, the odds of enrollment are 1 with the 

resulting log of the odds or “logit” equaling 0.  When the probability of enrollment is 

greater than .5, the odds of enrollment are greater than one and the logit is a positive 

value. The logit is a negative value when the probability of enrollment is less than .5 and 

the odds of enrollment are less than one.  The probability of success, or in this case 

enrollment, may be of more interest rather than the log odds of enrollment; thus, the 

following equation (back-transformed version of Equation 28) may be used: 
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To assess the degree of variation between high schools in college enrollment, one 

could use an unconditional two-level model (with students at level one and high schools at 

level two) and with no predictors at level-1 or level-2.  The level-1 model, in this case, is 

 
ij j


0 , 

where ηij is the log odds of college enrollment for student i in school j, and 0j is the 

average log odds of college enrollment for school j.  The level-2 unconditional model 

equation is written as 

 
0 00 0j j

u 
, 

where 00 is the average log odds of college enrollment across schools, and u0j is the 

random effect for school j.  As with the conventional HLM, a researcher may choose to 

add predictors to the model to explain some of the variability in the outcome.  In the 
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present example, socioeconomic status (SES) may be chosen as a predictor of the log odds 

of college enrollment and added to the student level of the model.  Additional level one 

and/or level two predictors could also be included in the model.  

A third level, such as school district in this example, could also be added to the 

model to partition variability into an added level of clustering, if necessary.  The third 

level, as with level-1 and level-2, may include the combinations of predictors, fixed 

effects, and random effects seen in the HLM model equations.  The level-1 model of a 

three-level model is identical to the level-1 model of a two-level model, except for the 

additional subscript representing the third level, in this case, districts.  With a level-1 

grand-mean centered continuous predictor (SES), it is written as  

ijkjkjkijk SES)(10   , 

where ijk represents the log-odds of college enrollment for person i in school j in district 

k.  In the level-2 model, the π1jk parameter might be assumed to be fixed across schools.  

The level-2 model, with a school-level predictor such as counselor/student ratio 

(CSRATIO), would then be written as follows: 

 

                                                                   ,  

where r0jk ~N (0, τπ).  A third level with person effects that are assumed constant across 

districts can be written as 
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where γ000 is the grand mean and u00k is the deviation from district k‟s mean from the 

grand mean where u00k ~N (0, τβ).  District-level characteristics can be added to the third 











jkkkjk

jkjkkkjk

CSRATIO

rCSRATIO

)(

)(

11011

001000




(33) 

(34) 

(32) 



 28 

level to be used as predictors for the school effect, β00k, but this addition is not shown, 

here.  The level-3 conditional combined model can be written as 

 
 

 

where γ000 is the intercept term for the district-level model, , γ100 represents the degree and 

direction of association between school characteristic (CSRATIO)jk and level-3 outcome 

γ100, and u00k is a level-3 random effect.   

Predictor variables can be added to any level(s) of the HGLM.  In addition, the 

intercepts and slopes can be specified as fixed, nonrandomly varying, or random at any 

level(s) and alternative models for the variance covariance components can also be 

specified (Raudenbush and Bryk, 2002).  Presented above are only general equations for 

the HGLM.  There are many more modeling possibilities than described here. Additional 

predictors and/or random effects can be included at all levels of the model. There are 

many estimation procedures that can be used to estimate the HGLM, some of which will 

be described in the following section. 

HGLM Estimation 

There are several estimation procedures that researchers can use to estimate 

HGLM models.  The SAS PROC GLIMMIX procedure uses the Residual Subject-specific 

Pseudo-Likelihood (RSPL) method as its default estimation method for HGLMs that 

include random effects.  By using RSPL estimation, one is attempting to overcome the 

bias that might result from treating parameters as “known” as when using MML 

estimation.  The basic approach using RSPL estimation is to approximate the model using 

linearizations that are doubly iterative (SAS Institute, 2008a).  A linear mixed model 

derived from current values of the covariance parameter estimates is used to approximate 

(35) ,)())(()( 000010110100000 kjkjkjkijkijk urCSRATIOCSRATIOSES  
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the generalized linear mixed model.  An iterative process of fitting the resulting linear 

mixed model leads to updating the linearization with the latest parameter estimates, which 

results in a new linear mixed model.  The process completes when the parameter estimates 

between successive linear mixed model change only within a pre-determined tolerance 

(SAS Institute, 2008a).  If you choose the estimation options of LAPLACE or 

QUAD(QPOINTS = 1) in the PROC GLIMMIX statement for a generalized linear mixed 

model, the estimation method is equivalent to the QPOINTS = 1 option in SAS‟s PROC 

NLMIXED procedure (SAS Institute, 2008a). 

The NLMIXED procedure also uses a residual method of estimation; however, the 

main difference between the two SAS procedures is that PROC GLIMMIX generally 

offers more processing options.  For example, PROC GLIMMIX generates starting values 

for the fixed effects by performing several iterations of a GLM model, while PROC 

NLMIXED requires the input of starting values or a default value of 1.0 is assigned 

(Schabenberger, 2007).  Another key difference is that PROC NLMIXED is not capable of 

handling more than 2 levels of data while PROC GLIMMIX can handle more than two 

levels of data (Flom, McMahon and Pouget, 2006).   

Several PROCs within SAS have been used for IRT model estimation (Lee & 

Terry, 2005; Sheu et al, 2005). Sheu et al. (2005) demonstrated the use of PROC 

NLMIXED with dichotomous, polytomous, and nominal responses.  Lee and Terry (2005) 

developed a series of SAS macros called IRT-FIT that use Bock and Aitkin‟s (1981) 

Marginal Maximum Likelihood estimation for fitting 1-, 2-, and 3-parameter IRT models. 

With the demonstration of SAS as a viable software program to estimate the parameters of 

various IRT models (Sheu et al., 2005), there can be less reliance on specialized IRT 

software programs to estimate parameters and evaluate the fit of IRT models.  SAS 

procedures can be used to estimate simpler models, such as a dichotomous IRT model, but 
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with a few simple modifications to the SAS syntax, researchers can use SAS procedures to 

handle the complexities of real-world datasets, specifically to handle the clustering of 

students within higher level contexts (like schools).   

The value of SAS as an IRT estimation software has not been completely realized, 

however.  While parameter estimates using PROC NLMIXED have been compared to 

those of several specialized IRT software programs, none have examined using PROC 

GLIMMIX to estimate the reformulation of the IRT model.  Recall that PROC NLMIXED 

is not for use with models containing more than two levels; whereas PROC GLIMMIX 

can be used with 3-level models.  Perhaps the research focus on PROC NLMIXED rather 

than PROC GLIMMIX has been the case since the majority of simulation studies have 

dealt with 2-level HGLMs rather than 3-level HGLMs.  The reformulation of the IRT 

model as an HGLM will be the focus of the next section.  

HGLM APPLIED TO IRT 

The correspondence between the HGLM and IRT models for dichotomous items 

has been demonstrated by several researchers (for example, Kamata, 1999, 2001; Schmitt, 

2007; Natesan, 2007).  Kamata (1999) demonstrated the algebraic equivalence between 

the 1PL IRT model and a constrained version of the HGLM, which he called the One-

Parameter Hierarchical Generalized Linear Logistic Model (1-P HGLLM).  The 1-P 

HGLLM models a set of item responses (level 1) nested within examinees (level 2).  

Additional levels, such as classes or schools, can also be added to model the clustering of 

data appropriately.   

The 1PL IRT model (see Equation 1) can be rearranged such that the 1PL equation 

for the probability of a correct response to item i for person j becomes 
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which is equivalent to  
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Under the 1-P HGLLM, assuming a Bernoulli sampling model and using the logit 

link function, a set of I items could be modeled using the following equation: 
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where Xqij is the qth indicator, or dummy variable associated with βqj for person j .  Given 

Xqj = 1 when q = i, and Xqj = 0 when q ≠ i, Equation 38 can be reduced to the following: 
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where β0j is person j‟s intercept term, and βqj is associated with the effect of item q on 

person j. 

  Note that the person subscript j on the βs indicates that the βs do not have to be 

assumed constant across people.  However, to correspond with typical use of the item 

response model, the item effects (i.e. item difficulties) are typically assumed constant 

across persons unless differential item functioning is hypothesized.  To specify constant 

item difficulties for each person, item effects can be modeled as fixed in the level-2 or 

person-level model (Kamata, 2001) as follows: 
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where q0 represents the item effect of item q that is assumed constant across all latent trait 

values, and u0j is assumed distributed as N (0, τ00). 

(38) 

(40) 

(37) 

(39) 
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When the level-1 and level-2 models are combined, the resulting equation for the 

log odds of a correct response to item q for person j, is 
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and the probability that person j responds correctly to item q is 
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This probability equation corresponds directly with the 1PL IRT model (Equation 36), 

where θj = u0j and bi = γq0 for i = q, with u0j ~ N(0,τ00).  

 
A third level could be added to the model to represent, for example, the clustering 

of students within schools.  The level-1 model is similar to Equation 38, which is the item-

level model of the two-level model, but each parameter has an additional k subscript that 

represents the cluster level.  The level-1 equation models the log odds of correctly 

responding to item i (here, for 5 items), within person j (j = 1,…, n), and within school k (k 

= 1,…, K) and takes the following form: 
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where Xijk is the ith dummy variable (i = 1,...,5) for item i, for person j, in school k. 

The level-2, or person-level model, for a three-level model is similar to the two-

level formulation with the addition of the k subscript.  In this formulation, each item‟s 

effect is assumed constant across individuals, therefore, the πijk parameters are assumed 

constant across persons.  The level-2 model for person j in cluster k for five items is 

written as follows: 

(41) 

(42) 

(43) 
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The error term in this model, r0jk indicates the magnitude of person j‟s deviation from the 

average ability estimate for cluster k.   

In this particular level-3 model, the item effects are assumed constant across 

persons.  The level-3 equations continuing with the example consisting of five items is 

written as follows: 
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where u00k represents the cluster k‟s average person ability with u00k ~N(0,τ00).  

 Using the same dummy coding as in the 2-level case, Xqjk = 1 for q = i, and Xqjk = 

0 for q ≠ i, the combined 3-level model is 
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where γq00 is the fixed item difficulty for item q.  The item difficulty for the three-level 

model is comparable to that of the two-level model where the item difficulty for the qth 

item is γq0.  The ability parameter for the three-level model (r0jk + u00k) does differ from 

that of the two-level model (u0j).  Under the three-level model, ability is a function of the 

(46) 

(44) 

(45) 
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individual student‟s ability (r0jk) and the average ability for the school, k, attended by 

student j, u00k.  

Kamata (2001) assessed parameter recovery for the two-level 1-P HGLLM 

through the use of a simulation study.  This study is discussed in detail because it is the 

basis for the present study.  Variables studied in a fully crossed design were (1) total 

sample size (n = 250, n = 500, and n = 1000), and (2) the number of items (k = 10 and k = 

20), resulting in 6 conditions (3 sample sizes x 2 numbers of items).  Kamata generated 50 

replication datasets for each combination of conditions.  For each replication, person 

abilities, θjs, were sampled from a normal distribution, N(0, 1), and item difficulties, bis, 

were chosen at equal intervals across the range of – 2 to + 2.  The probability of a correct 

response for each item was calculated for each person using the 1PL model Equation (1).  

This probability was then compared to a random number sampled from a uniform 

distribution with numbers ranging from 0 to 1.  If the probability of a correct response was 

greater than or equal to the random number sampled for that item, the simulated item 

response was scored correct; otherwise, the response was scored incorrect.  Finally, 

Kamata used HLM software and empirical Bayes estimation for the HGLM 

parameterization of the 1PL-IRT model.  To assess the success of the parameter recovery, 

Kamata used several statistics as indicators.  He included (1) the mean of the correlation 

coefficient between estimated and true item-parameter values, (2) the standard deviations 

of the correlation coefficients between estimated and true item-parameter values, (3) the 

root mean squared error (RMSE) of estimates of τ, (4) the mean of the estimates of τ, and 

(5) the standard deviation of the estimates of τ (2001).   

Kamata found only slight differences in mean correlations for the three different 

sample sizes; higher correlations and smaller standard deviations of correlations were 

observed where there were more examinees.  Because the differences in mean correlations 
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for the three sample sizes were very small (.993 for 250 examinees up to .998 for 1000 

examinees), one could conclude that estimated and true item-parameter values were 

recovered successfully using HGLM estimation for 250, 500, and 1000 examinees.  

Increasing the number of items from 10 to 20 did not affect the correlations or standard 

deviations as much; however, the correlation coefficients decreased and the standard 

deviation increased as the ratio of the numbers of examinees to items decreased.  

Concerning the level two variance parameter, τ, Kamata found that the observed mean of τ 

estimates was smaller than 1.0, the true value, in all 6 cases.   

While the number of examinees did not seem to have an impact on the RMSE of τ, 

the RMSE decreased when the number of items was doubled from 10 to 20.  As sample 

size and number of items increased, standard deviations of τ estimates decreased; also, the 

differences between estimated and actual τ for k = 10 and k = 20 decreased as sample size 

became larger. 

Kamata also examined two- and three-level 1-P HGLLMs using two different 

estimation procedures, including 20 schools with 50 students per school for the three-level 

model.  The data were analyzed using generalized least squares (GLS) and empirical 

Bayes (EB) person ability estimates for the 2-level model, where only the item and person 

parameters were estimated and the school effects were ignored.  The same data set was 

analyzed using GLS and EB ability estimation for a 3-level model, where item, person, 

and school mean abilities were estimated.  The 2- and 3-level models produced item 

parameter estimates that were identical up to the fourth decimal place.  With GLS 

estimation, the values for the 2- and 3-level model person parameters, u0j and r0jk + u00k 

respectively, were almost identical except for minute variation at the upper and lower ends 

of the abilities.  When comparing the 2- and 3-level 1-P HGLLM, the root mean squared 

error (RMSE) of the 3-level ability estimates was about 14% less than the RMSE of the 2-
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level ability estimates.  The 3-level model also estimated the third-level cluster (i.e., 

school) means, with values closer to the actual means than when the school means were 

estimated school means by computing the mean ability estimates within each school using 

the 2-level model‟s level two residuals.  More specifically, for 18 of the 20 simulated 

schools in Kamata‟s analysis, the estimates from the 3-level model were closer to the true 

school mean values than estimates from the 2-level model.   In addition, Kamata found 

almost three times the RMSE for the 2-level model than the 3-level model.  Both of these 

findings led to the conclusion that the 3-level model approach affords better level-3 cluster 

mean estimation than the conventional Rasch model or the 2-level 1-P HGLLM approach 

(Kamata, 1998).  However, Kamata did not determine the accuracy of parameter 

estimation under a variety of conditions including, for example, the number of items per 

test and sample sizes at levels two and three.  While studies have since built on Kamata‟s 

(1998) study to include more conditions, none have focused on robustness of parameter 

estimation using small sample sizes and smaller numbers of items per test. 

As noted earlier, Kamata‟s (1999) demonstration of the algebraic equivalence 

between the dichotomous 1-PL IRT model and the HGLM has led to the exploration of the 

advantages of using the flexibility of the multilevel modeling framework to model the 

clustering of item scores within individuals while also handling data structure 

complications (like nested examinees).  However, researchers have experienced 

convergence problems and large standard errors when analyzing sample sizes under 250 

using joint maximum likelihood and marginal maximum likelihood estimations with the 

traditional 1-PL IRT model (Barnes and Wise, 1991; Parshall, Kromrey, and Chason, 

1996).  Model estimates function worse as the number of items decreases (Barnes & Wise, 

1991).  However, Kamata (1999) demonstrated that estimation of two-level HGLMs, 

when used with sample sizes as low as 250, could recover item difficulties nearly as well 
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as for sample sizes of 1,000.  Because 250 was the smallest sample size examined and the 

estimation performed satisfactorily, the lower limit of sample size is still in question.  At 

what point, under various conditions, does estimation become unsatisfactory?  Kamata 

(1999) compared parameter estimates from a two-level model with those from a three-

level model and both sets of estimates were compared with true values for a sample size of 

1,000 with 20 clusters at level three and 20 dichotomously scored items.  Kamata explored 

only a small set of sample size values and only one test length condition for his 

assessment of the estimation of the three-level HGLM.   

Parameter estimation of the three-level formulation of the HGLM has not been 

examined closely in regards to conditions such as sample sizes and number of items.  

Others (Schmitt, 2007; Moerbeek, 2004; Manalo, 2004) have examined three-level 

models, but only one of those studies (Schmitt, 2007) used HGLM as a multilevel 

measurement model for IRT parameters.  Schmitt (2007) examined parameter recovery of 

Kamata‟s (1998; 2001) 1-P HGLLM by evaluating random and fixed effects of a three-

level model containing one level-2 predictor, one level-3 predictor, and the interaction 

between the two predictors.  Schmitt used penalized quasi-likelihood (PQL) estimation to 

evaluate the effects on parameter estimation of the size of the ICCs, the magnitude of the 

fixed effects, and cluster sample size.  The level two sample size per level three unit was 

fixed at 50 across conditions. Therefore, the total sample size for the 10-cluster conditions 

was 500 and for the 70-cluster conditions, the total sample size was 3,500.   Schmitt 

calculated the RMSE statistic to evaluate the amount of variability that exists in the 

estimated value of a parameter when recovering the parameter.  Parameters recovered 

included the random effects of the unexplained between-cluster variability, the explained 

between-cluster variability, and the person-level variability; the fixed effect estimates for 

the cluster-level, the person-level, and the person- and cluster-level interaction effect; and 
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the estimated person abilities.  Schmitt also calculated the correlation between the true 

person ability and the estimated person ability.   

For the 10-cluster conditions, Schmitt (2007) found several problems with 

estimation of the three-level multilevel measurement model.  First, the ICC levels affected 

parameter recovery for fixed effects, as measured by bias and RMSE in the 10-cluster 

conditions. In addition, with 30 clusters or more, the estimated random effects variance 

components were relatively unbiased across ICC levels, but not for the 10-cluster 

conditions.  The results of Schmitt‟s study indicate a clear disparity in parameter 

estimation accuracy between the 10- and 30-cluster conditions.  However, the study did 

not examine, say, 15, 20 or 25 clusters to determine where between 10 and 30 clusters that 

the estimation accuracy might stabilize (Schmitt, 2007).  Schmitt (2007) asserts, “This 

(limitation) is an important issue that warrants further consideration because it is often 

difficult to secure a viable number of group-level units” (p. 64).  The number of clusters 

will be examined as part of the proposed study. 

STATEMENT OF PROBLEM 

With all of these investigations of the advantages associated with combining IRT 

and HGLM, only limited conditions have been examined in research assessing use of the 

HGLM for estimating IRT model parameters.  After decades worth of simulation and 

empirical studies with IRT model estimation, the research generally supports that it is 

necessary to have 20 items and a sample size of at least 200 for accurate parameter 

estimation for the 1-PL IRT model.  Shorter test lengths have lead to convergence 

problems when calibrating item parameters using traditional IRT calibration programs, 

such as BILOG or LOGIST (Wingersky, Barton, and Lord, 1982; Barnes and Wise, 1991) 
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when using maximum marginal likelihood estimation via the EM algorithm (Mislevy and 

Bock, 1990).  

However, researchers have not addressed the lower limit of number of clusters and 

subjects within clusters necessary to obtain reasonable IRT model parameter estimates 

using the HGLM.  Researchers who have assessed IRT parameter recovery when using 

multilevel measurement modeling generally choose three conditions of sample size 

representing low, medium, and high level-1 sample sizes per level-2 unit and/or number of 

level-2 clusters.  The general outcome, as in Kamata‟s (1998) two-level study, is that the 

simulations involving medium and high numbers of subjects yield very similar parameter 

estimates between IRT and multilevel measurement models and sample sizes.  Schmitt‟s 

(2007) three-level study had similar results, with the 30-, 50-, and 70-cluster levels 

performing similarly, while the 10-cluster level did not recover parameters as accurately.  

Perhaps the same N (500) divided into a larger number of clusters, say 20, would have had 

more accurate parameter recovery, because multilevel modeling researchers (e.g., Maas & 

Hox, 2005; Snijders & Bosker, 1999; Wang, Carpenter, & Kepler, 2006) have found that 

the number of clusters at the highest level of a data structure has the most impact on 

parameter recovery.  Parameter recovery from simulations involving lower sample sizes 

have been somewhat successful, but leave the researcher wondering what is the smallest 

sample size with which HGLM estimation can still sufficiently well recover parameters. 

Furthermore, the question remains concerning what minimal test lengths can be associated 

with various sample sizes to ensure decent parameter estimation.   

To assess the limits of sample size on the accuracy of parameter estimation, total 

sample sizes as small as 100 and 200 will be examined paired with test lengths of 5, 10 

and 20 items.  The current study will compare the performance of two- and three-level 

HGLM estimation under a variety of conditions. 
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  Comparing the HGLM(2) and HGLM(3) allows the investigation of the effects of 

disregarding clustering at the third level of the model.  Conditions that will be manipulated 

and examined include the level-3 sample size, number of level two units per level three 

unit, test length, and ICC value.   

Parameter recovery will be assessed by looking at correlations between true and 

estimated item difficulties for the HGLM(2) and HGLM(3).  Correlations between true 

and estimated abilities will also be examined for the two models.  In addition, relative 

parameter bias and relative standard error bias indices will be calculated for fixed effect 

estimates and level-3 variance estimates.  The results of these analyses can be used to by 

applied researchers when choosing between these models.  
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Chapter 3: Method 

The intent of the simulation study is to assess the impact of correctly modeling 

versus ignoring the third level of three-level dataset subject to various conditions (i.e. total 

sample size, number of level-3 clusters, test length, and level-3 intraclass correlation) for 

dichotomous item data.  This study compared the person and item parameter estimates 

from two different estimating models (i.e. two-level HGLM and three-level HGLM) with 

the true person and item parameter values.  The first estimating HGLM, which will be 

referred to, here, as HGLM(2), was the model consisting of two levels (i.e. items nested 

within examinees) (see Equations 39 and 40) with the highest level of clustering (e.g., 

examinees within schools) being ignored. A three-level HGLM, called HGLM(3) for the 

purposes of this study, was also estimated with items modeled as nested within examinees 

who are clustered within schools.  Levels 1 and 2 equations are identical to the HGLM(2) 

equations but with one additional subscript (k) added to each term to represent the third 

level, schools.  See Equation 45 for the level-3 equations.  The two models were compared 

with each other and with known values to assess parameter estimation accuracy. 

DESIGN AND PROCEDURE 

Conditions 

Fifty-four combinations of conditions were manipulated in this simulation study 

(see Table 1).  The conditions manipulated include the level-3 intraclass correlation, the 

number of items, the total sample size, and the level-3 cluster size. 

Intraclass Correlation   

Maas and Hox (2002) report that in educational research, most ICCs are estimated 

to be below .20.  Two intraclass correlations (ICCs) were examined in the current study 

for the HGLM(3)-generated data including, ICC = .05 and ICC = .15.  These ICCs 



 42 

represent mild and moderate cluster dependency, respectively.  Similar ICCs have been 

used in previous multilevel studies examining the effects of ICC (Meyers, 2004; Guittet, 

Ravaud, and Giraudeau, 2006). 

Number of Items  

Three lengths of tests (i = 5, i = 10, i = 20) were studied.  These lengths were 

chosen to match Kamata‟s (1999) 1-P HGLLM parameter recovery study. 

Total Sample Size  

Three levels of total N sample sizes (N = 100, N = 200, N = 400) were studied to 

assess the sample size limitations of the 1-P HGLLM.  Examining sample sizes that would 

be considered on the low end will help researchers determine the minimum number of 

examinees needed to acquire reliable parameter estimates.   

Number of Level-3 Clusters 

Three numbers of clusters (namely, k = 10, k = 20, and k = 50) were examined for 

HGLM(3) and were fully crossed with the total sample size, N.  Because the total Ns were 

constrained to 100, 200, and 400, obviously, varying the number of level-3 clusters, in 

turn, varied the level-2 within-cluster sample sizes for the HGLM(3).  Examining small 

numbers of clusters helped determine the effects of such conditions on parameter 

estimation. 
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Table 1  

Simulation Design Conditions 

N G n i ICC 

100 10 10 5 .05 

100 10 10 5 .15 

100 10 10 10 .05 

100 10 10 10 .15 

100 10 10 20 .05 

100 10 10 20 .15 

100 20 5 5 .05 

100 20 5 5 .15 

100 20 5 10 .05 

100 20 5 10 .15 

100 20 5 20 .05 

100 20 5 20 .15 

100 50 2 5 .05 

100 50 2 5 .15 

100 50 2 10 .05 

100 50 2 10 .15 

100 50 2 20 .05 

100 50 2 20 .15 

200 10 20 5 .05 

200 10 20 5 .15 

200 10 20 10 .05 

200 10 20 10 .15 

200 10 20 20 .05 

200 10 20 20 .15 

200 20 10 5 .05 

200 20 10 5 .15 

200 20 10 10 .05 

200 20 10 10 .15 

200 20 10 20 .05 

200 20 10 20 .15 

200 50 4 5 .05 

200 50 4 5 .15 
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Table 1  

Simulation Design Conditions (continued) 

N G n i ICC 

200 50 4 10 .05 

200 50 4 10 .15 

200 50 4 20 .05 

200 50 4 20 .15 

400 10 40 5 .05 

400 10 40 5 .15 

400 10 40 10 .05 

400 10 40 10 .15 

400 10 40 20 .05 

400 10 40 20 .15 

400 20 20 5 .05 

400 20 20 5 .15 

400 20 20 10 .05 

400 20 20 10 .15 

400 20 20 20 .05 

400 20 20 20 .15 

400 50 8 5 .05 

400 50 8 5 .15 

400 50 8 10 .05 

400 50 8 10 .15 

400 50 8 20 .05 

400 50 8 20 .15 

Note. N = total sample size; G = number of clusters; n = within-cluster sample size; i = 

number of items; ICC = level three ICC (here). 
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Data Generation 

One hundred replication datasets were generated for each combination of 

conditions.  Kamata (1999) examined the number of replications necessary for obtaining 

stable estimates when estimating the multilevel measurement model‟s parameters and 

reported that fewer than 50 replications yielded unstable estimates and that a lot more than 

50 replications) did not considerably improve estimate stability even with a sample size as 

low as 250.  To ensure some stability, the current study thus used 100 replications. 

IRTGEN, a SAS program (Whittaker, Fitzpatrick, Williams, & Dodd, 2003) was 

used to generate item response data sets that fit the dichotomous 1-PL IRT model.  

Modifications to this program enabled the generation of three levels of data: responses 

nested within students nested within schools.  The variance value of the school-level 

parameter generated was 0.0526 (for the ICC = .05 conditions) and 0.1765 (for the ICC = 

.15 conditions).  To produce an ICC value of .05, the following equation was solved where 

τπ, the student-level variance, was set to 1.0: 










schoolICC  

The same equation was solved where ICC = .15 and student-level variance was fixed at 

1.0 to calculate the level-3 variance, τβ. 

Kamata‟s (1999) item difficulty values were used in the current study (see Table 

2).  Items 1 through 5 were used with the i = 5 condition, items 1 through 10 were used 

with the i = 10 condition, and all items were used with the i = 20 condition.  Note that 

items 1 through 5 were common across all conditions.  Each dataset was generated for use 

with both estimating models.  Fifty-four kinds of data sets [3 (total sample sizes) X 3 

(number of level-3 clusters) X 3 (numbers of items) X 2 (intraclass correlations)] were 

(47) 
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generated.  Because each type of data set was replicated 100 times, a total of 5,400 data 

sets were simulated for the study.   
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Table 2 

The Item Difficulties Used in the Simulation Study 

Item Item difficulty 

1 -2.000 

2 -1.000 

3 0.000 

4 1.000 

5 2.000 

6 -1.500 

7 -0.500 

8 0.250 

9 0.500 

10 1.500 

11 -1.750 

12 -0.750 

13 0.125 

14 0.750 

15 1.250 

16 -1.250 

17 -0.250 

18 0.250 

19 1.750 

20 0.000 
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Analysis 

SAS PROC GLIMMIX was used to estimate parameters for the two models.  This 

SAS procedure uses the Residual Subject-specific Pseudo-Likelihood (RSPL) method as 

its default estimation method for HGLMs that contain random effects.  The level-2 

variance component was set to a value of one.  Using this scaling enabled the direct 

correspondence of item difficulties under the HGLM with item difficulties under the IRT 

model. 

For each of the fifty-four conditions, random effect (ability) and fixed effect (item 

difficulty) parameters were estimated and compared for both models. The random effect 

estimates (i.e. true and estimated person- and school-level residuals) were captured 

separately so that analyses could be done separately.  The level-3 variance component 

parameter was also captured for the HGLM(3) model.  In addition, the convergence rates 

of the HGLM(2) and HGLM(3) models were tallied for the SAS GLIMMIX procedure. 

The relative parameter bias, relative standard error bias, and correlation coefficient 

estimates served as evaluation criteria for the random and fixed effect estimates, where 

appropriate.  For the fixed effect and the level-3 between-school variance estimates, the 

relative parameter bias and relative standard error bias estimates served as the outcome of 

interest.  The relative parameter bias is the difference between the average of the estimated 

parameter values and the true parameter values (Hoogland & Boomsma, 1998) and has the 

following formula: 
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where θi is the true value of the ith parameter,     is the mean of the ith parameter estimates 

across the 100 replications, and t is the number of replications, or 100 in this study.  
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the relative parameter bias could not be calculated for the zero difficulty items due to an 

indeterminable solution.  The relative standard error bias was calculated using the 

following equation: 
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where       is the empirical standard error, which was calculated as the standard deviation 

of the 100 estimates of the parameter in question, and       is the mean of the 100 estimated 

standard errors for the parameter estimate.  Bias indices were calculated for the items 

common across all design conditions, which were items with difficulties of -2, -1, 0, 1, 

and 2, representing the range of item difficulties examined in this study (i.e. extremely 

easy to extremely difficult).  Acceptable values for the relative parameter bias and relative 

standard error bias are |.05| and |.10|, respectively (Hoogland & Boomsma, 1998). 

The Pearson correlation coefficient (between estimated and true values) was also 

calculated to describe the parameter recovery performance of the two HGLMs.  The 

person ability estimates (level-2 residuals) from the HGLM(3) and HGLM(2) were 

correlated with each other and with the true generating person ability (residual) values.  In 

addition, the HGLM(3) school-level residuals were correlated with the generating school 

residual values and with the means of the HGLM(2) level-2 (person) residuals.  
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Chapter 4: Results 

The intent of this study was to assess the parameter recovery of the two-and three-

level 1-P HGLLM using SAS PROC GLIMMIX.  Because IRT model estimation has been 

found to be unsuccessful in conditions with small sample sizes and small numbers of test 

items, these conditions were chosen to test whether estimates of IRT parameters using the 

HGLM model‟s estimation procedures would enhance parameter and standard error 

recovery. 

CONVERGENCE  

For this simulation study, 100 replication datasets were generated for each of the 

54 conditions, resulting in 5,400 total datasets analyzed.  Each dataset was analyzed twice; 

once using the HGLM(2) (see Equations 39 and 40) and once using the HGLM(3) (see 

Equation 45).  While all solutions converged for the HGLM(2), the HGLM(3) did not fare 

well for some of the conditions (see Table 3).  In particular, the model conditions with an 

ICC of .05 had a lower convergence rate than the conditions where the ICC was .15.  Also, 

as the total sample size decreased, so did the convergence rate.  If a solution for the 

HGLM(3) did not converge for a generated dataset, another dataset was generated and 

analyzed in its place for a total of 100 converged solutions per condition. 
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Table 3 

Convergence Percentages for Simulation Conditions by Estimating Model 

Condition  Estimating Model 

N G n i ICC  HGLM(2) HGLM(3) 

100 10 10 5 .05  100 52 

.15  100 75 

10 .05  100 63 

.15  100 93 

20 .05  100 67 

.15  100 95 

20 5 5 .05  100 48 

.15  100 69 

10 .05  100 48 

.15  100 80 

20 .05  100 56 

.15  100 82 

50 2 5 .05  100 22 

.15  100 53 

10 .05  100 35 

.15  100 67 

20 .05  100 55 

.15  100 73 

200 10 20 5 .05  100 60 

.15  100 89 

10 .05  100 70 

.15  100 94 

20 .05  100 76 

.15  100 97 

20 10 5 .05  100 56 

.15  100 87 

10 .05  100 74 

.15  100 95 

20 .05  100 73 

.15  100 99 

50 4 5 .05  100 43 

.15  100 67 
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Table 3 

Convergence Percentages for Simulation Conditions by Estimating Model (continued) 

Condition  Estimating Model 

N G n i ICC  HGLM(2) HGLM(3) 

200 50 4 10 .05  100 51 

.15  100 87 

20 .05  100 58 

.15  100 94 

400 

 

10 40 5 .05  100 77 

.15  100 99 

10 .05  100 91 

.15  100 99 

20 .05  100 87 

.15  100 100 

20 20 5 .05  100 79 

.15  100 97 

10 .05  100 83 

.15  100 100 

20 .05  100 89 

.15  100 100 

50 8 5 .05  100 55 

.15  100 96 

10 .05  100 67 

.15  100 99 

20 .05  100 86 

.15  100 100 

Note. N = total sample size; G = number of clusters; n = within-cluster sample size; i = 

number of items; ICC = level three ICC (here). 
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FIXED EFFECT ESTIMATES 

Item Difficulty 

The relative parameter bias and relative standard error bias were calculated to 

describe the item difficulty estimates for the HGLM2 and HGLM3.  The two types of bias 

indices were calculated for items common across the conditions (i.e., 2, 1, 0, 1, and 2).  

However, simple bias was calculated instead of relative parameter bias for the items with 

difficulties of zero.  As mentioned above, bias indices are reported only for these five item 

difficulties because these specific difficulties were common across all conditions.  

Relative Bias of Parameter Estimates 

Relative parameter bias was calculated for items with difficulty values of 2, 1, 

1, and 2 and simple bias was calculated for items with difficulty values of zero (see Table 

4).  According to Hoogland and Boomsma (1998), relative parameter bias is acceptable 

when its value is less than |.05|.  The value of the item‟s true difficulty did not seem to be 

related to the relative bias of the item difficulty estimates.  The relative bias for item 

difficulties of 2, 1, 1, and 2 was .064, .072, .068, and .065 for the HGLM(2) and 

.054, .062, .059, and .056 for the HGLM(3), respectively.   For items with difficulty 

values of zero, the simple bias means were .001 for the HGLM(2) and .001 for the 

HGLM(3).  None of the simple bias estimates were greater than |.05| for both estimating 

models indicating that there were no problems with the parameter recovery for both 

models.  Although, the relative bias means were different for the HGLM(3) (M = 0.067, 

SD = 0.030) and HGLM(2) (M = 0.058, SD = 0.028), the practical difference was small.  

Because most of the conditions had relative parameter bias estimates greater than |.05| the 

conditions were examined further..  
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Table 4 

Relative Parameter Bias for Estimates of Item Difficulties for Each Condition and Estimating Model 

Condition  00(0) = 2 00(0) = 1 00(0) = 0* 00(0) = 1 00(0) = 2 

N G n i ICC 
 HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 

100 10 10 5 .05  -0.100 -0.090 -0.109 -0.098 -0.012 -0.012 -0.056 -0.045 -0.062 -0.052 

    .15  -0.061 -0.044 -0.116 -0.098 -0.006 -0.006 -0.123 -0.105 -0.100 -0.082 

   10 .05  -0.073 -0.065 -0.066 -0.057 0.015 0.015 -0.025 -0.015 -0.058 -0.050 

    .15  -0.056 -0.042 -0.069 -0.053 -0.023 -0.023 -0.130 -0.115 -0.099 -0.085 

   20 .05  -0.047 -0.043 -0.049 -0.045 0.011 0.011 -0.003 0.002 -0.010 -0.005 

    .15  -0.073 -0.062 -0.038 -0.027 0.019 0.020 0.004 0.017 -0.057 -0.046 

 20 5 5 .05  -0.082 -0.071 -0.061 -0.050 -0.007 -0.007 -0.088 -0.077 -0.073 -0.063 

    .15  -0.109 -0.092 -0.150 -0.130 -0.022 -0.024 -0.081 -0.062 -0.102 -0.085 

   10 .05  -0.043 -0.035 -0.065 -0.056 0.002 0.001 -0.082 -0.074 -0.054 -0.046 

    .15  -0.045 -0.033 -0.074 -0.062 0.021 0.021 -0.062 -0.049 -0.079 -0.067 

   20 .05  -0.014 -0.006 -0.051 -0.037 0.009 0.009 -0.026 -0.019 -0.032 -0.029 

    .15  -0.025 -0.015 -0.021 -0.010 -0.015 -0.016 -0.069 -0.059 -0.051 -0.040 

 50 2 5 .05  -0.090 -0.077 -0.077 -0.063 0.015 0.015 -0.058 -0.044 -0.078 -0.065 

    .15  -0.076 -0.062 -0.112 -0.098 -0.033 -0.033 -0.141 -0.126 -0.085 -0.071 

   10 .05  -0.055 -0.044 -0.085 -0.074 0.018 0.018 -0.069 -0.057 -0.029 -0.018 

    .15  -0.092 -0.079 -0.024 -0.008 -0.005 -0.005 -0.036 -0.020 -0.047 -0.033 

   20 .05  -0.017 -0.009 0.016 0.025 -0.017 -0.017 -0.076 -0.068 -0.025 -0.017 

    .15  -0.026 -0.012 -0.076 -0.065 -0.035 -0.034 -0.056 -0.043 -0.043 -0.029 
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Table 4 

Relative Parameter Bias for Estimates of Item Difficulties for Each Condition and Estimating Model (continued) 

Condition  00(0) = 2 00(0) = 1 00(0) = 0* 00(0) = 1 00(0) = 2 

N G n i ICC 
 HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 

200 10 20 5 .05  -0.080 -0.073 -0.059 -0.051 0.000 0.000 -0.064 -0.056 -0.091 -0.084 

    .15  -0.092 -0.076 -0.114 -0.098 -0.016 -0.016 -0.124 -0.107 -0.109 -0.094 

   10 .05  -0.060 -0.055 -0.068 -0.063 -0.028 -0.028 -0.054 -0.049 -0.031 -0.026 

    .15  -0.063 -0.051 -0.076 -0.062 -0.025 -0.025 -0.045 -0.031 -0.055 -0.043 

   20 .05  -0.011 -0.008 -0.032 -0.028 -0.032 -0.033 -0.060 -0.057 -0.054 -0.051 

    .15  -0.063 -0.053 -0.035 -0.025 -0.001 -0.002 -0.062 -0.052 -0.042 -0.032 

 20 10 5 .05  -0.101 -0.094 -0.096 -0.089 0.031 0.031 -0.082 -0.075 -0.086 -0.079 

    .15  -0.087 -0.074 -0.105 -0.090 -0.010 -0.010 -0.118 -0.104 -0.098 -0.084 

   10 .05  -0.037 -0.032 -0.053 -0.047 0.013 0.013 -0.065 -0.059 -0.059 -0.054 

    .15  -0.083 -0.072 -0.050 -0.038 0.020 0.020 -0.088 -0.076 -0.083 -0.071 

   20 .05  -0.030 -0.025 -0.020 -0.013 -0.008 -0.007 -0.028 -0.022 -0.025 -0.022 

    .15  -0.060 -0.053 -0.048 -0.041 0.019 0.021 -0.034 -0.022 -0.064 -0.053 

 50 4 5 .05  -0.080 -0.073 -0.106 -0.098 0.018 0.018 -0.100 -0.092 -0.082 -0.074 

    .15  -0.106 -0.093 -0.125 -0.111 0.005 0.005 -0.084 -0.069 -0.112 -0.099 

   10 .05  -0.057 -0.051 -0.058 -0.052 -0.006 -0.006 -0.088 -0.081 -0.046 -0.040 

    .15  -0.077 -0.067 -0.090 -0.079 0.007 0.008 -0.080 -0.068 -0.074 -0.063 

   20 .05  -0.031 -0.028 -0.075 -0.072 0.005 0.005 -0.014 -0.010 -0.036 -0.032 

    .15  -0.030 -0.021 -0.038 -0.029 0.015 0.015 -0.067 -0.057 -0.056 -0.047 
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Table 4 

Relative Parameter Bias for Estimates of Item Difficulties for Each Condition and Estimating Model (continued) 

Condition  00(0) = 2 00(0) = 1 00(0) = 0* 00(0) = 1 00(0) = 2 

N G n i ICC 
 HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 

400 10 40 5 .05  -0.093 -0.087 -0.089 -0.083 0.008 0.008 -0.086 -0.080 -0.097 -0.091 

    .15  -0.115 -0.100 -0.114 -0.097 0.017 0.017 -0.077 -0.059 -0.087 -0.071 

   10 .05  -0.066 -0.062 -0.076 -0.072 0.014 0.014 -0.064 -0.060 -0.056 -0.052 

    .15  -0.073 -0.060 -0.082 -0.069 -0.012 -0.012 -0.077 -0.063 -0.090 -0.077 

   20 .05  -0.044 -0.041 -0.036 -0.033 0.000 0.001 -0.035 -0.032 -0.031 -0.028 

    .15  -0.035 -0.026 -0.063 -0.053 0.012 0.012 -0.030 -0.020 -0.058 -0.049 

 20 20 5 .05  -0.090 -0.086 -0.074 -0.069 0.002 0.002 -0.139 -0.134 -0.095 -0.091 

    .15  -0.088 -0.076 -0.129 -0.116 -0.020 -0.021 -0.098 -0.084 -0.103 -0.091 

   10 .05  -0.069 -0.064 -0.064 -0.058 0.018 0.015 -0.059 -0.058 -0.061 -0.058 

    .15  -0.076 -0.063 -0.073 -0.058 -0.015 -0.015 -0.096 -0.082 -0.065 -0.052 

   20 .05  -0.033 -0.030 -0.061 -0.058 0.003 0.003 -0.021 -0.018 -0.041 -0.038 

    .15  -0.051 -0.041 -0.056 -0.046 -0.007 -0.007 -0.026 -0.016 -0.041 -0.031 

 50 8 5 .05  -0.081 -0.077 -0.078 -0.073 -0.022 -0.022 -0.096 -0.091 -0.085 -0.081 

    .15  -0.100 -0.088 -0.126 -0.114 0.011 0.011 -0.117 -0.104 -0.091 -0.079 

   10 .05  -0.050 -0.047 -0.058 -0.054 0.013 0.013 -0.065 -0.061 -0.067 -0.063 

    .15  -0.074 -0.063 -0.084 -0.072 0.007 0.007 -0.075 -0.063 -0.085 -0.073 

   20 .05  -0.030 -0.027 -0.059 -0.056 -0.007 -0.007 -0.051 -0.048 -0.043 -0.040 

    .15  -0.036 -0.027 -0.067 -0.057 -0.004 -0.004 -0.052 -0.043 -0.038 -0.029 

Note. N = total sample size; G = number of clusters; n = within-cluster sample size; i = number of items; ICC = level three ICC 

(here).  Parameter bias values below |.05| are considered acceptable.  Values outside the acceptable range are in bold.  *The 

absolute bias was calculated for item difficulty=0.



 57 

The total sample size had a small effect on the negative parameter bias for 

estimates of non-zero true item difficulties.  In conditions where the total sample size was 

400, the average parameter bias was .063 for the HGLM(3) and .071 for the HGLM(2)  

compared to .052 for the HGLM(3) and .064 for the HGLM(2) when the total sample 

size was 100.  Relative item difficulty bias estimates were closer to zero across all total 

sample size conditions for the HGLM(3) compared to the HGLM(2).  When the total 

sample size was larger, the item difficulty estimates were very slightly more biased. 

The number of items had a strong effect on the accuracy of the item difficulty 

estimates for both the HGLM(2) and the HGLM(3).  The average item difficulty 

estimation bias for the HGLM(2) was .041, .066, and .095 for 20-, 10-, and 5-item 

tests, respectively.   For the HGLM(3), the average item difficulty bias indices were closer 

to zero with values of .033, .057, and .083 for 20-, 10-, and 5-item tests, respectively.  

The smaller the number of items per test, the more negatively biased were the estimates of 

the item difficulties. 

The true level-3 variance had a small to moderate effect on the negative parameter 

bias for both estimating models.  While level-3 variance was obviously not estimated for 

the HGLM(2), the data that was analyzed using both models were generated using 

specified level-3 variances.  For the HGLM(2), the average relative parameter bias of 

items‟ difficulties was .060 and .075 for the generated level-3 variances of .0526 and 

.1765, respectively.   A smaller difference in relative parameter bias was found for the 

HGLM(3) generated level-3 variance (.053 and .062 for the level-3 variances of .0526 

and .1765, respectively).  Relative item difficulty bias estimates were closer to zero for 

both generated level-3 variances for the HGLM(3) compared to the HGLM(2).  For larger 

generated level-3 variance values, the downward bias of the relative parameter bias 

increased for both estimating models. 
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Relative Bias of Standard Error Estimates 

Relative standard error bias was calculated for items common across all conditions 

(see Table 5).  Hoogland and Boomsma (1998) state that the criterion for acceptable 

relative standard error bias is less than |.10|.  The true item difficulty did not seem to affect 

the relative standard error bias.  The standard error bias for item difficulties of 2, 1, 0, 

1, and 2 was .018, .039, .043, .048, and .042 for the HGLM(2) and .041, .042, .047, 

.034, and .016 for the HGLM(3), respectively.  Although, the relative standard error bias 

was different for the HGLM(3) (M = 0.038, SD = 0.097) and HGLM(2) (M = 0.036, SD 

= 0.077), both models‟ estimated standard error bias estimates were not substantial based 

on Hoogland and Boomsma‟s (1998) criteria.   
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Table 5 

Relative Standard Error Bias for Estimates of Item Difficulties for Each Condition and Estimating Model 

Condition  00(0) = 2 00(0) = 1 00(0) = 0 00(0) = 1 00(0) = 2 

N G n i ICC 
 HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 

100 10 10 5 .05  0.095 0.130 -0.032 0.033 0.193 0.288 0.122 0.206 -0.031 0.008 

    .15  -0.205 -0.123 -0.133 -0.026 -0.069 0.055 -0.060 0.045 -0.091 -0.036 

   10 .05  0.177 0.234 0.031 0.109 0.002 0.081 -0.040 0.025 -0.036 0.002 

    .15  0.005 0.096 -0.026 0.077 -0.039 0.086 -0.168 -0.076 0.028 0.105 

   20 .05  0.043 0.083 -0.014 0.038 0.064 0.129 0.017 0.075 -0.021 0.013 

    .15  -0.136 -0.062 -0.126 -0.019 -0.100 0.021 -0.163 -0.061 -0.002 0.090 

 20 5 5 .05  -0.077 -0.068 0.073 0.110 0.163 0.205 0.187 0.238 -0.013 0.020 

    .15  -0.051 -0.014 -0.011 0.031 -0.073 -0.018 -0.036 0.030 -0.043 0.024 

   10 .05  0.031 0.050 0.057 0.081 -0.053 -0.016 0.087 0.129 -0.114 -0.089 

    .15  0.029 0.067 -0.049 -0.001 -0.011 0.042 0.135 0.188 -0.005 0.023 

   20 .05  0.104 0.141 0.056 0.068 0.013 0.051 -0.132 -0.106 -0.064 -0.047 

    .15  0.037 0.088 0.040 0.094 -0.042 0.019 -0.006 0.047 -0.052 -0.018 

 50 2 5 .05  0.110 0.124 0.003 0.015 0.142 0.165 0.066 0.083 -0.096 -0.074 

    .15  0.001 0.005 0.127 0.148 0.025 0.041 0.132 0.144 -0.021 -0.013 

   10 .05  0.043 0.040 0.139 0.157 0.049 0.065 0.079 0.089 0.039 0.045 

    .15  -0.088 -0.068 0.070 0.082 -0.010 0.007 0.017 0.039 0.005 0.016 

   20 .05  0.012 0.022 -0.035 -0.021 0.145 0.165 0.106 0.117 0.032 0.043 

    .15  -0.050 -0.043 0.049 0.070 -0.100 -0.077 -0.023 -0.001 -0.013 -0.011 
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Table 5 

Relative Standard Error Bias for Estimates of Item Difficulties for Each Condition and Estimating Model (continued) 

Condition  00(0) = 2 00(0) = 1 00(0) = 0 00(0) = 1 00(0) = 2 

N G n i ICC 
 HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 

200 10 20 5 .05  0.104 0.189 -0.067 0.036 0.030 0.154 -0.019 0.083 0.042 0.106 

    .15  -0.077 0.050 -0.106 0.076 -0.150 0.039 -0.097 0.083 -0.068 0.076 

   10 .05  -0.037 0.020 -0.078 -0.004 -0.118 -0.037 -0.119 -0.045 -0.009 0.042 

    .15  -0.062 0.037 -0.097 0.069 -0.202 -0.031 -0.148 0.020 -0.170 -0.035 

   20 .05  0.034 0.097 -0.009 0.073 -0.011 0.080 -0.100 -0.025 -0.037 0.019 

    .15  -0.214 -0.093 -0.202 -0.038 -0.244 -0.066 -0.231 -0.068 -0.036 0.113 

 20 10 5 .05  -0.027 0.001 0.045 0.096 0.039 0.099 0.041 0.099 0.009 0.042 

    .15  -0.070 -0.007 -0.085 -0.003 -0.148 -0.058 -0.031 0.059 -0.065 -0.029 

   10 .05  -0.015 0.021 0.009 0.057 -0.039 0.008 0.016 0.062 0.090 0.119 

    .15  0.079 0.141 -0.040 0.054 -0.052 0.047 0.002 0.099 -0.159 -0.106 

   20 .05  -0.058 -0.029 -0.062 -0.029 0.075 0.125 -0.106 -0.060 -0.114 -0.074 

    .15  0.001 0.064 -0.187 -0.102 -0.023 0.089 -0.067 0.017 -0.020 0.037 

 50 4 5 .05  -0.011 -0.007 -0.100 -0.088 -0.022 0.003 -0.012 0.011 0.008 0.021 

    .15  0.032 0.063 0.075 0.111 0.160 0.208 0.075 0.109 0.019 0.062 

   10 .05  0.042 0.053 0.001 0.025 0.081 0.107 0.018 0.040 -0.098 -0.089 

    .15  -0.049 -0.021 0.004 0.039 -0.048 -0.013 -0.069 -0.048 0.082 0.092 

   20 .05  -0.014 -0.004 -0.024 -0.012 0.019 0.037 -0.197 -0.186 -0.006 0.003 

    .15  0.026 0.055 -0.139 -0.103 0.015 0.057 -0.005 0.025 -0.010 0.013 
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Table 5 

Relative Standard Error Bias for Estimates of Item Difficulties for Each Condition and Estimating Model (continued) 

Condition  00(0) = 2 00(0) = 1 00(0) = 0 00(0) = 1 00(0) = 2 

N G n i ICC 
 HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 
HGLM 

(2) 

HGLM 

(3) 

400 10 40 5 .05  0.095 0.210 -0.094 0.039 -0.067 0.090 -0.067 0.072 -0.045 0.062 

    .15  -0.199 0.027 -0.309 -0.060 -0.307 -0.025 -0.319 -0.070 -0.244 -0.042 

   10 .05  -0.003 0.087 0.031 0.171 -0.023 0.121 -0.162 -0.050 -0.063 0.022 

    .15  -0.115 0.128 -0.303 -0.044 -0.260 0.042 -0.265 -0.003 -0.221 -0.009 

   20 .05  -0.057 0.033 -0.115 0.007 -0.090 0.050 -0.038 0.092 0.042 0.143 

    .15  -0.314 -0.125 -0.266 0.015 -0.445 -0.214 -0.295 -0.032 -0.223 -0.013 

 20 20 5 .05  -0.001 0.041 -0.080 -0.019 -0.045 0.029 -0.017 0.056 -0.112 -0.071 

    .15  -0.030 0.066 0.005 0.179 -0.137 0.020 -0.204 -0.075 -0.012 0.101 

   10 .05  0.078 0.125 -0.066 -0.010 -0.065 0.002 0.044 0.143 -0.100 -0.063 

    .15  -0.138 -0.018 0.078 0.291 -0.131 0.063 -0.216 -0.053 -0.006 0.132 

   20 .05  -0.024 0.018 -0.121 -0.060 -0.035 0.041 -0.114 -0.052 0.043 0.095 

    .15  -0.058 0.079 -0.183 -0.014 -0.203 -0.021 -0.109 0.080 -0.123 0.007 

 50 8 5 .05  0.228 0.247 0.092 0.124 0.025 0.058 -0.021 0.004 -0.081 -0.067 

    .15  0.001 0.033 -0.012 0.052 0.004 0.079 -0.109 -0.050 0.045 0.080 

   10 .05  -0.076 -0.064 0.107 0.132 0.047 0.076 0.006 0.031 -0.054 -0.044 

    .15  -0.149 -0.088 -0.023 0.048 -0.072 0.005 -0.041 0.030 0.004 0.054 

   20 .05  -0.019 0.001 0.022 0.046 -0.112 -0.084 0.030 0.059 0.047 0.071 

    .15  0.038 0.105 -0.021 0.058 -0.046 0.040 0.060 0.151 -0.146 -0.092 

Note. N = total sample size; G = number of clusters; n = within-cluster sample size; i = number of items; ICC = level three ICC 

(here).  Standard error bias values below |.10| are considered acceptable.  Values outside the acceptable range are in bold. 
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RANDOM EFFECT ESTIMATES 

Level-2 Residual, Student-Level Ability 

Correlations were calculated among the HGLM(2) and HGLM(3) estimates and 

the true generating values of the level two residual, r0jk, (i.e. student-level ability 

estimate).  The average, minimum, and maximum correlation for each condition appears 

in Table 6.  

Correlation 

Three correlations were calculated to assess the parameter recovery of the level-2 

residuals (i.e. student-level ability estimates).  All correlations were averaged across the 

100 replications for each condition.  The calculated correlations were 1) between the 

estimated HGLM(2) level-2 residuals and the estimated HGLM(3) level-2 residuals, 2) 

between the estimated HGLM(2) level-2 residuals and the generated HGLM(3) level-2 

residuals, and 3) between the estimated HGLM(3) level-2 residuals and the generated 

HGLM(3) level-2 residuals. 

The average correlation between the estimated HGLM(2) level-2 residuals and the 

estimated HGLM(3) level-2 residuals was .985 across the 54 conditions with a minimum 

correlation of .956 and a maximum correlation of .998.  The correlations between 

estimated and known student abilities for both models, however, were not as high.  The 

average correlation was .793 for the HGLM(2) and .771 for the HGLM(3).  For every 

condition, the correlation between the estimated HGLM(2) level-2 residuals and the 

generated HGLM(3) level-2 residuals was higher than the correlation between the 

estimated HGLM(3) level-2 residuals and the generated HGLM(3) residuals, but the mean 

correlations for the two models were not practically different.  
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Table 6 

Correlations for the Random Effect Coefficient Representing Student-Level Ability 

Condition  ru ˆ,ˆ̂  ru ,ˆ̂  rr ,ˆ̂  

N G n i ICC 
 Mean Min Max Mean Min Max Mean Min Max 

100 10 10 5 .05  0.991 0.938 0.999 0.680 0.545 0.784 0.668 0.525 0.763 

    .15  0.981 0.909 1.000 0.691 0.551 0.795 0.655 0.507 0.772 

   10 .05  0.987 0.946 0.999 0.799 0.700 0.880 0.781 0.690 0.856 

    .15  0.972 0.878 0.999 0.818 0.701 0.889 0.775 0.628 0.857 

   20 .05  0.988 0.932 0.999 0.886 0.799 0.938 0.872 0.801 0.925 

    .15  0.963 0.858 0.999 0.895 0.850 0.940 0.845 0.733 0.908 

 20 5 5 .05  0.993 0.950 1.000 0.684 0.566 0.789 0.678 0.567 0.790 

    .15  0.986 0.849 0.999 0.698 0.548 0.775 0.674 0.544 0.772 

   10 .05  0.991 0.944 0.999 0.805 0.731 0.876 0.795 0.716 0.874 

    .15  0.986 0.930 0.999 0.813 0.753 0.885 0.792 0.698 0.871 

   20 .05  0.969 -0.154 0.999 0.878 -0.111 0.926 0.868 0.007 0.926 

    .15  0.975 0.891 1.000 0.893 0.840 0.929 0.862 0.759 0.924 

 50 2 5 .05  0.997 0.969 1.000 0.691 0.513 0.807 0.687 0.514 0.807 

    .15  0.996 0.966 0.999 0.699 0.572 0.808 0.693 0.572 0.806 

   10 .05  0.996 0.958 0.999 0.809 0.746 0.870 0.805 0.731 0.869 

    .15  0.993 0.932 1.000 0.819 0.739 0.878 0.809 0.739 0.863 

   20 .05  0.994 0.959 0.999 0.890 0.831 0.924 0.883 0.832 0.923 

    .15  0.979 0.000 0.999 0.898 0.840 0.935 0.877 0.001 0.934 
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Table 6 

Correlations for the Random Effect Coefficient Representing Student-Level Ability (continued) 

Condition  ru ˆ,ˆ̂  ru ,ˆ̂  rr ,ˆ̂  

N G n i ICC 
 Mean Min Max Mean Min Max Mean Min Max 

200 10 20 5 .05  0.992 0.935 0.999 0.675 0.582 0.759 0.661 0.578 0.745 

    .15  0.978 0.916 0.999 0.685 0.603 0.791 0.641 0.477 0.740 

   10 .05  0.991 0.952 0.999 0.796 0.741 0.844 0.783 0.711 0.838 

    .15  0.971 0.917 0.999 0.809 0.714 0.877 0.763 0.673 0.844 

   20 .05  0.989 0.954 0.999 0.877 -0.141 0.922 0.863 -0.145 0.904 

    .15  0.959 0.848 0.999 0.890 0.843 0.916 0.834 0.722 0.896 

 20 10 5 .05  0.995 0.959 1.000 0.677 0.595 0.765 0.670 0.593 0.764 

    .15  0.986 0.912 1.000 0.685 0.579 0.757 0.657 0.540 0.746 

   10 .05  0.994 0.955 0.999 0.803 0.727 0.862 0.794 0.726 0.853 

    .15  0.979 0.897 0.999 0.808 0.741 0.864 0.775 0.657 0.832 

   20 .05  0.973 0.103 1.000 0.879 0.046 0.918 0.868 0.105 0.906 

    .15  0.970 0.918 0.998 0.894 0.860 0.924 0.853 0.795 0.915 

 50 4 5 .05  0.997 0.984 1.000 0.681 0.587 0.767 0.677 0.585 0.767 

    .15  0.993 0.970 0.999 0.703 0.634 0.778 0.689 0.621 0.764 

   10 .05  0.996 0.968 0.999 0.803 0.739 0.860 0.797 0.740 0.855 

    .15  0.990 0.965 0.999 0.813 0.740 0.858 0.797 0.739 0.840 

   20 .05  0.996 0.973 0.999 0.885 0.838 0.919 0.881 0.837 0.917 

    .15  0.984 0.928 0.999 0.894 0.864 0.925 0.873 0.820 0.910 
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Table 6 

Correlations for the Random Effect Coefficient Representing Student-Level Ability (continued) 

Condition  ru ˆ,ˆ̂  
ru ,ˆ̂  rr ,ˆ̂  

N G n i ICC 
 Mean Min Max Mean Min Max Mean Min Max 

400 10 40 5 .05  0.993 0.963 0.999 0.678 0.597 0.745 0.664 0.585 0.743 

    .15  0.975 0.920 0.999 0.693 0.629 0.738 0.640 0.565 0.720 

   10 .05  0.991 0.966 0.999 0.798 0.750 0.843 0.782 0.737 0.819 

    .15  0.965 0.909 0.999 0.808 0.759 0.847 0.750 0.681 0.824 

   20 .05  0.988 0.950 0.999 0.883 0.854 0.908 0.867 0.803 0.904 

    .15  0.956 0.873 0.997 0.892 0.864 0.918 0.833 0.719 0.884 

 20 20 5 .05  0.996 0.965 0.999 0.670 0.567 0.737 0.661 0.567 0.739 

    .15  0.984 0.947 0.999 0.687 0.588 0.733 0.651 0.569 0.707 

   10 .05  0.983 -0.042 0.999 0.792 -0.028 0.841 0.791 0.748 0.839 

    .15  0.969 0.908 0.998 0.812 0.759 0.849 0.760 0.666 0.808 

   20 .05  0.991 0.962 0.999 0.886 0.858 0.905 0.874 0.821 0.896 

    .15  0.960 0.894 0.999 0.892 0.863 0.915 0.838 0.773 0.884 

 50 8 5 .05  0.998 0.981 0.999 0.672 0.590 0.746 0.668 0.587 0.738 

    .15  0.991 0.959 0.999 0.693 0.631 0.755 0.672 0.603 0.739 

   10 .05  0.997 0.979 1.000 0.798 0.739 0.837 0.793 0.739 0.831 

    .15  0.983 0.953 0.999 0.810 0.777 0.850 0.780 0.731 0.817 

   20 .05  0.994 0.973 1.000 0.885 0.857 0.910 0.878 0.852 0.902 

    .15  0.975 0.926 0.999 0.893 0.865 0.917 0.857 0.813 0.893 

Note. N = total sample size; G = number of clusters; n = within-cluster sample size; i = number of items; ICC = level three ICC 

(here); Min = minimum; Max = maximum.  ̂ is the average estimated correlation across replications by condition with the û , 

r̂ and r subscripts, representing the HGLM(2), HGLM(3) and true level two residuals, respectively. 



 66 

The only factor that seemed to affect the person-level ability estimates was the 

number of test items.  As such, other factors will not be discussed further.  The number of 

items per test had an extremely large effect on the correlations between estimated and 

generated student abilities for the HGLM(2) and HGLM(3).  The mean correlations for the 

HGLM(2) for the 5-, 10-, and 20-item conditions were .686, .806, and .888, respectively.  

For the HGLM(3), the mean correlations for the 5-, 10-, and 20-item conditions were 

slightly lower at .667, .784, and .863, respectively.  For student abilities, as the number of 

items increased, the correlations increased substantially for both models. 

The Level-3 Residual, School-Level Ability 

Pearson correlations were calculated to describe the estimation of u00k, the level-3 

residual (i.e. school-level ability estimate). The average correlation for each condition 

appears in Table 7.  Recall that three levels of data were generated and the third level was 

ignored for two-level analyses; therefore, the mean student-level ability estimates, ū0j for 

the HGLM(2) are correlated with the generated u00k.   
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Table 7 

Correlations for the Random Effect Coefficient Representing School-Level Ability 

Condition  
uu ˆ,ˆ

̂  ru ,ˆ̂  uu ,ˆ̂  

N G n i ICC 
 Mean Min Max Mean Min Max Mean Min Max 

100 10 10 5 .05  0.999 0.999 0.999 0.481 -0.362 0.929 0.481 -0.362 0.929 

    .15  0.999 0.999 1.000 0.656 -0.104 0.957 0.656 -0.104 0.957 

   10 .05  0.999 0.999 0.999 0.529 -0.126 0.879 0.529 -0.125 0.880 

    .15  0.999 0.999 0.999 0.737 0.359 0.943 0.737 0.360 0.942 

   20 .05  0.990 0.013 0.999 0.545 -0.241 0.938 0.545 -0.240 0.938 

    .15  0.999 0.999 0.999 0.766 0.214 0.960 0.766 0.215 0.960 

 20 5 5 .05  0.999 0.999 1.000 0.336 -0.067 0.692 0.336 -0.066 0.692 

    .15  0.999 0.999 0.999 0.543 0.072 0.822 0.543 0.073 0.822 

   10 .05  0.991 0.116 0.999 0.389 -0.010 0.746 0.389 -0.011 0.745 

    .15  0.999 0.999 0.999 0.611 0.136 0.899 0.608 0.137 0.899 

   20 .05  0.984 0.188 0.999 0.452 -0.079 0.822 0.458 -0.078 0.822 

    .15  0.999 0.999 1.000 0.640 0.133 0.917 0.640 0.133 0.917 

 50 2 5 .05  0.999 0.999 1.000 0.234 -0.085 0.527 0.234 -0.085 0.527 

    .15  0.999 0.999 0.999 0.382 0.068 0.636 0.382 0.067 0.640 

   10 .05  0.999 0.999 0.999 0.270 -0.146 0.572 0.270 -0.146 0.572 

    .15  0.999 0.999 1.000 0.448 0.126 0.671 0.448 0.126 0.670 

   20 .05  0.999 0.999 1.000 0.287 -0.130 0.560 0.288 -0.129 0.560 

    .15  0.990 0.015 0.999 0.470 0.147 0.689 0.466 0.027 0.688 
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Table 7 

Correlations for the Random Effect Coefficient Representing School-Level Ability (continued) 

Condition  
uu ˆ,ˆ

̂  ru ,ˆ̂  uu ,ˆ̂  

N G n i ICC 
 Mean Min Max Mean Min Max Mean Min Max 

200 10 20 5 .05  0.999 0.999 1.000 0.593 -0.242 0.966 0.593 -0.242 0.965 

    .15  0.999 0.999 0.999 0.758 0.390 0.964 0.758 0.390 0.964 

   10 .05  0.999 0.999 0.999 0.643 0.167 0.942 0.643 0.166 0.942 

    .15  0.999 0.999 0.999 0.802 -0.002 0.967 0.802 -0.002 0.967 

   20 .05  0.999 0.999 0.999 0.697 -0.082 0.925 0.697 -0.082 0.925 

    .15  0.999 0.999 0.999 0.845 0.578 0.979 0.845 0.578 0.979 

 20 10 5 .05  0.999 0.999 1.000 0.418 -0.249 0.741 0.418 -0.249 0.741 

    .15  0.999 0.999 1.000 0.650 0.296 0.903 0.650 0.295 0.903 

   10 .05  0.999 0.999 0.999 0.519 -0.091 0.849 0.519 -0.090 0.849 

    .15  0.999 0.999 0.999 0.702 0.426 0.929 0.702 0.425 0.930 

   20 .05  0.983 -0.106 1.000 0.546 -0.153 0.832 0.547 -0.005 0.832 

    .15  0.999 0.999 0.999 0.749 0.399 0.935 0.749 0.399 0.935 

 50 4 5 .05  0.999 0.999 1.000 0.318 -0.035 0.647 0.318 -0.035 0.647 

    .15  0.999 0.999 0.999 0.511 0.209 0.697 0.511 0.209 0.696 

   10 .05  0.999 0.999 0.999 0.353 -0.058 0.637 0.353 -0.058 0.638 

    .15  0.999 0.999 0.999 0.540 0.195 0.762 0.540 0.195 0.762 

   20 .05  0.999 0.999 0.999 0.385 0.030 0.676 0.385 0.030 0.677 

    .15  0.999 0.999 0.999 0.592 0.360 0.778 0.592 0.360 0.778 
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Table 7 

Correlations for the Random Effect Coefficient Representing School-Level Ability (continued) 

Condition  uu ˆ,ˆ
̂  

ru ,ˆ̂  uu ,ˆ̂  

N G n i ICC 
 Mean Min Max Mean Min Max Mean Min Max 

400 10 40 5 .05  0.999 0.999 0.999 0.712 0.135 0.943 0.712 0.135 0.942 

    .15  0.999 0.999 0.999 0.882 0.561 0.974 0.882 0.561 0.974 

   10 .05  0.999 0.999 0.999 0.771 0.166 0.946 0.771 0.166 0.945 

    .15  0.999 0.999 0.999 0.876 0.387 0.985 0.876 0.387 0.986 

   20 .05  0.999 0.999 0.999 0.793 0.417 0.959 0.793 0.417 0.960 

    .15  0.999 0.999 0.999 0.907 0.688 0.993 0.907 0.689 0.993 

 20 20 5 .05  0.999 0.999 0.999 0.564 -0.103 0.797 0.564 -0.103 0.797 

    .15  0.999 0.999 0.999 0.766 0.485 0.933 0.766 0.485 0.933 

   10 .05  0.984 0.124 0.999 0.637 0.249 0.852 0.642 0.357 0.853 

    .15  0.999 0.999 0.999 0.840 0.666 0.943 0.840 0.667 0.942 

   20 .05  0.999 0.999 0.999 0.641 0.069 0.893 0.641 0.070 0.892 

    .15  0.999 0.999 0.999 0.845 0.670 0.955 0.844 0.670 0.954 

 50 8 5 .05  0.999 0.999 1.000 0.415 0.189 0.664 0.415 0.189 0.664 

    .15  0.999 0.999 0.999 0.620 0.387 0.746 0.620 0.387 0.745 

   10 .05  0.999 0.999 1.000 0.465 0.102 0.683 0.465 0.102 0.684 

    .15  0.999 0.999 0.999 0.678 0.467 0.849 0.678 0.467 0.849 

   20 .05  0.999 0.999 1.000 0.491 0.234 0.708 0.491 0.233 0.708 

    .15  0.999 0.999 0.999 0.719 0.468 0.835 0.719 0.468 0.835 

Note. N = total sample size; G = number of clusters; n = within-cluster sample size; i = number of items; ICC = level three ICC 

(here). Min = minimum; Max = maximum. ̂ is the average estimated correlation across replications by condition with 

the û , û  and u subscripts, representing the HGLM(2) mean level two, HGLM(3) level three, and true level three residuals, 

respectively. 
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Correlation 

Three correlations were calculated to assess the parameter recovery of the level-3 

residuals (i.e. school-level ability estimates).  All correlations were averaged across the 

100 replications for each condition.  The calculated correlations were 1) between the 

estimated HGLM(2) level-2 residual means and the estimated HGLM(3) level-3 residuals, 

2) between the estimated HGLM(2) level-2 residual means and the generated HGLM(3) 

level-3 residuals, and 3) between the estimated level-3 residuals and the generated 

HGLM(3) level-3 residuals.   

The average correlation between the estimated HGLM(2) level-2 residual means 

and the estimated HGLM(3) level-3 residuals was almost perfect across the 54 conditions.  

The correlations between estimated and known school abilities for both models, however, 

were not as high.  The average correlation was .593 for both the HGLM(2) the HGLM(3) 

estimates.  There were virtually no differences between estimating the level-3 residuals 

with the HGLM(3) and using the mean level-2 residuals of the HGLM(2) to serve as the 

school ability estimate, as the correlations between the estimated and known school 

abilities for both models were almost identical.   Given the near exact correspondence 

between the HGLM(2) and HGLM(3) results, the pattern of results will be discussed in 

terms of the HGLM(3) although the same results apply for the HGLM(2) model‟s 

estimates. 

The factor with the largest effect on the correlations between estimated and known 

school-level abilities was the number of clusters.  The average correlations for the 

conditions with 10, 20, and 50 clusters were .722, .603, and .454, respectively.  As the 

number of clusters increased, the correlations between estimated and known school-

abilities decreased. 
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The effect of the true level-3 variance value was also large.  For a generated level-

3 variance of .0526, the mean correlation was .500, and for the generated level-3 variance 

of .1765, the mean correlation was .686 [for both the HGLM(2) and HGLM(3)].  Thus, as 

the level-3 variance increased, the correlation between the estimated and known school-

level abilities increased. 

The effect of the total sample size on the correlations between estimated and 

generated school-level abilities was very large.  For sample sizes of 100, 200, and 400, the 

mean correlations were .488, .590, and .702, respectively for both the HGLM(2) and 

HGLM(3).  As the total sample size increased, so did the correlations between the 

estimated and known school-level abilities. 

Finally, the number of items had a small to moderate effect on the correlations 

between estimated and generated school-level abilities.  For both estimating models, the 

correlations increased from .547 to .601 to .632 for 5-, 10-, and 20-item-tests, respectively. 

Level-3 Variance, Variance Between Schools 

Table 8 details the bias indices for the level-3 variance, in this case variance 

between schools.  Recall that generating values for the between-students variance was 1.0 

and the between-schools variance was either 0.0526 for the .05 ICC conditions or 0.1765 

for the .15 ICC conditions.  The level-2 variance was constrained to be 1.0 for both 

estimating models and the level-3 variance was estimated for the HGLM(3).   
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Table 8 

Bias Indices for the Estimates of the Variance Between Schools for the HGLM(3) 

Condition  Param. Est. Relative Bias SE Relative Bias 

N G n i  ICC = .05 ICC = .15 ICC = .05 ICC = .15 

100 10 10 5  1.021 0.010 0.552 0.413 

10  0.951 0.008 0.667 0.165 

20  0.486 0.072 0.597 0.067 

20 5 5  1.195 0.100 0.665 0.096 

10  0.905 -0.166 0.533 0.522 

20  0.724 0.011 0.503 0.190 

50 2 5  1.761 -0.109 0.958 0.708 

10  1.551 0.005 0.745 0.392 

20  1.448 0.142 0.532 0.343 

200 10 20 5  0.413 -0.119 0.370 0.066 

10  0.108 -0.152 0.491 0.080 

20  0.121 -0.066 0.295 -0.046 

20 10 5  0.405 -0.218 0.683 0.077 

10  0.173 -0.214 0.494 -0.007 

20  0.194 -0.114 0.312 0.224 

50 4 5  0.563 -0.189 0.904 0.537 

10  0.451 -0.268 0.546 0.207 

20  0.095 -0.160 0.818 0.048 

400 10 40 5  0.010 -0.149 0.200 0.110 

10  -0.104 -0.148 0.202 0.028 

20  -0.062 -0.121 0.150 0.046 

20 20 5  -0.115 -0.319 0.369 0.054 

10  -0.132 -0.141 0.277 0.038 

20  -0.072 -0.108 0.080 0.053 

50 8 5  -0.072 -0.310 0.652 0.133 

10  -0.205 -0.229 0.592 0.097 

20  -0.027 -0.159 0.156 -0.025 

Note. N = total sample size; G = number of clusters; n = within-cluster sample size; i = 

number of items; ICC = level three ICC (here).  Parameter bias values below |.05| and 

standard error bias values below |.10| are considered acceptable.  Values outside the 

acceptable range are in bold. 
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When the level-3 generated variance was 0.1765, the average estimated level-3 

variance was 0.153. Surprisingly, the variance was estimated more accurately with the 

smallest sample size (N = 100) with a mean estimated variance of 0.178 across the .15 

ICC conditions.  For the largest sample size (N = 400) the .15 ICC conditions had a mean 

level-3 variance estimate of 0.143.   

When the level-3 true variance was 0.0526, the average estimated level-3 variance 

was 0.075.  In contrast with the .15 ICC conditions, the .05 ICC conditions had variance 

estimates closer to the actual estimate of 0.0526 as the total sample size increased.  The 

mean level-3 variance estimate for N = 100 was 0.111 and the estimate for N = 400 was 

0.048.  

Relative Bias of Parameter Estimates 

There were many problems with the relative bias of the variance between schools.  

Only 6 of the 54 conditions yielded relative parameter bias estimates below |.05|.  Of the 

factors investigated, the total sample size and generated level-3 variance seemed to have 

an influence on the relative bias of the estimated level-3 variance. 

The total sample size had a very strong effect on the accuracy of the estimated 

level-3 variance.  The mean relative bias for the level-3 variance was .562, .057, and .137 

for sample sizes of 100, 200, and 400, respectively.  Going from small to larger sample 

sizes, the relative parameter bias begins largely positively biased, drops down to a near-

acceptable level and then shifts to a downward bias. 

The true value of generated level-3 variance also had a very strong effect on the 

accuracy of the estimated level-3 variance.  For the condition of a generated level-3 

variance of .0526, the mean relative bias of the estimated level-3 variance was .437.  

When the generated level-3 variance was .1765, the mean relative bias was .115.  As the 
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generated level-3 variance increased, the relative bias of the generated level-3 variance 

decreased. 

Relative Bias of Standard Error Estimates 

The relative bias of standard error estimates was as problematic as the relative bias 

of parameter estimates.  Almost a third of the conditions had relative standard error bias 

values less than |.10|.  All of the factors investigated seemed to have an influence on the 

standard error bias of the estimated level-3 variance. 

The true value of the level-3 variance seemed to have the largest effect on the 

standard error bias associated with the estimates of the level-3 variance.  When using 

.0526 as the level-3 variance to generate the data, the mean standard error bias was .494.  

The mean standard error decreased to .171 when the generated level-3 variance was .177.  

It appears that the standard error bias of the estimated level-3 variance decreased as the 

true level-3 variance increased. 

Other factors strongly affecting the standard error bias associated with the level-3 

variance estimates was total sample size and number of clusters.  As cluster number 

increased while holding total sample size constant, the sample sizes within clusters was 

smaller.  For cluster sizes of 10, 20, and 50, the mean standard error bias was .247, .287, 

and .464, respectively.  For total sample sizes of 100, 200, and 400, the mean standard 

error bias was .480, .338, and .178, respectively.  As cluster number increased, so did the 

mean standard error bias; however, as sample size increased, the mean standard error bias 

decreased. 

Finally, the number of items had a moderate effect on the standard error bias 

associated with the estimated level-3 variance.  As the number of items increased from 5 

to 10 to 20, the mean standard error bias decreased from .419 to .337 to .241, respectively.  
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The more items per test, the better was the standard error bias of the estimated level-3 

variance. 
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Chapter 5: Discussion 

SUMMARY  

This study was a simulation in which data were generated for a three-level model 

(items nested within students nested within schools) and analyzed as a three-level model  

[HGLM(3)] and a two-level model [HGLM(2); ignoring clustering] using the SAS 

GLIMMIX procedure with its default RSPL estimation.  The conditions manipulated 

included total sample size, number of level-3 clusters, number of items, and intraclass 

correlation (specifically, identifying the proportion of the total variance attributable to 

level-3). 

Negative bias (both parameter and standard error) was an issue with parameter 

recovery for virtually all parameters estimated in this study.  Downward bias has been a 

problem with parameter recovery studies similar to this one (Kamata, 1999; Schmitt, 

2007); however, penalized quasi-likelihood (PQL) was the estimation methods used in 

those studies.  The estimation method specified for the present study, RSPL estimation 

with the ridge-stabilized Newton-Raphson algorithm, was chosen over the PQL algorithm 

because of the known downward bias associated with using PQL (Snijders & Bosker, 

1999; Breslow, 2003; Schmitt, 2007).  Based on the results of the present study, it seems 

that RSPL also has a tendency to produce parameter estimates with a downward bias, and 

the random and fixed effect estimates were both affected by this bias.  Non-convergence 

was also a problem for the HGLM(3) using RSPL estimation and the Newton-Raphson 

algorithm.  The non-convergence issue was not surprising, however, because the issue has 

been documented as being a problem with the Newton-Raphson algorithm (SAS Institute, 

2008b). 



 77 

For the fixed effect estimates, most of the relative parameter bias values and a few 

of the standard error bias values fell slightly outside Hoogland and Boomsma‟s (1998) 

range of acceptability for the design conditions.  The relative parameter bias estimates 

associated with the item difficulties were negatively biased across all conditions for both 

models. However, there was nearly the same number of negative standard error bias 

values as positive standard error bias values for the item difficulty estimates.  Because the 

raw standard error bias values were examined and not the square or absolute value of the 

standard error bias, the results were a reflection of the average bias, and not the average 

magnitude of the bias, which could lead to an erroneous interpretation of the results. 

The total sample size, number of items, and generated level-3 variance affected the 

accuracy of the fixed effects estimates and of the standard errors associated with the fixed 

effects estimates.  In the present study, the relative standard error bias for the item 

difficulty parameters was as low with a sample size of 100 as with a sample size of 400 

for both models. However, total sample size had a small effect on the relative parameter 

bias means for the HGLM(3) estimates.  One would expect the parameter bias to become 

negligible as sample size increases, but this simulation showed a slight increase in 

downward bias as sample size increased.  Setzer (2008) and Natesan (2007) reported 

acceptable item parameter recovery for smaller sample sizes with two-level IRT models.  

Setzer noted that larger sample sizes resulted in smaller mean absolute bias, but the 

difference in bias for sample sizes of 250 and 2,000 was minimal.  Natesan found that 

item difficulty parameters and thresholds were accurately recovered with a test length of 

15 items and a sample size of 200 modeled with a two-parameter two-level IRT model.  

Setzer and Natesan did not test sample sizes fewer than 250 and 200, respectively.  It 

seems that a sample size as low as 100, however, can be used to estimate item difficulties 

with the 1-P HGLLM.  This finding suggests that the 1-P HGLLM should be preferred 
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over the traditional 1-PL IRT model when dealing with very low sample sizes since the 1-

PL IRT model has been repeatedly shown to recover parameters inaccurately for sample 

sizes lower than 200. 

The number of items had the largest effect on item parameter recovery in this 

study.  Only the test length of 20 items yielded acceptable mean relative parameter bias 

for both the HGLM(2) and HGLM(3).  This result is congruent with that of Setzer‟s 

(2008) finding that the root mean squared error (RMSE) increased as the test length 

decreased.  Natesan‟s (2007) results contradicted this finding in that she found that the 

item effect bias increased with an increase in test length. However, Natesan tested a 2-PL 

IRT model and attributed the increase in bias to the higher number of parameters 

estimated with a 2-PL versus a 1-PL IRT model.     

The student-level ability random effect estimates were highly correlated between 

the HGLM(2) and HGLM(3).  Correlations were not as high between the estimated and 

known student-level abilities for both models, and the number of items had, by far, the 

greatest effect on the accuracy of the student-ability estimates.  In conditions with fewer 

items per test the accuracy of the person-level ability estimates was lower.  One would 

expect that fewer measures of ability (i.e. items) would result in less accurate ability 

estimates, so this result was anticipated.  This result corresponds to Kamata‟s (1999) 

finding that when using a generalized least squares (GLS) estimation method, the person 

ability estimates from the two- and three-level HGLMs were almost identical.  

The HGLM(2) and HGLM(3) school-level ability random effect estimates were 

nearly perfectly correlated.  Recall that the student-ability estimate means served as the 

school-level ability estimates for the HGLM(2).  No other research could be found that 

directly compared potential bias in residuals.  However, in a similar study, Kamata (1999) 

used empirical Bayes (EB) estimation and found a 66% reduction in the RMSE among the 
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school means for the three-level 1-P HGLLM as compared to the estimates from a two-

level 1-P HGLLM.  There were several differences between Kamata‟s study and the 

present study that could explain why the results were divergent.  First and foremost, 

RMSE is the square root of the sum of the variance and squared bias of the parameter 

estimate and thus while bias affects the RMSE, so does the statistic‟s efficiency.  Also, 

Kamata used a sample size of 1,000 with 20 schools and 50 students within each school, 

and a generated level-3 variance of .5 versus .0526 and .1765 for the present study.  

However, because none of these conditions seemed to create any differences between the 

HGLM(2) and HGLM(3) school-level ability estimates, the most likely explanation for the 

divergent results was the far smaller sample sizes used here and the differing estimation 

procedures.   

All factors seemed to affect the accuracy of the school-level ability estimates with 

the number of clusters having the largest impact.  Maas and Hox (2005) asserted that the 

number of clusters in a dataset generally has more of an effect on parameter estimation 

accuracy and model convergence than total sample size, and the assertion was true in this 

study, but not in the direction that previous research has found.  Surprisingly, as the 

number of clusters increased, the correlation values between the estimated and known 

school-level abilities decreased for the present study.  The opposite was true regarding 

total sample size.  As expected, the school-level ability correlation values increased as 

total sample size increased.  Holding total sample size constant, the level-2 sample size 

decreased when the number of clusters increased.  For example, when the total sample 

size was 400, the level-2 sample size decreased from 20 to eight when the number of 

clusters increased from 20 to 50.  It appears that level-2 sample size, when number of 

clusters is held constant, has a rather large effect on the correlations between estimated 

and known school-level abilities.  For example, when holding the number of clusters at 20, 
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the correlation increased from .495 to .597 to .716 when increasing the level-2 sample size 

from 5 to 10 to 20, respectively.  Though, when increasing the level-2 sample size and 

holding the number of clusters constant, the total sample size also increases.  For this 

reason, the average correlations across number of clusters for a fixed level-2 sample size 

(n) were examined.  For the n = 10 conditions, the average correlations were very similar 

for the G = 10 and G = 20 conditions with correlations of .619 and .598, respectively for 

the HGLM(3).  The same result was found for the n = 20 conditions.  For the HGLM(3),  

the average correlations for the G = 10 and G = 20 conditions for the n = 20 conditions 

were .723 and .716, respectively.  As the number of clusters increased, so did the total 

sample size, however, neither factor seemed to affect the correlation between known and 

estimated school-level abilities.  For the present study, it is apparent that small level-2 

sample sizes influenced correlations more so than the total sample size or number of 

clusters, however, this result should be explored further. 

The level-3 variance estimates were biased for most of the simulated conditions.  

Total sample size and the generating value of the level-3 variance affected the relative 

parameter bias, while all factors appeared to affect the standard error bias of the estimated 

level-3 variances.  Maas and Hox (2005) found that the standard errors of variance 

components were not estimated well for a two-level model with less than 50 level-2 units 

matching the results found in the present study.  The small number of clusters, small total 

sample sizes, and small level-2 sample sizes seemed to have prevented the variances from 

being estimated accurately.  This speculation warrants further investigation, however.   

The generating value of the level-3 variance had the greatest effect on the relative 

standard error bias of the estimated level-3 variance.  Meyers (2004) varied the generated 

variances between high schools for a two-level cross-classified random effects model and 

found no differences between recovering variances of .0556 and .2143; however, among 
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other differences between the studies, Meyers‟ analyses were conducted with larger 

sample sizes than in the present study.   

For the present study, an unexpected result was that the variance was estimated 

more accurately with the smallest total sample size and accuracy declined as total sample 

size increased across the .15 ICC conditions. It appears that there are two kinds of biases 

that are working in this scenario.  The estimation procedure seems to under-estimate the 

level-3 variance for the ICC = .05 conditions, while the variance is over-estimated with 

small sample sizes.  Combining the under- and over-estimations of the level-3 variance 

gives the faulty appearance of more accurate parameter recovery as sample sizes 

decreases.  Supporting this claim, Clarke (2008) found evidence of upwards bias in the 

level-2 variance of a two-level HGLM for a sample size of 200 using pseudo-maximum 

likelihood estimation.  For sample sizes greater than 200, bias of the variance estimates 

leveled off.  As with the mean estimated variance, the relative bias of the level-3 variance 

appears to be subject to the negative and positive biases balancing each other out as 

described above.  Binici (2007) found that as the number of level-3 units (and thus the 

total sample size) increased, the more stable the estimates for the variance parameter, 

though only a level-3 variance of .5 was tested.  Another finding of Binici‟s was that the 

squared bias of the variance estimate means was well within Hoogland and Boomsma‟s 

(1998) range of acceptability for a sample size of 300 when using Laplace estimation, but 

not when using PQL estimation.  Estimation methods using a three-level model should be 

explored further. 
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LIMITATIONS AND DIRECTIONS FOR FUTURE RESEARCH 

With the relative newness of the MMM, there are many opportunities for 

broadening the research in this area.  This study can be extended for models with predictor 

variables, polytomous models, cross-classified models, multidimensional models, etc.  

While these models have been studied using MMM, none have focused on the sample size 

and item-number lower limits as was assessed in the current study.  Researchers in the 

educational field often question how small of a sample size is needed to produce accurate 

parameter estimates, and guidelines are lacking for the MMM. 

Another area of potential future research is that of estimation procedures.  It is 

clear that selecting the right estimation method is important for three-level MMMs.  

Schmitt (2007) found that the PQL estimation technique demonstrated a strong downward 

bias for most fixed and random parameter estimates.  Schmitt stated, “Because the PQL 

estimation technique at times exhibits instability and does not provide an accurate statistic 

for comparing models, further development of alternative algorithms is essential” (p. 62).  

Kamata (1999) found some success with EB estimation, demonstrating that the estimation 

method produced superior person- and school-level ability estimates over GLS estimation.  

A limitation of the present study was that only RSPL estimation was tested.  The 

estimation method seemed to produce estimates that are also downwardly biased.  Future 

research should investigate alternative estimation methods for three-level MMMs 

including possibly bootstrapping and Bayesian estimation techniques. 

Another limitation of this study and direction for future research is the testing of 

MMM robustness to assumption violations.  As Schmitt (2007) points out, nonparametric 

models (e.g., Maier, 2001) can be substituted when normality and sample size 

assumptions are a concern.  Nonparametric estimation techniques are time-consuming and 
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require the use of specialized software (Schmitt, 2007), however, they could provide a 

promising avenue for future research.   

EDUCATIONAL IMPORTANCE AND CONCLUSION 

In educational research, students are often nested within one or more higher levels, 

such as classes, schools, and/or districts.  The advantage of Kamata‟s 1-P HGLLM over 

the traditional 1-PL IRT model is that it can be expanded to include higher levels of 

clustering to account for potential dependencies in the data.  With the passage of the No 

Child Left Behind Act (NCLB; Public Law 107-110, 2001), an emphasis on increased 

accountability puts pressure on districts, schools, and teachers to ensure that all students in 

grades 3 – 8 reach proficiency on state-defined standards.  Schools are not only 

responsible for showing improvement in proficiency over time, they must demonstrate 

that all social groups (based on poverty level, race, ethnicity, and limited English 

proficiency) are proficient by the end of the 2013-2014 academic year. However, at the 

time of the current study, President Obama announced the possible elimination of this 

deadline.  Obama also announced that schools and school districts that do not improve 

proficiency may become subject to corrective action to include adjustments in federal 

funding.  In addition, with the encouragement of the federal administration, many school 

districts and states plan to use test scores to evaluate teachers (Dillon, 2010).  Because of 

the implications of tests and assessments on student, teachers, schools, and districts, it is 

crucial that tools exist to properly measure progress and achievement, separating the levels 

(i.e. students, teachers, schools, etc.) where appropriate.  Of equal importance is to ensure 

that the tools are used with data that meet conditions that will yield accurate parameter 

estimations, such as a large enough number of clusters, total sample size, and number of 

test items. 
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Testing the lower limits of a MMM is important so that researchers can feel 

confident that their data are modeled with conditions that will produce accurate estimates.  

This simulation study has shown that modeling clustered data appropriately; having a 

minimum total sample size of 100 to accurately estimate level-2 residuals and a minimum 

total sample size of 400 to accurately estimate level-3 residuals; and having at least 20 

items will help ensure valid statistical test results.  It appears that the cluster sample size is 

an important factor when estimating student- and school-level abilities; however, this 

issue should be explored further before recommendations can be made.  Although the 

HGLM(3) using RSPL estimation had convergence problems with very small sample 

sizes, clustering should be modeled when it exists for improved item difficulty estimation.  

There were very small differences in person- and school- ability estimates between the 

HGLM(2) and HGLM(3), but further analysis should be done before recommending 

ignoring clustering with small sample sizes, such as 100 subjects, when ability estimates 

are the primary concern.  The finding that the 1-P HGLLM can be used with as few as 100 

subjects will hopefully open the field of MMM to researchers who want to analyze small 

samples of data using the 1-PL IRT model but do not have the recommended minimum 

sample size of 200. 
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Appendix A 

SAS Program for Simulation 
/*Condition 54: Total N=400; Number of clusters=50; Number of items = 20; ICC=.15*/ 

 

LIBNAME Diss 'C:\Users\Kelly\Documents\My SAS Files\9.2\Diss\cond54\'; 

 

%let N_Items=20;    /*can be 5, 10, or 20*/ 

%let N_Stu=8;    /*varies based on N_Sch*/ 

%let N_Sch=50;     /*can be 10, 20, or 50)*/ 

%let L3_var=.1765;    /*can be .0526 for .05 ICC or .1765 for .15 ICC*/ 

 

%MACRO Generate; 

%DO i=1 %to 100;     /*number of iterations*/ 

 

dm "log; clear; output; clear; odsresults; clear;"; 

 

/*Generate school thetas, student thetas, and dichotomous responses*/ 

DATA THETA; 

array sch(*) schmu; 

    keep schid schmu stuid theta; 

    schid=0; 

    stuid=0; 

    do i=1 to &N_Sch; 

        schz=rannor(-1); 

        schmu=schz*(sqrt(&L3_var));   /*generates school thetas based on specified ICC*/ 

        schid=schid+1; 

        do j=1 to &N_Stu; 

            stuz=rannor(-1); 

            theta=stuz*(sqrt(1))+schmu;   /*generates student thetas with variance of 1*/ 

            stuid=schid*100+(j); 

        output; 

        end; 

    end; 

run; 

 

/*creates dataset with generated school-level thetas*/ 

data diss.sch_theta;set THETA; 

length subject $ 20.; 

subject='schid '||compress(schid);  

keep subject schmu; 

run; 

 

proc sort data=diss.sch_theta nodupkey; 

by subject; 

run; 

 

/*creates dataset with generated student-level thetas*/ 

data diss.HGLM3stu_theta; set THETA; 

length subject $ 20; 
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subject='stuid(schid) '||compress(stuid)||' '||compress(schid); 

keep subject theta; 

run; 

proc sort data=diss.HGLM3stu_theta; by subject; 

run; 

 

data diss.HGLM2stu_theta; set THETA; 

length subject $ 10; 

subject='stuid '||compress(stuid); 

keep subject theta; 

run; 

proc sort data=diss.HGLM2stu_theta; by subject; 

run; 

 

/*creates dichotomous responses using student thetas*/ 

DATA L3OUT; 

KEEP schid stuid THETA R1-R&N_Items; 

ARRAY PP(*) P1; 

ARRAY R(*) R1-R&N_Items; SD0=0; 

H0=0; 

SET THETA;  

DO J=1 TO &N_Items; 

SET diss.L3parms&N_Items POINT=J;  

EU=EXP(A*(THETA-B)); 

            P=C+((1-C)*(EU/(1+EU))); 

            IF P GE RANUNI(-1) THEN R(J)=1; 

            ELSE R(J)=0; 

  

END; 

 

RUN; 

 

/*********************************************************************/ 

 

/*Gets data in proper order for GLIMMIX - creates a matrix of -1s and 0s for indicator variables for each 

item*/ 

 

DATA HGLM_a; set L3OUT; 

Drop theta; 

PROC TRANSPOSE DATA= HGLM_a OUT=longForm NAME=R PREFIX=score; 

BY schid stuid; 

DATA diss.HGLM; set longForm;         

ARRAY items{&N_Items} R1-R&N_Items; 

DO j=1 to &N_Items; 

items{j}=0; 

END; 

items{substr(R,2,2)}=-1; 

resp=score1; 

DROP R j score1; 

run; 
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/*Run GLIMMIX HGLM(3)*/ 

ods output solutionr=HGLM3residuals;      /*residual estimates*/ 

ods output ParameterEstimates=HGLM3fixed_effects;   /*item difficulty estimates*/ 

ods output convergencestatus=diss.HGLM3convergence_status;  /*convergence status for HGLM3 model*/ 

ods output covparms=covariance_est;   /*L3 variance - to be compared to known L3 variance*/ 

 

 proc glimmix data=diss.HGLM method=rspl ic=q;    

         parms 1 1/hold=1; 

         class stuid schid ; 

         id student schid ; 

         model resp(event="1") = r1 r2 r3 r4 r5 r6 r7 r8 r9 r10 r11 r12 r13 r14 r15 r16 r17 r18 r19 r20/ 

 noint dist=binary link=logit solution; /*change number of Rs as &NItems changes*/ 

         random intercept / solution type=vc subject=stuid(schid); 

         random intercept / solution type=vc subject=schid; 

   nloptions tech=nrridg; 

         run; 

 

PROC append BASE=diss.ALL_HGLM3convergence_status data=diss.HGLM3convergence_status; 

run; 

 

data HGLM3levelresid; set HGLM3residuals; 

if substr(Subject,1,2)= 'st' then level='1'; 

else level='2'; 

keep Subject Estimate level; 

run; 

 

proc sort data=HGLM3levelresid; 

by level; 

run; 

 

data HGLM3_L2resid HGLM3_L3resid; set HGLM3levelresid; 

select (level); 

when ('1') output HGLM3_L2resid; 

when ('2') output HGLM3_L3resid; 

otherwise; 

end; 

run; 

 

proc sort data=HGLM3_L2resid; by subject; 

run; 

 

proc sort data=HGLM3_L3resid; by subject; 

run; 

 

data diss.HGLM3_L2residout; merge HGLM3_L2resid diss.HGLM3stu_theta; by subject;     

ods output PearsonCorr=HGLM3_L2outcorr;    /*correlation for Level 2 residuals*/ 

proc corr; var estimate theta; 

run; 

 

ods output summary=diss.HGLM3_L2res_summary; 

proc means data=diss.HGLM3_L2residout N Mean STD; 

var estimate theta;  run;  
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PROC append BASE=diss.ALL_HGLM3_L2res_summary data =diss.HGLM3_L2res_summary; 

run; 

 

PROC append BASE=diss.ALL_HGLM3_L2residout data=diss.HGLM3_L2residout;                   

run; 

 

data diss.HGLM3_L2corr; set HGLM3_L2outcorr;   

select (variable); 

when ('theta') output diss.HGLM3_L2corr; 

otherwise; 

end; 

run; 

 

PROC append BASE=diss.ALL_HGLM3_L2corr data=diss.HGLM3_L2corr; 

run; 

 

/*merges estimated and known level-3 residuals by subject*/ 

data diss.HGLM3_L3residout; merge HGLM3_L3resid diss.sch_theta; by subject;    

ods output PearsonCorr=HGLM3_L3outcorr;   /*correlation for Level 3 residuals*/ 

proc corr; var estimate schmu; 

run; 

 

ods output summary=diss.HGLM3_L3res_summary; 

proc means data=diss.HGLM3_L3residout N Mean STD; 

var estimate schmu; 

run;  

 

PROC append BASE=diss.ALL_HGLM3_L3res_summary data =diss.HGLM3_L3res_summary; 

run; 

 

PROC append BASE=diss.ALL_HGLM3_L3residout data=diss.HGLM3_L3residout;                  

run; 

 

data diss.HGLM3_L3corr; set HGLM3_L3outcorr; 

select (variable); 

when ('schmu') output diss.HGLM3_L3corr; 

otherwise; 

end; 

run; 

 

PROC append BASE=diss.ALL_HGLM3_L3corr data=diss.HGLM3_L3corr; 

run; 

 

/*sort item difficulty datasets for merging*/ 

proc sort data=diss.known_item_diff&N_Items; by effect; 

run; 

 

proc sort data=HGLM3fixed_effects out=HGLM3fixed_effects_sort; by effect; 

run; 

 

PROC append BASE=diss.ALL_HGLM3fixed_effects data=HGLM3fixed_effects; 

run; 
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/*correlation between est item difficulties and known item difficulties*/ 

data HGLM3_item_diffout; merge HGLM3fixed_effects_sort diss.known_item_diff&N_Items; by effect; 

ods output PearsonCorr=HGLM3_item_diffout_corr;   /*correlation for HGLM3 item difficulties*/ 

proc corr; var known estimate; 

run; 

 

PROC append BASE=diss.ALL_HGLM3_item_diffout data=HGLM3_item_diffout; 

run; 

 

data diss.HGLM3_itemdiffcorr; set HGLM3_item_diffout_corr; 

select (variable); 

when ('Known') output diss.HGLM3_itemdiffcorr; 

otherwise; 

end; 

run; 

 

PROC append BASE=diss.ALL_HGLM3_itemdiffcorr data=diss.HGLM3_itemdiffcorr; 

run; 

 

 

data diss.L3var; set covariance_est;    /*keeps covariance estimate (ICC)*/ 

select (subject); 

when ('schid') output diss.L3var; 

otherwise; 

end; 

run; 

 

 

PROC append BASE=diss.ALL_l3var data=diss.L3var; 

run; 

 

 

/*Run GLIMMIX HGLM(2)*/ 

 

 

ods output solutionr=HGLM2residuals;     /*residual estimates*/ 

ods output ParameterEstimates=HGLM2fixed_effects;  /*item difficulty estimates*/ 

ods output convergencestatus=diss.HGLM2convergence_status;  /*convergence status for HGLM3 model*/ 

 

 

 proc glimmix data=diss.HGLM method=rspl ic=q;           

         parms 1 1/hold=1; 

         class stuid ; 

         id student ; 

         model resp(event="1") = r1 r2 r3 r4 r5 r6 r7 r8 r9 r10 r11 r12 r13 r14 r15 r16 r17 r18 r19 r20/ 

 noint dist=binary link=logit solution;  /*change number of Rs as &NItems changes*/ 

         random intercept / solution type=vc subject=stuid; 

   nloptions tech=nrridg;  /*performs a Newton-Raphson optimization with ridging*/ 

         run; 

 

PROC append BASE=diss.ALL_HGLM2convergence_status data=diss.HGLM2convergence_status; 

run; 
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/**************************************************************************************/ 

/*gets mean of L2 estimated thetas to compare to known L3 thetas*/ 

data HGLM2schmean; 

infile "C:\Users\Kelly\Documents\My SAS Files\9.2\Diss\cond54\schid50_T400.txt" DLM='2C0D'x;  

/*Change here for correct filename*/ 

input subject :$20.;  

run; 

 

data diss.HGLM2_L2mean; length subject $ 20; 

set HGLM2residuals(rename=(subject=student)); 

merge HGLM2residuals HGLM2schmean; 

run; 

 

proc sort data=diss.HGLM2_L2mean; by subject; 

run; 

 

ods output summary=L2means_summary; 

proc means data=diss.HGLM2_L2mean; 

var estimate; 

by subject; 

run; 

 

data diss.HGLM2_residout_mean; merge L2means_summary diss.sch_theta; by subject;    

ods output PearsonCorr=HGLM2_outcorr_mean; /*correlation for mean Level 2 residuals with L3 known*/ 

proc corr; var estimate_mean schmu; 

run; 

 

ods output summary=diss.HGLM2_L2res_mean_summary; 

proc means data=diss.HGLM2_residout_mean N Mean STD; 

var Estimate_Mean schmu; 

run;  

 

PROC append BASE=diss.ALL_HGLM2_L2res_mean_summary 

data=diss.HGLM2_L2res_mean_summary; 

run; 

 

PROC append BASE=diss.ALL_HGLM2_residout_mean data=diss.HGLM2_residout_mean;                   

run; 

 

data diss.HGLM2_corr_mean; set HGLM2_outcorr_mean; 

select (variable); 

when ('schmu') output diss.HGLM2_corr_mean; 

otherwise; 

end; 

run; 

 

PROC append BASE=diss.ALL_HGLM2_corr_mean data=diss.HGLM2_corr_mean; 

run; 

 

/*gets correlation of L2 estimated thetas to compare to known L2 thetas*/ 

proc sort data=HGLM2residuals; by subject; 

run; 
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data diss.HGLM2_residout; merge HGLM2residuals diss.HGLM2stu_theta; by subject;       

ods output PearsonCorr=HGLM2_outcorr;    /*correlation for Level 2 residuals*/ 

proc corr; var estimate theta; 

run; 

 

ods output summary=diss.HGLM2_L2res_summary; 

proc means data=diss.HGLM2_residout N Mean STD; 

var estimate theta; 

run;  

 

PROC append BASE=diss.ALL_HGLM2_L2res_summary data=diss.HGLM2_L2res_summary; 

run; 

 

PROC append BASE=diss.ALL_HGLM2_residout data=diss.HGLM2_residout;                   

run; 

 

data diss.HGLM2_corr; set HGLM2_outcorr; 

select (variable); 

when ('theta') output diss.HGLM2_corr; 

otherwise; 

end; 

run; 

 

PROC append BASE=diss.ALL_HGLM2_corr data=diss.HGLM2_corr; 

run; 

 

/*gets correlation of HGLM2 L2 estimated thetas to compare to HGLM3 L2 estimated thetas*/ 

data diss.L2_residout; length subject $ 20; 

set HGLM2residuals(rename=(estimate=HGLM2estimate)); 

merge HGLM2residuals HGLM3_L2resid;        

ods output PearsonCorr=L2_outcorr;    /*correlation for Level 2 residuals*/ 

proc corr; var estimate HGLM2estimate; 

run; 

 

PROC append BASE=diss.ALL_L2_residout data=diss.L2_residout;                   

run; 

 

data diss.L2_corr; set L2_outcorr; 

select (variable); 

when ('HGLM2estimate') output diss.L2_corr; 

otherwise; 

end; 

run; 

 

PROC append BASE=diss.ALL_L2_corr data=diss.L2_corr; 

run; 

 

/*gets correlation of HGLM2 L2 mean estimated thetas to compare to HGLM3 L3 estimated thetas*/  

data diss.HGLM2_3_residout_mean; merge L2means_summary HGLM3_L3resid; by subject;    

ods output PearsonCorr=HGLM2_3_outcorr_mean;       

proc corr; var estimate_mean estimate; 

run; 
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ods output summary=diss.HGLM2_3_L3res_mean_summary; 

proc means data=diss.HGLM2_3_residout_mean N Mean STD; 

var Estimate_Mean Estimate; 

run;  

 

PROC append BASE=diss.ALL_HGLM2_3_L3res_mean_summary 

data=diss.HGLM2_3_L3res_mean_summary; 

run; 

 

PROC append BASE=diss.ALL_HGLM2_3_residout_mean data=diss.HGLM2_3_residout_mean;                   

run; 

 

data diss.HGLM2_3_corr; set HGLM2_3_outcorr_mean; 

select (variable); 

when ('Estimate') output diss.HGLM2_3_corr; 

otherwise; 

end; 

run; 

 

PROC append BASE=diss.ALL_HGLM2_3_corr data=diss.HGLM2_3_corr; 

run; 

 

 

/*sort item difficulty datasets for merging*/ 

proc sort data=diss.known_item_diff&N_Items; by effect; 

run; 

 

proc sort data=HGLM2fixed_effects out=HGLM2fixed_effects_sort; by effect; 

run; 

 

PROC append BASE=diss.ALL_HGLM2fixed_effects data=HGLM2fixed_effects; 

run; 

 

/*correlation between est item difficulties and known item difficulties*/ 

data HGLM2_item_diffout; merge HGLM2fixed_effects_sort diss.known_item_diff&N_Items; by effect; 

ods output PearsonCorr=HGLM2_item_diffout_corr;   /*correlation for HGLM2 item difficulties*/ 

proc corr; var known estimate; 

run; 

 

PROC append BASE=diss.All_HGLM2_item_diffout data=HGLM2_item_diffout; 

run; 

 

data diss.HGLM2_itemdiffcorr; set HGLM2_item_diffout_corr; 

select (variable); 

when ('Known') output diss.HGLM2_itemdiffcorr; 

otherwise; 

end; 

run; 

 

PROC append BASE=diss.ALL_HGLM2_itemdiffcorr data=diss.HGLM2_itemdiffcorr; 

run; 

/*correlation between est HGLM2 item difficulties and est HGLM3 item difficulties*/ 
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data HGLM2_3_item_diffout; merge HGLM2fixed_effects_sort (rename= (estimate=HGLM2est)) 

HGLM3fixed_effects_sort (rename= (estimate=HGLM3est)); by effect; 

ods output PearsonCorr=HGLM2_3_item_diffout_corr;  /*correlation for HGLM2 item difficulties*/ 

proc corr; var HGLM2est HGLM3est; 

run; 

 

PROC append BASE=diss.All_HGLM2_3_item_diffout data=HGLM2_3_item_diffout; 

run; 

 

data diss.HGLM2_3_itemdiffcorr; set HGLM2_3_item_diffout_corr; 

/*keep estimate;*/ 

select (variable); 

when ('HGLM2est') output diss.HGLM2_3_itemdiffcorr; 

otherwise; 

end; 

run; 

 

PROC append BASE=diss.ALL_HGLM2_3_itemdiffcorr data=diss.HGLM2_3_itemdiffcorr; 

run; 

 

/*gets all data into one dataset*/ 

Data diss.corr_bias;  

keep HGLM3_convergence HGLM2_convergence HGLM2_L2corr P_HGLM2_L2corr 

HGLM2_L2meancorr P_HGLM2_L2meancorr  

HGLM3_L2corr P_HGLM3_L2corr HGLM3_L3corr P_HGLM3_L3corr HGLM2_3_L3corr 

P_HGLM2_3_L3corr HGLM2_3_L2corr 

P_HGLM2_3_L2corr HGLM2_diffcorr P_HGLM2_diffcorr HGLM3_diffcorr P_HGLM3_diffcorr 

HGLM2_3_diffcorr P_HGLM3_diffcorr L3var_est L3var_stderr hglm3_l2res_mean hglm3_l2theta_mean 

hglm3_l3res_mean hglm3_l2theta_mean hglm3_l3res_mean hglm3_l3schmu_mean hglm2_l2res_mean 

hglm2_l2theta_mean hglm2_l2res_mean_mean hglm2_l2theta_mean_mean; 

merge diss.hglm3convergence_status (rename= (pdG=HGLM3_convergence))  

diss.hglm2convergence_status (rename= (pdG=HGLM2_convergence))  

diss.HGLM2_corr (rename= (Estimate=HGLM2_L2corr PEstimate=P_HGLM2_L2corr) )  

diss.HGLM2_corr_mean (rename= (Estimate_mean=HGLM2_L2meancorr 

PEstimate_mean=P_HGLM2_L2meancorr) )  

diss.HGLM3_L2corr (rename= (Estimate=HGLM3_L2corr PEstimate=P_HGLM3_L2corr))  

diss.HGLM3_L3corr (rename= (Estimate=HGLM3_L3corr PEstimate=P_HGLM3_L3corr) )  

diss.HGLM2_3_corr (rename= (Estimate_Mean=HGLM2_3_L3corr 

PEstimate_Mean=P_HGLM2_3_L3corr)) 

diss.L2_corr (rename= (Estimate=HGLM2_3_L2corr PEstimate=P_HGLM2_3_L2corr) )  

diss.hglm2_itemdiffcorr (rename= (Estimate=HGLM2_diffcorr PEstimate=P_HGLM2_diffcorr) )  

diss.hglm3_itemdiffcorr (rename= (Estimate=HGLM3_diffcorr PEstimate=P_HGLM3_diffcorr) ) 

diss.HGLM2_3_itemdiffcorr (rename= (HGLM3est=HGLM2_3_diffcorr 

PHGLM3est=P_HGLM2_3_diffcorr) ) 

diss.L3var (rename= (Estimate=L3var_est StdErr=L3var_stderr) ) 

diss.hglm3_l2res_summary (rename= (Estimate_mean=hglm3_l2res_mean 

theta_mean=hglm3_l2theta_mean)) 

diss.hglm3_l3res_summary (rename= (Estimate_mean=hglm3_l3res_mean 

schmu_Mean=hglm3_l3schmu_mean)) 

diss.hglm2_l2res_summary (rename= (Estimate_mean=hglm2_l2res_mean 

theta_mean=hglm2_l2theta_mean)) 
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diss.hglm2_l2res_mean_summary (rename= (Estimate_Mean_Mean=hglm2_l2res_mean_mean 

schmu_Mean=hglm2_l2theta_mean_mean));  run; 

PROC append BASE=diss.ALL_corr_bias data=diss.corr_bias (where=(HGLM3_convergence=1)); 

run; 

 

%END; 

%MEND Generate; 

%Generate; 

Run; Quit; 

 

dm "log; clear; output; clear; odsresults; clear;"; 

options formdlim='-'; 

/*mean/sum of correlations, bias, variance, and convergence*/ 

title 'HGLM 2 convergence - sum should be 100'; 

proc means data=diss.All_hglm2convergence_status sum; 

var pdG; 

run; 

 

title 'HGLM 3 convergence - sum should be 100'; 

proc means data=diss.All_hglm3convergence_status sum; 

var pdG; 

run; 

 

title 'HGLM means and std deviations'; 

ods output summary=diss.ALL_MEANSneeded_cond; 

proc means data=diss.ALL_corr_bias n mean stddev nolabels; 

var HGLM2_3_diffcorr HGLM2_diffcorr HGLM3_diffcorr HGLM2_3_L2corr HGLM2_L2corr 

HGLM3_L2corr 

HGLM2_3_L3corr HGLM2_L2meancorr HGLM3_L3corr L3var_est L3var_stderr; 

run; 

 

data L3_var_bias; set diss.ALL_MEANSneeded_cond; 

keep L3_var_bias L3_var_stderr_bias; 

L3_var_bias=(L3var_est_Mean-&L3_var)/&L3_var; 

L3_var_stderr_bias=(L3var_stderr_Mean-L3var_est_StdDev)/L3var_est_StdDev; 

run; 

 

title 'relative bias level-3 variance'; 

proc print data=L3_var_bias; 

 

/*gets item difficulties together for only converging cases*/ 

data _NULL_; set diss.all_hglm3convergence_status;  

keep pdG; 

array con_stat [1] pdg; 

do i=1 to dim(con_stat); 

 do j=1 to &N_items; 

 file 'C:\Users\Kelly\Documents\My SAS Files\9.2\Diss\test.txt'; 

 put pdG; 

 end;output; 

end;  run; 

data converge_status; 

infile 'C:\Users\Kelly\Documents\My SAS Files\9.2\Diss\test.txt'; 
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input pdG @1; 

run; 

data diss.ALL_HGLM2_Item_difficulties; 

merge converge_status diss.All_hglm2_item_diffout; 

select (pdG); 

when ('1') output diss.ALL_HGLM2_Item_difficulties; 

otherwise; 

end; 

drop pdG; 

run; 

 

proc sort data=diss.ALL_HGLM2_Item_difficulties; by effect; 

run; 

 

title 'HGLM(2) Item difficulties'; 

ods output summary=diss.ALL_HGLM2_item_diff_summary; 

proc means data=diss.ALL_HGLM2_Item_difficulties N mean stddev; 

var estimate stderr known; 

by effect; 

run; 

 

data diss.HGLM2itembias; set diss.ALL_HGLM2_item_diff_summary;  

array item_bias effect; 

do i=1 to dim(item_bias); 

Itembias=(Estimate_Mean-Known_mean)/Known_mean; 

Itemstderrbias=(StdErr_Mean-Estimate_StdDev)/Estimate_StdDev; 

output; 

end; 

keep effect Itembias Itemstderrbias; 

run; 

data diss.ALL_HGLM3_Item_difficulties; 

merge converge_status diss.All_hglm3_item_diffout; 

select (pdG); 

when ('1') output diss.ALL_HGLM3_Item_difficulties; 

otherwise; 

end; 

drop pdG; 

run; 

 

proc sort data=diss.ALL_HGLM3_Item_difficulties; by effect; 

run; 

 

title 'HGLM(3) Item difficulties'; 

ods output summary=diss.ALL_HGLM3_item_diff_summary; 

proc means data=diss.ALL_HGLM3_Item_difficulties N mean stddev; 

var estimate stderr known; 

by effect; 

run; 

 

data diss.HGLM3itembias; set diss.ALL_HGLM3_item_diff_summary;  

array item_bias effect; 

do i=1 to dim(item_bias); 
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Itembias=(Estimate_Mean-Known_mean)/Known_mean; 

Itemstderrbias=(StdErr_Mean-Estimate_StdDev)/Estimate_StdDev; 

output; 

end; 

keep effect Itembias Itemstderrbias; 

run; 

 

title 'HGLM 2 relative bias'; 

proc print data=diss.HGLM2itembias; 

run; 

 

title 'HGLM 3 relative bias'; 

proc print data=diss.HGLM3itembias; 

run; 

 



 97 

References 

Ackerman, T. A. (1994).  Creating a test information profile for a two-dimensional latent 

space.  Applied Psychological Measurement, 18, 257-275. 

Barnes, L. L. B., & Wise, S. L.  (1991).  The utility of a modified one-parameter IRT 

model with small samples.  Applied Measurement in Education, 4(2), 143-157. 

Beretvas, S. N., & Kamata, A.  (2005).  The multilevel measurement model: Introduction 

to the special issue.  Journal of Applied Measurement, 6(3), 247-254. 

Binici, S.  (2007).  Random-effect differential item functioning via hierarchical 

generalized linear model and generalized liner latent mixed model: A comparison 

of estimation methods. Unpublished doctoral dissertation, The Florida State 

University, Tallahassee. 

Bock, R. D., & Aitken, M.  (1981).  Marginal maximum likelihood estimation of item 

parameters: Application of an EM algorithm.  Psychometrika, 46, 443-459. 

Bock, R. D., & Mislevy, R. J.  (1982).  Adaptive EAP estimation of ability in a 

microcomputer environment.  Applied Psychological Measurement, 6(4), 431-444. 

Breslow, N.  (2003, January 24).  Whither PQL?  UW Biostatistics Working Paper Series.  

(Working Paper 192). Retrieved April 4, 2011 from http://www.bepress.com/ 

uwbiostat/paper192. 

Browne, W. J., Golalizadeh, L. M., & Parker, R. M. A.  (2009).  A guide to sample size 

calculations for random effect models via simulation and the MLPowSim software 



 98 

package.  University of Bristol.Cheong, Y. F. and  Raudenbush, S. W.  (2000).  

Measurement and structural models for children‟s problem behaviors.  

Psychological methods, 5, 477-495. 

Clarke, P.  (2008).  When can group level clustering be ignored?  Multilevel models 

versus single-level models with sparse data.  Journal of Epidemiology &  

Community Health, 62(8), 752-758. 

Cochran, W. G.  (1977).  Sampling techniques (3rd ed.).  New York: Wiley. 

Cohen, J.  (1988).  Statistical power analysis for the behavioral sciences.  Nahwah, NJ:  

Erlbaum. 

De Gruijter, D. N. M.  (1986).  Small N does not always justify Rasch model.  Applied 

Psychological Measurement, 10, 187-194. 

Dillon, S.  (2010, Feb 1).  Obama to seek sweeping change in „No Child‟ Law [Electronic 

version].  The New York Times, p. A1. 

Embretson, S. E., & Reise, S. P.  (2000). Item Response Theory for Psychologists.   

Mahwah, NJ: Lawrence Erlbaum Associates. 

Flom, P. L., McMahon, J. M., & Pouget, E. R.  (2006, September).  Using PROC 

NLMIXED and PROC GLIMMIX to analyze dyadic data with binary outcomes.  

Proceedings of the NorthEast SAS Users Group Inc., Philadelphia, PA.  



 99 

Goldstein, H.  (1980).  Dimensionality, bias, independence and measurement scale 

problems in the latent trait test score models.  British Journal of Mathematical and 

Statistical Psychology, 33, 234-246. 

Goldstein, H.  (1987).  Multilevel models in educational and social research. London: 

Griffin. 

Goldstein, H.  (1995).  Multilevel statistical models  (2nd ed.).  London: Edwards Arnold.  

New York:  Halstead. 

Green, S. B., Salkind, N. J., & Akey, T. M.  (2000).  Using SPSS to Windows: Analyzing 

and Understanding Data.  (2
nd

 edition).  New Jersey: Prentice Hall. 

Guittet, L., Ravaud, P., & Giraudeau, B.  (2006).  Planning a cluster randomized trial with 

unequal cluster sizes: practical issues involving continuous outcomes.  BMC 

Medical Research Methodology, 6, 17-31,  

Hambleton, R. K., & Cook, L. L.  (1983).  Robustness of item response models and effects 

of test length and sample size on the precision of ability estimates.  In D. J. Weiss 

(Ed.), New horizons in testing: Latent trait theory and computerized adaptive 

testing.  New York:  Academic. 

Hambleton, R. K., Swaminathan, H., & Rogers, H. J.  (1991).  Fundamentals of Item 

Response Theory. Newbury Park: Sage Publications. 



 100 

Hambleton, R. K., & Traub, R. E.  (1971).  Information curves and efficiency of three 

logistic test models.  British Journal of Mathematical and Statistical Psychology, 

24, 273-281. 

Hoogland, J. J., & Boomsma, A. (1998). Robustness Studies in Covariance Structure 

Modeling. Sociological Methods and Research, 26(3), 329-367. 

Hox, J.  (2002).  Multilevel Analysis:  Techniques and applications.  Mahwah, NJ: 

Lawrence Erlbaum Associates. 

Kamata, A.  (1999). Some generalizations of the Rasch model: An application of the 

hierarchical generalized linear model. Unpublished doctoral dissertation, 

Michigan State University, East Lansing. 

Kamata, A. (2001). Item analysis by the hierarchical generalized linear model.  Journal of 

Educational Measurement, 38, 79-93. 

Kreft, I., & de Leeuw, J.  (1998).  Introducing multilevel modeling.  Thousand Oaks, CA:  

Sage. 

Lee, S. H., & Terry, R.  (2005).  IRT-FIT:  SAS macros for fitting Item Response Theory 

(IRT) models.  SUGI 30  Paper 204-30. 

Lord, F. M.  (1983).  Small N justifies Rasch model.  In D. J. Weiss (Ed.), New horizons in 

testing: Latent trait theory and computerized adaptive testing.  New York:  

Academic. 



 101 

Maas, C. J. M.,  & Hox, J. J.  (2002). Robustness of multilevel parameter estimates against 

small sample sizes.  [CD-Rom].  In: J. Blasius, J. Hox, E. de Leeuw & P. Schmidt 

(Eds.), Social science methodology in the new millennium.  Opladen, FRG: Leske 

+ Budrich. 

Maas, C. J. M., & Hox, J. J.  (2005).  Sufficient sample sizes for multilevel modeling.  

Methodology, 1(3), 86-92. 

Maier, K. S.  (2001).  A Rasch hierarchical measurement model.  Journal of Educational 

and Behavioural Statistics, 26, 301-330. 

Manalo, J. R. (2004). Extending the Partial Credit and Rating Scale models using the 

Hierarchical Multivariate Generalized Linear Model.  Unpublished doctoral 

dissertation, Michigan State University, East Lansing. 

Meyers, J. L.  (2004).  The impact of inappropriate modeling of cross-classified data 

structures.  Unpublished doctoral dissertation, University of Texas, Austin. 

Mislevy, R. J., & Bock, R. D. (1990). BILOG 3 (2
nd

 ed.): Item analysis and test scoring 

with binary logistic models. [Computer software]. Mooresville, IN: Scientific 

Software International. 

 Mislevy, R. J., & Bock, R. D. (2000). BILOG 3: Item analysis and test scoring with 

binary logistic models. [Computer software]. Chicago: Scientific Software Inc. 

Moerbeek, M.  (2004).  The Consequence of Ignoring a Level of Nesting in Multilevel 

Analysis.  Multivariate Behavioral Research, 39(1), 129-149. 



 102 

Moerbeek, M., Van Breukelen, G. J. P., Berger, M. P. F., & Ausems, M.  (2003).  Optimal 

sample sizes in experimental designs with individuals nested within clusters.  

Understanding Statistics, 2(3), 151-175. 

Natesan, P.  (2007). Two-Parameter, Multilevel, Item-Response Models: A Simulation 

Study of Test Length and Sample Size Influences.  Unpublished doctoral 

dissertation, Texas A&M University, College Station. 

Nezlek, J. B., & Zyzniewski, L. E. (1998). Using hierarchical linear modeling to analyze 

grouped data [Special issue: Research methods].  Group Dynamics: Theory, 

Research, and Practice, 2(4), 313-320.   

No Child Left Behind Act of 2001, Pub. L. No. 107-110, 115 Stat. 1425 (2002). 

Parshall, C. G., Kromrey, J. D., & Chason, W. M.  (June, 1996).  Comparison of 

alternative models for item parameter estimation with small samples.  Paper 

presented at the annual meeting of the Psychometric Society, Banff, Canada. 

Patz, R. J., & Junker, B. W.  (1999).  A straightforward approach to Markov Chain Monte 

Carlo methods for item response models.  Journal of Educational and Behavioral 

Statistics, 24(2), 146-178. 

Rasch, G.  (1960).  Probabilistic models for some intelligence and attainment tests.  

Chicago: University of Chicago Press. 

Raudenbush, S. W., & Bryk, A. S. (2002).  Hierarchical linear models: Applications and 

data analysis methods. (2
nd

 ed.).  Thousand Oaks, CA: Sage. 



 103 

Spybrook, J., Raudenbush, S. W., Congdon, R., & Martinez, A.  (2009).  Optimal Design 

for longitudinal and multilevel research: Documentation for the Optimal Design 

software. Version 2.0.   city: pub. 

Reckase, M. D.  (1997).  The past and future of multidimensional item response theory.  

Applied Psychological Measurement, 21, 25-36.  

SAS Institute.  (2007).  Statistical analysis with the GLIMMMIX procedure. [Course 

Notes].  Cary, NC: SAS Education. 

SAS Institute.  (2008a).  SAS/STAT 9.2 User’s Guide: The GLIMMIX procedure. Cary, 

NC: SAS Education. 

SAS Institute.  (2008b).  SAS/STAT 9.2 User’s Guide: The MIXED procedure. Cary, NC: 

SAS Education. 

Schabenberger, O.  (2007).  Growing up Fast: SAS 9.2 enhancements to the GLIMMIX 

Procedure.  Paper 177-2007.  SAS Institute Inc., Cary, NC. 

Schmitt, T. A. (2007).  An evaluation of parameter recovery using the 1-Parameter 

Hierarchical Generalized Linear Logistic Model for dichotomous responses.  

Unpublished doctoral dissertation, The University of Wisconsin, Milwaukee. 

Setzer, J. C.  (2008).  Parameter recovery of the explanatory multidimensional Rasch 

model.  Unpublished doctoral dissertation, James Madison University, 

Harrisonburg. 



 104 

Sheu, C. F., Chen, C. T., Su, Y. H., & Wang, W. C.  (2005).  Using SAS PROC 

NLMIXED to fit item response theory models.  Behavior Research Methods, 

37(2), 202-218. 

Snijders, T., & Bosker, R.  (1999).  Multilevel analysis:  An introduction to basic and 

advanced multilevel modeling.  Thousand Oaks, CA:  Sage. 

Wainer H., & Wright, B. D.  (1980).  Robust estimation of ability in the Rasch model.  

Psychometrika, 45, 373-391. 

Wang, J., Carpenter, J. R., & Kepler, M. A.  (2006).  Using SAS to conduct nonparametric 

residual bootstrap multilevel modeling with a small number of groups.  Computer 

Methods and Programs in Biomedicine, 82, 130-143. 

Whitakker, T. A., Fitzpatrick, S. J., Williams, N. J., & Dodd, B. G.  (2003).  IRTGEN: A 

SAS macro program to generate known trait scores and item responses for 

commonly used item response theory models. Applied Psychological 

Measurement, 27(4), 299-300. 

Williams, N., & Beretvas, S. N.  (2006).  DIF identification using HGLM for polytomous 

items.  Applied Psychological Measurement, 30(1), 22-42. 

Wright, B. D., & Stone, M. H.  (1979).  Best test design: A handbook for Rasch 

measurement.  Palo Alto, CA:  Scientific. 



 105 

Zimowski, M. F., Muraki, E., Mislevy, R. J., & Bock, R.D. (2003). BILOG-MG 3 for 

Windows: Multiple-group IRT analysis and test maintenance for binary items 

[Computer software]. Lincolnwood, IL: Scientific Software International, Inc. 



 106 

Vita 

 

Kelly Diane Schroeder was born in Texas in March of 1978.  After graduating 

from Pleasant Grove High School in Texarkana, Texas, she enrolled in The University of 

Texas in Austin, Texas.  During the summers of 1995 and 1996 she attended Texarkana 

College in Texarkana, Texas.  She received the degree of Bachelor of Arts majoring in 

psychology and minoring in sociology from The University of Texas in December, 1999.  

She returned to The University of Texas at Austin in August 2000 as a graduate student 

and earned the degree of Master of Arts majoring in Academic Educational Psychology in 

May, 2002.  After receiving her Master of Arts degree, she was a consultant for Junior 

Achievement, a non-profit education organization headquartered in Colorado Springs, CO.  

In August, 2004, she returned once again to the Education Department at The University 

of Texas at Austin to work on completing her Doctorate of Philosophy degree in 

Quantitative Methods with an emphasis in psychometrics.  She worked as a graduate 

research assistant at the Measurement and Evaluation Center at The University of Texas in 

the Spring 2005 and Fall 2005 semesters. In March, 2007, she began working as the 

Senior Research and Planning Analyst at Allan Hancock College in Santa Maria, 

California and ended employment there in September 2010 when she moved to Colorado 

Springs, CO.  Presently, she consults for various educational entities. 

  

Permanent address: 8368 Old Exchange Dr, Colorado Springs, CO  80920 

 

This dissertation was typed by the author. 


