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Although the design of Multistage testing (MST) has received increasing 

attention, previous studies mostly focused on comparison of the psychometric properties 

of MST with CAT and paper-and-pencil (P&P) test. Few studies have systematically 

examined the number of items in the routing test, the number of subtests in a stage, or the 

number of stages in a test design to achieve accurate measurement in MST. Given that 

none of the studies have identified an ideal MST test design using polytomously-scored 

items, the current study conducted a simulation to investigate the optimal design for MST 

using generalized partial credit model (GPCM).  

Eight different test designs were examined on ability estimation across two 

routing test lengths (short and long) and two total test lengths (short and long). The item 

pool and generated item responses were based on items calibrated from a national test 

consisting of 273 partial credit items. Across all test designs, the maximum information 

routing method was employed and the maximum likelihood estimation was used for 
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ability estimation. Ten samples of 1,000 simulees were used to assess each test design. 

The performance of each test design was evaluated in terms of the precision of ability 

estimates, item exposure rate, item pool utilization, and item overlap.  

The study found that all test designs produced very similar results. Although there 

were some variations among the eight test structures in the ability estimates, results 

indicate that the performance overall of these eight test structures in achieving 

measurement precision did not substantially deviate from one another with regard to total 

test length and routing test length. However, results from the present study suggest that 

routing test length does have a significant effect on the number of non-convergent cases 

in MST tests. Short routing tests tended to result in more non-convergent cases, and the 

presence of fewer stage tests yielded more of such cases than structures with more stages. 

Overall, unlike previous findings, the results of the present study indicate that the MST 

test structure is less likely to be a factor impacting ability estimation when polytomously-

scored items are used, based on GPCM.  
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CHAPTER ONE: INTRODUCTION 

As computers have become more accessible in recent years, tests from many 

testing programs now are administered exclusively by computer. Many standardized 

paper-and-pencil (P&P) test administrations have been replaced by computerized 

adaptive testing (CAT; Wainer, 1990) in the last two decades. For example, the U.S. 

Armed Services have used a CAT version of the Armed Services Vocational Aptitude 

Battery (ASVAB) since 1997 (Sands, Waters, & McBride, 1997). CAT versions are now 

used for the National Council of Licensure Examination for nurses (NCLEX; National 

Council of State Boards of Nursing, 1994), the Graduate Record Examination 

(Educational Testing Service, 1996), and ACCUPLACER (College Board, 1993).  

The CAT procedure makes possible a computer-administered measurement 

instrument that uses algorithms based on item response theory (IRT; Lord, 1980; Lord & 

Novick, 1968) so that each examinee receives test items that closely match his/her 

specific ability level. Many IRT models characterize the probability of an examinee 

answering an item correctly in terms of the interaction between item characteristics and 

examinees’ ability (Wainer & Mislevy, 1990). Without the development of IRT 

methodology and advances in computer technology, CAT implementation would not be 

feasible.   

A CAT administration has four major components: an item pool, a procedure for 

item selection, a method for scoring (ability estimation), and a stopping rule (Reckase, 

1989). Prior to test administration, a large collection of pre-calibrated items must be 

available. When the test begins, one item at a time is administered to an examinee, and 

the examinee’s ability is estimated after each item is completed. Based upon the 

examinee’s performance on the previous item, the next item is selected to match the 
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estimated ability level of that examinee. The CAT system administers items until a 

predetermined number of items is reached or a pre-specified level of measurement 

precision is reached. In addition, to avoid test security problems and to maintain a match 

with content specifications for the test, item exposure and content balancing constraints 

are also included in a CAT system, so that items are not selected based only on their 

statistical characteristics (Kingsbury & Zara, 1989). 

Therefore, in addition to administrative benefits such as avoiding the use of paper, 

easier data collection, and faster score reporting, a CAT procedure provides benefits 

including shorter administration time, shorter test length, and different test forms for 

different examinees. Of these, the distinct advantage of CAT is that, by tailoring items to 

each examinee’s ability level, the test does not present to examinees items that are too 

easy or too difficult. Therefore, on average, a CAT exam is half the length of a P&P test 

(Embretson & Reise, 2000), yielding better efficiency with equal measurement precision 

for examinees at various ability levels.  

Nevertheless, using CAT poses some problems in practice. First, CAT versions of 

a test produce a relatively high item exposure rate compared to paper-and-pencil tests 

(Luecht, Nungester, & Hadadi, 1996). This happens because the CAT adaptation 

procedure uses an item-selection criterion that favors the most informative item in the 

item pool at the most recent estimate of ability. Thus, examinees with similar estimated 

ability levels will very likely receive sets of items with significant overlap, which can 

then affect the accuracy and validity of test scores if one test taker shares information 

about test items with future examinees (Patsula, 1999).  

Another problem is that a feature of the CAT algorithm prevents examinees from 

going back and reviewing their answers, which is a critical issue that CAT always 

encounters when compared with traditional P&P tests. Much research has indicated that 
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examinees strongly desire an opportunity to review items during testing (Lunz, 

Bergstrom, & Wright, 1994; Vispoel, 1998; Vispoel, Hendrickson, & Bleiler, 2000). In 

practice, however, item review during a CAT test has not been implemented in many 

programs.  

Furthermore, although a content-balancing algorithm can be included in a CAT 

test administration procedure to ensure the proportional representation of each content 

area, it is usually not possible to code every content specification for each item into the 

algorithm (Patsula, 1999). Also, because CAT instruments are built in real time, test 

specialists or content experts cannot review every test form for content quality assurance 

purposes prior to the test administration (Luecht & Nungester, 1998). Thus, context 

effects—such as one item cuing the answer to another due to item ordering—may not be 

detected before test administration.  

To avoid such problems, many organizations engaged in high-stakes testing have 

considered using the approach of Multistage Testing (MST; Hendrickson, 2007) by 

means of computer. Like CAT, MST features adaptive procedures based on item 

response theory in a computer-based setting. The MST design incorporates many of the 

advantages of CAT while solving several problems that CAT users encounter in practice. 

For instance, with MST, test forms are constructed before they are given to examinees, 

allowing test developers to review the forms before their administration. Item exposure 

and content balance, as well as other constraints, are addressed prior to the test 

administration, making quality assurance more feasible. Additionally, MST allows test 

takers some opportunity for item review.  

The key feature of the MST approach is an administration method whereby 

examinees are routed to later modules on the basis of their performance on routing tests 

(Mead, 2006). Examinees are administered a common initial subtest. Then based on their 
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performance, they are adaptively routed to different sets of items that vary by difficulty. 

By design, MST routes examinees through a sequence of item sets differentiated by 

difficulty, based on their performance on previous sets.  

The construction of an MST test follows a systematic process. Items are grouped 

into a module, and modules are grouped into a panel. An MST panel is divided into two 

or more stages, with each module in the panel assigned to a particular stage. An MST 

stage may have multiple modules, each targeted for a particular range of examinee 

abilities. Hence, a panel contains a particular combination of modules that must reflect 

specified content, an explicit statistical target, and other qualitative test features. These 

pre-constructed modules and panels allow test developers to review and revise the test 

before examinees see the test materials (Luecht & Nungester, 1998). 

MST is a broad heading for several testing approaches: Computer-Adaptive 

Sequential Testing (CAST) from Luecht and Nungester (1998); Multiple Form Structures 

(MFS) from Armstrong, Jones, Koppel, and Pashley (2004); and Bundled Multistage 

Adaptive Testing (BMAT) from Luecht (2003). Some of these MST approaches have 

been investigated and/or implemented in large-scale assessments (Hendrickson, 2007). 

For example, MFS was applied to the assembly of an experimental computerized Law 

School Admission Test (LSAT), and CAST was used for the Medical Licensing Exams 

from the National Board of Medical Examiners (NBME).  

An MST instrument is not so very different from a CAT and can be seen as a 

variation of CAT test design. The components required for a CAT system are also 

required for an MST: the item pool, item selection procedure, ability estimation method, 

and stopping rule. As with CAT, an IRT-based item pool with pre-calibrated items is a 

basic component of an MST system. However, unlike CAT, a module (sets of items) 

selection procedure is used in an MST system to adapt item difficulty to an examinee’s 
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ability based on a current ability estimate. Because MST instruments are constructed 

before test administration, item exposure controls and content balancing are addressed 

during test construction, rather than during test administration. In general, MST tests use 

a fixed-length stopping rule.    

One of the most common MST designs in the literature is the three-stage model 

following a 1-3-3 stage structure. This structure has been used in a large number of MST 

studies (Patsula, 1999; Luecht, Brumfield, & Breithaupt, 2006; Jodoin, Zenisky, & 

Hambleton, 2006; Hambleton & Xing, 2006; Chuah, Grasdow, & Luecht, 2006; Davis & 

Dodd, 2003; Kim, Tseng, Chung, & Dodd, 2008; Keng, 2008; Macken-Ruiz, 2008) to 

explore the psychometric properties of MST or to compare it with CAT concerning 

ability estimation or decision classification. One successful scheme for an MST 

instrument, however, may not be the ideal approach in all applications.  

Little research has systematically examined different MST designs. Patsula (1999) 

employed two two-stage MST designs (with three or five subtests at the second stage, 

referred to as 1-3 and 1-5) and two three-stage designs (with three or five subtests at the 

second and third stages, refereed to as 1-3-3 and 1-5-5) based on the three-parameter 

logistic IRT model and compared the accuracy of ability estimates produced by these 

designs, using a P&P test and CAT as the bases for comparisons. The study found that, 

within a fixed-length test, at most ability levels, the number of items per stage has little 

effect on ability estimation, but the number of modules in the later stage does impact the 

accuracy of ability estimation. Zenisky (2004) used three-parameter logistic calibrations 

of real data to examine different three-stage (1-2-2, 1-2-3, 1-3-2, 1-3-3) MST test designs 

with three routing strategies and found no difference in decision accuracy and 

consistency across the four arrangements. No studies have investigated the effects of 

different MST test designs using polytomous IRT models. 
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The polytomous IRT models allow for dependence among items within a set, but 

they require independence among sets of items. These models are especially useful when 

groups of test items are associated because of their context or content or when items arise 

naturally in clusters, such as in a set of comprehension items for the same reading 

passage or for the joint appearance of independent items on the same screen (Wainer & 

Mislevy, 1990).  

The purpose of the present research was to investigate the optimal design for 

MST based on a polytomous IRT model. A simulation was conducted to compare the 

accuracy of ability estimation under various MST designs: two-stage structures (1-2, 1-3, 

1-4) and three-stage structures (1-2-2, 1-2-3, 1-2-4, 1-3-3, 1-3-4), each implemented 

across two routing test lengths (long and short) and two fixed test lengths (long and 

short). Measurements for the eight MST test designs were obtained using the generalized 

partial credit model (GPCM). Item parameters in the item pool were based on real data 

from a national test. The merits and limitations of each design were evaluated in terms of 

measurement precision as well as item exposure rates and pool utilization indices. 
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CHAPTER TWO: LITERATURE REVIEW 

This chapter provides an overview of the theoretical background for test design in 

Multi-Stage Testing. The first section contains an introduction to item response theory 

and its assumptions followed by a summary of types of IRT models. The present research 

focused on polytomous models. The next section contains discussion of the conceptual 

framework and methodology of Multi-Stage Testing. A brief review of the framework of 

Multi-Stage Testing is provided, followed by details of test administration and several 

considerations when developing Multi-Stage Tests. The final section contains a review of 

studies relevant to Multi-Stage Testing. The chapter concludes with a statement of the 

research problem that arises from issues raised by the use of MST, and it provides a 

summary of the research questions. 

ITEM RESPONSE THEORY 

Item response theory (IRT) is a model-based measurement approach in which an 

examinee’s ability estimate depends both on an examinee’s responses and on the 

properties of the items that were administered (Wainer & Mislevy, 1990). An instrument 

based on IRT allows items and examinees to be placed on a common scale, so that the 

scale that indicates the difficulty of an item is the same scale used to estimate an 

examinee’s ability, allowing comparison of examinees based on their ability estimates, 

regardless of the items administered (Embretson & Reise, 2000).  
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IRT ASSUMPTIONS 

Because IRT is a model-based theory, to apply an IRT model three assumptions 

must be met.  

First, all items must measure the same dimension of knowledge or underlying 

trait, a condition referred to as unidimensionality (Lord, 1980), which means that 

examinees’ responses to items are solely a function of a single continuous latent variable. 

However, if a single latent variable cannot represent examinees’ different responses to 

items, multidimensional IRT models should be considered. The present study was 

concerned only with unidimensional IRT models, so the discussion in the following 

sections will be limited to such models. 

Second, an individual’s item responses must be statistically independent, a 

condition referred to as local independence. This assumption follows automatically from 

the unidimensionality assumption (Lord, 1980). Local independence means that any two 

items are uncorrelated after the latent factor (ability level) that has an influence on item 

performance is controlled. That is, under local independence, the probability of correctly 

responding to any item is independent of the response to any other items, conditional on 

ability level. As a consequence, the probability of an examinee’s responses to a set of 

items is equal to the product of the probability associated with the examinee’s response to 

each item.  

Third, the probability of an examinee responding in a given category must be a 

mathematical function of the item parameter(s) and the examinee's trait level, a 

relationship indicated by an item characteristic curve (ICC) (Hambleton & Saminathan, 

1985). The ICC indicates the probability of a correct response to an item along the ability 

continuum. Different IRT models produce different ICCs, based on the model parameters 

that are used to estimate the probabilities (Embretson & Reise, 2000).    
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IRT MODELS 

IRT models may be characterized as dichotomous or polytomous, based on the 

manner in which test items may be scored. Items whose responses are scored for only two 

outcomes—true/false or right/wrong—are referred to as dichotomously-scored items, and 

they include multiple-choice and short constructed-response items. Items that are scored 

in multiple ordered categories are referred to as polytomously scored items, such as essay 

items, partial credit for constructed-response items, and Likert-type attitude items. This 

section provides an overview of both dichotomous and polytomous IRT models. 

Dichotomous IRT Models 

Dichotomous IRT models differ according to the number of parameters (one, two, 

or three) that are used in a logistic function to model the relationship between the 

probability of correctly responding to an item and examinee ability. As models vary in 

the item parameters they include, the models produce different ability estimates. The one-

parameter logistic model (1PL; Rasch, 1960) includes only item difficulty; the two-

parameter logistic model (2PL; Birnbaum, 1968) includes both item difficulty and item 

discrimination; the three-parameter logistic model (3PL; Birnbaum, 1968) includes item 

difficulty, item discrimination, and a pseudo guessing parameter. 

The one-parameter logistic model. The simplest IRT model, proposed by Georg 

Rasch (1960), is the one parameter logistic model, commonly referred to as the Rasch 

model. It characterizes the probability of an examinee with a particular ability level 

responding correctly to a dichotomous item, using one item parameter: an item's 

difficulty. This probability can be represented as  
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where θj denotes the ability of examinee j and bi represents the difficulty of item i.  

Two assumptions are fundamental to this model: all items are equally 

discriminating and correct responses are unlikely through guessing. That is, the 1PL 

includes no parameters for item discrimination or examinee guessing. Consequently, the 

ICCs for all items have the same slope and lower asymptote, differing only in their 

location along the ability axis. As shown in Figure 2.1, the more difficult the item, the 

further the ICC is to the right. Because guessing is not modeled under the 1PL, the lower 

asymptote of all ICCs is zero, and the value of the ability level at which the inflection 

point occurs is the item difficulty, b. (Hambleton & Swaminathan, 1985; van der Linden 

& Hambleton, 1997; Embretson & Reise, 2000).   

 

 

Figure 2.1:  Item characteristic curves for one-parameter logistic model (Harris, 1989). 
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The two-parameter logistic model. A more complex IRT model was proposed by 

Birnbaum (1968). The two-parameter logistic model allows items to have different 

discrimination capabilities by means of the addition to the 1PL of an a parameter. The 

2PL can be represented as  
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where ai represents an item’s discrimination value. The a parameter is proportional to the 

slope of the logistic function at the point of inflection of the ICC. As shown in Figure 2.2, 

the higher the discrimination value, the greater the degree with which the probability 

varies with ability level. Addition of the a parameter allows ICCs in the 2PL to differ 

both in their location along the ability axis and in their slope. The item discrimination 

parameter reflects the effectiveness of an item in distinguishing among examinees with 

different ability levels: a highly discriminating item is more useful for separating 

examinees into different ability levels than is one not as highly discriminating 

(Hambleton & Swaminathan, 1985; van der Linden & Hambleton, 1997; Embretson & 

Reise, 2000).  
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 Figure 2.2:  Item characteristic curves for the two-parameter logistic model (Harris, 

1989). 

The three-parameter logistic model. Also proposed by Birnbaum (1968), the 

three-parameter logistic model adds a third item parameter c to account for guessing, 

commonly referred to as pseudo-guessing: 
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where ci represents the lowest probability for person j of getting an item correct by 

guessing. In the 3PL model, b is the ability level at the inflexion point, where the 

probability of getting an item correct is halfway between 1 and the lower asymptote c. As 

shown in Figure 2.3, items with different guessing parameters but equal difficulty and 

discrimination values have different lower asymptotes. Addition of the c parameter 

allows ICCs in the 3PL to differ in location, slope, and lower asymptote, which can be 

greater than zero, unlike in the 1PL and 2PL models (Hambleton & Swaminathan, 1985; 

van der Linden & Hambleton, 1997; Embretson & Reise, 2000). 
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Figure 2.3:  Item characteristic curves for the three-parameter logistic model (Harris, 

1989).  

Polytomous IRT Models 

Unlike dichotomous models, polytomous IRT models maximize the precision of 

estimated ability by taking into account the information available in each response 

category for an item or for a point on a rating scale (Hambleton & Swaminathan, 1985). 

Polytomous models feature several parameters to represent the probability of responding 

in each item category.  

According to Thissen and Steinberg’s taxonomy (1986), polytomous IRT models 

may be characterized as difference or divide-by-total models, based on the approach 

taken to determine the probability of a category response, which can be reflected in the 

operating characteristic function (OCF). In difference models, ―the probability of 

responding in a particular category is calculated by subtracting the probability of 

responding in a given category or higher (conditional on trait level θ) from the probability 

of responding in the adjacent or lower category (conditional on θ)‖ (Dodd, De Ayala, & 
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Koch, 1995, p.6). There are two examples of difference models: Samejima’s graded 

response model (GRM; 1969) and Muraki’s rating scale model (MRSM; 1990). In 

divide-by-total models, ―the probability of responding in a given category is obtained by 

dividing the numerator by the sum of all category probability numerators so that 

probabilities conditional on θ sum to unity‖ (Dodd, De Ayala, & Koch, 1995, p.8). This 

means that the OCF can be obtained directly in divide-by-total models (Dodd, De Ayala, 

& Koch, 1995). There are five examples of divide-by-total models: the nominal response 

model (NRM; Bock, 1972), Andrich’s rating scale model (ARSM; Andrich, 1978), the 

partial credit model (PCM; Masters, 1982), the successive intervals model (SIM; Rost, 

1988), and the generalized partial credit model (GPCM; Muraki, 1992).  

The following discussion will address three commonly used models for 

polytomously scored items: the graded response model, the partial credit model, and the 

generalized partial credit model.  

The graded response model. Extending the two-parameter logistic model, 

Samejima (1969) developed the graded response model (GRM) for items that are scored 

with multiple ordered categories to classify an examinee’s level of ability. In this model, 

responses x to an item i can be scored as xi = 0, 1, 2, …, mi,  which produces mi +1 score 

categories. For example, an item scored on a scale of 1 to 3 will have four score 

categories (0, 1, 2, 3), where the lower values indicate less of an examinee’s ability than 

do the higher values. Therefore, there are three boundaries between adjacent score 

categories, which are called category thresholds and which must be sequentially ordered.  

Under Samejima’s model, determining the probability of a certain category score 

for an examinee involves two steps. First, all possible responses to an item are 

dichotomized into a series to calculate the cumulative probability of an examinee j 

obtaining a category score x or higher on item i, which is denoted as  
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where ai is the discrimination power for item i, θj is the ability level for examinee j, and 

bix is the category threshold of item i for category x-1 and category x. The category 

threshold (bix) is defined as the location on the θ-level that corresponds to the point of 

inflection of the P
*

ix function, where examinees have a .50 probability of responding 

above a category threshold (Embretson & Reise, 2000). The graphic display of the P
*

ix 

function is referred to as a category characteristic curve (CCC; Dodd, 1984). Figure 2.4 

illustrates the category characteristic curves of an item with three thresholds.  

  

Figure 2.4:  Category characteristic curves for the graded response model (Embretson & 

Reise, 2000). 

Second, the difference between the two successive functions P
*
ix
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item i is computed to obtain the probability of an examinee j responding in a particular 

score category , which is denoted as 
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where the probability of responding in or above the score category 0 is 1 and the 

probability of responding above the highest score category x+1 is 0 (Dodd, De Ayala, & 

Koch, 1995). Figure 2.5 shows the probability of receiving a category score x for the item 

illustrated on Figure 2.4, which is referred as the operating characteristic curve (OCC; 

Samejima, 1969). 

  

    Figure 2.5:  Operating characteristic curves for the graded response model 

(Embretson & Reise, 2000). 

The partial credit model. The partial credit model (PCM) developed by Masters 

(1982) is a generalization of the Rasch model to the polytomous case. Instead of 

including one difficulty parameter for each item as in the dichotomous case, the PCM 

includes several difficulty parameters (that is, step difficulties) for an item, depending on 

the number of steps that an examinee may potentially cross. For example, in the case of 

0 
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2 

b1 b2 b3 
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four score categories, there are three steps, each one characterizing the step difficulty in 

going from one score category to the next.  

This model requires that the steps within an item be completed in sequence. For 

example, an examinee cannot receive credit for step 3 before completing both steps 1 and 

2. However, no requirement exists concerning the difficulty associated with progressing 

through the steps, unlike in the GRM. For example, while step 2 may be very difficult to 

complete, step 3 may be completed easily. When the difficulty levels of the steps in an 

item are not in order, the phenomenon is referred as a ―reversal‖ (Dodd & Koch, 1987). 

Under the partial credit model, examinees’ responses are categorized into mi + 1 scores (xi 

= 0, 1, …, mi) to represent varying degrees of the ability measured by item i.  

The probability that an examinee j will obtain a score category of x on item i is 

defined as   
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where bik is the step difficulty for item i associated with the transition from one score 

category to the next, and x is the category score for item i. The step difficulty (bik) is the 

location on the ability scale that corresponds to the point where two consecutive 

operating characteristic curves intersect, representing the relative difficulty of each step. 

Equation 6 means that the probability of an examinee’s response receiving 

category score x for item i with mi steps is a function of the difference between an 

examinee's ability level and a step difficulty parameter (Embretson & Reise, 2000). In the 

PCM, all items are assumed to have equal discrimination power, so there is no 

discrimination parameter in the model. Therefore, the PCM can be considered an 
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extension of the 1PL model, in which there are only two score categories (Dodd, De 

Ayala, & Koch, 1995). Figure 2.6 shows the OCCs of an item modeled by PCM with four 

score categories and three step difficulties. 

      

Figure 2.6:  Operating characteristic curves for the partial credit model (Embretson & 

Reise, 2000). 

The generalized partial credit model. Muraki (1992) developed a generalization 

of the PCM that allows items to differ in terms of discrimination power: the generalized 

partial credit model (GPCM). Under this model, step difficulties could be unordered—

that is, a later step may be easier than a former step—and items could differ in 

discrimination, though categories within an item are assumed to be uniformly 

discriminating. Therefore, each item has only one discrimination parameter (Dodd, De 

Ayala, & Koch, 1995). In the GPCM, the probability of scoring in category x on item i 

for examinee j is defined as  
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where bik is the step difficulty for item i associated with the transition from one category 

to the next (the same as that in the PCM), and a indicates ―the degree to which 

categorical responses vary among items as θ level changes‖ (Muraki, 1992, p.162). When 

item discrimination values are uniform, the generalized partial credit model then 

simplifies to the partial credit model (Dodd, De Ayala, & Koch, 1995). Although the 

discrimination parameter (a) in the generalized partial credit model might appear to be 

analogous to that parameter in the dichotomous IRT, they are not interpreted in the same 

way, because item discrimination in the GPCM depends on a combination of the slope 

parameter and the spread of the step difficulties (Embretson & Reise, 2000). Figure 2.7 

shows the OCCs of an item modeled by GPCM, with four score categories where the 

three step difficulties are not in order. 
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   Figure 2.7:  Operating characteristic curves for the generalized partial credit model 

(Embretson & Reise, 2000). 

ITEM AND TEST INFORMATION 

It is possible to determine the measurement precision for different examinees’ 

ability levels using IRT models. In item response theory, measurement precision is 

interpreted in terms of an information function. Thus, an item or a test information 

function is an index of the measurement precision provided at each point along the ability 

continuum.  

The item information function for dichotomous IRT. An information function for 

each item can be determined. Birnbaum (1968) introduced Fisher’s measure to explain 

the information function for dichotomous items, which is denoted as  
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where Ii (θj) is the amount of information item i provides for examinee j. Pi
’
 (θj) is the 

first derivative of Pi (θj); Pi (θj) is the probability of a correct response to item i for 

examinee j; and Qi (θj) = 1 - Pi (θj) is the probability of an incorrect response to item i for 

examinee j. As indicated in the formula, the value of item information is a function of the 

first derivative of Pi (θj). Therefore, the model parameter a (discrimination power) is 

directly related to item information. The higher the discrimination power an item has, the 

more information the item provides in measuring ability levels around the item difficulty 

(b parameter) (Embretson & Reise, 2000).  

The item information function for polytomous IRT. The information function for 

polytomous items is similar conceptually to the dichotomous case, but it is calculated 

differently (Dodd, De Ayala, & Koch, 1995). Due to the multiple-response nature of 

polytomous items, each score category of the polytomous item contributes to the item 

information function, and category information functions must be estimated individually 

before estimating item information functions (Dodd, De Ayala, & Koch, 1995). 

Samejima (1969) extended the dichotomous information function to the polytomous case 

and defined the category information function for item i category x as  
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where Pix (θj) is the probability of obtaining a score category at the ability level θ of 

examinee j, and Pix
’
 (θj) and Pix

” 
(θj) are the first and second derivatives of Pix (θj), 

respectively. Because the probability of responding in each score category in a 

polytomous item is different, polytomous item information can be obtained by summing 
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across the category information functions and multiplying the probability of responding 

in the score category (Samejima 1969; Dodd, De Ayala, & Koch, 1995), which is denoted 

as 
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where x is the category score for item i.  

Substituting the category information function 9 into equation 10, a simplified 

equation for polytomous item information is obtained (Samejima, 1969; Dodd, De Ayala, 

& Koch, 1995): 
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Reflecting more complexity than dichotomous item information, factors that 

affect polytomous item information include not only the a parameter but also the range of 

step difficulty values (Embretson & Reise, 2000). For example, when the a parameter is 

the same, items with a large difference between the first and last steps have less-peaked 

information functions over a wider range of the ability level, but items with a small 

difference between the first and last steps have more-peaked information functions over a 

narrow range of the ability continuum (Dodd & Koch, 1987).  In general, polytomously 

scored items provide more information than do dichotomously scored ones (Samejima, 

1969).  

Test information. Under IRT models, the information value of an item is 

independent from that of other items on the same test, so the test information function can 

be obtained simply by adding the information functions for each item on a test, which is 

denoted as  
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where TI (θj) represents the total amount of information that n items provide at the ability 

level θ of examinee j.  

Depending on the number of test items and the information values of items in a 

test, the higher the test information is at a particular ability level, the greater the 

measurement precision of the test for examinees with abilities at that level. This additive 

feature of the information function allows test developers to design a test by choosing 

appropriate items. For example, test developers can pick items to give maximum 

information at a certain cutoff point (Hambleton & Swaminathan, 1985; Embretson & 

Reise, 2000).  

On the other hand, test information can also be used to evaluate the measurement 

precision of a test at the various ability levels, by means of the relationship between test 

information and the standard error associated with the ability estimate, which is denoted 

as  
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where SE( ˆ
j ) is the standard error of the ability estimate ̂  for examinee j and TI (θj) is 

the value of the test information function at the ability level θ of examinee j. Thus, the 

amount of information a test provides at a particular ability level is inversely related to 

the error with which ability is estimated (Hambleton & Swaminathan, 1985; Embretson 

& Reise, 2000). 
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MULTISTAGE TESTING 

The idea of a multiple-stage test (MST) can be traced back to several test forms 

(Luecht & Nungester, 1998). Beginning in the early 1960s, Cronbach and Gleser (1965) 

discussed two-stage testing for borderline examinees using a decision theory approach. 

Lord (1971) proposed a “two-stage testing” procedure within the context of P&P testing 

and also developed a “flexi-level” test, which was based on the suggestion that high-

ability examinees who do well on early items should be routed to a set of items harder 

than those presented to low-ability examinees who do poorly on the early items. Weiss 

(1974) suggested a stradaptive (stratified-adaptive) testing approach that incorporated 

fixed branching through a structured item pool. However, these testing procedures were 

only undertaken in the P&P format and had never been used in operational testing 

programs (Reckase, 1989). In the early 1990s, Lewis and Sheehan (1990) and Sheehan 

and Lewis (1992) proposed developing computer mastery tests (CMT) using 

sequentially-administered, content-balanced “testlets” (Wainer & Kiely, 1987). 

The current MST approach integrates these methodologies with advances in 

computer technology to develop a new, multiple-stage testing form based on IRT 

contexts using the computerized adaptive testing (CAT) administration algorithm. 

Although MST does not entail the same degree of adaptation as does CAT, it maintains 

the adaptive nature of CAT with its point of adaptation occurring after a set of items. 

Creating a multistage test is very similar to creating a CAT. It requires some basic 

components such as an item pool, item selection method, ability estimation, and stopping 

rule. However, unlike CAT where tests are built on-the-fly, MST test forms are 

constructed prior to test administration (Luecht & Nungester, 1998). Therefore, the 

current enhanced MST can be considered a special case of CAT.  
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MST FRAMWORK 

An MST instrument generally begins with a first-stage test known as a routing 

test. Based upon an examinee’s performance on the routing test, the examinee’s ability is 

estimated and this estimate is used to determine which second-stage test best matches the 

estimated ability. Depending on the examinee’s performance on the second-stage test, the 

examinee’s ability is re-estimated and used to route the examinee to a third-stage test. 

This process continues through as many stages as the MST instrument is designed for 

(Hendrickson, 2007).  

To illustrate the MST framework, several basic components in MST must be 

elaborated first. In order to avoid confusion associated with previous test-related terms, 

the terminology developed by Luecht and Nungester (1998) will be used to describe these 

basic components, including modules, panels, stages, and pathways.   

Basic Components 

Modules (Luecht & Nungester, 1998), which are sets of items that are 

homogeneous in difficulty, are the building units in test assembly. Modules range in size 

from small to large and vary on the basis of average item difficulty, depending on the 

nature of the test. Modules can be referred as ―bundles of items‖ or ―testlets,‖ given that 

items in a testlet are not used individually but are assembled and administered together in 

a set (Ariel, Veldkamp, & Breithaupt, 2006). The term ―testlets‖ presented here is 

different from the ―testlets‖ of Wainer and Kiely (1987), which refer to a set of items 

linked by a common stem or a reading passage. 

Panels (Luecht & Nungester, 1998) are particular collections of a group of 

modules; they are the basic test administration units. Each panel has to meet the content 

and statistical constraints in the test specification. Multiple panels can be constructed for 
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an MST instrument design in order to control for item and module exposure, and each 

examinee is randomly administered one of the panels.  

Stages (Luecht & Nungester, 1998) are the administrative division of the test to 

assist in the adaptation of MST instruments to an examinee; they are the sequential levels 

in a panel. A stage can consist of a number of modules, except for the first stage of the 

MST instrument, which normally has only one module. A test can have any number of 

stages; more stages involve more potential adaptation points of the test to an individual 

examinee.  

Pathways (Luecht & Nungester, 1998) are the potential sequences of modules in a 

test; they are the administration trails of the MST instrument, based on the routing rule. A 

pathway of an MST instrument allows modules to be administered to different examinees 

at each stage of testing according to the routing method. Pathways can vary from 

allowing all possible routes to using only a very restricted set of routes.    

In general, an MST instrument is defined by a particular combination of modules 

and stages that together comprise all of the potential routes an examinee could take in the 

course of being administrated an MST. Steps in the design of an MST may include test 

structure, test information targets, test content and constraints, and test assembly (Luecht 

& Nungester, 1998). 

Test Structure 

The basic structure of an MST instrument includes several variables, such as 

overall test length, the number of stages in the test, the number of modules within stages, 

and the number of items within each module (Luecht & Nungester, 1998; Patsula, 1999; 

Zenisky, 2004). Therefore, before an MST instrument is built, decisions must be made 

about the total number of items to be given to a single examinee and the number of stages 
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to be used to adapt to the examinee’s ability. In addition, consideration must be given to 

the number of items for each stage and the number of modules within each stage. In 

general, due to its adaptive nature, an MST instrument requires fewer items than does a 

P&P test to attain a comparable level of measurement precision. While having more 

stages and using more modules per stage in an MST instrument allow for greater 

adaptation (Luecht & Burgin, 2003), decisions about test structure variables are often 

made based on the test specifications and the available item pool. 

A sample test provided by Luecht and Nungester (1998) is shown in Figure 2.8 to 

demonstrate a single panel structure. The panel has one module assigned to Stage 1, three 

modules assigned to Stage 2, and another three modules assigned to Stage 3. This is 

called a 1-3-3 panel design. Each of the seven modules in a 1-3-3 design represents a 

specific set of items. The module identifying number (see Figure 2.8) refers to the stage 

of the module and the letter denotes the average difficulty of the module: E for easy, M 

for moderate, and H for hard. Reading from left to right, the item difficulty of the module 

becomes higher to reflect examinees’ expected ability. That is, modules 1M, 2E, and 3E 

are targeted for low proficiency examinees; modules 1M, 2M, and 3M are for moderate 

proficiency examinees; and modules 1M, 2H, and 3H are for high proficiency examinees.  

In an actual test delivery, only one module from each stage would be administered 

to each examinee. Examinees of different abilities will be routed to different module 

paths. Specifically, after Module 1M is completed in Stage 1, a routing decision based on 

the score for that module is made: whether to administer Module 2E, 2M, or 2H. Another 

routing decision would be made at Stage 3: whether to administer Module 3E, 3M, or 3H.  
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Figure 2.8:  Conceptual depiction of 1-3-3 MST panel design (Luecht, 2000). 

 

Test Information Target 

An IRT target test information function (TIF) indicates the degree of 

measurement precision that test developers desire in various regions of the ability scale 

(Bairnbaum, 1968). Therefore, a target TIF can be obtained once test developers 

determine the amount of estimation error they are willing to tolerate in the various 

regions of the ability scale. In the MST context, test developers can create target TIFs for 

individual modules or for primary pathways, depending on the test assembling strategy 

(Luecht & Nungester, 1998). For example, when test assembly is done at the module 

level, module-level TIF targets should be derived, and each module in the panel should 

have a separate TIF. On the other hand, when test assembly is completed at the pathway 
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level, primary-pathway TIF targets are needed to provide more comprehensive control 

over the aggregate test characteristics. Thus, only particular combinations of modules 

require target TIFs (Luecht & Nungester, 1998). 

The main purpose of generating target TIFs in MST is to provide consistent score 

precision over time, rather than obtain the maximum possible information in an item bank 

(Luecht, 2000). Hence, the multiple-panel designs are more like an average test 

information target, so that parallel score precision can be maintained over time and across 

panels (Luecht, 1998, 2000; Luecht & Nungester, 1998). In the determination of the 

target TIF(s), three aspects should be considered: the magnitude of precision for critical 

decisions (that is, the classification point), the information value with regard to the item 

pool, and the item (module) exposure rates (Luecht & Burgin, 2003).  

Test Contents and Constraints Specification 

In the development of an MST test, content and other constraints (such as word 

counts and item types) must be considered when panels are built (Luecht & Nungester, 

1998; Patsula, 1999; Zenisky, 2004). This is to ensure that examinees’ experiences are 

uniform—for example, the same number of items is presented with certain content 

domains or item types. Therefore, it is essential for test developers to ensure that any 

possible pathways through an MST panel cover required content equally for all 

examinees.  

The basic assumption for specifications of content constraints is that all the 

modules within a given MST stage should share the same test specifications for content 

(Luecht & Nungester, 1998). Hence, allocations governed by content specifications 

normally occur at the stage level, and the specification of total test content or other 

categorical features must be partitioned for each stage. Once the content and constraint 
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specifications are developed, individual modules must be preconstructed to meet those 

specifications and the associated statistical goals and exposure criteria. The process of 

building MST test forms requires that the content allocations be considered concurrently 

with the target information functions (Luecht & Nungester, 1998).  

Test Assembly 

MST test assembly is a systematic process (Luecht & Nungester, 1998). First, 

items are grouped into modules, and modules are assigned to a particular stage that meets 

content and statistical targets in the test specification. Depending on the test structure, a 

stage may contain multiple modules, which are allocated by item difficulty, such as one 

easy, one moderate, and one hard module. Second, a panel is divided into two or more 

stages, and each module in the panel is assigned to a particular stage. Third, multiple 

panels are created for an MST test design, and a random panel is administered to 

examinees as a test form, the stages being administered sequentially with modules 

selected adaptively within stages using preset routing rules. As examinees move through 

the stages of testing, they are routed to a module of a certain difficulty based on current 

estimates of their ability.  

It is essential for test developers to focus on the makeup of panels, consider the 

possible relationships among the modules, and verify that any valid combination of 

modules meets certain aggregate statistical as well as content-related specifications. 

Therefore, once the basic test structure of MST is determined, and a reasonable test 

information function is available along with the specified test content and constraints, the 

MST test assembly process can then be carried out (Luecht & Nungester, 1998).   

There are two strategies to assemble an MST test (Luecht & Nungester, 1998): 

bottom-up and top-down. For the bottom-up strategy, complete module-level 
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specifications (test information, test content, and item feature targets) must be developed 

first, so that multiple versions of each module can be built and then mixed and matched 

to create various combinations of the panels. Modules are interchangeable across panels 

under this method. That is, modules are like parallel subtests, and modules with the same 

module-level specification are exchangeable across panels. On the other hand, the top-

down strategy requires only complete test-level specifications, as opposed to module-

level specifications. That is, the modules are dependent on one another and must be 

combined in the prescribed pathways to fulfill the test-level specification. Thus, modules 

under the top-down method are not exchangeable across panels.  

In addition, an MST panel can also be designed using a mix of bottom-up and top-

down strategies. This mixture strategy allows some of the specifications to be satisfied at 

the module or stage level and others to be satisfied at the test level. Luecht and Nungester 

(1998) stated that there is no single way to manage MST test assembly, and the choice of 

strategy depends on test purpose and test content specification. 

Under the bottom-up strategy for building panels, each of the modules in the 

panel can have separate target TIFs (see Figure 2.9) along with its specific content 

domain and other categorical features. Depending on the number of items a module 

contains, the module information values may be the same within a stage but different 

across stages. That is, modules at each stage can be independently constructed according 

to the desired TIFs and specified content constraints. For example, the information value 

of module 2E can be the same as the information values of module 2M and module 2H, 

and the information value of module 3E could equal the information values of module 

3M and module 3H. However, the volume of the module information of module 2E is not 

necessarily the same as that of module 3E. Thus, modules with the same stage level can 

be exchanged across panels.  
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Figure 2.9:  Target TIFs for the seven modules of 1-3-3 MST panel design (Luecht, 

2000). 

Under the top-down approach, a target TIF can be computed for each of the 

primary pathways throughout the panel. For example, in Figure 2.10, there are three 

primary pathways (indicated by the solid connector lines): modules 1M + 2E + 3E for 

low proficiency examinees, modules 1M + 2M + 3M for moderate proficiency 

examinees, and modules 1M + 2H + 3H for high proficiency examinees. Although there 

are four more possible pathways (indicated by the dashed connector lines), they would 

not be likely pathways for most examinees. With this method, the content and other 

categorical constraints can be specified for the total test length along various pathways. 
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That is, this method utilizes the aggregation of the item content across the MST stages to 

satisfy those total test-level constraints. Hence, the target TIFs could be specified for 

three major routes, one for each of the primary pathways that matches the content and 

constraint specifications. Ideally, if the items available in the item pool allow (in terms of 

item difficulty, item discrimination function, and content domains), the total amount of 

information for the three major pathways should be identical, but shifted left and right on 

the ability scale (see Figure 2.10). 

 

 
       

Figure 2.10:  Target TIFs for the primary pathways of 1-3-3 MST panel design (Luecht,     

2000). 
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When a panel is developed for a particular test structure, multiple panels are 

needed in order to ensure module security and minimize item exposure. In the context of 

assembling an MST, this means not only must the structure simultaneously solve more 

than one objective function (that is, item attributes) to satisfy different specifications for 

different modules, but it must also consider the need for multiple replications. Hence, 

MST multiple panels are usually built using Automated Test Assembly (ATA) algorithms 

and computer programs to meet all specifications.  

Basically, an ATA algorithm selects a set of items from an item bank for building 

the MST test forms (Luecht & Nungester, 1998). Its goal is to maximize an objective 

function (the set of characteristics that a properly assembled form should exhibit), while 

meeting several constraints (the rules or conditions that the set of items selected into a 

test must satisfy). Although the aim of an ATA is to meet target test information 

functions for the individual module or particular pathway, it is normally restricted by the 

frequencies of items in various content areas, as well as by other categorical features 

(such as item type, use of graphics). In general, several approaches can be used to 

develop an ATA algorithm. These include mathematical programming (linear 

programming), a heuristic-based procedure (that is, a normalized weighted absolute 

deviation heuristic, NWADH; Luecht, 2000), a network-flow procedure, and an optimal 

design approach (Luecht & Nungester, 1998; van der Linder, 1998).  

The approach of mathematical programming is to optimize an objective for the 

solution of a decision problem that is modeled as a function of a series of variables. 

These variables explain all possible outcomes and are related to each other through 

constraints on their values. If the objective function and all variable constraints are in a 

linear relationship, then the approach is known as a linear programming (LP). In the test 

assembly problem, a binary linear program is frequently used, because the 0-1 values for 
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a variable represent the assignment of an item to the test. The heuristic-based procedure 

is an approach to problem-solving that iteratively evaluates and chooses the best-fitting 

answer or solution at specified points (local optimal) in the course of test assembly. The 

purpose of NWADH—a procedure proposed by Luecht (2000)—is to solve an 

optimization problem that minimizes the absolute difference between a target TIF and the 

test information from the chosen items. The network-flow procedure is a special case of 

LP with decision variables that can take a larger range of integer values than 0 (indicating 

an item is not assigned to the test) and 1 (indicating an item is assigned to the test). The 

optimal design approach is based on the theory of optimal experimental design 

developed in statistics, which is to select a set of design points and find an experimental 

design that results in optimal accuracy of the parameter estimated. Therefore, in a test 

assembly case, the optimal design approach calculates the best distribution of the item 

parameter values over their theoretical range, given a criterion of optimality. Van der 

Linder (1998, 2005) gave a detailed description of each of these approaches.  

TEST ADMINISTRATION 

In MST, panels are like parallel test forms, and they are randomly assigned to 

individual examinees (Luecht & Nungester, 1998). Generally, for a given panel, an 

examinee starts with a module at the first stage. Items within the module may be 

randomly presented to the examinee, and the examinee can review and change answers 

for any items within the module. Ability estimation occurs only after the examinee 

finishes items in that module. Based on the examinee’s estimated ability from the first 

stage, the routing decision will be made as to which module at the second stage the 

examinee should be moved to. After the routing decision is made, the examinee will then 

be moved to the chosen module in the second stage. Again, after the examinee finishes 
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items in the second stage, his/her ability will be re-estimated based on all the items 

administered up to that point, and he or she will be routed again to one of the modules in 

the third stage. The precision of the examinee’s provisional ability estimate depends on 

the number of items administered up to that point. The same process of ability estimation 

and module selection will replicate at each stage of testing until the last stage is 

completed (Hendrickson, 2007). Therefore, before the test administration process starts, 

decisions about the routing method and ability estimation must be made.  

Routing Method 

The routing method is a characteristic element of MST test administration. It is a 

rule to govern an examinee’s progression through the test modules. Common routing 

strategies in MST tests use two approaches: (1) the number-correct method, which routes 

an examinee through the test based on the cumulative number-correct score at each 

decision point; (2) the information-based method, which routes an examinee to the 

module that would maximize an information measure for that estimated ability level 

(Weissman, Belov, & Armstrong, 2007).  

Number-correct routing method. A typical routing procedure in the number-

correct approach is the defined population interval (DPI) method. Its goal is to route 

specific proportions of the examinees to certain pathways. This method first obtains θ 

values that are associated with the desired proportions of the examinee at each possible 

route, and then transforms these θs to number-correct scores. For example, in the 1-3-3 

panel structure (see Figure 2.8), one can assume that equal proportions of examinees in 

the population are to be routed to the three primary pathways and that the examinees’ 

ability is normally distributed with a mean of 0 and standard deviation of 1. One then 

could find the θ values associated with the 33
rd

 and 67
th

 percentiles of the cumulative 



 37 

distribution of θ, which would be θ1 = -0.44 and θ2 = 0.44. These two cut-off values (θ1, 

θ2) are then transformed to the corresponding estimated true-score values (X1, X2) using 

the formula  
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                  (14)

 

where P(θ; ξi) represents the item response function in terms of the set of item parameters 

associated with a particular IRT model.  

Therefore, examinees are routed to the 2E, 2M, or 2H modules based on their 

number-correct scores for the 1M module. The advantage of this approach is that it 

controls item exposure and the utilization of MST paths by predefining the proportions of 

examinees who will be presented each pathway in a panel. This routing method has been 

employed in many MST studies (e.g., Luecht, Brumfield, & Breithaupt, 2006; Luecht & 

Burgin, 2003; Zenisky, 2004; Weissman, Belov, & Armstrong, 2007). However, using 

number-correct as a proxy for an ability estimate does not seem to fully make use of the 

available IRT information (Zenisky, 2004).  

Another common number-correct routing method is called approximate maximum 

information (AMI). The goal of the AMI method is to find the optimal decision point on 

the ability scale for module selection, using cumulative test information functions from 

previously administered items. Under the AMI method, decision points are determined by 

finding the intersections of the TIFs for adjacent modules at the same stage (Luecht et al, 

2006). For example, in routing from stage 1 to stage 2 in the 1-3-3 MST panel design (see 

Figure 2.8), with three modules at the second stage, one would need to find two cut-off 

points: one corresponding to the intersection of the TIF curves for (1M+2E) and 

(1M+2M) and one corresponding to the intersection of the TIF curves for (1M+2M) and 

(1M+2H). The intersection points can be computed using numerical bisection to find the 
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θ value at which the information functions of two adjacent modules are equal (a standard 

technique of the numerical analysis root-finding method). These θ cut-off points are then 

transformed to number-correct scores using equation 14.  

The advantage of the AMI routing method is that it incorporates the item 

information function to determine the cut-off points for module selections, which is very 

similar to the maximum information criterion in CAT (Zenisky, 2004; Keng, 2008). 

However, the routing points may be recalculated for each of the routes in the panel and 

for each replicated panel if the TIFs across multiple panels are not exactly identical 

(Luecht, et al, 2006).  

Information-based routing method. An MST routing method based on the 

information function is virtually identical to the CAT item selection rule, which routes an 

examinee to the next module that maximizes an information measure at his/her current 

ability estimate (Weissman, Belov, & Armstrong, 2007). Specifically, in the context of 

MST, maximum information means that, for a given ability estimate, the sum of the 

information values for items in a chosen module provides the maximum amount of 

information, in contrast to the sum of the information values for items in other modules 

within the same stage. Therefore, this method requires computing the test information 

function for each of the modules in the next stage.  

To explore the operation of the maximum information routing method in MST, 

suppose an examinee is taking an MST composed of three stages, with three modules 

within each second and third stage (see Figure 2.8). Once the examinee has completed 

stage 1 (1M), he or she will be routed to one of the modules at the second stage (2E, 2M, 

or 2H), where it provides the maximum amount of information for the examinee’s 

provisional ability estimate based on 1M. After the examinee has completed stage 2, he 

or she will be routed to one of the modules at the third stage (3E, 3M, or 3H), where the 
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routing is permitted by the structure of the MST test and contributes the most information 

about the examinee’s provisional ability based on all the previous modules that have been 

administered (1M+2E, 1M+2M, or 1M+2H).  

The advantage of the information-based approach in adapting modules to an 

examinee’s ability is that the process fully uses the available IRT information, just as the 

routing method used in CAT does—and it is relatively simple to implement. However, by 

routing examinees in this way, the distribution of examinees across modules within stage 

2 and stage 3 will vary, and consequently some modules will likely be more exposed than 

others (Zenisky, 2004). For example, if the examinee population were normally 

distributed, then more examinees would likely be routed to the modules of medium 

difficulty (2M and 3M).  

Ability Estimation  

How to estimate an examinee’s ability is another decision that must be made in 

MST testing development. In the context of IRT-based ability estimation, the ability 

estimation procedures used in CAT can also be used for ability estimation for an MST 

examinee. Two types of ability estimation methods are commonly used: maximum 

likelihood estimation (MLE) and Bayesian estimation. 

Maximum likelihood estimation. The procedure of maximum likelihood 

estimation locates an examinee’s most likely position on the latent-trait continuum, given 

the examinee’s pattern of responses to a set of items. Specifically, a likelihood function is 

obtained to indicate the probability of observing the set of item responses, which are 

denoted as L(θ). Maximum likelihood estimation employs a search process based on 

finding the value of θ that maximizes this likelihood function given an examinee’s item 

response pattern (Embretson & Reise, 2000). For example, suppose that xi = (0, 1, 2, ..., 
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m) are the scores for the categories of item i, and let Pi0(θj), Pi1(θj), Pi2(θj), …, Pim (θj) be 

the probabilities of a response in each category at point θj on the ability scale. The 

likelihood of a particular θj given the response pattern X=(x1, x2, x3,…, xn) for n items (i = 

1 to n) is  

       i0 i1 j i2 j i j
1

( | ) P *P *P *.....P ,
n

j j m
i

L X     
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where items are locally independent.  

This likelihood function is then transformed into the log likelihood function 

because of the diminutive nature of multiplying conditional probabilities with numbers 

between zero and one (Embretson & Reise, 2000). In calculating the MLE estimate for 

examinee j, the θ that maximizes the likelihood function is the same as the value of θ that 

maximizes the log likelihood. Therefore, the MLE estimate can be obtained by setting the 

first derivative of the log likelihood function equal to zero, which can be expressed as 

ln ( | ) 0.jL X 





                                                (16) 

An approximation method like the Newton-Raphson procedure is then used to 

solve equation 16 (Embretson & Reise, 2000). The advantages of MLE estimation are 

that it is nonbiased and efficient with large sample features. That is, the expected θ 

always equals the true θ, and the estimate has smallest variance as the number of items 

increases. However, MLE encounters a problem when the examinee’s responses are all 

correct or all incorrect, in which case no estimate can be obtained (Embretson & Reise, 

2000).     

Bayesian estimation. Bayesian estimation incorporates into parameter estimation 

a prior distribution with observed information. In terms of ability estimation, the prior 

distribution is a hypothetical probability that a researcher possesses about the distribution 
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of θ prior to the test. Therefore, Bayesian procedures integrate this prior knowledge about 

the testing population into the ability estimation, facilitating more efficient estimation 

(Embretson & Reise, 2000), which is expressed as 

( | ) ( | )* ( ) ( )* ( ),P X P X p L p     

                              (17) 

where P(θ|X) is the posterior distribution of θ given the response pattern X, P(X|θ) is the 

likelihood function of the response pattern X, and P(θ) is the prior distribution of θ.  

Maximum a posteriori estimation (MAP) procedures use a prior distribution in 

conjunction with the observed log-likelihood function to derive a trait-level estimate 

based on maximizing a posterior distribution. Thus, given a set of item responses X, the 

MAP estimate can be obtained by calculating the derivative of the log-posterior 

distribution with respect to θ, denoted as 

log[ ( | )] log[ ( | )] log[ ( )]
.

P X L X P  
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As with MLE, the iteration method of the Newton-Raphson procedure is used to solve 

equation 18.  

Expected a posteriori estimation (EAP) is another Bayesian estimator derived by 

finding the mean of the posterior distribution (Bock & Mislevy, 1982). EAP is 

characterized by its non-iterative procedure. The logic of the EAP is that, for a given set 

of items, a set of probability densities (weights) is computed at a fixed number of 

specified values called quadrature nodes, denoted W(Qr) with r = 1…q, where q is the 

total number of nodes. These weights are typically obtained from a standard normal 

distribution and are summed to 1.0 (Embretson & Reise, 2000). They then serve as a 

discrete prior distribution. Thus, an EAP estimate can be obtained using the formula   
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where L(Qr) is the exponent of the log-likelihood function evaluated at each of the 

likelihood functions at each quadrature point, and the resulting ability estimate is the 

mean of the posterior distribution (Embretson & Reise, 2000).  

The advantage of Bayesian ability estimation methods over MLE is that the 

ability estimate can still be obtained when an examinee’s responses pattern consists of 

only the highest or the lowest category score of an item. However, some problems must 

be considered when using Bayesian ability estimation. The bias of ability estimates may 

increase due to the incorporation of prior information, and if a bad prior distribution was 

used, the posterior distribution of θ cannot be recovered (Embretson & Reise, 2000). 

In essence, for each examinee, several ability estimates must be obtained 

throughout the MST testing process, and each of the above-mentioned estimation 

procedures is applicable with its own strengths and weaknesses. The decision about 

ability estimation methods will depend on the effects that a particular ability estimate 

method might bring to the study. 

CONSIDERATION OF MST DESIGN 

In building a multistage test, several variables must be considered and critical 

decisions must be made before the implementation of an MST. Zenisky (2004) sorted the 

MST design variables into three categories to facilitate understanding of the issues 

involved: (1) basic structure variables that, when taken together, help to define the basic 

structure of an MST in practice, such as the total number of items and total number of 

stages in the test; (2) test and module assembly variables, which are the characteristic and 

method variables involved with the actual construction of an MST test and modules, such 
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as the difficulty of the first-stage module, the number of and the relative difficulty of the 

modules in the subsequent stage, and content-balance and other constraints; and (3) 

administration variables that impact the efficacy and implementation of MST, including 

strategies concerning methods of routing and ability estimation.  

In addition, several design considerations significantly affect the measurement 

precision of the ability estimates resulting from the multistage adaptive testing design 

(Luecht, Brumfield, & Breithaupt, 2006). For example, one consideration is the size of 

the item pool and the characteristics of the available items, such as the distribution of 

item difficulty and item discrimination by content domains, which have a direct impact 

on the possible breadth of test information that can be spread across the ability scale. 

Another practical consideration is that the module size per stage affects the number of 

items needed per panel. That is, the number of panels that can be constructed from a 

finite item bank is subject to the module size per stage. This factor then affects the overall 

item or module exposure rate by limiting the number of panels that can be constructed 

with the available item pool. An additional challenge is to simultaneously solve a number 

of optimization models, which requires devising and solving an ATA model, allowing 

one to simultaneously build multiple replications of the fixed number of the individual 

modules, each meeting a potentially different set of statistical and content constraints. 

However, software for implementing the MST model using a bottom-up strategy has not 

yet been completed (Luecht, Brumfield, & Breithaupt, 2006).   
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RESEARCH ON MST DESIGN 

MST design has received increasing attention (Hendrickson, 2007). A review of 

MST literature makes it clear that the relative benefits of MST are very much dependent 

on the characteristics, needs, and goals of individual testing programs.  

COMPARISON OF CAT AND MST 

Computerized adaptive testing was developed in order to conduct efficient tests as 

an alternative to traditional P&P tests. The CAT testing procedure uses item pools that 

contain precalibrated items based on IRT models. The CAT procedure yields an item-

level adaptive test that presents each new item according to an examinee’s performance 

on the previous item. Under CAT, tests for each examinee are tailored such that items 

given to examinees are closely matched with their ability levels. The algorithm of the 

CAT system also takes content balance into account by including items from different 

content areas. Thus, each examinee most likely experiences a different set of items for the 

same exam. A CAT program generally covers a broad ability spectrum and produces 

more accurate ability estimates across the entire range of ability, as compared to a P&P 

test. However, several problems with CAT include the lack of control over item ordering 

and potential context effects, the need for item exposure control for test security, and the 

need to provide opportunity for examinees to review items (Hendrickson, 2007).  

The current MST design is also an adaptive test program based on item response 

theory and administered by computer. It combines the advantages of CAT and P&P test 

forms and provides a balanced compromise. Unlike P&P, where no adaptation exists, and 

CAT, where adaptation occurs at item level, MST adapts to the examinee’s ability at the 

item-set level (stage-level). Because of the preconstruction characteristic of MST test 
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forms, test developers have more control over content quality (content specification) and 

test security (item exposure).  

Many studies have compared the performance of CAT and MST. Luecht, 

Nungester, and Hadadi (1996) used real data to examine the effects of content balancing 

and item pool exposure on ability estimation and mastery decisions. They described and 

compared five methods (three CAT methods and two MST methods) of test 

construction/item selection that were applicable to developing and administering 

computerized adaptive tests: content-constrained CAT (CCON), heuristically content-

balanced CAT (CBAL), randomesque adaptive mastery testing with heuristic content-

balancing (RNDQ), maximized accuracy of ability estimates for most examinees 

(ACAST), and minimized mastery decision errors (MCAST). The researchers controlled 

the item pool, the number of items, and the scoring method to make direct comparisons 

between the CATs and the MSTs. Their results showed no large difference in mastery 

decisions and ability estimates among the five tests. Using CCON as the baseline for 

comparing the efficiency (average standard errors) of the other methods, they found that 

CBAL was as efficient as CCON and that both ACAST and MCAST were about 90% as 

efficient as CCON throughout the middle ability range. However, the efficiency of both 

ACAST and MCAST dropped at the extremes of ability ranges. Finally, more items were 

exposed by the CCON, CBAL, and RNDQ methods than by the ACAST and MCAST 

methods. 

In a simulation study, Patsula (1999) compared CAT, P&P, and MST using a real 

item pool and ability parameters based on three-parameter logistic calibrations. The study 

examined the effects of varying some variables (the number of stages, the number of 

subtests per stage, and the number of items in each subtest) on the accuracy of ability 

estimates and on item exposure rates produced by CAT, P&P, and MST given a fixed 
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total test length. The results indicated that all test designs (1-3, 1-5, 1-3-3, 1-5-5) showed 

very little bias; however, the test designs did have an impact on accuracy (RMSE). The 

more branching the MST design had, the more likely the results were to approximate a 

CAT. In general, increasing the number of stages from two to three decreased the degree 

of error in ability estimation. Increasing the number of modules from three to five at the 

subsequent stages increased the accuracy of ability estimates as well as the efficiency of 

the MST designs relative to the P&P and CAT designs, at most ability levels. Patsula also 

found that, at most ability levels, varying the number of items per stage had little effect 

on ability estimates using the MST designs as compared to P&P and CAT. For item 

exposure, increasing the number of stages from two to three increased the number of 

items exposed and decreased conditional exposure rates; increasing the number of 

modules in the second and third stages increased the number of items exposed but had 

little effect on conditional exposure. Overall, although the MST designs did not produce 

ability estimates as accurately as did CAT tests, nor were they as efficient as CAT tests, 

the MST design provided a viable alternate approach to CAT. All MST designs had a 

positive impact on the quality of measurements as compared to results obtained with P&P 

tests of the same length. 

Davis and Dodd (2003) examined item exposure control procedures for testlet 

scored reading passages. Their study compared a three-stage (1-3-3) MST test design to 

three item exposure control methods in CAT systems based on the partial credit model: 

one with maximum information item selection and no exposure control, one with 

maximum information item selection and item exposure of within -.10 logits (Lunz & 

Stahl, 1998), and one with random item selection. The item pool consisted of 149 

passages from the verbal reading section of the Medical College Admission Test 

(MCAT), and ability was estimated using MLE. The results showed that the MST test 
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design performed well in several respects. For example, MST produced the lowest 

standard deviation for the exposure rate, while maximum information with no exposure 

control produced the highest. Also, MST yielded overall superior performance for test 

security and pool utilization. The correlations between known and estimated θ were 

similarly high for MST and the other CATs. In addition, both the MST and the random 

item selection methods administered all of the items in the pool. Although maximum 

information had the smallest standard error of ability estimates, MST had no non-

convergent cases, while random item selection had the most non-convergent cases. 

Hambleton and Xing (2006) conducted a simulation to compare the MST design 

with the linear parallel-form test design (LPFT) and CAT on decision consistency and 

accuracy. For these three conditions, MST used a three-stage (1-3-3) test design with 60 

items, and LPFT and CAT each also used a fixed length of 60 items. The study used an 

item bank of 600 dichotomous items from an existing credentialing examination. The 

ability estimation approach used under the three test design conditions used EAP. The 

results showed that the MST designs performed psychometrically like LPFT and nearly 

as well as CAT. The results also showed that CAT performed slightly better than did the 

other test designs in terms of improving the accuracy of proficiency estimation; the 

improvement did not influence the accuracy and consistency of decision making. In 

addition, if one were matching a TIF to the passing score, the MST design produced 

slightly better results than did the LPFT design. The authors concluded that an MST 

design could better use an item bank, because it allows for a wider spread of item 

difficulties and for meeting content specifications as compared with LPFT.  

It is clear that there are many advantages associated with both CAT and MST; 

however, CAT is more efficient than an equal-length MST. Evidently, CAT is more 

efficient in terms of reducing test length with no loss in measurement precision or 
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decision accuracy. This is not surprising, because items in CAT are selected one by one 

rather than by means of fixed sets of items within stages, as in MST. However, statistical 

efficiency is not always the paramount concern in testing. For instruments used in high-

stakes certification and licensure testing (such as medical licensure), there are additional 

criteria to be met that may take precedence over a purely statistical view of test 

construction (Luecht et al., 1996), such as tighter content balancing and greater control of 

item exposure. These criteria are hard to meet simultaneously in CAT, and, therefore, 

MST can serve as an alternative to CAT. 

DIFFERENT MST FRAMWORK 

Multistage testing takes several forms. Three current designs are Computer 

Adaptive Sequential Testing (CAST) developed by Luecht and Nugester (1998), 

computerized adaptive testing with Multiple-Form Structures (MFS) presented by 

Armstrong, Jones, Koppel, and Pashley (2004), and Bundled Multi-Stage Adaptive 

Testing (BMAT) introduced by Luecht (2003). The MST approach presented in the 

previous section is a CAST design. An overview follows of the MFS and BMAT 

frameworks, in contrast to CAST. 

Overall, the CAST and MFS methodologies share some terminology describing 

their design features, and their fundamental advantages and implementation are identical. 

The framework of MFS is defined as multiple-form structure design (MFSD), and many 

MFS instruments can be assembled based on one particular MFSD (Armstrong et al., 

2004). According to Armstrong et al. (2004), there are several attributes of MFSD. First, 

bins are the basic administration units for MFSD. Every bin contains a single testlet with 

different trait levels—here, testlet means a set of items, such as a reading passage. 

Second, each bin has a target information function and a target characteristic curve. 



 49 

Third, a testlet is assigned to a bin by matching it with the associated target characteristic 

curve. When a testlet is assigned to a bin, the testlet matches the range of the number of 

items per bin specified by MFSD. Every bin in MFSD is assigned to a stage. In addition, 

routing rules are needed for every stage to determine the subsequent bin, and additional 

constraints (such as content areas, answer key count) may be considered in an MFSD. 

The ―bin‖ in MFSD is similar to the concept of ―module‖ in CAST in that a 

module contains a number of items with different item difficulty levels, and it also has a 

target information function. The number of items per bin corresponds to the number of 

items in a module within a stage in CAST, and every module in CAST is also assigned to 

a stage. In CAST, decision rules are needed at the end of every stage for moving to a 

subsequent module, and other specifications of constraints are also included in a CAST 

design. 

While the structure of MFSD is very similar to CAST, the approaches to 

implementation for the two designs are different. As addressed by Armstrong et al. 

(2004), the MFS approach was developed for a shorter admission test—the Law School 

Admission Test (LSAT)—while CAST has essentially developed from the context of a 

long mastery test—the U.S. Medical Licensure Examination. Unlike the modules used in 

the CAST approach, the testlets in the MFS approach are typically short (Armstrong et al, 

2004). In addition, the MFS approach focuses more on the characteristics of the multiple 

forms that are included within a structure, while CAST is more concerned with each 

stage providing fairly reliable measurement results (Armstrong et al, 2004).  

Another MST program, Bundled Multi-Stage Adaptive Testing (BMAT) 

introduced by Luecht (2003), is a multistage adaptive test that aims to handle content 

balancing, psychometric reliability, and item exposure. Luecht (2003) indicated that the 

framework of BMAT is a modification of CAST and is similar to MFS. Therefore, some 
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BMAT concepts are similar to both CAST and MFS, and others are new terms created on 

their own. As with CAST, BMAT relies on automated test assembly (ATA) technology 

to handle multiple simultaneous objective functions and constraint systems.  

According to Luecht (2003), in the context of BMAT a bundle is a data object 

comprising six components. First, bins are the basic building units. Each bundle has a 

series of bins to hold the testlets, and a bin is a data container that holds some fixed 

number of testlets. Second, testlets are assigned to particular bins, and all testlets within 

each bin are approximately parallel in terms of their length and statistical attributes. The 

testlets are preconstructed and then put into a testlet bank for a particular bundle. Third, 

each item bank is a subset of a larger item pool for purposes of test assembly, and it is a 

specific collection of items associated with a testlet bank. Fourth, every bin in the bundle 

has a specification set for automated test assembly (ATA) that is comprised of a target test 

information function (TIF), a target test characteristic function (TCF), and a set of 

content constraints. These ATA specification sets can vary across bins to reflect different 

statistical targets as well as differences in content across or within stages. In addition, the 

fifth and sixth components are a design template that can be viewed as a schema for each 

bundle and a routing table that is used to select the appropriate bin for the next stage. 

Although the framework of BMAT is derived from CAST ―panels,‖ some new 

terminologies such as ―bundle‖ and ―bin‖ are introduced to the design of BMAT. Under 

the framework of a CAST, a panel has several modules with a fixed number of stages, 

and modules contain items according to their difficulty. In contrast, in the framework of 

BMAT, a bundle has multiple bins with a fixed number of stages, and bins consist of a 

number of parallel testlets that are exchangeable with each other. Moreover, BMAT 

incorporates random selection of testlets from within the current bin, which occurs at the 

level of stage.  
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The problem with multistage models like BMAT is that many practical issues 

remain unresolved, including determining appropriate item inventory models to generate 

optimal item pools and investigating optimal design templates and bin ATA specification 

sets. In addition, these tests must develop ATA methods that allow for controlled item 

overlap across bins and replications of modules within bins (Luecht, 2003). 

STUDY ON MST DESIGN FACTORS 

The MST framework was not a new invention in competition with CAT; instead, 

it was created in response to a different philosophy about mass-producing high-quality 

computerized testing (Luecht & Nungester, 1998). Several recent studies have examined 

MST design variables and have elucidated several issues that need addressing.  

Zenisky (2004) conducted a study to understand the measurement properties of 

various MST strategies. The study involved an investigation of the relational impact of 

variables under four MST across-stage modules arrangements (1-2-2, 1-2-2, 1-2-3, 1-3-

2). The manipulated variables included the amount of target test information, the passing 

rate, and the routing strategies. The MST tests were created using a simulated item bank 

of 3,222 items cloned from a real item bank of 358 dichotomous items. Each test 

consisted of 60 items with MLE ability estimation. Interestingly, no differences were 

found in decision accuracy and consistency across the four test designs and across the 

routing methods. However, the study also indicated that under high overall test 

information, results were optimal when test information was divided equally among 

stages; under reduced test information, relatively low levels of test information should be 

avoided at the first stage.  

Concerning overall test length under MST test design, Jodoin, Zenisky, and 

Hambleton (2006) investigated the virtues of several MST designs over linear fixed-
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length test (LFT) designs for a large-volume credentialing exam. The study used an item 

bank that consisted of 238 dichotomous items calibrated using the 3PL IRT model. The 

researchers compared four operational 60-item examinations to three new 60-item forms, 

two 60-item three-stage tests, and two 40-item two-stage tests. For all analyses, MLE was 

used for computing ability estimates. Results showed that across test designs the ability 

estimates and pass–fail classifications were quite accurate, and there appeared to be no 

significant differences between true and estimated ability scores across designs. The 

researchers concluded that the three-stage MST and LFT designs produced results that 

were comparable to the current operational forms, but that were certainly not better. 

Surprisingly, while the 40-item two-stage test results were not as accurate as the 60-item 

three-stage test results, they were within an acceptable range despite being one-third 

shorter. This result called attention to a practical decision required for the trade-off 

between a small loss in decision accuracy using a shorter length (like a 40-item two-stage 

test) and higher item exposure levels and/or higher cost of item development using a 

longer length (like a 60-item three-stage test).  

In reviewing the study of Jodoin et al. (2006), Stark and Chernyshenko (2006) 

noted that the test lengths in Jodoin et al. as well as those in previous MST studies were 

likely too long to reveal any psychometric benefits of different test lengths. They 

speculated that the impact on ability estimation and decision classification for MSTs may 

be due to overall test length instead of other MST design variables.  

To understand the effect of test length on MST tests under polytomous IRT 

models, Kim, Tseng, Chung, and Dodd (2008) examined and compared various MST test 

designs using three CAT tests as the baseline for test security and measurement precision. 

The MST test design included three levels of module difficulty distributions in the 

routing test (wide, moderate, narrow) with two levels of routing test length (8 testlets, 9 
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testlets) and three levels of total test lengths (15 testlets, 16 testlets, 17 testlets) using the 

three-stages of a 1-3-3 structure. Data from an item pool of 157 testlets (reading 

passages) calibrated with the partial credit model were used, and the MLE procedure was 

applied for estimating ability. As expected, the results showed that CAT tests produced 

better measurement precision than did the MST test designs, and that MST tests provided 

better test security relative to CAT tests. However, all eighteen MST test designs 

performed equally well as compared to CAT conditions in terms of ability estimation. 

The authors attributed the results to the routing stage being too accurate, and they 

suggested further research should consider the number of testlets or the information 

function of the routing test.  

Macken-Ruiz (2008) also compared MST test designs with CAT using the same 

data set as in the study by Kim, Tseng, Chung, and Dodd (2008), but the study was based 

on the general partial credit model. The MST test designs followed the 1-3-3 structure 

and were constructed according to various factors, including increasing the number of 

items per stage, decreasing the number of items per stage, and using the same number of 

items per stage based on three routing methods (maximum information, fixed θ, number-

right). The CAT used the progressive-restricted (PR) method with a maximum exposure 

rate of 30 percent for the exposure control method. Both MST and CAT tests used the 

MLE method for ability estimation and were fixed-length. As anticipated from previous 

studies, the results showed that CAT had the best performance with respect to ability 

estimation. Among the MST test designs, the MST that used the maximum information 

as a routing rule performed the best. Also, the MST with increasing numbers of items per 

stage performed the best with respect to estimating ability, and the MST with equal 

numbers of items per stage performed the worst. Nevertheless, the difference between 
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MST tests and CAT in ability estimation was not large, validating that the MST design is 

a viable alternative to CAT.  

STATEMENT OF PROBLEM 

The review of recent literature related to MST tests reveals that many cited 

studies focused on exploring the psychometric properties of MST and concentrated on the 

multi-stage design relative to other test designs (Luecht, Nungester, & Hadadi, 1996; 

Armstrong, Jones, Koppel, & Pashley, 2004; Hambleton & Xing, 2006; Kim, Tseng, 

Chung, & Dodd, 2008; Macken-Ruiz, 2008). There are several advantages to MST and 

few disadvantages. The advantages of MST were generally in the areas of test security 

and test quality, such as better control for item exposure as compared to CAT and the 

opportunity for the test developer to review test items for content-effect concerns. The 

disadvantages of MST included some loss of accuracy in ability estimation as compared 

to CAT.    

Some studies further evaluated the performance of various MST test designs in 

ability estimation (Patsula, 1999; Zenisky, 2004; Jodoin, Zenisky, & Hambleton, 2006), 

incorporating several variables: overall test length, routing test length, routing method, 

and test structure. These test-design variables were just a few of the essential variables 

that must be considered in the process of developing an MST test. However, the literature 

does not yet contain many studies that compare different test structures for the accuracy 

of ability estimation. Additionally, no studies addressed the ideal number of stages, the 

ideal number of subtests for any particular stage, or the ideal number of items in each 

subtest for achieving accurate measurement in MST. The ideal MST configuration has 

yet to be identified.  
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While most of the MST-related studies have used dichotomous IRT models, a few 

studies have used a polytomous IRT model for tests with partial-credit items. As demand 

increases for performance items to provide more information about examinees’ abilities 

than do traditional, dichotomously-scored items, researchers (e.g., Zenisky, 2004) have 

called attention to exploring the efficacy of using polytomous items in MST. Thus, the 

goal of trying to identify the single ―best‖ or ―optimal‖ structure in MST design is quite 

pragmatic indeed, and efforts to discover general psychometric properties associated with 

various design variables of an MST instrument can be useful to agencies interested in the 

use of MST. 

Also, as more testing organizations are looking to move toward an MST design 

for high-stakes tests, it is important and useful to investigate the ―optimal‖ panel to use 

with polytomous IRT models. The present research examined the effects of eight MST 

test structures (1-2, 1-3, 1-4, 1-2-2, 1-2-3, 1-2-4, 1-3-3, 1-3-4) on ability estimation using 

partial credit items. All MST test structures were implemented using the generalized 

partial credit model. The eight MST test structures were also manipulated in terms of 

routing test length and total test length. Specifically, four research questions were 

addressed by the study:  

1. Overall, how does the performance of various MST test structures differ in 

achieving measurement precision for various conditions of routing test lengths 

(short and long) and total test length (short and long) ?  

2. Does routing test length have a differential effect on the measurement precision 

of various MST test structures? 

3. Does total test length have a differential effect on the measurement precision of 
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various MST test designs? 

4. Which MST test structure (number of stages, number of modules per stage) with 

which test design (routing test length, total test length) performs better than 

other test structures, with respect to ability estimation, item exposure, and item 

pool utilization? 

The answers to these questions could provide testing agencies with guidelines for 

designing an MST test structure, by addressing questions concerning how many stages 

and how many modules per stage it should take to maximize the precision of ability 

estimation with regard to the routing test length condition and total test length design.  
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CHAPTER THREE: METHOD 

OVERVIEW OF DESIGN 

Eight MST test designs were compared across several manipulated variables for 

their performance in ability estimation based on the generalized partial credit model 

(Muraki, 1992). The test designs were characterized by commonly used two-stage and 

three-stage structures, and panels and modules were assembled by hand based on the step 

difficulties of the items with stratification of the discrimination parameters, because ATA 

software had yet to be developed for polytomously-scored items.  

This procedure has been used in many other similar studies. The test conditions 

manipulated included two routing test lengths (long and short) and two total test lengths 

(long and short). These manipulated conditions were crossed with one another and with 

eight test designs, yielding a total of 8 × 2 × 2 = 32 study conditions. The item pool and 

generated item responses were based on 273 partial credit items extended from a national 

test of 157 partial credit items, because low frequencies in some cells would negatively 

impact the comparisons. Across all designs, the information-based routing method—

maximum information was used to adaptively select modules to administer in each of the 

eight test designs—and maximum likelihood estimation (MLE) were applied for the 

provisional and final estimations of ability (θ). Ten samples of 1,000 simulees were used 

to assess each test design. The performance of each test design was evaluated in terms of 

the accuracy and precision of ability estimates, item exposure rates, item pool utilization, 

and test overlap. The performance of the eight MST test designs was evaluated in terms 

of mean descriptive statistics calculated over the ten replications. Indices of measurement 

precision, exposure rates, and pool utilization as well as item overlap were used to 

compare the eight test designs across the study conditions. 
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ITEM POOL 

Item parameter estimates were obtained from the Davis study (2002) for a pool 

consisting of 157 partial-credit items from a calibrated national test where some scored 

passages were collapsed to yield more items in some cells for the CATs being assessed. 

These item parameters were calibrated using PARSCALE software (Muraki & Bock, 

1993) according to GPCM (Muraki, 1992). PARSCALE is a two-step iteration process 

that uses a marginal maximum likelihood EM algorithm to estimate the item parameters.  

The partial-credit items in the Davis study were originally passage types that 

contained two, three, or four multiple-choice items grouped according to their passage 

identification number. The 0/1 scores for each item were summed to create partial-credit 

item scores ranging from zero to the number of multiple-choice items in a passage. Items 

within the item pool were classified according to content area and according to item type 

as defined by the number of multiple-choice items (score points) in a passage. Of the 157 

partial-credit items, 38.9% of the items represented content area one, 37.6% represented 

content area two, and 23.6% represented content area three. Item type for these partial-

credit items was distributed as follows: 63.1% were 2-score points, 18.5% were 3-score 

points, and 18.5% were 4-score points.  

However, in the MST context, as the number of modules per stage increases, the 

number of items required for a panel design increases. Therefore, a problem of item 

shortage could have arisen with use of the existing 157 partial-credit items to construct all 

test designs used in this study (described in the ―Test Structure‖ section). To solve the 

problem and ensure that the available item pool for this study would adequately support 

eight test structure designs, the 3- and 4- score-point items of the existing item pool were 

tripled across all content areas. 



 59 

As a result, the GPCM item pool was extended to consist of 273 partial-credit 

items, of which 36.3% were 2-score points, 31.9% were 3-score points, and 31.9% were 

4-score points. Of these 273 items, 36.3% of the items represented content area one, 

34.1% represented content area two, and 29.7% represented content area three. This 

expansion made the distribution of item types and content areas more balanced. Table 3.1 

presents the joint distribution of content area and item type for this extended item pool. 

The distributions of the item pool information and the a parameter for the 273 items are 

shown in Figure 3.1 and Figure 3.2, respectively. 

 

Table 3.1:  Item distribution in extended item pool by content area and item type 

Item Type Content One Content Two Content Three Total 

 2-Score Points 42 (15.4%) 42 (15.4%) 15 (5.5%) 99 (36.3%) 

 3-Score Points 30 (11.0%) 18 (6.6%) 39 (14.3%) 87 (31.9%) 

 4-Score Points 27 (9.9%) 33 (12.1%) 27 (9.9%) 87 (31.9%) 

 Total 99 (36.3%) 93 (34.1%) 81 (29.7%) 273 (100.0%) 
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Figure 3.1:  Distribution of item pool information for 273 partial credit items  

 

 

Figure 3.2:  Distribution of a parameter of the 273 partial credit items 

Ө 

-0.6 



 61 

DATA GENERATION 

Response data for the 273 partial-credit items were generated using conventional 

procedures for the polytomous GPCM using the program called IRTGEN (Whittaker, 

Fitzpatrick, Williams, & Dodd, 2003). Specific data generation processes proceeded as 

follows.  

First, a random number was drawn from a normal distribution with mean of zero 

and with a standard deviation of 1 to represent the known ability level for a simulee. 

Based on the known ability level and item parameters from the item pool, the probability 

of responding in each category was computed for each item according to the GPCM. 

These probabilities were then summed to create a cumulative probability of response 

ranging from 0 to 1. These cumulative probabilities served as category score boundaries. 

Next, to introduce random error into the simulees’ responses, a random number was 

selected from a uniform distribution ranging from 0 to 1 and compared to the category 

score boundaries to determine the appropriate score for the simulee on the item. If this 

random number was less than a given category score boundary, the simulee was given 

that category score.  

This data generation procedure was conducted for all items and all simulees. Ten 

samples of the response data were generated, each with 1,000 simulees. Because a total 

of 32 conditions were examined, the same simulee sample was used for all the MST test 

conditions. So, the ten replications were used in each test design with the corresponding 

total test length and routing test length. 
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MANIPULATED VARIABLES 

In designing a multi-stage test, there are many variables to consider. In the present 

simulation study, the goal was to examine the effect of different test structures under two 

conditions of fixed-length test and two conditions of routing test length; therefore, three 

basic structure variables were manipulated:  

Total test length. Consideration of test length in the context of MST is the same as 

with other adaptive testing: increasing the number of items given to a single examinee 

will improve measurement accuracy (Patsula, 1999). Various test lengths were used in 

previous MST studies, ranging from 33 to 60 dichotomous items. However, no 

significant benefit was found as compared to a P&P test (Patsula, 1999; Zenisky, 2004; 

Hambleton & Xing, 2006; Jodoin, Zenisky, & Hambleton, 2006). According to Stark and 

Chernyshenko’s review (2006) of previous MST studies, such non-significant results 

might be due to a design in which the test lengths used were too long. The researchers 

suggested using shorter test lengths in future studies, and they believed that test length 

rather than test design has the largest effect on ability estimation.  

Unlike studies concerning dichotomous-item tests, previous studies using 

polytomous test items have used shorter test lengths, mostly in the range of 7-20 items 

(Davis & Dodd, 2003; Kim, Tseng, Chung, & Dodd, 2008; Macken-Ruiz, 2008), 

depending on the possible score points of items in the test. Such a short test length can be 

supported by the fact that polytomous items provide richer item information than do 

dichotomous items. Therefore, to achieve a certain level of measurement precision, a test 

with polytomously-scored items requires fewer items than does a test with dichotomous 

items. To date, however, only one MST study (Kim, Tseng, Chung, & Dodd, 2008) that 

employed polytomous items has examined the effects of test length, and those effects 
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were tested only under a 1-3-3 test structure. The present study examined several MST 

test designs under two total test lengths (short and long) to investigate the interaction 

effects of test length and test structure on the ability estimate.  

Routing test length. As described previously in the framework of MST, the first-

stage test is defined as the routing test, and it is used to allocate examinees to the second-

stage test. In general, with a fixed test length, if the routing test is too long, there would 

not be enough items for the second- and third- stage tests, and the test would no longer be 

adaptive. On the other hand, if the routing test is too short, there would be poor 

measurement of ability for the second-stage adaption (Patsula, 1999). Although Patsula’s 

study (1999) and Kim, Tseng, Chung, and Dodd’s study (2008) both found that routing 

test length had little effect on the ability estimates in MST when they examined three 

routing test lengths, Macken-Ruiz in her dissertation (2008) indicated that in MST 

increasing numbers of items per stage yielded better performance than did decreasing 

numbers of items per stage. Yet the results of Macken-Ruiz’s research have not been 

further validated under different test structures. In this study, both short and long routing 

test lengths were investigated under multiple test structures.  

Test structures. While much of the MST research has focused on the 1-3-3 

structure, few studies have provided systematic information about what levels of 

accuracy might be expected for other test structures. Patsula (1999) was first to compare 

different MST test structures. The results of Patsula’s study showed that, as the number 

of stages increased in an MST test structure, errors in ability estimation decreased. And 

as the number of subtests increased, the accuracy of ability estimations as well as the 

efficiency of the MST designs increased at most ability levels. However, none of the 

previous studies has compared the number of subtests per stage with the total number of 

stages for a test. One interesting question is, with a fixed test length, what impacts ability 
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estimation: more modules per stage, or more stages for a given MST test structure? This 

study investigated the effects on the accuracy of ability estimates of systematically 

varying the number of stages. 

The total number of stages to be constructed for the present study included two- 

and three-stage tests, because two is the minimum number of stages required for a multi-

stage test and three is what is most commonly found in the literature (Luecht & 

Nungester, 1998; Hambleton & Xing, 2006; Jodoin, Zenisky, & Hambleton, 2006). As 

for the number of modules per stage, two to four modules for each of the second and third 

stages were constructed. A lower limit of two modules per stage was chosen because it is 

characteristic of the original multistage test design, the simplest multistage adaptive 

testing (Hendrikson, 2007). An upper limit of four models per stage was chosen because 

it is the maximum number per stage that the extended item pool could support. In 

constructing an MST panel, the number of partial credit items per module per stage was 

another concern. As a result of a fixed-length test design, the number of partial credit 

items per stage varies according to the number of stages. However, the same number of 

partial credit items (as well as the same score points) in a module at the same stage within 

a panel design was maintained.  

As these three variables changed across test designs, several other variables 

associated with test and module assembly or administration issues were held constant. In 

addition, prior to module assembly, a close examination for the step difficulty parameters 

of the items was conducted to decide where among the difficulty levels of the modules 

items fell (referred to as the ―item difficulty for module classification method‖). For 

example, in a 1-4 two-stage test structure design, there are four levels of module 

difficulty at the second stage: very easy, easy, hard, or very hard. Thus, items with all 

large negative step difficulty parameters would be assigned to a ―very easy‖ module; 
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items with some large and some small negative step difficulty parameters would be 

assigned to an ―easy‖ module; items with some small and some large positive step 

difficulty parameters would be assigned to a ―hard‖ module; and items with all large 

positive step difficulty parameters would be assigned to a ―very hard‖ module. 

A. Difficulty level of the first-stage module 

In the same fashion as with CAT, a moderately difficult module was presented as 

the first-stage test in the context of MST. In this study, to comprise a moderately difficult 

module for the first-stage module, three levels of item difficulty (easy, medium, and hard) 

were included. For the short routing test length condition, the first-stage module 

contained three partial credit items, one for each of three levels of difficulty: easy, 

medium, and hard across all test designs. For the long routing test length condition, the 

first-stage module contained nine partial credit items, three each for easy, medium, and 

hard levels of difficulty. Since polytomous items were used in the present study, prior to 

module assembly the step difficulty parameters of each testlet were closely inspected and 

classified into the item difficulty levels (easy, medium, and hard). This mixture of item 

difficulties in the first-stage module was adopted in the study of Davis and Dodd (2003), 

and it allowed for better estimation of all θ levels in the first stage and, therefore, for 

more precise targeting for the second-stage routing decision.  

B. Difficulty level of the second- and the third-stage modules 

Even as modules in the second and subsequent stages will vary in difficulty across 

stages, the relative difficulty levels of modules within the same stage will be determined 

by the number of modules at that stage. For example, in a 1-2 test structure design, 

modules at the second stage would contain partial credit items at two levels of 

difficulty—easy and hard—while in a 1-4 test structure design, modules at the second 
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stage would contain partial credit items at four levels of difficulty—very easy, easy, hard, 

or very hard. In this study, test construction for different stage modules was conducted in 

the same way for all panel designs: using item difficulties to segregate the second- and 

third- stage modules.  

C. Content balancing and item type  

Because meeting test specification across an entire test provides greater flexibility 

in the process of test assembly, for the data set to be applied in the present study—

containing three content areas and three item types—content balancing took place at the 

path levels in combination with the distribution of item types across all panel designs. 

This is to say that under each test length design, the number of three content areas and 

three item types should be identical for all pathways within a panel and present the 

content weighting in the entire pool for each MST test. 

D. Method of routing examinees to modules 

Studies related to MST routing methods have shown there is no significance in 

the routing methods used in MST test design (Zenisky, 2004; Weissman, Belov, & 

Armstrong, 2007; Macken-Ruiz, 2008). To mimic the feature of item selection method in 

CAT, the routing method in the present study was to use maximum information across all 

test designs. These were obtained by adding the information values of items within each 

module and selecting the modules that were most informative, given the simulee's ability 

estimate from previous stages. 

E. Method for scoring modules and the entire test 

For a multi-stage test design, there are n ability estimates for each examinee, with 

n stages. Except for the ability estimate from the last stage, which is based on all 

administered items, all ability estimates are temporary estimates of the examinee’s 
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ability, used for the purpose of determining later routing procedures. In most MST 

studies, researchers employed maximum likelihood estimation (Davis & Dodd, 2003; 

Jodoin, Zenisky, & Hambleton, 2006; Kim, Tseng, Cheng & Dodd, 2008; Macken-Ruiz, 

2008; Patsula, 1999; Zenisky, 2004). A few studies used the Bayesian method for ability 

estimation (Hambleton & Xing, 2006; Keng, 2008). Therefore, for this simulated study, 

all estimated θs were obtained using MLE. 

TEST STRUCTURE 

Eight MST test structures were created (1-2, 1-3, 1-4, 1-2-2, 1-2-3, 1-2-4, 1-3-3, 

and 1-3-4; see Figure 3.3). Given the variability in total test length and routing test length 

in this study, the eight test structures were investigated across four conditions: short test 

length short routing condition, short test length long routing condition, long test length 

short routing condition, long test length long routing condition, resulting in a total of 32 

test conditions.  

Concerning the total test length condition, a short test contained 13 partial credit 

items with 38 total score points, and a long test consisted of 16 partial credit items for a 

total of 47 score points. The 9 score-point difference resulted in the short test length 

being only 80% of the long test length. Under each test length condition, the number of 

items—as well as the number of score points—administered through an MST test 

structure was consistent for all simulees. In addition, the partial credit items within panels 

were arranged so that the number of items (number of score points) for modules within 

stages administered to each simulee was also be the same, endorsing uniformity for 

fairness.  
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Figure 3.3:  MST test structure designs 

 

Concerning the routing test length condition, in contrast, the short routing test 

length was only one-third of the long routing test length. By design, the short routing test 

length contained 3 partial credit items with a subtotal of 9 score points, and the long 

routing test length included 9 items with a subtotal of 27 score points. As a result of the 

fixed-length design, under a short routing test length condition, the first-stage module 

contained fewer partial credit items than did the second- and third-stage modules, while 

under a long routing test length condition, the first-stage module contained more partial 
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credit items than did the second- and third-stage modules. That is, the number of items 

(along with the number of score points) was ascending in the short routing test, whereas 

the number of items (along with the number of score points) was descending in the long 

routing test, regardless of whether the total test length was short or long. 

A table of item distributions according to the conditions of total test length and 

routing test length for the eight test structures follows.  

 

Table 3.2:  Test structure and number of partial credit items (score points) according to  

          total test length and routing test length  

Test Structure 

Short Test Length  

(13 items with 38 points) 
 

Long Test Length  

(16 items with 47 points) 

Number of Partial Credit Items 

(Number of Score Points) 
 

Number of Partial Credit Items 

(Number of Score Points) 

Stage 1 Stage 2 Stage 3  Stage 1 Stage 2 Stage 3 

Short Routing Test     

1-2 3 (9) 10 (29) --  3 (9) 13 (38) -- 

1-3 3 (9) 10 (29) --  3 (9) 13 (38) -- 

1-4 3 (9) 10 (29) --   3 (9) 13 (38) -- 

1-2-2 3 (9) 4 (12) 6 (17)  3 (9) 5 (16) 8 (22) 

1-2-3 3 (9) 4 (12) 6 (17)  3 (9) 5 (16) 8 (22) 

1-2-4 3 (9) 4 (12) 6 (17)  3 (9) 5 (16) 8 (22) 

1-3-3 3 (9) 4 (12) 6 (17)  3 (9) 5 (16) 8 (22) 

1-3-4 3 (9) 4 (12) 6 (17)  3 (9) 5 (16) 8 (22) 

Long Routing Test     

1-2 9 (27) 4 (11)   9 (27) 7 (20) -- 

1-3 9 (27) 4 (11) --  9 (27) 7 (20) -- 

1-4 9 (27) 4 (11) --   9 (27) 7 (20) -- 

1-2-2 9 (27) 3 (9) 1 (2)  9 (27) 4 (13) 3 (7) 

1-2-3 9 (27) 3 (9) 1 (2)  9 (27) 4 (13) 3 (7) 

1-2-4 9 (27) 3 (9) 1 (2)  9 (27) 4 (13) 3 (7) 

1-3-3 9 (27) 3 (9) 1 (2)  9 (27) 4 (13) 3 (7) 

1-3-4 9 (27) 3 (9) 1 (2)   9 (27) 4 (13) 3 (7) 
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TEST INFORMATION TARGET 

The target TIFs are normally used in the computer program to automate the 

process of formulating modules and panels in the context of MST panel construction, and 

in practice, the level of target TIFs for an MST design with an existing item pool may be 

determined by the mean of the operational test information functions (Jodoin, Zenisky, & 

Hambleton, 2006; Zenisky, 2004).  

In the present simulation, target TIFs were decided by computing the provisional 

target TIFs (Luecht & Burgin, 2003) that reflected the actual properties of the items, 

including the content areas and item types in the available item pool. To ensure that the 

target TIFs were feasible to use in constructing multiple panels, three sets of provisional 

target TIFs were constructed and averaged to form unique target TIFs for each module. 

The TIFs for a particular pathway could also be obtained by summing the module TIF of 

the first stage with each TIF of the modules across different stages in the same pathway.  

Since each TIF also reflects the degree of precision desired for a particular 

module, during panel construction modules at the same stage were constructed with the 

same TIF. Because test information functions are additive, summing the TIF of the first 

stage with each TIF of the modules across different stages in the same pathway produces 

a TIF for that particular pathway. Within the same panel configurations, TIFs of the same 

pathways across panels of parallel versions were as nearly equal as possible, ensuring 

approximately equal measurement precision was provided for all simulees, regardless of 

which panel they were assigned to. 
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CONTENT BALANCING 

In the expanded item pool, there were three primary content areas (denoted as 

content one, content two, and content three) and three item types (based on the number of 

score points a partial-credit item contained, denoted as 2-score point items, 3-score point 

items, and 4-score point items). For fairness, each test design should be constructed to 

meet the test specifications for content area and item type. In particular, the routing test 

should comprise items that are reasonably representative of the domain of interest so that 

decisions about routing examinees to the second stage can be properly based on data 

(Zenisky, 2004).  

In the present simulation study, the proportions of each content area and item type 

identified in the extended item pool were used for test specification. By considering the 

distribution of content areas and item types in the item pool, the module in the first stage 

for all eight test designs included each content area and each item type, providing 

individual simulees with an instrument meeting the desired proportion of content 

coverage with a balance of the item type in the routing test. For the modules in the second 

and third stages, there was a mix of content areas and item types depending on the test 

structure (two-stage or three-stage design) and the total test length (short or long). 

With respect to content area, in the short test length design, each pathway 

contained 5 partial credit items (14 score points) from content one, 4 partial credit items 

(11 score points) from content two, and 4 partial credit items (13 score points) from 

content three. In the long test length design, each pathway included 6 partial credit items 

(16 score points) from content one, 5 partial credit items (15 score points) from content 

two, and 5 partial credit items (16 score points) from content three. This arrangement 
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provided each simulee with a test meeting the desired proportions of content converge 

from each area. 

 

Table 3.3:  Content balancing across test designs in terms of number of score points 

Content Area 

 
Extended 

Item Pool 

 Test Design of Simulations  

  Short Test Length 

(38 points) 
 

Long Test Length 

(47 points) 

Content 1  34.9%  36.8% (14 points)  34.0% (16 points) 

Content 2  33.5%  28.9% (11 points)  31.9% (15 points) 

Content 3  31.6%  34.2% (13 points)  34.0% (16 points) 

 

As for item type, in the short test length design, each pathway had a total test 

length of 13 partial credit items with five 2-score point items, four 3-score point items, 

and four 4-score point items, yielding a total of 38 score points. In the long test length 

design, each pathway had a total test length of 16 partial credit items with six 2-score 

point items, five 3-score point items, and five 4-score point items, yielding a total of 47 

score points. This allocation presented individual simulees a test with a balance of item 

types approximately proportional to the item pool. 

 

Table 3.4:  Item type balancing across test designs according to number of items 

Item Type 
Extended 

Item Pool 

 Test Design of Simulations  

 Short Test Length 

(13 items) 
 

Long Test Length 

(16 items) 

2- Score Point Item 36.3%  38.5% (5 items)  37.5% (6 items) 

3- Score Point Item 31.9%  30.8% (4 items)  31.3% (5 items) 

4- Score Point Item 31.9%  30.8% (4 items)  31.3% (5 items) 
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TEST ASSEMBLY 

The top-down method was applied to the process of test assembling, so that test 

specification for all test conditions was handled at the test level. An item exposure level 

of 33% was maintained across different panels. Thus, drawing from the 273 partial-credit 

items in the extended item pool, with the constraints of content areas and item types, 

three parallel panels were constructed with no overlapping items between modules or 

among panels. In previous studies, MST tests were usually constructed with TIFs using 

ATA software programs (e.g. CASTISEL, Luecht, 1996); however, the ATA program 

used in previous studies was specifically applicable only to dichotomous-item tests. This 

simulation study accomplished assembly of the modules and tests using the ATA 

program Jplex, which was developed expressly for polytomously-scored items by Park, 

Kim, Dodd, & Chung (in press). 

The task of building an MST involved initially creating an item allocation plan 

that satisfied specifications for both content coverage and item type for the defined test 

structures (that is, two- and three-stage structures) together with the total test length 

design and routing test length conditions. For example, in the context of the two-stage 

test structure that had the short test length and short routing test conditions, there was one 

2-score point partial credit item (from content three), one 3-score point partial credit item 

(from content two), and one 4-score point partial credit item (from content one) at the 

first stage, and four 2-score point partial credit items (two from content one and two from 

content two), three 3-score point partial credit items (two from content one and one from 

content three), and three 4-score point partial credit items (one from content two and two 

from content three) at the second stage, comprising a test of 13 partial credit items (38 

score points) in total with required content balancing and item type specifications. A 
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presentation of eight item allocation plans in line with the proposed test structures and 

design conditions is shown in Table 3.5.  

With the item allocation plan in place, the modules were ready to be assembled. 

First, the item pool was divided into nine sub-pools according to content area and item 

type, and within each sub-pool, items were segregated using the item difficulty for 

module classification method. Then, following the item allocation plan for each module 

within a test condition, three sets of item candidates were randomly selected from the 

required module difficulty level in each sub-pool to form the provisional target TIFs. For 

example, in the context of a 1-4 test structure, three sets of item candidates needed to be 

selected for each of the four modules (very easy, easy, hard, or very hard) at the second-

stage. After the provisional target TIFs were obtained and averaged to form the unique 

target TIFs for each module, the Jplex program (Park, Kim, Dodd, & Chung, in press) 

then generated three panels approximating the provisional target TIFs for each module 

according to the unique target TIFs. This test assembly methodology was performed for 

all 32 test conditions in the simulation. 

 The goal of this module assembly process was to create three sets of item 

candidates for the corresponding module such that the test information functions of these 

three sets were comparable to one another. In previous MST studies (Davis & Dodd, 

2003; Keng, 2008; Kim, Tseng, Chung & Dodd, 2008; Macken-Ruiz, 2008) in which test 

assembly was performed without ATA assistance, the test information functions were 

calculated and compared by placing them onto the same test information plot, with a 

special emphasis placed on putting items together in a set with a mix of low- and high-

discrimination parameters to achieve the goal. However, with the unique target TIFs 

computed, the MST test assembly in the present study was performed automatically with 

the help of Jplex. 
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Table 3.5:  Item allocation plan by test structure and test conditions 

Test Structure 
Short Test Length  Long Test Length 

Short Routing  Long Routing  Short Routing   Long Routing 

Two-stage  

The First Stage 
Cont. 

One 

Cont. 

Two 

Cont. 

Three  

Cont. 

One 

Cont. 

Two 

Cont. 

Three  

Cont. 

One 

Cont. 

Two 

Cont. 

Three  

Cont. 

One 

Cont. 

Two 

Cont. 

Three 

2-score point item   1  1 1 1    1  1 1 1 

3-score point item  1   1 1 1   1   1 1 1 

4-score point item 1    1 1 1  1    1 1 1 

The Second Stage                

2-score point item 2 2   1 1   3 2   2 1  

3-score point item 2  1  1    2  2  1  1 

4-score point item  1 2    1   2 2   1 1 

Total Number of 

Partial Credit Items 
5 4 4  5 4 4  6 5 5  6 5 5 

Three-stage 

The First Stage 
Cont. 

One 

Cont. 

Two 

Cont. 

Three  

Cont. 

One 

Cont. 

Two 

Cont. 

Three  

Cont. 

One 

Cont. 

Two 

Cont. 

Three  

Cont. 

One 

Cont. 

Two 

Cont. 

Three 

2-score point item   1  1 1 1    1  1 1 1 

3-score point item  1   1 1 1   1   1 1 1 

4-score point item 1    1 1 1  1    1 1 1 

The Second Stage                

2-score point item  1    1   1    1   

3-score point item 2    1    1  1  1   

4-score point item   1    1   1 1   1 1 

The Third Stage                

2-score point item 2 1   1    2 2   1 1  

3-score point item   1      1  1    1 

4-score point item  1 1       1 1     

Total Number of 

Partial Credit Items 
5 4 4  5 4 4  6 5 5  6 5 5 

Note: The two-stage test structure includes 1-2, 1-3, and 1-4; the three-stage test structure 
includes 1-2-2, 1-2-3, 1-2-4, 1-3-3, 1-3-4. 
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After module assembly was completed, panel assembly could be performed 

simply by composing the module of the first stage with modules across different stages 

for three parallel panels. However, the initial MSTs constructed using the provisional 

target TIFs obtained from the item pools in this study did not appear as they should have 

after examination of the test information functions of the modules for each test structure. 

For test structures with more modules at a stage, many of their modules within the same 

stage were often not positioned far enough on the ability scale and provided unequal 

amounts of test information.  

Figure 3.4 shows an example of this issue for a 1-4 test structure. The four 

modules at the second stage may function like only two modules at the second stage, 

because the amount of information for each of the two modules in the middle was largely 

overlapped by that for the ones on the far left and the far right. Consequently, most 

examinees would be routed to the easiest module (the far left one) and the hardest module 

(the far right one).  

To avoid this problem, a second round of test assembly was conducted, with some 

manual adjustments of the target information function for each module. Due to the 

limitation of available item candidates in the pool, the amount of module information for 

the modules within the same stage was still uneven, but most of the consecutive modules 

at a stage were placed farther apart from one another. Figure 3.5 shows an example of 

module test information for the 1-4 test structure from the second round test assembly.  
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Figure 3.4:  Module test information function for the four modules at the second stage of 

           the 1-4 test structure from the first round of test assembly.  

 

Figure 3.5:  Module test information function for the four modules at the second stage of  

           the 1-4 test structure from the second round of test assembly.  
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For Short Test Length Long Routing conditions, however, the pathway 

information functions were not very dissimilar. This was especially true for the 1-4, 1-2-

4, and 1-3-4 test structures where four modules with different difficulty levels are needed. 

Figures for all major pathway information of the eight test structures under each routing 

test length and total test length condition are given in Appendices. 

ADMINISTRATION PROCEDURE 

After the modules and panels were assembled, the MSTs could then be 

administered. Simulees were randomly assigned to take one of the three panels in each of 

the test conditions. Once a panel had been assigned, simulees were administered the 

partial-credit items in the first stage. After the routing test items were administered, an 

examinee’s ability was estimated using MLE. If the category scores of the first three (or 

nine) partial credit item scores were identical, a variable step size was applied, due to the 

limitation of MLE (two different category responses are required). The procedure of 

variable step size (Dodd, De Ayala, & Koch, 1995; Chen, Hou, & Dodd, 1998) facilitated 

new ability estimation after the first item(s) in the test. This procedure set the new ability 

level halfway on the ability scale between the initial ability and the highest (or the 

lowest) step difficulty value for the item pool, depending on the response(s) to the first 

item(s). Simulees were then routed to one of the modules in the second stage.  

Because the maximum information method was applied to the routing decision in 

the present study, in order for an examinee to be routed to the test stage that provided the 

most information, the information values of items within each module were summed and 

selected according to the current ability estimate. After simulees completed items in the 

second stage, ability was re-estimated, and simulees were routed to a module in the third 

stage. If there were only two stages in the designed panel, then the re-estimated ability 
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level was the final ability estimate. The third-stage routing decision was made in the 

same way as the second-stage routing decision, with the exception that simulees could 

only be routed to a module of the same or adjacent difficulty. For example, in the 1-3-3 

test structure (see Figure 2.8), a simulee would not be routed from an easy module at the 

second stage (2E) to a hard module at the third stage (3H), or vice versa. The purpose of 

this implementation of no extreme module changes by the routing rule was to prevent the 

possibility of aberrant item responses (Luecht & Nungester, 1998; Jodoin, Zenisky, & 

Hambleton, 2006; Luecht, Brumfield, & Breithaupt, 2006). 

DATA ANALYSIS 

The outcome of interest in the present study was the measurement precision of 

ability estimation with respect to several manipulated variables. Therefore, the results 

from the MST simulations were analyzed using several indices. Each index was 

computed for each sample of 1,000 simulees, and then the values were averaged across 

the ten samples under each test structure and each test condition.  

First, descriptive statistics were computed for the final θ estimates. The mean and 

standard error of θ estimates for each replication and grand means calculated across the 

ten replications were computed. Next, to evaluate the recovery of known θs, the Pearson-

product-moment correlation coefficients were calculated for the relationship between the 

known and estimated θ values. Finally, Bias, Root Mean Squared Error (RMSE), and 

Average Absolute Difference (AAD), as shown in equations 20-22, were calculated. 
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In the equations, ̂ k is the estimate of θ for simulee k, θk is the known θ for simulee k, 

and n is the total number of simulees.  

A conditional plot provides a way to present the measurement precision of the test 

design across all levels of the θ scale. For each test structures, conditional plots of the 

mean Bias and grand mean standard error across ten replications were constructed in 

order to assess differences across the ability scale. The conditional plots helped give a 

picture of the measurement effectiveness at different θ values under different test 

structures. 

In addition, the exposure rates and item overlap statistics were computed, and the 

examinee’s audit trail, a record of the items administered to each examinee, was recorded 

and analyzed. Item exposure rates (the probability of administering an item) were 

computed by dividing the number of times a partial-credit item was administered by the 

total number of simulees. Frequency distributions of the exposure rates along with 

average and maximum exposure rates were examined. The percent of items that were 

never administered was used as an index of pool utilization. 

Also, the average number of items shared by two examinees was computed, and 

so were the averages for examinees of similar and of different abilities. The overall item 
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overlap served as an index of overlap across all simulees with different estimated ability 

levels. The different θ overlap was calculated when the simulees’ ability estimates were 

different by more than one logit, and the same θ overlap was considered when the 

simulees’ ability estimates were different within one logit. 
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CHAPTER FOUR:  RESULTS 

The results of the four test design conditions—short test length short routing, 

short test length long routing, long test length short routing, and long test length long 

routing—are presented in this chapter. There were eight test structures evaluated under 

each condition. For each of the four test design conditions, the descriptive statistics for 

the non-convergent cases, average θ estimate, average standard error, and the correlation 

between known and estimated θs are presented first. Values for Bias, RMSE, and AAD 

are provided next. In addition, the conditional grand mean standard errors and mean Bias 

plot for each test structure are constructed. Finally, the degree of item exposure, item 

overlap, and pool utilization under each condition are presented.  

SHORT TEST LENGTH SHORT ROUTING CONDITION 

The short test length short routing test condition contained a total of 13 partial 

credit items with 3 items in the routing test and 10 items in the subsequent test(s).  

DESCRIPTIVE STATISTICS 

The non-convergent ability estimates were deleted from the final data set before 

all the statistics were calculated across 10 replications. These non-convergent cases were 

defined as the cases with final ability estimates equal to 4.0 or -4.0 or as the cases of 

examinees who responded in the same score category to all items. Table 4.1 shows the 

mean number of non-convergent cases for all test structures in the short test length short 

routing condition.  

The average number of non-convergent cases was extremely high: all above 25. A 

review of the large number of non-convergent cases under each test structure was 

performed. The results showed that all non-convergent cases were due to the final trait 
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estimates being too extreme (equal to -4.0 or to 4.0). This was encountered because the 

ability estimates for routing examinees to the second stage were obtained from a small 

number of items (3 items), making the estimates unreliable.  

More non-convergent cases were observed in the two-stage test structures than in 

the three-stage test structures. The average number of non-convergent cases for the two-

stage test structures ranged from 38 to 49, whereas the average number of non-

convergent cases for the three-stage test structures ranged from 26 to 36.  

 

Table 4.1:  Non-convergent cases averaged across 10 replications 

               short test length short routing condition 

 

 

 

 

 

 

 

 

 

 

Table 4.2 and Table 4.3 provide the known θs and descriptive statistics of θ 

estimates, standard error, and correlation between known and estimated θ averaged 

across the 10 replications for the short test length short routing condition. Overall, the 

eight test structures produced similar results. Across all test structures, the grand means 

Test  

Structure 

Mean Number of  

Non-Convergent Cases (Min, Max) 

1-2 49 (36, 57) 

1-3 47 (34, 58) 

1-4 38 (26, 54) 

1-2-2 30 (18, 40) 

1-2-3 29 (18, 39) 

1-2-4 26 (15, 36) 

1-3-3 30 (20, 37) 

1-3-4 29 (19, 34) 
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of θ estimates ranged from 0.00 to 0.03, which are very close to the grand means of the 

known θs, ranging from -0.01 to 0.00. The grand mean standard errors associated with 

ability estimation ranged from 0.37 to 0.40. The mean correlations between known and 

estimated θs for all eight test structures were identical to two decimal places (0.93). 

Although the grand mean standard errors of the two-stage test structures (1-2, 1-3, 1-4) 

seemed to be slightly higher than those of the three-stage test structures (1-2-2, 1-2-3, 1-

2-4, 1-3-3, 1-3-4), the average difference was 0.01, which is not practically significant.    

 

 

Table 4.2:  Descriptive statistics of the estimated θ averaged across 10 replications 

            short test length short routing condition 

 

Test  

Structure 

Grand Mean of 

Known θ 

(Min, Max) 

Grand Mean of 

Estimated θ 

 (Min, Max) 

Grand Mean  

SE  

(Min, Max) 

Mean  

Correlation 

(Min, Max) 

1-2 -0.01 0.03 0.39 0.93 

(-0.05, 0.09) (-0.02, 0.13) (0.39, 0.40) (0.92 ,0.94) 

1-3 -0.01 0.00 0.39 0.93 

(-0.05, 0.08) (-0.04, 0.11) (0.38, 0.39) (0.92 ,0.94) 

1-4 -0.01 0.01 0.40 0.93 

(-0.05, 0.09) (-0.03, 0.11) (0.40, 0.40) (0.92 ,0.93) 

1-2-2 -0.01 0.00 0.38 0.93 

(-0.05, 0.08) (-0.04, 0.11) (0.37, 0.38) (0.93 ,0.94) 

1-2-3 -0.01 0.00 0.37 0.93 

(-0.04, 0.09) (-0.04, 0.11) (0.37, 0.38) (0.93 ,0.94) 

1-2-4 0.00 0.01 0.39 0.93 

(-0.04, 0.09) (-0.03, 0.11) (0.38, 0.39) (0.92 ,0.94) 

1-3-3 0.00 0.01 0.38 0.93 

(-0.03, 0.09) (-0.02, 0.12) (0.37, 0.38) (0.92 ,0.94) 

1-3-4 0.00 0.01 0.39 0.93 

(-0.04, 0.09) (-0.03, 0.13) (0.38, 0.39) (0.93 ,0.94) 



 85 

The mean Biases for all test structures were similar and nearly zero, ranging from 

0.01 to 0.04. The mean RMSEs ranged from 0.38 to 0.41, and the mean AADs ranged 

from 0.30 to 0.32. Although the measurement statistics of the two-stage test structures (1-

2, 1-3, 1-4) seemed to be slightly higher than those for the three-stage test structures (1-2-

2, 1-2-3, 1-2-4, 1-3-3, 1-3-4), it should be noted that the average difference was only 

0.02, which was too small for practical purposes.  

 

Table 4.3:  Bias, RMSE, and AAD of the estimated θ averaged across 10 replications 

       short test length short routing condition 

 

Test 

Structure 

Mean Bias 

(Min, Max) 

Mean RMSE 

(Min, Max) 

Mean AAD 

(Min, Max) 

1-2 0.04 0.41 0.32 

(0.03, 0.05) (0.39, 0.43) (0.31, 0.33) 

1-3 0.01 0.40 0.31 

(-0.01, 0.03) (0.38, 0.41) (0.29, 0.32) 

1-4 0.01 0.41 0.32 

(-0.02, 0.03) (0.39, 0.43) (0.31, 0.33) 

1-2-2 0.01 0.39 0.30 

(-0.01, 0.03) (0.37, 0.42) (0.29, 0.32) 

1-2-3 0.01 0.38 0.30 

(-0.01, 0.02) (0.37, 0.41) (0.29, 0.32) 

1-2-4 0.01 0.40 0.31 

(-0.01, 0.03) (0.38, 0.41) (0.30, 0.32) 

1-3-3 0.01 0.39 0.30 

(0.00, 0.03) (0.37, 0.40) (0.29, 0.31) 

1-3-4 0.02 0.39 0.30 

(0.00, 0.04) (0.38, 0.41) (0.29, 0.32) 
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CONDITIONAL STANDARD ERROR AND BIAS 

To closely examine the accuracy of θ estimates, conditional plots of the grand 

mean standard error and mean Bias across the known θ scale were constructed. Figure 4.1 

shows the conditional plot of the grand mean standard error across the known θ scale for 

all test structures. A U-shaped curve appears for each of the eight test structures, which is 

typical of this type of conditional plot. The standard error was lower, between -1.25 and  

-0.75, and as the θ value became more extreme, measurement precision increasingly 

degraded. The trend toward higher standard errors at extreme ends of the θ distribution 

across the eight test structures resonates with the distribution of item pool information 

(see Figure 3.1). Overall, as shown in Figure 4.1, the curves for the eight test structures 

were parallel, with the curve for the 1-2 test structure having a slightly higher standard 

error at the higher end of the θ scale.  

 

 

Figure 4.1:  Conditional grand mean standard error plot  short test length short  

           routing condition 
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Figure 4.2 shows the mean Bias conditional plot by known θ for each test 

structure. Note that for all test structures, the conditional mean Bias was mostly close to 

zero. From the plot it is evident that the higher end of the θ distribution tended to have 

the largest mean Bias across all structures. This implies that the eight MST tests 

recovered the known θ values most correctly at the middle range of the ability 

distribution and least correctly at the extremes. In particular, θs were slightly 

overestimated at the higher end of the known θ scale and underestimated at the lower end 

of the known θ scale, with θ estimates generated from the test structure 1-2 most deviated 

from the known θ at the extreme ends of the scale.  

 

 
 

Figure 4.2:  Conditional mean Bias plot  short test length short routing condition 
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EXPOSURE RATE, POOL UTILIZATION, AND ITEM OVERLAP 

Table 4.4 presents the frequency of observed exposure rates with mean, standard 

deviation, maximum exposure rate, and the percentage of the pool not administered, 

averaged across 10 replications under the short test length short routing condition.  

It is clear that more modules per stage or more stages in a test structure provided 

more items with lower exposure rates. For example, while the 1-2 test structure had 14% 

of test items with an exposure rate under 0.15, the 1-4 and 1-3-4 test structures had above 

90% of test items with exposure rates under 0.15. The standard deviation of the average 

exposure rate was slightly smaller as the number of modules per stage increased, ranging 

from 0.09 for the 1-2 test structure to 0.07 for the 1-4 and 1-3-4 test structures. However, 

across the eight test structures, the average exposure rate was identical at 0.05. This 

occurred because the same test length was used for all structures. In addition, because 

three panels for all test structures were constructed, the same maximum exposure rates 

(0.36) were observed for all structures.  

As for pool utilization, given that the same test length was applied for the eight 

test structures, it was expected that more modules per stage in a test structure would 

result in greater pool utilization. As expected, the 1-2 and 1-2-2 test structures had the 

highest percentage (70%) of pool not administered, and the 1-4 test structure had the 

lowest percentage (53%) of pool not administered. Note that because the same number of 

modules per stage and the same test length were applied in both of the 1-2 and 1-2-2 test 

structures (as well as the 1-3 and 1-3-3 test structures), the percentage of the pool not 

administered for the two pairs of test structures was identical.  
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Table 4.4: Exposure rates and pool utilization averaged across 10 replications 

         short test length short routing condition  

 

Test Structure 1-2 1-3 1-4 1-2-2 1-2-3 1-2-4 1-3-3 1-3-4 

Number of items 273 273 273 273 273 273 273 273 

Exposure rate         

.36-.40 6 6 6 6 6 6 6 6 

.31-.35 3 3 3 3 3 3 3 3 

.26-.30 0 0 0 0 0 0 0 0 

.21-.25 10 0 0 12 0 0 0 0 

.16-.20 40 0 0 32 20 20 0 0 

.11-.15 10 60 60 16 46 22 58 46 

.06-.10 0 30 30 0 12 48 32 50 

.01-.05 0 0 30 0 0 6 0 12 

Not administered 204 174 144 204 186 168 174 156 

Exposure rate average 0.05 0.05 0.05 0.05 0.05 0.05 0.05 0.05 

Exposure rate SD 0.09 0.08 0.07 0.09 0.08 0.08 0.08 0.07 

Exposure rate maximum 0.36 0.36 0.36 0.36 0.36 0.36 0.36 0.36 

Pool (%) not administered 75% 64% 53% 75% 68% 62% 64% 57% 

 

The audit trails containing the sequence of all test item records for each examinee 

were subjected to pair-wise comparison. Table 4.5 presents the average number of items 

that overlapped for all examinees, for those who had similar θs, and for those who had 

dissimilar θs, averaged across 10 replications. The overall item overlap served as an 

index of overlap across all simulees with different estimated ability levels. The different θ 

overlap was calculated when the simulees’ ability estimates were different by more than 
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1 logit, and the same θ overlap was considered when the simulees’ ability estimates were 

different within 1 logit. 

In general, the grand mean overall overlap values were below 2.8, suggesting that 

simulees had less than three items in common on their tests. The grand mean number of 

overlapped items varied across the test structures, ranging from 2.0 to 2.8, and more 

modules per stage in a test structure resulted in fewer items overlapped. The same 

observation was made for both the different-θ and similar-θ conditions. However, these 

differences were not substantial enough for practical significance. 

 

Table 4.5:  Mean number of items overlapped averaged across 10 replications  

          short test length short routing condition 

 

Test  

Structure 

Grand Mean 

Overall overlap  

(SD) 

Grand Mean 

Different θ overlap 

(SD) 

Grand Mean 

Similar θ overlap  

(SD) 

1-2 2.76 (4.84) 2.45 (4.49) 3.04 (5.13) 

1-3 2.20 (4.16) 1.91 (3.72) 2.47 (4.51) 

1-4 2.01 (3.88) 1.76 (3.46) 2.24 (4.21) 

1-2-2 2.70 (4.51) 2.20 (3.89) 3.16 (4.98) 

1-2-3 2.35 (4.07) 1.89 (3.37) 2.77 (4.58) 

1-2-4 2.21 (3.89) 1.81 (3.22) 2.58 (4.38) 

1-3-3 2.15 (3.79) 1.71 (3.10) 2.55 (4.29) 

1-3-4 2.01 (3.60) 1.66 (3.00) 2.34 (4.05) 
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SHORT TEST LENGTH LONG ROUTING CONDITION 

The short test length long routing test condition contained a total of 13 partial 

credit items with 9 items in the routing test and 4 items in the subsequent test(s).  

DESCRIPTIVE STATISTICS 

Before all the statistics were calculated for each of the 10 replications, the non-

converged ability estimates were excluded from the final dataset. As for the short-short 

condition, these non-convergent cases were defined as the cases with final ability 

estimates equal to 4.0 or -4.0 or as the cases of examinees responded in the same score 

category to all items. Table 4.6 shows the mean number of non-convergent cases for all 

test structures in the short test length long routing condition. The results shown in this 

table were contrasted with those shown in Table 4.1 to assess the effect of a short routing 

test. Apparently, the average numbers of non-convergent cases were substantially lower 

and more consistent across the eight test structures under the long routing test condition 

compared to those under the short routing test condition. This suggests that longer routing 

tests in the first stage resulted in fewer non-convergent cases.  

 

Table 4.6:  Non-convergent cases averaged across 10 replications  

short test length long routing condition 

 

 

 

 

 

 

 

Test  

Structure 

Mean Number of  

Non-Convergent Cases (Min, Max) 

1-2 5 (3, 8) 

1-3 5 (2, 9) 

1-4 4 (2, 7) 

1-2-2 5 (2, 8) 

1-2-3 5 (2, 8) 

1-2-4 4 (1,7) 

1-3-3 3 (1, 7) 

1-3-4 3 (0, 6) 
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Table 4.7 and Table 4.8 provide the known θs and descriptive statistics of θ 

estimates, standard errors, and correlations between known and estimated θs averaged 

across the 10 replications for short test length long routing condition. These results 

indicate that the overall measurement precision of the eight test structures was very 

similar. For example, across all test structures, the grand mean of the θ estimate ranged 

from 0.02 to 0.03, which is close to the grand mean of the known θ (0.00). The grand 

mean standard errors associated with ability estimation were identical (0.40) for the eight 

test structures, and the mean correlations between known and estimated θs for all designs 

were between .92 and .93. A comparison of this table with Table 4.2 shows that the grand 

mean standard errors associated with the ability estimates of all test structures and the 

mean correlations between known and estimated θs were more consistent under the long 

routing test condition.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 93 

Table 4.7:  Descriptive statistics of the estimated θ averaged across 10 replications    

          short test length long routing condition 

 

Test 

Structure 

Grand Mean of 

Known θ 

(Min, Max) 

Grand Mean of 

Estimated θ 

 (Min, Max) 

Grand Mean  

SE
  

(Min, Max) 

Mean 

Correlation 

(Min, Max) 

1-2 0.00 0.03 0.40 0.92 

(-0.03, 0.08) (-0.01, 0.11) (0.40, 0.41) (0.92, 0.93) 

1-3 0.00 0.02 0.40 0.93 

(-0.03, 0.09) (-0.02, 0.11) (0.39, 0.40) (0.924, 0.94) 

1-4 0.00 0.02 0.40 0.93 

(-0.03, 0.09) (-0.04, 0.12) (0.39, 0.40) (0.92, 0.94) 

1-2-2 0.00 0.03 0.40 0.92 

(-0.03, 0.09) (-0.02, 0.11) (0.40, 0.41) (0.92, 0.93) 

1-2-3 0.00 0.03 0.40 0.93 

(-0.03, 0.09) (-0.02, 0.11) (0.39, 0.40) (0.92, 0.93) 

1-2-4 0.00 0.03 0.40 0.93 

(-0.04, 0.08) (-0.03, 0.11) (0.40, 0.41) (0.92, 0.93) 

1-3-3 0.00 0.02 0.40 0.93 

(-0.03, 0.09) (-0.02, 0.11) (0.39, 0.40) (0.92, 0.93) 

1-3-4 0.01 0.03 0.40 0.93 

(-0.03, 0.09) (-0.02, 0.12) (0.40, 0.41) (0.92, 0.94) 

 

 

The mean Bias, mean RMSE, and mean AAD were also found to be very 

consistent across the eight test structures. For example, the Bias values were between 

0.02 and 0.03 for all structures. The mean RMSEs ranged from 0.41 to 0.42, and the 

mean AADs were between 0.31 and 0.32. A possible explanation for this lack of 

variation across the eight test structures is that examinees’ abilities were well estimated 

after the longer routing test (9 items), and therefore, items in the subsequent tests (4 

items) had only minimal impact on ability estimates computed across different test 

structures.   
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Table 4.8:  Bias, RMSE, and AAD of the estimated θ averaged across 10 replications 

           short test length long routing condition 

 

Test  

Structure 

Mean Bias 

(Min, Max) 

Mean RMSE 

(Min, Max) 

Mean AAD 

(Min, Max) 

1-2 0.03 0.42 0.32 

(0.02, 0.05) (0.41, 0.44) (0.31, 0.33) 

1-3 0.02 0.41 0.31 

(0.01, 0.06) (0.39, 0.44) (0.30, 0.34) 

1-4 0.02 0.41 0.32 

(-0.00, 0.05) (0.39, 0.45) (0.30, 0.35) 

1-2-2 0.03 0.42 0.32 

(0.02, 0.05) (0.41, 0.44) (0.31, 0.33) 

1-2-3 0.03 0.42 0.32 

(0.01, 0.04) (0.39, 0.43) (0.30, 0.33) 

1-2-4 0.02 0.42 0.32 

(0.01, 0.04) (0.39, 0.44) (0.31, 0.34) 

1-3-3 0.02 0.41 0.31 

(0.00, 0.06) (0.38, 0.44) (0.30, 0.34) 

1-3-4 0.02 0.41 0.32 

(0.00, 0.06) (0.39, 0.46) (0.30, 0.35) 

 

CONDITIONAL STANDARD ERROR AND BIAS 

In terms of the conditional plot for the grand mean standard error across the θ 

scale, Figure 4.3 shows that a U-shaped curve occurred for each of the eight test 

structures. The general shape of the curves was similar to those observed in the short test 

length short routing condition. However, a few differences can be noted. The curves of 

all test structures in Figure 4.1 were parallel, whereas the curves in Figure 4.3 for all test 

structures appear to be on top of each other, except for a few variations at the higher 

values of θ (above 0.75). At the higher end of the θ distribution, the grand mean standard 
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errors for the eight test structures varied slightly from one another. This trend suggests 

there was relatively high similarity among the ability estimates across the eight test 

structures under the long routing condition.  

 

 

 
 

 

 

Figure 4.3:  Conditional grand mean standard error plot  short test length long  

           routing condition 

 

 

 

 

 



 96 

Figure 4.4 provides the mean Bias conditional plot by known θ for each test 

structure. The curves for all test designs are on top of each other with only a little 

deviation across the eight test structures at the higher end of the θ continuum. Overall, 

across the eight test structures, the estimated θs were slightly overestimated at the higher 

end of the θ scale and underestimated at the lower end of the θ scale. However, in 

comparison to Figure 4.2, Figure 4.4 shows fewer variations across the eight test 

structures, suggesting that all test structures performed more consistently under the long 

routing condition than under the short routing condition in terms of the conditional mean 

Bias. 

 

 
 

Figure 4.4:  Conditional mean Bias plot  short test length long routing condition 
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EXPOSURE RATE, POOL UTILIZATION, AND ITEM OVERLAP 

Table 4.9 presents the frequency of observed exposure rates averaged across 10 

replications. Overall, more items with lower exposure rates were observed when there 

were more modules or stages in a test structure. For example, while only 8 items (16% of 

the administered items) in the 1-2 test structure had an exposure rate under 0.15, 44 items 

(62% of the administered items) in the 1-4 test structure had an exposure rate under 0.15. 

Because the number of items at the second and third stage was small, the standard 

deviation of the average exposure rate was highly similar across all test structures, 

ranging from 0.10 to 0.11. Across the eight test structures, averaged exposure rate was 

identical at 0.05, because the same test length was used for all test designs. Also, the 

same maximum exposure rates (0.35) were observed across all designs because three 

panels were constructed for all test structures. 

As for pool utilization, because the same test length was used for the eight test 

designs, a test structure with more modules per stages had a low percentage of the pool 

not administered. However, under the short test length long routing condition, this trend 

was not as obvious as was shown in Table 4.4, due to the small number of items at the 

second and third stages. Note that the percentage of the pool not administered for the test 

structure 1-3-4 was the same as that for the test structure 1-3-3. This is because one of the 

third stage modules in the 1-3-4 test structure was never used. For this reason, the 1-3-4 

test structure in the present study was not functionally different from the three modules at 

the third stage of the 1-3-3 test structure, which may be due to the presence of fewer 

items with a higher level of difficulty available in the item pool. 
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Table 4.9:  Exposure rates and pool utilization averaged across 10 replications  

              short test length long routing condition 

 

Test Structure 1-2 1-3 1-4 1-2-2 1-2-3 1-2-4 1-3-3 1-3-4 

Number of items 273 273 273 273 273 273 273 273 

Exposure rate         

.36-.40 9 9 9 9 9 9 9 9 

.31-.35 18 18 18 18 18 18 18 18 

.26-.30 0 0 0 2 0 0 0 0 

.21-.25 4 0 0 1 0 0 0 1 

.16-.20 12 0 0 12 14 12 3 3 

.11-.15 8 32 20 7 8 10 22 23 

.06-.10 0 4 16 1 4 6 10 6 

.01-.05 0 0 8 1 1 2 1 3 

Not administered 222 210 202 222 219 216 210 210 

Exposure rate average 0.05 0.05 0.05 0.05 0.05 0.05 0.05 0.05 

Exposure rate SD 0.11 0.10 0.10 0.11 0.11 0.11 0.10 0.10 

Exposure rate maximum 0.35 0.35 0.35 0.35 0.35 0.35 0.35 0.35 

Pool (%) not administered 81% 77% 74% 81% 80% 79% 77% 77% 

 

 

Table 4.10 presents the average number of items that overlapped across 10 

replications for all simulees and for both those who had similar θs and those who had 

dissimilar θs. Overall, simulees had less than four partial credit items in common on their 

tests. Table 4.10 shows that the grand mean item overlap was relatively high, ranging 

from 3.5 to 3.7. When compared with Table 4.5, the grand mean item overlap in Table 

4.10 increased by approximately 1.3 across all test structures. The same was true with the 

different-θ overlap and the similar-θ overlap cases. However, the trend that the grand 
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mean of the number of overlapped test items varied by the number of stages or modules 

in a test structure did not seem to be as strong as it was in Table 4.5. Once again, this 

could be attributed to the long routing test condition with short test length. 

 

 

Table 4.10:  Mean number of items overlapped averaged across 10 replications   

           short test length long routing condition 

 

Test 

Structure 

Grand Mean 

Overall overlap 

(SD) 

Grand Mean 

Different θ overlap 

(SD) 

Grand Mean 

Similar θ overlap 

(SD) 

1-2 3.69 (5.33) 3.44 (4.97) 3.91 (5.62) 

1-3 3.49 (5.04) 3.26 (4.68) 3.69 (5.33) 

1-4 3.47 (5.02) 3.26 (4.68) 3.67 (5.30) 

1-2-2 3.72 (5.35) 3.48 (5.00) 3.95 (5.64) 

1-2-3 3.64 (5.23) 3.38 (4.85) 3.88 (5.54) 

1-2-4 3.61 (5.20) 3.37 (4.84) 3.83 (5.51) 

1-3-3 3.48 (5.00) 3.24 (4.63) 3.69 (5.31) 

1-3-4 3.52 (5.07) 3.29 (4.71) 3.73 (5.36) 

 

 

LONG TEST LENGTH SHORT ROUTING CONDITION 

The long test length short routing test condition contained a total of 16 partial 

credit items with 3 items in the routing test and 13 items in the subsequent test(s).  

DESCRIPTIVE STATISTICS 

The non-converged ability estimates were deleted from the final data set before all 

the statistics were calculated for each of the 10 replications. Non-convergent cases were 
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defined as those with final ability estimates equal to 4.0 or -4.0 or as the cases of 

examinees who responded in the same category to all items.  

Table 4.11 shows the mean number of non-convergent cases for all test structures 

in the long test length short routing condition. Across the eight test structures, the 

average numbers of non-convergent cases were generally high, and higher for the two-

stage MSTs, all above 45 cases, than for the three-stage MSTs, which were between 34 

and 37.  

 

Table 4.11:  Non-convergent case averaged across 10 replications  

                    long test length short routing condition 

 

 

 

 

 

 

 

 

 

 

As shown in Tables 4.12 and 4.13, the eight test structures produced fairly 

comparable results in terms of descriptive statistics and measurement precision. Across 

all test structures, the grand means of θ estimates ranged from 0.00 to 0.01, which are 

similar to the grand means of the known θs (-0.01 to 0.00). The grand means of standard 

Test  

Structure 

Mean Number of  

Non-Convergent Cases (Min, Max) 

1-2 55 (39, 65) 

1-3 50 (30, 62) 

1-4 47 (34, 59) 

1-2-2 37 (23, 44) 

1-2-3 36 (24, 46) 

1-2-4 35 (24, 42) 

1-3-3 36 (24, 44) 

1-3-4 34 (24, 39) 
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errors associated with ability estimates varied from 0.34 to 0.35, and the mean 

correlations between the known and estimated θs were nearly identical across all test 

structures, ranging from 0.94 to 0.95.  

 

 

Table 4.12:  Descriptive statistics of the estimated θ averaged across 10 replications  

           long test length short routing condition 

 

Test  

Structure 

Grand Mean of 

Known θ 

(Min, Max) 

Grand Mean of 

Estimated θ 

 (Min, Max) 

Grand Mean 

SE  

(Min, Max) 

Mean 

Correlation 

(Min, Max) 

1-2 -0.01 0.00 0.34 0.95 

(-0.04, 0.08) (-0.03, 0.09) (0.34, 0.35) (0.94, 0.95) 

1-3 -0.01 0.00 0.35 0.95 

(-0.04, 0.09) (-0.04, 0.11) (0.35, 0.35) (0.93, 0.95) 

1-4 0.00 0.00 0.35 0.94 

(-0.04, 0.09) (-0.04, 0.12) (0.35, 0.36) (0.93, 0.95) 

1-2-2 0.00 0.01 0.34 0.95 

(-0.04, 0.09) (-0.04, 0.10) (0.34, 0.34) (0.94, 0.95) 

1-2-3 0.00 0.01 0.34 0.95 

(-0.04, 0.09) (-0.03, 0.11) (0.34, 0.34) (0.94, 0.95) 

1-2-4 0.00 0.01 0.34 0.95 

(-0.04, 0.09) (-0.04, 0.10) (0.34, 0.35) (0.94, 0.95) 

1-3-3 -0.01 0.01 0.34 0.95 

(-0.04, 0.09) (-0.05, 0.12) (0.34, 0.34) (0.94, 0.95) 

1-3-4 0.00 0.00 0.34 0.95 

(-0.04, 0.09) (-0.05, 0.11) (0.34, 0.34) (0.94, 0.95) 

 

 

The mean Bias values for all test structures were very similar and close to zero, 

ranging from 0.00 to 0.01. The mean RMSEs were almost the same across the eight test 

structures, ranging from 0.34 to 0.35. The same is true for the mean AADs, which ranged 

from 0.27 to 0.28. There were very small variations across all test structures in terms of 
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the mean Biases, mean RMSEs, and mean AADs in the ability estimate. Comparison of 

these tables with Tables 4.2 and 4.3 (short test length short routing condition) indicates 

that the values for Bias, RMSE, and AAD of the eight test structures generally decreased 

under the long test length short routing condition, suggesting an increase in measurement 

precision under the long test length condition. This was expected because as test length 

increases ability estimates contain less error of measurement. 

 

Table 4.13:  Bias, RMSE, and AAD of the estimated θ averaged across 10 replications 

            long test length short routing condition 

 

Test 

Structure 

Mean Bias 

(Min, Max) 

Mean RMSE 

(Min, Max) 

Mean AAD 

(Min, Max) 

1-2 0.01 0.35 0.27 

(-0.01, 0.03) (0.33, 0.37) (0.26, 0.29) 

1-3 0.01 0.35 0.27 

(-0.00, 0.03) (0.33, 0.38) (0.26, 0.29) 

1-4 0.00 0.35 0.28 

(-0.01, 0.03) (0.34, 0.38) (0.27, 0.30) 

1-2-2 0.01 0.34 0.27 

(-0.01, 0.03) (0.32, 0.36) (0.25, 0.28) 

1-2-3 0.01 0.35 0.27 

(0.00, 0.03) (0.33, 0.36) (0.26, 0.28) 

1-2-4 0.01 0.35 0.27 

(-0.02, 0.03) (0.33, 0.37) (0.26, 0.29) 

1-3-3 0.01 0.35 0.27 

(-0.01, 0.03) (0.32, 0.36) (0.25, 0.28) 

1-3-4 0.01 0.35 0.27 

(-0.01, 0.03) (0.33, 0.37) (0.26, 0.28) 
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CONDITIONAL STANDARD ERROR AND BIAS 

Figure 4.5 shows the conditional plot of the grand mean standard error by known 

θ for all test structures. Note that the values of the grand mean standard error were 

smaller across various θ points when compared with those in the short test length 

conditions. This also corresponds to the comparison of overall grand mean standard 

errors between Table 4.12 and Table 4.2. In addition, as in the previous sections, U-

shaped curves appeared for the distributions of the conditional grand mean standard error 

for all test structures, and they are parallel with very small distance in between, 

suggesting that the eight test structures performed uniformly in terms of the conditional 

standard error under the long test length short routing condition.  

 

 

 
 

Figure 4.5:  Conditional grand mean standard error plot  long test length short 

           routing condition 
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Figure 4.6 shows the mean Bias conditional plot by known θ for each test 

structure. Note that the values of the conditional mean Bias were very close to zero along 

the θ continuum, suggesting that all test structures recovered the known θ values 

relatively correctly across the range of the ability distribution. The plot indicates that the 

θ estimates generated from the eight test structures were virtually identical for most of the 

θ values along the scale, with only little variation for higher end θs (0.75 and above). 

 

 
Figure 4.6:  Conditional mean Bias plot  long test length short routing condition 
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EXPOSURE RATE, POOL UTILIZATION, AND ITEM OVERLAP 

Table 4.14 presents the frequency of observed exposure rates with means and 

standard deviations, maximum exposure rates, and the average percentages of the pool 

not administered across 10 replications for the long test length short routing condition. 

As with the aforementioned cases of short test designs, when more modules per stage or 

more stages were used in a test structure, more items had lower exposure rates. For 

example, on average, the 1-3 test structure had only 39 items (31% of the administered 

items) with exposure rate under 0.10, whereas the 1-3-3 test structure had 104 items (83% 

of the administered items) with exposure rate under 0.10. Because all test designs used 

the same test length, the average exposure rates for all the test designs were identical 

(0.06). However, as the number of modules increased at a stage in a test structure, the 

standard deviation of the average exposure rate for the test structure decreased from 0.10 

to 0.07. In addition, the same maximum exposure rates (0.36) were observed across all 

structures because three panels were constructed for all test designs. 

As for pool utilization, given the same test length across the eight test structures, 

more modules per stage in a test structure should leave a lower percentage of items not 

administered. This was again observed under the long test length short routing condition, 

with the test structures 1-2 and 1-2-2 having the highest percentage of pool not 

administered (68%) and the test structure 1-4 having the lowest percentage of pool not 

administered (40%).  
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Table 4.14:  Exposure rates and pool utilization averaged across 10 replications  

           long test length short routing condition 

 

Test Structure 1-2 1-3 1-4 1-2-2 1-2-3 1-2-4 1-3-3 1-3-4 

Number of items 273 273 273 273 273 273 273 273 

Exposure rate         

.36-.40 6 6 6 6 6 6 6 6 

.31-.35 3 3 3 3 3 3 3 3 

.26-.30 0 0 0 0 0 0 0 0 

.21-.25 13 0 0 21 5 5 0 0 

.16-.20 39 0 0 28 20 20 0 0 

.11-.15 26 78 78 29 61 37 13 67 

.06-.10 0 39 26 0 16 40 73 50 

.01-.05 0 0 52 0 0 24 31 24 

Not administered 186 147 108 186 162 138 147 123 

Exposure rate average 0.06 0.06 0.06 0.06 0.06 0.06 0.06 0.06 

Exposure rate SD 0.10 0.08 0.08 0.10 0.08 0.08 0.08 0.07 

Exposure rate maximum 0.36 0.36 0.36 0.36 0.36 0.36 0.36 0.36 

Pool (%) not administered 68% 54% 40% 68% 59% 51% 54% 45% 

 

Table 4.15 shows the average number of overlapped items across 10 replications 

for all pairs of simulees, for those who had similar θs, and for those who had dissimilar 

θs . On average, simulee pairs had less than three partial credit items in common on their 

tests, except for the test structures 1-2 and 1-2-2. Again, the average number of 

overlapped items appeared to vary across the eight test structures, suggesting that varying 

the number of modules in a stage or varying the number of stages in a test structure might 
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affect the average number of overlapped items under the long test length short routing 

condition. This was also true for both for the different-θ and similar-θ conditions.  

 

 

Table 4.15:  Mean number of items overlapped averaged across 10 replications  

           long test length short routing condition 

 

Test  

Structure 

Grand Mean 

Overall overlap  

(SD) 

Grand Mean 

Different θ overlap 

(SD) 

Grand Mean 

Similar θ overlap  

(SD) 

1-2 3.25 (5.93) 2.80 (5.41) 3.66 (6.33) 

1-3 2.51 (5.04) 2.15 (4.48) 2.85 (5.47) 

1-4 2.40 (4.88) 2.07 (4.36) 2.71 (5.29) 

1-2-2 3.28 (5.60) 2.62 (4.80) 3.90 (6.18) 

1-2-3 2.76 (4.96) 2.13 (4.01) 3.33 (5.63) 

1-2-4 2.63 (4.80) 2.08 (3.90) 3.14 (5.45) 

1-3-3 2.51 (4.61) 1.95 (3.74) 3.03 (5.23) 

1-3-4 2.34 (4.41) 1.81 (3.50) 2.82 (5.07) 

 

LONG TEST LENGTH LONG ROUTING CONDITION 

The long test length long routing condition contained a total of 16 partial credit 

items with 9 items in the routing test and 7 items in the subsequent test(s).  

DESCRIPTIVE STATISTICS 

The same process was used for deleting the non-converged cases, which were 

defined as those with final ability estimates equal to 4.0 or -4.0 or as the cases of 

examinees who responded in the same score category to all items. Table 4.16 shows the 

mean number of non-convergent cases for each test structure. Across the eight MST test 
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structures, the average numbers of non-convergent cases were very small and consistent 

across the different test structures. This is similar to the results under the short test length 

long routing condition, and it validated the finding that using long routing tests in the first 

stage results in fewer non-convergent cases.  

 

Table 4.16:  Non-convergent case averaged across 10 replications  

                    long test length long routing condition 

 

 

 

 

 

 

 

 

 

Tables 4.17 and 4.18 provide the known θs, descriptive statistics of θ estimates, 

standard errors, and correlations between the known and estimated θs averaged across the 

10 replications for the long test length long routing condition. Overall, the eight test 

structures produced very similar results. Across all test structures, the grand means of θ 

estimates ranged from 0.01 to 0.02 with the known θ of 0. The mean standard errors 

associated with ability estimation (0.34) and the mean correlations between the known 

and estimated θs (0.94) for the eight test structures were identical to two decimal places. 

Comparison of this table with Table 4.12 for the long test length short routing condition 

shows that the grand mean standard errors associated with ability estimates of all test 

Test  

Structure 

Mean Number of  

Non-Convergent Cases (Min, Max) 

1-2 5 (1, 8) 

1-3 6 (0, 9) 

1-4 5 (1, 8) 

1-2-2 4 (0, 6) 

1-2-3 4 (1, 7) 

1-2-4 4 (1, 7) 

1-3-3 4 (0, 7) 

1-3-4 4 (1, 6) 
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structures were more consistent under the long routing test condition. This finding is 

consistent with the long routing condition in the short test length case (Table 4.7), and it 

again is attributable to the long routing condition. 

 

 

Table 4.17:  Descriptive statistics of the estimated θ averaged across 10 replications  

           long test length long routing condition 

 

Test  

Structure 

Grand Mean of 

Known θ 

(Min, Max) 

Grand Mean of 

Estimated θ 

 (Min, Max) 

Grand Mean  

SE
  

(Min, Max) 

Mean 

Correlation 

(Min, Max) 

1-2 0.00 0.02 0.35 0.94 

(-0.03, 0.09) (0.02, 0.10) (0.34, 0.35) (0.94, 0.95) 

1-3 0.00 0.01 0.35 0.94 

(-0.04, 0.09) (-0.03, 0.11) (0.34, 0.35) (0.93, 0.95) 

1-4 0.00 0.01 0.35 0.94 

(-0.04, 0.09) (-0.02, 0.10) (0.34, 0.35) (0.94, 0.95) 

1-2-2 0.00 0.02 0.35 0.94 

(-0.03, 0.09) (-0.02, 0.10) (0.34, 0.35) (0.94, 0.95) 

1-2-3 0.00 0.01 0.35 0.94 

(-0.03, 0.09) (-0.03, 0.11) (0.34, 0.35) (0.94, 0.95) 

1-2-4 0.00 0.01 0.35 0.94 

(-0.04, 0.09) (-0.03, 0.11) (0.34, 0.36) (0.94, 0.95) 

1-3-3 0.00 0.01 0.34 0.94 

(-0.04, 0.09) (-0.03, 0.11) (0.34, 0.35) (0.94, 0.95) 

1-3-4 0.00 0.01 0.35 0.94 

(-0.04, 0.09) (-0.03, 0.12) (0.34, 0.35) (0.94, 0.95) 

 

The mean Bias values for all test structures were very consistent and close to zero, 

ranging from .01 to .02. The mean RMSEs ranged from 0.35 to 0.36, and the mean AADs 

were all the same at 0.28. As shown in Table 4.18, the mean RMSEs and mean AADs 

under this long routing condition were highly similar across all test structures, which was 

also the case under the long test length short routing condition. Again, under the long test 
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length condition, the eight test structures, on average, produced lower mean Biases, mean 

RMSEs, and mean AADs than did those under the short test length design. 

 

Table 4.18:  Bias, RMSE, and AAD of the estimated θ averaged across 10 replications 

            long test length long routing condition 

 

Test  

Structure 

Mean Bias 

(Min, Max) 

Mean RMSE 

(Min, Max) 

Mean AAD 

(Min, Max) 

1-2 0.02 0.36 0.28 

(0.01, 0.02) (0.34, 0.38) (0.27, 0.29) 

1-3 0.01 0.36 0.28 

(0.00, 0.03) (0.34, 0.38) (0.27, 0.29) 

1-4 0.01 0.36 0.28 

(0.00, 0.02) (0.34, 0.38) (0.27, 0.30) 

1-2-2 0.02 0.36 0.28 

(0.01, 0.02) (0.34, 0.37) (0.27, 0.29) 

1-2-3 0.01 0.36 0.28 

(0.01, 0.02) (0.34, 0.38) (0.27, 0.29) 

1-2-4 0.01 0.36 0.28 

(0.00, 0.02) (0.34, 0.38) (0.27, 0.29) 

1-3-3 0.01 0.36 0.28 

(0.00, 0.02) (0.34, 0.38) (0.26, 0.29) 

1-3-4 0.01 0.36 0.28 

(0.00, 0.02) (0.34, 0.38) (0.27, 0.29) 

 

 

CONDITIONAL STANDARD ERROR AND BIAS 

Figure 4.7 shows the conditional plot for the grand mean standard error across the 

θ scale. The U-shaped curves that appear for all test structures are on top of one another. 

The grand mean standard errors were lowest for θ values between -1.25 and -0.75 and 

highest for extreme θ values. The higher end of the θ distribution tended to have the 

largest grand mean standard errors across the eight test designs. This plot looks identical 

to the corresponding one for the short test length long routing condition, but the standard 
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errors are slightly lower for the former compared to the latter, due to the increased test 

length.  

 

 

 
 

Figure 4.7:  Conditional grand mean standard error plot  long test length long 

           routing condition 

 

 

Figure 4.8 shows the mean Bias conditional plot by known θ for each test 

structure. The results indicate that the values of the conditional mean Bias were very 

close to zero along the θ continuum. The higher values of mean Bias were most likely at 

extreme θ values, suggesting that estimates at extreme values of θ tended to have larger 

Bias across all test structures. This again implied that the eight test structures recovered 

the known θ values mostly accurately in the middle range of the ability distribution and 

least accurately at both extreme ends.  
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Figure 4.8:  Conditional mean Bias plot  long test length long routing condition  
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EXPOSURE RATE, POOL UTILIZATION, AND ITEM OVERLAP 

Table 4.19 presents the frequency of observed exposure rates with mean and 

standard deviations, maximum exposure rates, and the average percentages of the pool 

not administered across 10 replications for the long test length long routing condition. 

The results indicate that more items had lower exposure rates when there were more 

modules per stage or more stages in a test structure. The average exposure rates were 

exactly the same, at 0.06, for all test structures due to a fixed length applied for the eight 

test structures, and the standard deviations of the average exposure rates were similar 

across all test structures, ranging from 0.10 to 0.11. As expected, slightly varying 

standard deviations were observed, due to a different number of modules per stage in a 

test structure. Also, the same maximum exposure rates (0.35) were observed across all 

structures because three panels were constructed for all test structures. 

Pool utilization varied according to the number of modules in a test structure. 

Among the eight test structures, the 1-2 and 1-2-2 test designs yielded the highest 

percentage (75%) of items not administered, and the 1-4 test structure yielded the lowest 

percentage (59%) of items not administered.  
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Table 4.19:  Exposure rates and pool utilization averaged across 10 replications   

           long test length long routing condition 

 

Test Structure 1-2 1-3 1-4 1-2-2 1-2-3 1-2-4 1-3-3 1-3-4 

Number of items 273 273 273 273 273 273 273 273 

Exposure rate         

.36-.40 9 9 9 9 9 9 9 9 

.31-.35 18 18 18 18 18 18 18 18 

.26-.30 0 0 0 3 0 0 0 0 

.21-.25 14 0 0 11 14 8 0 0 

.16-.20 7 0 7 7 4 7 11 11 

.11-.15 21 49 35 18 15 15 31 28 

.06-.10 0 14 0 3 18 24 18 24 

.01-.05 0 0 42 0 0 6 3 9 

Not administered 204 183 162 204 195 186 183 174 

Exposure rate average 0.06 0.06 0.06 0.06 0.06 0.06 0.06 0.06 

Exposure rate SD 0.11 0.10 0.10 0.11 0.11 0.11 0.11 0.10 

Exposure rate maximum 0.35 0.35 0.35 0.35 0.35 0.35 0.35 0.35 

Pool (%) not administered 75% 67% 59% 75% 71% 68% 67% 64% 

 

Table 4.20 presents the average number of overlapped items across 10 

replications for all simulees, for those who had similar θs, and for those who had 

dissimilar θs. In general, simulees had about four partial credit items in common on their 

tests. However, the average number of overlapped items varied across the eight test 

structures. When the number of modules per stage in a test structure increased, the 

number of overlapped items in the test decreased. Therefore, the 1-2 and 1-2-2 test 

structures had the highest number of overall overlap while the 1-4 test structure had the 

lowest number of overall overlap. In comparison to Table 4.15 (long test length short 
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routing condition), the grand mean overall item overlap in Table 4.20 increased by 

approximately 1.3 across all test structures. The same patterns were found for both for 

different-θ and similar-θ conditions. Again, these differences would not make substantial 

difference in test developers’ practices. 

 

 

Table 4.20:  Mean Number of Items Overlapped averaged across 10 replications  

           long test length long routing condition 

 

Test  

Structure 

Grand Mean 

Overall overlap  

(SD) 

Grand Mean 

Different θ overlap 

(SD) 

Grand Mean 

Similar θ overlap  

(SD) 

1-2 4.22 (6.28) 3.80 (5.69) 4.60 (6.76) 

1-3 3.82 (5.72) 3.43 (5.08) 4.17 (6.22) 

1-4 3.80 (5.69) 3.46 (5.13) 4.11 (6.14) 

1-2-2 4.26 (6.26) 3.81 (5.64) 4.67 (6.76) 

1-2-3 4.09 (5.98) 3.60 (5.25) 4.54 (6.55) 

1-2-4 3.98 (5.88) 3.56 (5.24) 4.36 (6.38) 

1-3-3 3.88 (5.72) 3.44 (5.03) 4.29 (6.26) 

1-3-4 3.85 (5.69) 3.43 (5.02) 4.23 (6.21) 
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CHAPTER FIVE:  DISCUSSION 

In three sections, this chapter contains discussion of how the findings address the 

four research questions, with consideration of conclusions and practical applications and 

suggestions of study limitations and directions for future research.  

RESEARCH QUESTIONS 

Overall, how does the performance of various MST test structures differ in achieving 

measurement precision for various conditions of routing test lengths (short and long) and 

total test length (short and long) ?  

Eight test structures (1-2, 1-3, 1-4, 1-2-2, 1-2-3, 1-2-4, 1-3-3, 1-3-4) were 

simulated under two (short and long) routing lengths and two (short and long) total test 

lengths to compare the precision of ability estimation. For each condition, the descriptive 

statistics for average θ estimate, average standard error, and the correlation between 

known and estimated θs across the eight test designs were examined, followed by the 

values of mean Bias, mean RMSE, and mean AAD, along with plots for conditional 

grand mean standard error and mean Bias.  

Under the short test length short routing condition, the eight test structures 

produced similar grand mean θ estimates and grand mean standard errors, with a 

maximum difference of 0.03 between the lowest and highest values. The mean 

correlations between known and estimated θs were identical to two decimal places. The 

eight test structures produced similar mean Biases, mean RMSEs, and mean AADs, with 

a maximum difference of 0.03 between the lowest and highest values. Conditional plots 
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indicate that the performance of all test structures concerning conditional mean standard 

errors and mean Biases were generally consistent across various points on the θ scale.  

Under the short test length long routing condition, the eight test structures 

produced even more similar grand mean θ estimates and grand mean standard errors, with 

a maximum difference of 0.01 between the lowest and highest values. The mean 

correlations between known and estimated θs differed by 0.01 at the most. The eight test 

structures produced similar mean Biases, mean RMSEs, and mean AADs, with a 

maximum difference of 0.01 between the lowest and highest values. Conditional plots of 

all test structures for mean standard errors and mean Biases were generally consistent 

across various points on the θ scale. The conditional mean standard errors and mean 

Biases were virtually identical for all test structures across various points on the θ scale.  

Under the long test length short routing condition, all test structures yielded 

highly similar grand mean θ estimates and grand mean standard errors with a maximum 

difference of 0.01 between the lowest and highest values. The mean correlations between 

known and estimated θs were identical to two decimal places, with a maximum 

difference of 0.003 between the lowest and the highest values. The values of mean Bias, 

mean RMSE, and mean AAD were nearly identical, with a maximum difference of 0.01. 

Conditional plots show that the performance of all test structures concerning conditional 

mean standard errors and mean Biases were very consistent across various points on the θ 

scale. 

The same is true for the eight test structures investigated under the long test length 

long routing condition. The mean θ estimates and grand mean standard errors were 

virtually identical, with a maximum difference of 0.01 between the lowest and highest 

values. The mean correlations between known and estimated θs were identical to two 
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decimal places, with a maximum difference of 0.001 between the lowest and highest 

values. The values of mean Bias, mean RMSE, and mean AAD for all test structures were 

exactly the same to two decimal places. Again, the conditional mean standard errors and 

mean Biases were virtually identical for all test structures across various points on the θ 

scale. 

In summary, although there were some variations among the eight test structures, 

especially under the short test length short routing condition, results indicate that the 

performance overall of these eight test structures in achieving measurement precision did 

not substantially deviate from one another with regard to total test length and routing test 

length.  

These findings do not support the results from a previous study based on the 3PL 

model. Patsula (1999) used four MST test structures—1-3, 1-5, 1-3-3, and 1-5-5—to 

compare their performance in ability estimation and concluded that the three-stage MSTs 

produced smaller amounts of errors than did the two-stage MSTs in terms of ability 

estimation.  

A possible explanation for the difference in findings is that the present study was 

based on the polytomous IRT model, accounting for the disappearance of differences 

between test structures. By their nature, polytomously-scored items provide information 

over a wider range of the θ scale—unlike functions for dichotomously-scored items that 

provide information within a narrow range of the θ scale, the differences in the difficulty 

coverage among modules within a stage may be small, limiting the extent to which test 

structure designs produce noticeably different results in terms of ability estimation. 

Therefore, the present study appeared to produce high similarities among various test 

structures in measurement precision  
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On the other hand, findings from the present study seem somewhat consistent 

with results from a study by Zenisky (2004) based on the 3PL, in that both studies did not 

detect differences in the ability estimates with respect to the choice of two or three 

modules at the second stage and third stages. A possible explanation for this is that the 

test designs in the Zenisky study contained only three-stage test structures, including 1-2-

2, 1-2-3, 1-3-2, 1-3-3, and ability was well estimated based on a total test length of 60 

items. Therefore, the test structures in Zenisky’s study had only minimal impact on the 

ability estimates computed. 

Does routing test length have a differential effect on the measurement precision of 

various MST test structures? 

The eight test structures used in the present study employed two types of routing 

test lengths. The short routing test length (3 partial credit items with 9 score points) was 

only one-third the size of the long routing test length (9 partial credit items with 27 score 

points). Therefore, given that test length was fixed at either short or long, under the short 

routing condition the number of items at a stage was ascending and under the long 

routing condition the number of items at a stage was descending.  

A notable difference across the eight test structures caused by routing test length 

was first observed in the non-convergent cases produced after the ability estimation. 

Results from the present study indicate that a larger number of non-convergent cases 

occurred under short routing test conditions than under long routing testing conditions. 

For example, under the short test length short routing condition, the eight test structures 

on average produced 35 non-convergent cases across ten replications; in contrast, under 

the short test length long routing condition, the eight test structures on average produced 

a very small number of non-convergent cases (an average number of 4) across ten 
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replications. The same pattern was observed for the long test length condition in the 

present study. Under the long test length short routing condition, the eight test structures 

on average produced 41 non-convergent cases across ten replications, whereas under the 

long test length long routing condition, the eight test structures generally yielded very 

small numbers of non-convergent cases (an average number of 4) across ten replications.  

In addition, these results also indicated that the average number of non-

convergent cases that occurred under the short routing conditions varied by test 

structures. That is, non-convergent cases occurred more frequently with two-stage test 

structures than with three-stage test structures under the short routing test conditions. For 

the short test length short routing condition, the two-stage test structures 1-2, 1-3, and 1-

4 produced a higher number of non-convergent cases across ten replications (49, 47, and 

38 respectively), while the three-stage test structures 1-2-2, 1-2-3, 1-2-4, 1-3-3, and 1-3-4 

produced a lower number of non-convergent cases (30, 29, 26, 30, 29 respectively). For 

the long test length short routing condition, the two-stage test structures (1-2, 1-3, 1-4) 

also produced more non-convergent cases (55, 50, 47 respectively) than did the three-

stage test structures 1-2-2, 1-2-3, 1-2-4, 1-3-3, with non-convergent cases of 30, 29, 26, 

36, 36 respectively. 

None of the above observations about the non-convergent cases was reported in 

previous studies; this might be due to the fact that there were too few available items in 

the short routing tests in the present study. That is, the ability estimates under the short 

routing condition in the present study that were used to route simulees to the second stage 

were calculated based only on three partial credit items; as a result, the estimated ability 

was likely biased and led to incorrect adaptations. When an incorrect routing occurred, 

the final ability estimation likely did not converge. This happened especially for the two-
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stage tests, because there were fewer modules and stages with which to route examinees 

to comparable ability items.  

In summary, results from the present study suggest that routing test length does 

have a major effect on the number of non-convergent cases in MST tests. Short routing 

tests tended to result in more non-convergent cases, and the presence of fewer stage tests 

yielded more of such cases than structures with more stages. 

Concerning indices of measurement precision, in addition to the equal 

performances of the eight test structures within each condition presented in the previous 

section, it seems that the eight test structures performed slightly better under the short 

routing test than did they under the long routing test, and this trend was more noticeable 

for the short test length than for the long test length. Specifically, in the short test length 

case, the grand means of standard errors for the eight test structures were a little smaller 

under the short routing tests—on the magnitude of approximately 0.01 to 0.03—than 

those under the long routing tests. The mean RMSEs for the eight test structures were 

also slightly smaller—on the magnitude of approximately 0.01 to 0.04—under the short 

routing tests than under the long routing tests.  

The values of mean Biases and mean AADs for the eight test structures were also 

slightly smaller under the short routing tests than under the long routing tests, on the 

magnitude of approximately 0.01 to 0.02. In the case of the conditional plots, although 

the trends of the mean standard error and mean Bias along the θ scale for the eight test 

structures under the short test length were highly similar to those under the long test 

length, the values of mean standard errors and mean Biases along the θ scale for the eight 

test structures varied slightly under the short routing test than those under the long 

routing test. For the long test length condition, the grand means of standard errors for the 

eight test structures, mean Bias, mean RMSEs, and mean AADs for the eight test 
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structure designs were also slightly smaller under the short routing tests than those under 

the long routing tests, on the magnitude of approximately 0.01 or less. In the case of the 

conditional plots, the mean standard errors and mean Biases along the θ scale for the 

eight test structures were virtually identical under both short routing tests and long 

routing tests for the long test length condition.  

It is unclear about the difference between the short routing tests and long routing 

tests in measurement precision. A speculation was that the deletion of the large non-

convergent cases in the short routing tests may have shrunk the θ distribution, which then 

made their performance of ability estimates better. Yet, results from further examinations 

of θ distribution showed no difference before and after deleting non-convergent cases in 

the short routing tests. Overall, regardless of test length, the differences between the short 

routing tests and long routing tests for the eight test structures in terms of the 

measurement precision of the ability estimates were very small and unlikely to be of 

practical importance.  

In summary, consistent with findings by Macken-Ruiz (2008), results from the 

present study indicate that the performance of MSTs with the number of items ascending 

by stage (short routing) was slightly better than was the performance of MSTs with the 

number of items descending by stage (long routing). However, the present study suggests 

overall that the most prominent effect of routing test length across the eight test structures 

rested more on the large number of non-convergent cases produced under the short 

routing test conditions rather than on the slightly better estimation under the short routing 

test conditions.  

Does total test length have a differential effect on the measurement precision of various 

MST test designs? 
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In the present study, the two total test lengths were designed so that the short test 

length (13 partial credit items with 38 total score points) was only 80% of the long test 

length (16 partial credit items with 47 total score points).  

As a general rule, a longer test length provides better measurement than does a 

shorter test length, and such a pattern of results was certainly observed in this study. In 

terms of measurement precision, the difference between short test length and long test 

length was noticeable and consistent across all the eight test structures in the present 

study. On average, all test structures had smaller grand means of standard error for the 

long test length than for the short test length, on the magnitude of approximately 0.04 to 

0.06, regardless of routing test length. The mean correlations between known and 

estimated θs were higher for long test length then for short test length, on the magnitude 

of approximately 0.02 to 0.03. The mean RMSEs for the eight test structures under the 

long test length condition were also smaller than those under the short test length 

condition, on the magnitude of approximately 0.04 to 0.06, regardless of routing test 

length. Although mean Biases for all test structures with both test length conditions were 

close to zero, the mean AADs for the long test length were smaller compared to those for 

short test length, on the magnitude of approximately 0.03 to 0.05, under both of the 

routing test conditions. In terms of the conditional plots, although the curves of the mean 

standard error and mean Bias across various points for the eight test structures under the 

short test length condition were highly similar to those under the long test length 

condition, the values of mean standard error and mean Bias across various points for the 

eight test structures under long test length were smaller than those under short test length. 

These findings suggest that overall measurement precision for the eight test 

structures was higher under the long test length condition than under the short test length 

condition, and a difference of three partial credit items (nine score points) in total test 
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length made substantial difference in ability estimation. Such results were expected, 

because the short test length in the present study was only 80% of the long test length, 

and so the ability estimates under the short test length condition contained more error of 

measurement. In addition, the finding that short test length conditions had less 

measurement precision also supported results from previous studies comparing short and 

long test length in MST (Jodoin, Zenisky, & Hambleton, 2006; Keng, 2008).  

Which MST test structure (number of stages, number of modules per stage) with which 

test design (routing test length, total test length) performs better than other test 

structures, with respect to ability estimation, item exposure, and item pool utilization? 

Concerning ability estimation, results from the present study indicate that the 

eight test structure did not perform differentially within each of the four test conditions in 

terms of the descriptive statistics for θ estimates and measurement precision, including 

the grand mean standard error, the correlation between known and estimated θs, mean 

Bias, mean RMSE, and mean correlation. This is to say that the eight test structures with 

the two-stage or three-stage structures and with two, three, or four modules per stage 

performed equally as long as test length and routing length were the same.  

When taking into account different routing test lengths, the eight test structures 

with short routing tests generally performed similarly to those with long routing tests in 

terms of descriptive statistics for θ estimates and measurement precision indices. 

However, the number of non-convergent cases that emerged from the short routing tests 

was unexpectedly high, particularly for the two-stage MST tests. In contrast, non-

convergence was not an issue with long routing tests. Thus, the use of long routing test 

length may be advantageous for MST test design with all test structures, at least with 

regard to non-convergent cases.  
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Concerning the effects of test length, it was speculated that there might exist 

substantial differences in ability estimates and measurement precision among the eight 

test structures under a shorter test length condition. However, due to the nature of the 

polytomously-scored items used in the present study, results from this study showed no 

difference among the eight test structures within each test length condition. On the other 

hand, in general, the eight test structures under the long test length conditions performed 

better than did those under the short test length conditions in terms of ability estimation 

and measurement precision indices, including smaller grand mean standard errors, higher 

mean correlations between the known and estimated θs, and smaller mean RMSE and 

AAD.  

Concerning item exposure, observed exposure rates revealed that there were more 

items with lower item exposure rates with short routing tests than with long routing tests. 

For example, there were 87% to 92% of items with an average exposure rate under 0.25 

under the short test length short routing condition, whereas there were 47% to 57% of 

items with an average exposure rate under 0.25 under the short test length long routing 

condition. Similar results were also observed for the long test length conditions. This was 

anticipated, because in an MST test structure with a short routing test, fewer items in the 

first stage are given to all examinees, and then more items in the later stages are given to 

a portion of the examinees, depending on the estimated ability from the first stage. In 

contrast, in an MST test with a long routing test, more items in the first stage are given to 

all examinees and fewer items in the later stages are given to only a portion of the 

examinees. Consequently, more items had higher exposure rates with the long routing 

tests than with the short routing tests. However, the overall average exposure rates were 

observed to be the same across all test structures: 0.05 for the short test lengths and 0.06 

for the long test lengths. This was due to the fixed test length. As Chen, Ankemaan, and 
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Spray (1999) have said, for any fixed test length given the same number of examinees, 

the overall average item exposure rate is a constant.  

Concerning pool utilization, because test length was fixed, more modules per 

stage or more stages in a test structure were likely to yield a lower percentage of items 

not administered, making for efficient use of the item pool. Results from the present 

study were consistent with that expectation under each condition. For example, under the 

short test length short routing condition, the 1-2 and 1-2-2 test structures had the highest 

percentage (70%) of pool not administered, and the 1-4 test structure had the lowest 

percentage (53%) of pool not administered. Similarly, under the short test length long 

routing condition, the 1-2 and 1-2-2 test structures had the highest percentage (81%) of 

pool not administered, and the 1-4 test structure had the lowest percentage (74%) of pool 

not administered.   

When all variables are considered together, it is difficult to declare any one MST 

test structure as better than the others, and it also difficult to decide whether it is better to 

construct more stages in a test or to create more modules within a stage for an MST test. 

Generally speaking, the eight test structures performed similarly, and a shorter routing 

test should be avoided, regardless of test length. If item exposure rate is a strong concern, 

more modules at a stage or more stages for an MST test structure can be considered. If 

the item pool is very small, fewer modules at a stage or fewer stages in a test structure 

might be a possibility.  

CONCLUSIONS AND PRACTICAL APPLICATIONS 

The present study demonstrated the viability of using different test structures for 

MST, and it investigated the optimal design for an MST that is based on a polytomous 

IRT model (GPCM), whereas previous research has addressed only designs based on 
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dichotomous IRT models. A total of eight relatively parsimonious two- and three-stage 

test structures were implemented under each of the four combinations of routing test 

length and total test length: short test length short routing condition, short test length long 

routing condition, long test length short routing condition, and long test length long 

routing condition.  

A common finding across the four conditions was that all test structures produced 

consistent results for ability estimates with respect to the descriptive statistics of 

estimated θs and measurement precision indices. Although there were small variations 

among the eight test structures in the ability estimates, especially between the two- and 

three-stage test structures under the short routing short test length condition, no 

substantially different performance was detected among the eight MST test structures 

under each of the four conditions. Thus, even using a fixed test length as short as 13 

partial items based on the GPCM, the number of stages and the numbers of modules at a 

stage in a test structure design did not substantially impact ability estimation and 

measurement precision. 

However, one major effect was observed in the present study: the numbers of 

non-convergent cases generated under the short routing test conditions were unacceptably 

high and occurred with all test structures. Because this finding was not anticipated on the 

basis of previous research, the effects of routing test length on non-convergent cases 

remain in question. One possible reason for this effect is that there seemed to be too few 

items in the short routing test in the present study, prompting the suggestion that 

relatively short routing tests should be avoided in the construction of MST instruments. 

Overall, unlike previous findings, the results of the present study indicate that the 

MST test structure is less likely to be a factor impacting ability estimation when 

polytomously-scored items are used, based on GPCM. Increasing total length (the 
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number of items) in the context of MST improved the measurement precision of the 

ability estimation, and the improvement was consistent across all test structures in the 

present study.  

The findings from the present study provide practical guidelines for testing 

agencies that are considering MST as a test design. First, the study demonstrates the 

comparability of various test structures as measurement models for MSTs. Because no 

differences were detected among all test structures in measurement outcomes of interest 

under each designed condition, as testing agencies consider the merits of different test 

structures, an MST test structure that produces comparable measurement results and 

containes fewer modules within a stage may be quite desirable for limiting costs related 

to pool development. The study also indicated that a relatively short routing test may 

cause a large number of non-convergent cases, even with a longer test length. This result 

suggests that approaches to obtain a higher level of measurement quality for a routing test 

might include structures such as a long routing test length or a higher level of routing test 

information, to improve the routing decision in the context of MST. 

LIMITATIONS AND FUTURE RESEARCH 

The results of the present study suggest that test structures are not a prominent 

factor affecting ability estimation based on GPCM. This conclusion, however, may hold 

only when an item pool is used that is similar to the one used in the present study, one 

that consists of polytomously-scored items with unbalanced content areas and item type 

distributions. Therefore, caution should be exercised in generalizing the results of this 

study, and more research is needed to confirm the findings. 

Previous findings regarding the effects of MST designs were mostly based on 

dichotomous IRT models. Because the present study is the first investigation that has 
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compared effects of different MST test structures on ability estimates based on 

polytomously-scored items, it is unclear whether a different item pool would affect the 

performance of various MST test structures. Therefore, one suggestion for future research 

is to replicate the present study by using a different item pool with respect to size and 

structure. For example, using a more balanced item pool, modules at the same stage 

might be created with more equivalent test information. Therefore, modules within a 

stage could then provide similar information over a wider range of ability levels, perhaps 

providing more reliable direction for MST test structure designs. 

The MST implemented in the present study clearly is only one of many ways to 

investigate effects of MST test structures on ability estimation. This study applied the 

maximum information routing method for routing examinees to modules and used 

maximum likelihood estimation to score modules and the entire test, because the methods 

are in common use for computerized adaptive testing and several MSTs. However, it is 

possible that other variables contribute to performance of MST test structures, such as 

test assembly methods, the difficulty level of the first-stage module, or ability 

distributions. Future studies might manipulate such variables to investigate how they 

compare with the one employed in the present study.  

And in an actual testing context, an instrument might be comprised of mixed 

formats of items, such as dichotomously- and polytomously-scored items. Therefore, 

another important extension of this study would be to use mixed-item formats to 

investigate an optimal MST test structure. For example, earlier stages might include 

polytomously-scored items to cover a wider range of ability levels for the routing 

decision, and later stages might contain dichotomous items to cover a narrow range of 

specific ability levels for the final ability estimates. Such an approach would make it 

possible to evaluate the performance of various test structures.  
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APPENDICES 
 

Pathway Information of the Eight Test Structures:  

 

Short Test Length Short Routing Condition 

 

 

Test Structure: 1-2 

 

 

Test Structure: 1-3 

 

 

Test Structure: 1-4 

 
 

 

Test Structure: 1-2-2 
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Short Test Length Short Routing Condition 

 

 

Test Structure: 1-2-3 
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Test Structure: 1-3-3 

 

 
 

 

Test Structure: 1-3-4 
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Short Test Length Long Routing Condition 
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Short Test Length Long Routing Condition 
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Long Test Length Short Routing Condition 
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Long Test Length Short Routing Condition 
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Long Test Length Long Routing Condition 
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Long Test Length Long Routing Condition 
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