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Creating programs that can play games such as chess, checkers, and backgammon,

at a high level has long been a challenge and benchmark for AI. Computer game

playing is arguably one of AI’s biggest success stories. Several game playing systems

developed in the past, such as Deep Blue, Chinook and TD-Gammon have demon-

strated competitive play against the top human players. However, such systems

are limited in that they play only one particular game and they typically must be

supplied with game-specific knowledge. While their performance is impressive, it

is difficult to determine if their success is due to generally applicable techniques or

due to the human game analysis.

A general game player is an agent capable of taking as input a description
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of a game’s rules and proceeding to play without any subsequent human input. In

doing so, the agent, rather than the human designer, is responsible for the domain

analysis. Developing such a system requires the integration of several AI compo-

nents, including theorem proving, feature discovery, heuristic search, and machine

learning.

In the general game playing scenario, the player agent is supplied with a

game’s rules in a formal language, prior to match play. This thesis contributes

a collection of general methods for analyzing these game descriptions to improve

performance. Prior work on automated domain analysis has focused on generating

heuristic evaluation functions for use in search. The thesis builds upon this work

by introducing a novel feature generation method. Also, I introduce a method for

generating and comparing simple evaluation functions based on these features. I de-

scribe how more sophisticated evaluation functions can be generated through learn-

ing. Finally, this thesis demonstrates the utility of domain analysis in facilitating

knowledge transfer between games for improved learning speed. The contributions

are fully implemented with empirical results in the general game playing system.
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Chapter 1

Introduction

Game playing is fun. People play games to challenge themselves intellectually and

to satisfy a primal drive to compete. By playing games, we can refine our cognitive

abilities and easily track our progress over time, with a clear measure of perfor-

mance. These properties have motivated the problem of computer game playing as

a challenge and benchmark for Artificial Intelligence. The evaluation metric is clear:

an agent that is smarter will play better. This competitive performance metric, as

it was termed by Pell (1993), is extremely attractive for its lack of ambiguity or

subjectivity. Indeed, we can gauge a computer game playing system’s strength by

its performance against alternative approaches.

However, if one is interested in developing agents with general intelligence,

the application of this metric is questionable for most existing game playing systems.

While several computer game players, such as Deep Blue (Campbell et al., 2002) and

Chinook (Schaeffer et al., 1992), have demonstrated extremely strong play against

top human players, these programs have been developed using game-specific engi-

neering techniques, with much of the game analysis performed by humans rather

than by the agents themselves. Even learning approaches, in systems such as TD-

Gammon (Tesauro, 1994), cannot be applied directly beyond a single game. Such

1



specialization is problematic because it requires a different solution for each new

problem and provides little insight into how humans analyze games. However, by

changing the problem that these game-playing systems must solve, we can continue

to evaluate progress competitively.

In this thesis I consider the problem of General Game Playing (or Meta-

Game Playing as it was introduced by Pell (1993)). In this paradigm, the challenge

is to design an agent that can receive descriptions of previously unseen games and

play them without human input. This arrangement precludes us from doing the

game analysis ourselves, and instead motivates research on automated techniques.

Following the general game playing paradigm, this thesis will present a system for

performing automated domain analysis based on the description of the game. The

complete agent leverages this knowledge to improve its initial competency as well

as its ability to learn and transfer knowledge between similar games.

1.1 Motivation

The construction of a successful strategy for a particular game typically involves the

composition of many solution elements, including game tree search, pruning, state

evaluation, pattern recognition, and opponent modeling. These many design choices

are traditionally made by the human designers of game playing systems. However,

much of the intellectually interesting part of game playing is found in this game

analysis. In addition, these design choices are game-specific and therefore require

the system designer to have expertise in the particular domain. Because we are

interested in developing systems that will eventually be capable of solving problems

for which human expertise is unavailable, we must develop automated techniques

for performing game analysis and strategy generation.
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1.1.1 Robust Software and Game-Oriented Programming

A broad practical motivation for creating general game playing techniques is the

need to create approaches to software development that will lead to more robust and

flexible software, while placing less of a cognitive burden on the human developer.

The standard software development paradigm requires the programmer not only

to understand the problem thoroughly, but also to identify the complete solution.

The programmer must describe the algorithmic solution, step-by-step, taking care

address exceptional cases that may occur only infrequently. By placing such high

demands on programmers, the resulting software is often rigid and brittle, solving

only one particular aspect of a problem, and failing when conditions deviate.

One way to address the difficulty of software development is to shift the

burden of formulating the problem solution onto the computer itself. The Prolog

programming language (Sammut and Sammut, 1983), takes an important step in

this direction. A Prolog programmer specifies domain knowledge, background infor-

mation, and the interaction between elements in a formal logical language. However,

the various paths through the program need not be explicitly specified. Instead, the

Prolog engine, when presented with a query, employs a built-in search algorithm to

find a solution that is compatible with the specified domain theory.

This programming paradigm could be taken a step further, requiring the

computer not only to search for a compatible solution but to discover the solution

that maximizes a given utility function. At this point, the programmer is essentially

describing a game to be played, leaving the “compiler” to construct an optimal

strategy. Clune (2008) calls this approach to software development game-oriented

programming. GDL, the game description language described in Chapter 3 and

utilized throughout this thesis, could be seen as an early game-oriented programming

language. The general game playing techniques contributed by this thesis could be

seen as steps toward the development of a game-oriented compiler.
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Game-oriented programming has a wide range of potential applications, such

as supply chain logistics, finance, and unmanned aircraft control. This thesis ad-

dresses core technical challenges in the long-term research program to develop this

new programming paradigm.

1.1.2 Games for Games’ Sake

Another practical motivation for developing automated game-playing techniques is

for the sake of gaming, itself. The multi-billion dollar video game industry is growing

and generating an increasing demand for realistic experiences. Visual effects and

physical simulations have significantly increased in realism in recent years, with

artificial intelligence straining to keep up. Computer-controlled players typically

follow rigid strategies and often lack robustness in changing environments. One

way that that these shortcomings have been addressed is by focusing on multi-

player online games, in which all or most agents are controlled by other human

players, creating an engaging gaming world. However, particularly for games that

don’t lend themselves to the multi-player online paradigm, improved artificial agent

control algorithms are necessary.

This thesis contributes new techniques for generating agent control strate-

gies, which may improve the flexibility and robustness of computer-controlled play-

ers in future video games. In particular, the knowledge transfer work, detailed in

Chapter 6, holds promise for enabling artificial agents developed for one particular

environment to adapt to a different environment without the need for a program-

mer to make significant modifications. In addition, the agents may be programmed

in a game-oriented programming language, as described above, allowing the devel-

oper to describe the agent’s goals and constraints, without the need to specify a

fully-formulated strategy.

In addition to developing computer-controlled players that will interact in the
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live game, automated strategy-generation could also become a valuable component

of the game debugging process. Game testing is typically performed by people,

who play game levels repeatedly, searching for mishandled conditions and paths.

For example, they often search for ways to exploit unintentional shortcuts that

allow a player to bypass large parts of the game. Learning approaches, such as

those developed in this thesis, could be employed to identify these flaws, by simply

allowing them to attempt to maximize their utility functions. Because automatic

agents aren’t bound by the same assumptions that guide the strategies of human

game testers, and because they never experience fatigue, this application appears

to be particularly well-suited to the learning agent approach.

General game playing techniques developed in this thesis, and in related

work, promise to make game development more efficient, and result in more enter-

taining and engaging experiences.

1.1.3 Insights into Human Intelligence

From the beginnings of artificial intelligence research, game playing has been a

benchmark, sandbox, and test bed for developing a scientific understanding of

human-level intelligence. In 1965, the Russian mathematician Alexander Kronrod

famously said:

“Chess is the Drosophila of artificial intelligence.”

In recognition of the large body of research to come out of designing chess-

playing systems, the metaphor compares games as a challenge problem for A.I. to

the fruit fly as a test subject for genetics.

However, some have argued that the focus on developing game-playing sys-

tems that perform well in tournament play places too much emphasis on the game

itself, and comes at a cost to scientific discovery. In a book review regarding the
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Deep Blue victory over Kasparov, McCarthy (1997) carried on Kronrod’s metaphor

with the following criticism:

“However, computer chess has developed much as genetics might have if

the geneticists had concentrated their efforts starting in 1910 on breeding

racing Drosophila. We would have some science, but mainly we would

have very fast fruit flies.”

So while there are clear reasons to pursue the investigation of games for their

own sake, as we have discussed, this work may not be providing as much insight

into the way humans think, as was originally hoped. In their overview of the AAAI

General Game Playing challenge, the event that inspired my interest in this thesis

topic, Genesereth et al. (2005) motivates the GGP problem by claiming that it

redirects gaming research to better address the original problem of understanding

human-level intelligence.

Two of the defining aspects of human-level intelligence are generality, and

adaptability. The human mind is capable of tackling a wide variety of problems,

from climbing stairs to solving differential equations. Also, when presented with new

circumstances, such as losing one’s sight, humans are able to adapt and compensate

remarkably quickly. The challenge of constructing agents to play a variety of un-

known games against a variety of opponents, emphasizes the necessity of generality

and adaptability. The work performed for this thesis makes strides toward imbuing

intelligent agents with these properties.

1.2 Approach

In this thesis, I address the GGP challenge through inquiry into two broad topics.

The first topic is domain analysis, which is concerned with constructing strategic

knowledge about a problem from static and dynamic analysis of its formal descrip-
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tion. The second topic is transfer learning, in which knowledge generated to address

one problem is adapted for a different, but related problem.

1.2.1 Domain Analysis

Some of the key developments in domain analysis techniques have come out of the

planning literature. In particular, means-ends analysis is a way to choose actions

based on analyzing the goal conditions of the task. For each subgoal or the goal

condition, the agent chooses actions that will move it “closer” to a state in which

the subgoal is true. Additional work in planning has developed methods for feature

discovery as well. Planning is typically only interested in single-agent domains,

although work on stochastic planning in a sense applies to the game playing model

with an unknown opponent.

Other prior work on automated domain analysis has focused on generating

features for heuristic evaluation functions (Fawcett, 1993). While these features

are evaluated on and selected according to their ability to improve learning, these

methods differ from other brute force feature discovery methods in that the features

are at least in part chosen from static analysis of the game description. Feature

discovery through experience is what is called dynamic analysis.

Static analysis of a game’s formal description can be complemented by expe-

rience playing the game. Through internal simulation, the player may refine some

of the knowledge generated during domain analysis. Examples include testing state

invariants, discovering cooperative roles, and learning the weights of the heuristic

evaluation function.

This thesis expands upon this previous work to contribute new methods for

feature discovery and also extend the scope of domain analysis to automate other

game-specific design decisions.
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1.2.2 Transfer Learning

To make the most of this learned experience, the player should be able to reuse its

knowledge in the future when faced with a new, but similar game. The problem of

transferring knowledge learned in one task to improve performance on a different

task is called transfer learning. Transfer can be evaluated in several ways, including

its improvement to the player’s initial competency in the new task or its increased

learning rate in the new task.

The simplest form of transfer is just direct reuse of learned knowledge when

faced with a game that was played previously. The problem becomes more difficult

as the source task and the target task begin to share less overlap. For any transfer

to be possible, the agent must have a means to recognize similarity between games.

This thesis will present methods for automatically identifying similar games and

deciding what knowledge to transfer.

In addition to using transfer for increased generalization in the agent’s lifelong

learning, transfer learning can also be used to speed up learning on a completely

new task by automatically generating the source task for itself. There are several

examples from the literature in which learning has been shown to improve by first

learning a simpler source task before transferring that knowledge to the target task.

Typically, the simpler task is chosen by a human. However, this thesis contributes a

method for automatically generating source tasks for some games, and demonstrates

how an agent can speed up learning in this way. This thesis builds upon previous

work using reinforcement learning and value function transfer (Taylor and Stone,

2005), by automating the domain mapping through analysis of the game’s formal

description.
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1.3 Overview

The key question that this thesis seeks to address is:

How can an agent improve its play on a previously unseen game from

analysis of the game’s formal description and experience playing sim-

ilar games?

To answer this question, this thesis describes the following completed steps:

1. Design a basic general game player in which action decisions are based on

search. This step includes the development of all the necessary networking,

parsing, and theorem proving infrastructure for playing general games as well

as the architecture for performing time-constrained heuristic search.

2. Develop methods for generating features automatically. General methods for

statically analyzing game descriptions are developed for the identification of

basic game structures and state features. These methods are shown to be

somewhat successful, but include negative results in comparison to the strong

knowledge-free method: UCT.

3. Develop method for constructing and learning evaluation functions based on

these features. In this step, I develop techniques for building and choosing

amongst evaluation functions derived directly from the features, as well as

investigate potential ways to learn more complex functions using reinforcement

learning and function approximation.

4. Introduce a method for finding similarity between games. I create algorithms

for recognizing when two games are the same when unimportant differences

such as token names are ignored and expand upon those methods to allow for

more significant differences between similar games.
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5. Develop a general means of deciding what knowledge to transfer between simi-

lar tasks. Based on how source and target tasks are similar, I develop methods

to choose how to map learned knowledge from one to the other.

6. Integrate contributions into a complete game-playing agent and evaluate the

system empirically, comparing the developed knowledge-based methods with

knowledge-free algorithms.

The remainder of this thesis is organized as follows. In the next chapter, I

provide a background overview of computer game playing systems to describe their

essential components and common approaches. In Chapter 3, I outline the general

game playing paradigm used throughout the thesis, including the game description

language, scope of games considered, and evaluation criteria. Chapter 4 details the

static and dynamic domain analysis techniques developed for knowledge generation.

In Chapter 5, I describe a novel graph-based approach for identifying similar games.

Then in Chapter 6, I describe how this matching approach facilitates the transfer

of knowledge between similar games as part of a learning-based approach. In Chap-

ter 7, I discuss an attempt to fully automate the learning approach by incorporating

automatic feature selection. Chapter 8 surveys the related literature. Chapter 9

discusses thesis conclusions and proposed future work.

10



Chapter 2

Computer Game Playing

The general game playing problem addressed in this thesis is an extension of tradi-

tional computer game playing systems, each built to achieve high performance on

a single game. The frameworks and techniques developed in computer game play-

ing systems provide a foundation for their extension to the GGP problem. Core

ideas such as learning and search are leveraged heavily in the approaches developed

throughout this work. In this chapter, we will provide the necessary background

from computer game playing before we address GGP.

2.1 What is a game?

In common use, the word “game” may refer to a wide variety of activities, from

Hex to Halo, Soccer to Solitaire. Games may be categorized according to several

characteristics, including the number of players, the availability of information to

those players, and the time-scale with which moves are made. To enable clear

discussion of the computer game playing problem, we must identify what these

activities have in common and provide a more precise definition of a game. In the

next chapter, we will introduce notation to describe the class of games considered
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in this thesis, but for now, an informal definition will suffice.

For our purposes, a game consists of a collection of states, each of which

captures all of the relevant information about the world. We designate a subset of

these states as terminal states, which constitute final outcomes of the game. For

every non-terminal state and for every player in the game, there is a set of legal

moves that the player may perform in that state. The game begins in some state

we call the initial state; each player with legal moves in that state chooses one; the

game then transitions to a new state, determined by the previous state and selected

actions.

Note that this definition is quite broad and includes board games like chess

and checkers, games with hidden information like poker or battleship, games of

chance like backgammon, and even games with continuous states like the common

pole-balancing problem. The primary restriction we make is that the games must

proceed in discrete time steps, transitioning instantaneously from one state to the

next. Therefore, without first applying a time discretization, real-world control

problems, like Robot Soccer (Kitano et al., 1997) and Helicopter flight (Ng et al.,

2004), would not meet our definition.

A game, as we have defined it, may be described in different ways. An

extensive representation explicitly enumerates the set of states and transitions in

the game. For all but the simplest games, this representation is too large to be

stored in a computer’s memory. The feasibility of computer game playing relies

on more compact abstract game representations, which define functions to generate

successor states in terms of changes to the state’s internal structure. For example,

a state transition rule in chess may describe the local effects of capturing a pawn

with a rook. Games containing the structure to allow for abstract representation

are a prerequisite for the computer game playing methods we describe next.
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2.2 Game Tree Search

It has been proposed that all of intelligent problem-solving can be modeled as search

through a problem space (Newell, 1980). It should be no surprise then that search

is the basis of many artificial problem solving systems. Examples include cognitive

architectures such as SOAR (Laird et al., 1987), PRODIGY (Veloso et al., 1995) and

ICARUS (Langley et al., 1991), automatic theorem provers such as ACL2 (Kauf-

mann and Moore, 1997) and, of course, game playing systems like Deep Blue (Camp-

bell et al., 2002), Chinook (Schaeffer et al., 1992), and TD-Gammon (Tesauro, 1994).

In computer game playing, search begins at some initial state. The agent

applies action operators to state, which expand the set of child states that follow. A

new state is selected from the set and the expansion step is repeated. This process

continues until some terminating goal condition is achieved. Each terminal state

has a utility value, or reward, associated with it. The objective of the agent is to

determine which actions will lead it to a terminal state with the highest value.

The most straightforward way to meet this objective is to search the state

space exhaustively. However, most interesting problem spaces are too large for ex-

haustive search to be computationally feasible. For example, chess is estimated to

have many more legal board positions than there are particles in the universe. In-

stead, game playing systems typically bound the search depth and use the estimated

values of non-terminal states to choose among candidate actions. Limited lookahead

allows the agent to evaluate the consequences of its actions in a manageable amount

of time.

For bounded search to be possible, the agent must have some way of eval-

uating non-terminal states of the game. The function that an agent uses to map

non-terminal states to estimated values is called a heuristic evaluation function.

This function may be as simple as a lookup table that stores the estimated value of

each state, but typically, they are functions over intermediate state representations
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called features. For a feature to be useful, its value must have some relationship to

the state’s value. Examples of useful features include the number of passed pawns

in Chess or whether the Queen of spades has been played in Hearts. An evaluation

function combines the values of these features into a single score for the state.

Besides the evaluation function, game playing systems also differ on the

method used to determine which nodes to expand in the process of search. Variants

include Breadth-first, Depth-first, A* (Hart et al., 1968), BEAM, and Bidirectional.

For games with two or more participants, the system additionally must choose a

method for modeling opponent behavior. For example, in games with two com-

pletely competing players taking alternating moves, the model of choice is MiniMax,

in which the agent’s opponent is assumed to always choose the action that mini-

mizes the agent’s reward. An illustration of MiniMax search is shown in Figure 2.1.

Variants of this algorithm extend to games with more than two players with pos-

sibly cooperating agents (Luckhardt and Irani, 1986, Sturtevant and Korf, 2000).

The situation becomes even trickier when multiple players are permitted to move

on the same turn. In such instances, action evaluation may require game-theoretic

reasoning.

Figure 2.1: MiniMax search algorithm executed on a two-player game tree.
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The features and composition function that describe a heuristic evaluation

function are typically game-specific. Most of the effort in search-based computer

game playing systems is spent on tuning this heuristic evaluation function. In some

cases, learning methods have been applied to automate part of this process, as we

describe next.

2.3 Learning Methods

Learning approaches to computer game playing improve the agent’s move selection

decisions through experience playing the game. In these approaches, the player

adapts some internal representation to incrementally improve its playing ability over

time. In the case of a multiplayer game, the agent may play against itself, termed

self-play, or it may play against an external training partner. Learning approaches

vary in their choice of representation, method for updating that representation,

choice of opponent, and method for action selection.

2.3.1 Reinforcement Learning

In a Reinforcement Learning (RL) problem (Sutton and Barto, 1998), a problem

space is modeled as a Markov Decision Process (MDP), defined by a transition

function, which defines how actions effect transitions between states, and a reward

function, which defines the cost or benefit to the agent for reaching particular states.

In general, the learning agent does not know these functions a priori, but must

instead adapts its behavior based on the rewards presented to the agent as it explores

the problem space. The outcome of the learning process is a policy, which is a

mapping from states to actions.

In the computer game playing scenario, with multiple agents operating in

the same problem space, the single agent MDP model must be extended into the

more general Markov Game (MG) framework (Littman, 1994). Typically in games,
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the reward function is known to the agents; they are aware of the winning and

losing conditions of the game. Also, the transition function is only partially known,

because it depends on the opponent’s unknown policy.

Reinforcement Learning problems are well-studied in the literature, and

many algorithms have been developed that are both theoretically principled and

practically useful (Sutton and Barto, 1998). Common algorithms for solving RL

problems, are based on estimating a value function, which approximates the ex-

pected long-term reward for executing a given action in a given state.

In the traditional formulation of standard reinforcement learning algorithms,

the value function is estimated by maintaining a table of values, one for each state or

state/action pair. For problems with large state spaces, the memory requirement for

such a table becomes intractable. Also, because each state’s estimate is maintained

independently, there is little opportunity for generalization, often leading to slow

learning. To address these issues, methods have been developed to use function

approximation to estimate the value function more compactly. In this approach, the

learner does not update individual state values, but instead adjusts the parameters of

a function, such as an artificial neural network or CMAC (Albus, 1981), to decrease

the error in the function’s estimate.

This parameterized value function is equivalent in form to the heuristic eval-

uation function introduced in Section 2.2. Typically, the features that comprise the

function are fixed prior to learning, and the RL algorithm is used to adjust the

weights in the evaluation function, through experience. While this approach par-

tially automates the derivation of the evaluation function, the constituent features

are typically supplied by a domain expert. As one of the main contributions of this

thesis, we introduce novel methods for automating part of feature construction, as

discussed in Chapter 4.

Ideally, a trained value function evaluated on a given state will accurately
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estimate the expected outcome from that state. However, similar to hand-tuned

heuristic evaluation functions, the outcome is better approximated by applying

search to evaluate states several moves ahead. In applications of reinforcement

learning to games, move selection is often carried out by using MiniMax search to

evaluate the value function up to some fixed lookahead depth, as the value function

is trained. This approach was employed by TD-Gammon (Tesauro, 1994), which

successfully combined reinforcement learning, search, function approximation and

self-play to create a high performance Backgammon agent, with minimal require-

ments for external domain knowledge. The success of this system demonstrates the

power of these techniques and serves as the inspiration for the primary game-playing

framework developed in this thesis.

2.3.2 Monte Carlo Methods

Monte Carlo methods for computer game playing are learning algorithms that run

repeated simulations of a game to estimate the value of the actions using the average

outcome of the sampled games. During game play, the learning agent evaluates

moves in the current state by selecting one from those available, and then following

some policy until a terminal state is reached. The value of the terminal state is

recorded along with the initially-selected action to maintain a running average of

the outcomes for each of the initial state’s available moves. Typically, the agent

will initially explore the state space through random simulation. As more and more

games are evaluated, the agent focuses on the most promising trajectories, leading

to a more accurate determination of the best action to perform next. Refining this

so-called exploration-exploitation tradeoff is one of the key challenges in designing

Monte Carlo methods.

By focusing the agent’s experience on the more fruitful areas of the search

space, this class of algorithms has the advantage of being typically more efficient
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than competing approaches. Also, because the playouts are independent (or nearly

independent) of one another, Monte Carlo methods are highly-parallelizable, permit-

ting the exploitation of parallel and distributed architectures. These methods also

have the desirable property of applying to a wide variety of games, including those

with stochasticity or hidden information, which render other techniques inapplica-

ble. Indeed, much of the early success of these approaches have been demonstrated

on such games, including Backgammon (Tesauro and Galperin, 1997) and Scrab-

ble (Sheppard, 2002). At the same time, more recent work on Monte Carlo methods

for the game of Go (Bouzy and Helmstetter, 2003, Gelly and Wang, 2006) have

demonstrated these methods can also be highly effective on deterministic perfect

information games, particularly those with large branching factors.

Instances of Monte Carlo algorithms differ along three primary dimensions.

First, algorithms differ in how they balance exploration and exploitation in selecting

the initial move to evaluate in the simulation. To maximize exploration actions

could be chosen uniformly at random. To maximize exploitation, a greedy approach

would select the move with the best average thus far, assuming some baseline value

for unexplored actions. Practical algorithms typically balance these criteria more

evenly. Second, a particular Monte Carlo algorithm must specify the policy used

for playouts. In other words, it must provide a means to generate action choices for

all players in the game for states other than the initial state. A surprising result

of early research on Monte Carlo methods is that random playouts often suffice.

Third, repeated simulations may encounter states higher in the tree many times

during playout, providing an opportunity to learn about actions beyond the initial

state. For this reason, some Monte Carlo algorithms employ a caching method to

store outcomes of playout states.

One Monte Carlo algorithm that has received recent attention in the com-

puter game playing community is UCT (Kocsis and Szepesvari, 2006), which stands

18



for Upper Confidence bounds applied to Trees. The algorithm is an extension

of single-agent interval estimation methods (Kaelbling, 1993) to multiplayer game

trees. In UCT, each state of the game is treated as a k-armed bandit, in which each

arm is a legal action, and the value of the arm is the estimated average outcome

of playouts beginning with that action. To balance exploration and exploitation, a

bonus is added to the average outcome, based on the number of times the action

has been selected for a simulation. The more an action is explored, the smaller the

bonus. In this way, actions are selected by their upper confidence bound values (i.e.

the highest value that you would expect for the average return, based on the returns

thus far.) When the algorithm starts, the outcomes for the current state’s actions

are the only that are maintained. As learning progresses, this data structure grows,

expanding non-uniformly one ply at a time along a playout trajectory, caching av-

erage outcomes for states high in the tree. We will discuss the technical details of

the UCT algorithm further in Chapter 6.

Following the introduction of UCT in 2006, the algorithm quickly became

dominant in competitive computer Go. The following year, at least two entries to the

AAAI General Game Playing Competition were based on the algorithm, including

the winning entry, CadiaPlayer (Finnsson and B ornsson, 2008). In addition to

the favorable properties of Monte Carlo methods discussed thus far, they also have

the benefit of requiring little or no external domain knowledge. When applied

to the general game playing problem, this aspect of the approach is particularly

propitious. In fact, CadiaPlayer was able to defeat a field of search-based opponents

by employing a solid implementation of the standard UCT algorithm with strictly

random playouts. The success of such a “brute force” approach against algorithms

that attempt to extract knowledge of the game presents a direct challenge to the

thesis statement of this dissertation. In light of this introduction of UCT, we can

sharpen the thesis question first stated in Chapter 1 as follows:
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To what degree can we leverage static domain analysis and past ex-

perience to outperform knowledge-free approaches, such as UCT, by

either augmenting these algorithms with knowledge or constructing

knowledge-based alternatives?

The remainder of this thesis attempts to answer this question through theo-

retical and empirical results.
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Chapter 3

General Game Playing

The precise problem of General Game Playing, or Meta-Game Playing as it was

introduced by Pell (1993), is to design an agent that can receive descriptions of

previously unseen games and play them competently without any additional human

input. A General Game Playing scenario is specified by three main components:

(1) the class of games to be considered, (2) the domain knowledge prior to the

start of the game, and (3) the performance measure. In this chapter we will outline

our design decisions with regards to these three components, and introduce various

conventions that we will follow throughout the remainder of the thesis.

3.1 Class of Games

First, throughout this thesis, we will restrict the class of games to those considered

in the AAAI GGP competitions (Genesereth and Love, 2005), namely discrete state,

deterministic, perfect information games. The games may be single or multi-player

and they may be turn-taking or simultaneous decision. By deterministic, we mean

that given a state of the game, and a joint set of actions taken by all players, the next

state is uniquely determined. Go and Othello are examples of games from this class.
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However, Backgammon is not, because dice rolls are nondeterministic. In a perfect

information game, the complete state of the game is known by all participants.

Chess and Checkers qualify as perfect information games, because the state of the

game is completely captured by the positions of the pieces on the board, which is

in plain sight. In contrast, games such as Poker and Battleship do not qualify as

perfect information games because players hide part of the game state from their

opponents.

Second, in addition to the set of games to be considered, a general game

playing scenario is parameterized by the amount and type of domain knowledge

given to the players prior to the start of the game. For example, in the Learning

Machine Challenge sponsored by Ai Research (2002), the players were told nothing

more than the set of legal moves. In the scenario adopted in this work, players are

given a formal description of the rules of the game. This game description, at a

minimum, must contain sufficient information to allow the agent to simulate the

game on its own. We will later demonstrate how an agent can take advantage of

certain kinds of structure in this game description.

Third, we must specify how agent performance is to be measured. In our

setup, an agent is evaluated based on the number of points earned in a single shot

match, as opposed to the cumulative score for multiple matches against the same

opponent. Of course the performance of the player will be evaluated across multiple

runs to achieve statistical significance. However, from the player’s perspective, each

game is independent. Also, the identities of the opponents are hidden, and thus

there is no opportunity for training against the same opponent over multiple games.

In addition, there is no opportunity to throw a game in order to lure an opponent

into exploitable strategies in future games.

To make the question posed at the beginning of this proposal more concrete,

we will describe one instance of the GGP scenario, namely the AAAI GGP compe-
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tition. The AAAI GGP competition was the main motivating scenario for the agent

developed in this work and is the scenario in which all of my empirical results are

reported.

3.2 The AAAI GGP Competition

The first annual AAAI General Game Playing Competition was held at the 2005

AAAI conference in Pittsburgh (Genesereth and Love, 2005). Nine teams partici-

pated in that event. In each of three main rounds, game playing agents were divided

into groups to compete in both two- and three-player games. The games included a

three player version of Chinese Checkers, a variant of Othello called Nothello, and

in the final round, a simultaneous decision racing game called Racetrack Corridor.

The complete details of the competition are available online.1

In the competition setup, each player runs as an independent server process.

At the start of a game, a process called the Game Manager connects to each player

and sends the game description along with time limits called the start clock and play

clock. Players have the duration of the start clock to analyze the game description

before the game begins. Each turn, players get the duration of the play clock to

choose and announce their moves. After each turn, the Game Manager informs the

players of the moves made by each player. The game continues until a terminal

state is reached. No human intervention is permitted at any point: the general

game player must be a complete and fully autonomous agent.

3.3 Game Description Language

For a domain to be analyzed by an agent, the task must be described in a lan-

guage with well-defined syntax and semantics. The Game Description Language

1http://games.stanford.edu/results.html
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(GDL), used in the competition, is a first-order logical description language based

syntactically on KIF (Genesereth, 1991).

Semantically, the Game Description Language is an extension of Datalog

that supports function constants, negation, and disjunction. With the addition of

distinguished relational predicates that define the state transition function, games

are modeled as state machines in which a state is the set of true facts at a given

time. An agent can derive its legal moves, the next state given the moves of all

players, and whether or not it has won by applying resolution theorem proving on

the rules of the game combined with the asserted facts for the present state.

Because each of these operations requires theorem proving, simulating games

can be costly. One of the research challenges of GGP is to find efficient methods

for reasoning about games described in first-order languages. The player developed

in this thesis, which we will call KuhlPlayer , carries out its reasoning by first

performing a straightforward conversion of the domain to Prolog, then executing

queries through an API provided by the SWI-Prolog compiler (Wielemaker, 1997).

In early testing, I found that this approach was significantly faster than other kinds

of resolution theorem proving. Even so, game tree expansion is significantly slower

in GGP than in traditional single-game simulations.

We will illustrate the features of GDL through a game called Minichess. This

game is a simplified version of chess that is played on a small 4 × 4 board. White

must checkmate the lone Black King using a King and a Rook. The pieces move

according to the rules of standard chess, except that the Rook cannot be captured.

To win, White must checkmate Black in 5 moves while avoiding stalemate.

Figure 3.1 shows an example trace of a Minichess match. The top row of the

figure enumerates the database of true facts in the game’s initial state and shows a

visualization for that state. It is important to note that the player has no access to

such a visualization; it is included in the figure only to make the game more easily
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State:

(cell a 1 bk) (cell a 2 b) (cell a 3 b) (cell a 4 b)

(cell b 1 b) (cell b 2 b) (cell b 3 b) (cell b 4 b)

(cell c 1 b) (cell c 2 b) (cell c 3 b) (cell c 4 b)

(cell d 1 b) (cell d 2 b) (cell d 3 wk) (cell d 4 wr)

(control white)

(step 1)

Moves:

(move wk d 3 c 2), noop

State:

(cell a 1 bk) (cell a 2 b) (cell a 3 b) (cell a 4 b)

(cell b 1 b) (cell b 2 b) (cell b 3 b) (cell b 4 b)

(cell c 1 b) (cell c 2 wk) (cell c 3 b) (cell c 4 b)

(cell d 1 b) (cell d 2 b) (cell d 3 b) (cell d 4 wr)

(control black)

(step 2)

Moves:

noop, (move bk a 1 a 2)

State:

(cell a 1 b) (cell a 2 bk) (cell a 3 b) (cell a 4 b)

(cell b 1 b) (cell b 2 b) (cell b 3 b) (cell b 4 b)

(cell c 1 b) (cell c 2 wk) (cell c 3 b) (cell c 4 b)

(cell d 1 b) (cell d 2 b) (cell d 3 b) (cell d 4 wr)

(control white)

(step 3)

Moves:

(move wr d 4 a 4), noop

State:

(cell a 1 b) (cell a 2 bk) (cell a 3 b) (cell a 4 wr)

(cell b 1 b) (cell b 2 b) (cell b 3 b) (cell b 4 b)

(cell c 1 b) (cell c 2 wk) (cell c 3 b) (cell c 4 b)

(cell d 1 b) (cell d 2 b) (cell d 3 b) (cell d 4 b)

(control black)

(step 4)

Figure 3.1: Trace of complete Minichess match. The White player checkmates Black
in two moves.
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understood to the reader. Below the state is a list of moves chosen by the players

in that state. The first action listed is the white player’s move; the second action is

the black player’s move.

In GDL, all games are simultaneous, but turn-taking is simulated by permit-

ting only one of the players at any particular time step to make a move that alters

the game state. On steps in which it is not a particular player’s turn, that player

will play a dummy move. In the case of Minichess, the dummy move is noop.

Given the current state of the game and the vector of moves executed by each

player, an agent has sufficient information to determine the next state of the game.

After being presented with a complete description of the initial state, each player

updates their internal knowledge of the state based on the moves of all players, until

a terminal state is reached. The final row of Figure 3.1 shows a terminal state of

the game with Black in checkmate.

To further illustrate GDL, we present the complete game description of

Minichess line-by-line. A GGP agent must be able to play any game, given such

a description. GDL keywords are shown in bold red. The first two lines of the

Minichess GDL description declares the game’s roles:

1 ( role white )

2 ( role black )

The Game Manager assigns each game playing agent a role to play. Minichess

has two roles, white and black, making it a two player game. Next, the initial state

of the game is defined:

3 ( in i t ( c e l l a 1 b ) )

4 ( in i t ( c e l l a 2 b ) )

5 ( in i t ( c e l l a 3 b ) )

6 ( in i t ( c e l l a 4 bk ) )

7 ( in i t ( c e l l b 1 b ) )
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8 ( in i t ( c e l l b 2 b ) )

9 ( in i t ( c e l l b 3 b ) )

10 ( in i t ( c e l l b 4 b ) )

11 ( in i t ( c e l l c 1 wk) )

12 ( in i t ( c e l l c 2 b ) )

13 ( in i t ( c e l l c 3 b ) )

14 ( in i t ( c e l l c 4 b ) )

15 ( in i t ( c e l l d 1 wr ) )

16 ( in i t ( c e l l d 2 b ) )

17 ( in i t ( c e l l d 3 b ) )

18 ( in i t ( c e l l d 4 b ) )

19 ( in i t ( c on t r o l white ) )

20 ( in i t ( s tep 1) )

Each functional term inside an init relation is true in the initial state.

Besides init, none of the tokens in these lines are GDL keywords. The predicates

cell, control and step are all game-specific. Even the numbers do not have any

external meaning. If any of these tokens were to be replaced by a different token

throughout the description, the meaning would not change. This lack of commitment

to any lexical semantics will be important when we discuss our approach to domain

analysis in Chapter 4.

GDL also defines the set of legal moves available to each role through legal

rules:

21 (<= ( legal white (move wk ?u ?v ?x ?y ) )

22 ( true ( c on t r o l white ) )

23 ( true ( c e l l ?u ?v wk) )

24 ( kingmove ?u ?v ?x ?y )

25 ( true ( c e l l ?x ?y b ) )
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26 (not ( r e s t r i c t e d ?x ?y ) ) )

27 (<= ( legal white (move wr ?u ?v ?x ?y ) )

28 ( true ( c on t r o l white ) )

29 ( true ( c e l l ?u ?v wr ) )

30 ( rookmove ?u ?v ?x ?y )

31 ( true ( c e l l ?x ?y b ) )

32 (not ( r e s t r i c t e d ?x ?y ) ) )

33 (<= ( legal black (move bk ?u ?v ?x ?y ) )

34 ( true ( c on t r o l b lack ) )

35 ( true ( c e l l ?u ?v bk ) )

36 ( kingmove ?u ?v ?x ?y )

37 ( true ( c e l l ?x ?y b ) )

38 (not ( attacked bk ?x ?y ) )

39 (not ( guarded ?x ?y ) ) )

40 (<= ( legal white noop )

41 ( true ( c on t r o l b lack ) ) )

42 (<= ( legal black noop )

43 ( true ( c on t r o l white ) ) )

The <= symbol is the reverse implication operator. Tokens beginning with

a question mark are variables. The true relation is affirmative if its argument can

be satisfied in the current state. Each player must have at least one legal move in

each nonterminal state for the game to be valid. The control rules (lines 40–43)

demonstrate how turn-taking is simulated in GDL by requiring a player to execute

a null action in certain states.

The state transition function is defined using the next keyword:

44 (<= (next ( c e l l ?x ?y ?p ) )

45 (does ? p laye r (move ?p ?u ?v ?x ?y ) ) )
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46 (<= (next ( c e l l ?u ?v b ) )

47 (does ? p laye r (move ?p ?u ?v ?x ?y ) ) )

48 (<= (next ( c e l l ?w ?z b ) )

49 (does ? p laye r (move ?p ?u ?v ?x ?y ) )

50 ( true ( c e l l ?w ?z b ) )

51 (or ( distinct ?w ?x ) ( distinct ? z ?y ) ) )

52 (<= (next ( c e l l ?w ?z ?q ) )

53 (does ? p laye r (move ?p ?u ?v ?x ?y ) )

54 ( true ( c e l l ?w ?z ?q ) )

55 ( distinct ?p ?q )

56 ( distinct ?q b ) )

57 (<= (next ( c on t r o l white ) )

58 ( true ( c on t r o l b lack ) ) )

59 (<= (next ( c on t r o l b lack ) )

60 ( true ( c on t r o l white ) ) )

61 (<= (next ( s tep ?y ) )

62 ( true ( s tep ?x ) )

63 ( succ ?x ?y ) )

Transition rules are used to find the next state, given the current state and

the actions of all players. The does predicate is true if the given player selected the

given action in the current state.

In the following lines, GDL defines when the game state is terminal:

64 (<= terminal

65 ( true ( s tep 10 ) ) )

66 (<= terminal

67 stuck )
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When the game ends, each player receives the reward defined by the game’s

goal rules:

68 (<= ( goal white 100)

69 checkmate )

70 (<= ( goal white 0)

71 (not checkmate ) )

72 (<= ( goal black 100)

73 (not checkmate ) )

74 (<= ( goal black 0)

75 checkmate )

A valid GDL game description must include rules of the type described so

far. In addition, a game description may define additional relations to simplify

the conditions of other rules and support numerical relationships. We include the

complete list for Minichess here:

76 ( succ 1 2)

77 ( succ 2 3)

78 ( succ 3 4)

79 ( succ 4 5)

80 ( succ 5 6)

81 ( succ 6 7)

82 ( succ 7 8)

83 ( succ 8 9)

84 ( succ 9 10)

85 ( ad jacent 1 2)

86 ( ad jacent 2 3)

87 ( ad jacent 3 4)

88 ( nextcolumn a b)
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89 ( nextcolumn b c )

90 ( nextcolumn c d)

91 ( coo rd ina te 1)

92 ( coo rd ina te 2)

93 ( coo rd ina te 3)

94 ( coo rd ina te 4)

95 ( coo rd ina te a )

96 ( coo rd ina te b)

97 ( coo rd ina te c )

98 ( coo rd ina te d)

99 ( p i e c e wk)

100 ( p i e c e bk )

101 ( p i e c e wr )

102 (<= ( kingmove ?u ?v ?u ?y )

103 (or ( ad jacent ?v ?y ) ( ad jacent ?y ?v ) )

104 ( coo rd ina te ?u ) )

105 (<= ( kingmove ?u ?v ?x ?v )

106 (or ( nextcolumn ?u ?x ) ( nextcolumn ?x ?u ) )

107 ( coo rd ina te ?v ) )

108 (<= ( kingmove ?u ?v ?x ?y )

109 (or ( nextcolumn ?u ?x ) ( nextcolumn ?x ?u ) )

110 (or ( ad jacent ?v ?y ) ( ad jacent ?y ?v ) ) )

111 (<= ( rookmove ?u ?v ?u ?y )

112 ( c learco lumn wr ?u ?v ?y ) )

113 (<= ( rookmove ?u ?v ?u ?y )

114 ( c learco lumn wr ?u ?y ?v ) )

115 (<= ( rookmove ?u ?v ?x ?v )
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116 ( c l ear row wr ?u ?x ?v ) )

117 (<= ( rookmove ?u ?v ?x ?v )

118 ( c l ear row wr ?x ?u ?v ) )

119 (<= checkmate

120 check

121 stuck )

122 (<= check

123 ( true ( c e l l ?u ?v bk ) )

124 ( attacked bk ?u ?v ) )

125 (<= stuck

126 (not canmove ) )

127 (<= canmove

128 ( true ( c e l l ?u ?v bk ) )

129 ( true ( c e l l ?x ?y b ) )

130 ( kingmove ?u ?v ?x ?y )

131 (not ( attacked bk ?x ?y ) )

132 (not ( guarded ?x ?y ) ) )

133 (<= ( r e s t r i c t e d ?x ?y )

134 ( true ( c e l l ?u ?v bk ) )

135 ( kingmove ?u ?v ?x ?y ) )

136 (<= ( guarded ?x ?y )

137 ( true ( c e l l ?u ?v wk) )

138 ( kingmove ?u ?v ?x ?y ) )

139 (<= ( attacked ?p ?u ?w)

140 ( true ( c e l l ?u ?v wr ) )

141 ( c learco lumn ?p ?u ?v ?w) )

142 (<= ( attacked ?p ?u ?v )
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143 ( true ( c e l l ?u ?w wr ) )

144 ( c learco lumn ?p ?u ?v ?w) )

145 (<= ( attacked ?p ?u ?v )

146 ( true ( c e l l ?x ?v wr ) )

147 ( c l ear row ?p ?u ?x ?v ) )

148 (<= ( attacked ?p ?u ?v )

149 ( true ( c e l l ?x ?v wr ) )

150 ( c l ear row ?p ?x ?u ?v ) )

151 (<= ( clearco lumn ?p ?x ?y1 ?y2 )

152 ( ad jacent ?y1 ?y2 )

153 ( coo rd ina te ?x )

154 ( p i e c e ?p ) )

155 (<= ( clearco lumn ?p ?x ?y1 ?y3 )

156 ( ad jacent ?y1 ?y2 )

157 ( ad jacent ?y2 ?y3 )

158 (or ( true ( c e l l ?x ?y2 b ) ) ( true ( c e l l ?x ?y2 ?p ) ) )

159 ( p i e c e ?p ) )

160 (<= ( clearco lumn ?p ?x ?y1 ?y4 )

161 ( ad jacent ?y1 ?y2 )

162 ( ad jacent ?y2 ?y3 )

163 ( ad jacent ?y3 ?y4 )

164 (or ( true ( c e l l ?x ?y2 b ) ) ( true ( c e l l ?x ?y2 ?p ) ) )

165 (or ( true ( c e l l ?x ?y3 b ) ) ( true ( c e l l ?x ?y3 ?p ) ) )

166 ( p i e c e ?p ) )

167 (<= ( c l ear row ?p ?x1 ?x2 ?y )

168 ( nextcolumn ?x1 ?x2 )

169 ( coo rd ina te ?y )
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170 ( p i e c e ?p ) )

171 (<= ( c l ear row ?p ?x1 ?x3 ?y )

172 ( nextcolumn ?x1 ?x2 )

173 ( nextcolumn ?x2 ?x3 )

174 (or ( true ( c e l l ?x2 ?y b ) ) ( true ( c e l l ?x2 ?y ?p ) ) )

175 ( p i e c e ?p ) )

176 (<= ( c l ear row ?p ?x1 ?x4 ?y )

177 ( nextcolumn ?x1 ?x2 )

178 ( nextcolumn ?x2 ?x3 )

179 ( nextcolumn ?x3 ?x4 )

180 (or ( true ( c e l l ?x2 ?y b ) ) ( true ( c e l l ?x2 ?y ?p ) ) )

181 (or ( true ( c e l l ?x3 ?y b ) ) ( true ( c e l l ?x3 ?y ?p ) ) )

182 ( p i e c e ?p ) )

Examples of numerical relationships include the succ relation (lines 76–84),

which defines how the game’s step counter is incremented, and the adjacent relation

(lines 85–87), which orders the rows of the chess board. As we will discuss in the

next chapter, identifying such numerical relationships is extremely valuable, as they

serve as a bridge between logical and numerical representations. The remainder of

the game description comprises user-defined relations, such as guarded and stuck,

which help to make the description more compact.

At the end of Chapter 2, we identified the key challenge of this thesis as

determining the extent to which past play and game description analysis can be

exploited to outperform knowledge-free methods such as UCT. With this chapter’s

detailed explanation of GDL, the challenge is made more precise, as game description

analysis precisely means the identification of structures and regularities in GDL. In

the next chapter, we will discuss approaches for identifying exploitable patterns in

GDL game descriptions that may be leveraged to improve performance.
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Chapter 4

Automated Domain Analysis

In the GGP scenario described in Chapter 3, in which an agent may look ahead by

simulating its own moves and the moves of other players, an obvious choice of overall

approach is heuristic search. The knowledge-based agent constructed in this thesis,

which we will henceforth refer to as KuhlPlayer employs limited-depth Minimax

search. The agent scores non-terminal states using an evaluation function that is

generated automatically from analysis of the game description.

4.1 Identifying Syntactic Structures

The first step toward constructing a heuristic evaluation function is identifying use-

ful structures in the game description. KuhlPlayer identifies these structures by

syntactically matching game description clauses to a set of template patterns. Al-

though the syntax of these templates is specific to GDL, it is conceptually general,

and the template matching procedure could be applied to other languages. Still,

I include the idiosyncrasies of GDL in the discussion both to make the procedure

concrete and to aid future GGP participants who may want to reproduce the same

constructs. Specifically, I describe the identification of five structural game elements:
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• Successor relation: relation that orders elements of a set

• Step counter: state literal that increments for each step of the game

• Board: set of state literals organized as rows, columns, etc.

• Marker: value taken on by board literals

• Piece: marker that appears in only one board literal at a time

• Quantity: state literal that takes on values ordered by a successor relation

As mentioned in Chapter 3, other than keywords, GDL tokens have no pre-

defined meaning to the player. In fact, during the competition, the tokens were

scrambled to prevent the use of lexical clues. Therefore, all structures are detected

by their syntactic structure alone.

4.1.1 Successor Relations

One of the most basic structuresKuhlPlayer looks for is a successor relation. This

type of relation induces a total ordering over a set of objects. We have already seen

an example in lines 76–84 of the GDL description in Chapter 3. In a competition

setting, the same successor relations may be look something like the following:

1 ( hippo a s t e r ping )

2 ( hippo ping f r e s h )

3 ( hippo f r e s h qu i e t )

4 ( hippo qu i e t cp io )

5 ( hippo cp io r e s t )

6 ( hippo r e s t v i s o r )

7 ( hippo v i s o r cake )

8 ( hippo cake zoom)
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KuhlPlayer can still identify these relations as successors because order is

a structural, rather than lexical, property. When a successor relation is detected,

the objects in its domain can be compared to one another and, in some cases,

incremented, decremented, added and subtracted. Identifying such structures is

very important. If, for example, the agent could not identify them in Minichess, it

would have no way to know that step 8 comes after step 7 or that column a is next

to column b, both of which are strategically useful.

4.1.2 Step Counters

A game description may include several successor relations, which the agent uses to

identify additional structures such as a step counter. A step counter is a functional

term in the game’s state that increments each time step. KuhlPlayer identifies it

by looking for a rule that matches the template:

1 (<= (next (<counter> ?<var1>))

2 ( true (<counter> ?<var2>))

3 (< succe s so r> ?<var2> ?<var1>))

where <counter> is the identified function, and <successor> is some successor

relation. The order of the antecedents is not important. The step function in

Minichess is an example of a step counter, as can be seen in lines 61–63 of listing in

Chapter 3.

KuhlPlayer identifies counters for several reasons. First, if the counter

terminates the game in a fixed number of steps, it may be removed during internal

simulation to increase the chances of encountering a goal state. More importantly,

in some games, leaving the counter in the state representation causes state aliasing,

making search inefficient. Therefore, the function is removed before caching a state’s

value in the transposition table.
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4.1.3 Boards, Markers and Pieces

Another structure that KuhlPlayer attempts to identify is a board. A board is

a grid of cells that change state, such as a chess or checkers board. Traditionally,

boards are two-dimensional, but the concept and identification procedure described

in this section generalizes to boards of dimension one or higher.

When KuhlPlayer receives the game description, it assumes every function

in the state is a board. However, one of the board’s arguments must correspond to

the cell’s state, which can never have two different values simultaneously (i.e. two

of its arguments are inputs and the third is an output.) KuhlPlayer verifies this

property using an internal simulation procedure described in Section 4.2.

According to our definition of a board, a candidate is rejected if it ever has

two different state values for the same the same function argument in the same

state. In other words, a board cannot have two objects occupying the same square

at the same time. Although there may be legitimate situations in which a board

would have two items in the same square, we choose to eliminate these instances to

prevent false positives. The Minichess example from Chapter 3 has one board: the

cell function. If a board’s input arguments are ordered by some successor relation,

then we say that the board is ordered for that dimension.

Once a board is identified, KuhlPlayer looks for additional related struc-

tures such as markers, which are objects that occupy the cells of the board. If a

marker is in only one cell at a time, it is distinguished as a piece. For example, in

Minichess, the white rook, wr, and the black king bk are pieces, because their loca-

tion is unique at each time step. However, games like Othello where, for instance, a

black object may be in multiple places, have only markers.

4.1.4 Quantities

KuhlPlayer identifies additional structures found in the state that commonly

38



occur in board and other games. In some games, there are functions in the state

that may quantify an amount of something, such as money in Monopoly. We refer to

these structures simply as quantities. A quantity is identified as state literals having

an output argument ordered by some successor relation. I clarify the distinction

between input and output arguments in the next section.

4.2 Internal Simulation

So far in this chapter, I have mentioned situations in which it is necessary to prove

an invariant about states of the game. For example, we must prove invariants about

the input and output modes of relation arguments to identify boards, markers and

pieces. As we shall see, we will also need to prove an invariant about a game’s

terminal state to divide the game’s roles into teams for the purpose of determining

if the game is constant sum or not.

Although it has been demonstrated that some invariants may be proven

formally for GDL descriptions (Schiffel and Thielscher, 2009), KuhlPlayer uses a

quick approximation method to become reasonably certain that the invariants hold.

The agent uses its theorem prover to simulate a game of random players, during

which time, the agent checks whether or not its currently hypothesized invariants

hold. To demonstrate, I will trace the process of identifying the board and pieces

in the Minichess game.

The agent assumes that cell is a board because it is a state function. Solely

based on checking the initial state, the agent is able to determine that the only

candidate mode is (cell + + -), where + signifies an input argument and - signifies

an output argument. This turns out to be the right answer and no further refinement

is necessary.

KuhlPlayer also initially assumes that every object appearing in the out-

put argument of the function is a piece. Therefore, in the example, wr, bk and b
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are all initially pieces. From checking the initial state, the agent eliminates b as a

piece because it is in more than one place at a time. Further simulation of the game

never rejects wr or bk as pieces.

As for the teams, KuhlPlayer assumes that black and white are on the

same team. Once the first terminal state is reached during simulation, though, this

hypothesis is rejected. KuhlPlayer identifies teammates as those players that

always receive the same reward. Minichess is a constant sum game without any

conditions for a tie, and therefore would never assign equal reward to the two roles.

After the first simulated game, black and white are separated into two teams.

Minichess is an easy case in that the correct hypotheses are reached very

quickly. Other games may require more simulation. In the games examined in this

thesis, however, teams were identified after at most 2 games, and boards and pieces

stabilized after roughly 3 time steps.

In the competitive entry version of KuhlPlayer , at the first annual GGP

competition in 2005, the agent ran the internal simulation for the first 10% of the

start clock, with a minimum of 50 states visited. For every game encountered

in competition, this amount of simulation was more than sufficient to arrive at the

correct invariants. In other words, although the method we describe is approximate,

there was never a case in which an exact method would have produced more accurate

results.

4.3 From Syntactic Structures to Features

The structures identified by the previously described processes suggest several po-

tentially useful features for constructing a heuristic evaluation function. For our

purposes, a feature is a numerical value, calculated from the game state, that has

potential to be correlated in some way with the final outcome of the game.

The candidate features derived from a game’s board structure depends on
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the properties of the board. If the dimensions of the board are ordered, then our

agent computes the x and y coordinates of each piece as the natural numbers asso-

ciated with the input arguments’ indices in their corresponding successor relations.

For example, the coordinates of wr in the initial state of the Minichess example are

(3, 0). Each of the coordinates for each of the pieces are potentially useful features.

In addition, from these coordinates, the agent can also calculate the distances be-

tween pieces. The pair-wise Manhattan distances between pieces are generated as

additional features.

If a board is not ordered, it may still produce useful features. For such boards,

KuhlPlayer calculates the number of occurrences of each marker. In addition, the

agent generates features corresponding to the values of each quantity in the state.

Table 4.1 itemizes the features constructed by KuhlPlayer for each of the

identified structures.

Identified Structure Generated Features

Ordered Board w/ Pieces Each piece’s X coordinate
Each piece’s Y coordinate
Manhattan distance between each pair of pieces

Board w/o Pieces Number of markers of each type

Quantity Quantity value

Table 4.1: Generated features for identified structures.

4.4 From Features to Heuristics

From the set of generated features, KuhlPlayer is able to generate heuristics

to guide game tree search. In Chapter 7, I will discuss attempts to automatically

generate complex heuristic evaluation functions, comprising multiple features. These

complex evaluations functions, like those constructed by hand in traditional single-

game-playing systems, are very powerful, but are also challenging to develop.
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As a starting point for demonstrating the benefits of automated domain

analysis, instead of attempting to construct a complex evaluation function, we test

the hypothesis that a single feature, if chosen well, can be used to guide search in

a beneficial way. For this approach, KuhlPlayer constructs a set of candidate

heuristics, each being the maximization or minimization of a single feature. By

including both the maximum and minimum, we are able to handle a wider variety

of games, including those with counterintuitive goal conditions.

As it turned out, in the first annual GGP competition, competitors were

presented with a game that had a counterintuitive goal condition. In Nothello,

a variant of the traditional Othello (aka Reversi) game, the player with the fewest

markers on the board at the end of the game wins. Because KuhlPlayer generated

a heuristic to minimize the number of its own markers, it had a candidate heuristic

that matched well with the game’s goal.

We implement the candidate heuristics as board evaluation functions that

linearly map the feature’s value to an expected reward between R−+1 and R+− 1,

where R− and R+ are the minimum and maximum goal values achievable by the

player, as described by the goal predicate. For many games, these values are 0 and

100, respectively. The values of the maximizing and minimizing heuristic functions

are calculated as follows:

Hmax(s) = 1 +R− + (R+ −R− − 2) ∗ V (s)

Hmin(s) = 1 +R− + (R+ −R− − 2) ∗ [1− V (s)]

where H(s) is the value of heuristic H in state s and V (s) is the value of the feature,

scaled from 0 to 1. We scale the heuristic function in this way so that a definite loss

is always worse than any approximated value, and likewise, a definite win is always
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better than an unknown outcome.

4.5 Search Algorithm

While the focus of this chapter is on domain analysis and heuristic construction,

these contributions must be evaluated as part of a complete GGP solution. This

section describes the search algorithm used to evaluate the novel contributions em-

pirically.

The search algorithm employed by KuhlPlayer is based on alpha-beta

pruning (Knuth and Moore, 1975). Without a heuristic, the terminal nodes of the

game tree are visited in a depth-first search order. For heuristic search, the agent

uses iterative deepening (Slate and Atkin, 1977) to bound the search depth. We

include two general-purpose enhancements: transposition tables, which cache the

value of states encountered previously in the search; and the history heuristic, which

reorders children based on their values found in lower-depth searches. Other general

techniques exist, but the combination of these two enhancements accounts for most

of the search space cutoff when combined with additional techniques (Schaeffer,

1989). We extended this basic minimax search algorithm to allow simultaneous

decision games and games with more than two players.

As described in Section 4.2, KuhlPlayer assumes that every other player in

the game can be placed into one of two sets: teammates and opponents. Thus, every

player is either with us or against us. Our simple but strict definition of a teammate

is a player that always receives the same reward that we do. By treating somewhat

cooperative players as opponents, we avoid the need to maintain a separate utility

function for each team, which can be expensive since standard alpha-beta pruning

can no longer be used.

KuhlPlayer uses the same search procedure for turn-taking and simulta-

neous decision games. The procedure also applies to games with a mix of the two.
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At a turn-taking node, if the move is being made by a teammate, it is treated as a

maximization node. If it is an opponent’s turn to move, it is a minimization node.

This type of search is an instance of the paranoid algorithm (Sturtevant and Korf,

2000). If it is a simultaneous move node, because of the unpredictability of oppo-

nents, the agent assumes that opponents choose their moves uniformly at random.

KuhlPlayer chooses its action from the joint action of its team that maximizes

the expected reward, based on that assumption. If prior knowledge of the opponent

is available, either from past games or earlier moves in the current game, opponent

modeling methods could be applied at this point, as could game theoretic reasoning,

although these issues are considered out of the scope of this thesis.

4.6 Distributed Search

Not all of the heuristics that KuhlPlayer generates from a game description will

perform well on the given game, and may in fact lead to a strategy much worse than

random play. To automatically select a strong heuristic, the agent must find a way

to correlate the heuristic with the game’s goal.

In this section, I describe the distributed search strategy employed during the

first annual GGP competition for evaluating candidate heuristics online. One benefit

of the approach beyond its simplicity and parallelizability, is that it is adaptive.

It does not assume that the best choice of heuristic will be necessarily the same

throughout the course of the game. Instead, it reevaluates heuristics at each move

opportunity.

4.6.1 Algorithm and Implementation

In addition to the main game player (GP) process, KuhlPlayer launches several

remote slave (Slv) processes. In each play clock, the main process informs each

slave of the current state, s, and assigns each one a heuristic, h, to use for search.

44



Occasionally, the slave processes respond with their best action so far, ai. Before

the play clock expires, the game player evaluates the suggested actions, chooses the

“best” one, a∗, and sends it to the game manager (GM). This procedure, with one

slave, is illustrated in Figure 4.1.

aa a

aA’

h,s

Time

1 2 3

*

GM

GP

Slv

Play Clock

Figure 4.1: Messages between the Game Manager, Game Player, and a Slave process during
a single play clock.

The same heuristic may be assigned to multiple slaves if the number of heuris-

tics is smaller than the number of slaves. This was typically the case during the

competition, with roughly two dozen heuristics and almost 200 slaves. Although

this redundancy typically leads to significant duplicated effort, ties between action

scores are broken randomly during search and thus the different processes end up

exploring different parts of the search space. Also, several slaves perform exhaustive

search using no heuristic. This ensures optimal play near the end of the game.

Choosing from among the suggested actions is a significant challenge, but

one component of the strategy is clear: if exhaustive search returns an action, the

agent should always choose it — the action is guaranteed to be optimal. Beyond that

strategy, KuhlPlayer prefers actions from deeper searches to those from shallower

ones, as deeper searches allow the agent to better evaluate the long term effects of

its actions. It is tricky, however, to choose between actions nominated by different

heuristics. We will discuss approaches to automatically choosing between features in

Chapter 7. As for the distributed search approach, it breaks ties between otherwise
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equal features randomly.

4.6.2 Experimental Results

After a successful start in the 2005 GGP competition, enabling KuhlPlayer to

reach the finals (3 teams out of the original 9), a networking glitch blocking connec-

tivity between the competition site and the University of Texas servers prevented

our full participation in the finals. To isolate the impact of the distributed search

method in controlled conditions, we ran a series of post-competition experiments.

In each of the experiments, the heuristic player is pitted against a player

using the same search algorithm, but with a constant-value heuristic. This opponent

strategy results in optimal play near the end of the game, but the consequences of

mistakes made early on are often irreparable. While this sparring partner is not

particularly strong, it is a reasonable baseline for isolating the impact of domain

analysis.

To further isolate the feature discovery and heuristic construction processes

from the heuristic selection method, I did not use distributed search to evaluate

heuristics. Instead, I chose a single heuristic for the player to use. Doing so emulates

what one would expect from an agent with KuhlPlayer ’s heuristic construction

method, but with a better heuristic evaluation method. In all cases, the selected

heuristic was chosen from the pre-existing options based on knowledge of the game,

but without revision or experimentation after the initial choice.

The exhaustive and heuristic players were pitted against each other in three

different games. The first game, Nothello, which I introduced in Section 4.4, is a

variant of Othello in which each of the two players tries to end the game with fewer

markers than their opponent. A win earns a player 100 points and a draw is worth

50. The generated heuristic that I chose was the one that minimized the number

of markers for my player. I hypothesized that minimizing a player’s markers in the
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short term could be a win in the long run.

The second game, Hallway, is a two-player game played on a chess board.

Each player controls a pawn that, starting on opposite sides, must reach the other

side before the opponent to earn 100 points. During the game, a player may place

up to four walls to hinder their opponent’s progress. If neither player reaches the

other side in 200 time steps, then the game is a draw and each player receives 50

points. The heuristic I chose for Hallway maximized the x-coordinate of our player’s

piece. This heuristic encourages the player to move closer to the opposite side of

the board.

Lastly, Farmers is a three player commodities trading game. The three agents

each start with equal amounts of money, and may use it to buy and sell cotton,

cloth, wheat and flour. By saving up for a farm or factory, a player may produce

additional commodities. Each time step, all players make their trading decisions

simultaneously. When the game ends ten steps later, the player with the most

money wins. If there is a tie, all players with the most money receive 100 points.

The heuristic that was chosen for this game was the one that maximizes the player’s

own money. Both of the heuristic player’s opponents used exhaustive search.

All three games were developed by the organizers of the AAAI GGP compe-

tition and were not created to match the constructed heuristics. For each game, I

ran several matches with start and play clocks of 60 seconds. I recorded the num-

ber of games in which the agent using the generated heuristic scored 100 points.

The results are shown in Table 4.2. In Nothello, KuhlPlayer won all 15 of its

matches. The probability, p, that a random player would perform as well as our

agent is roughly 10−5. I calculated this based on the prior probability of winning

using random moves, which was not quite 50% due to a small chance of ties. I found

this probability experimentally by running 500 matches with all players choosing

random moves. The p values for the remaining games were found similarly.
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Game Wins Matches p

Nothello 15 15 10−5

Hallway 15 15 10−11

Farmers 11 25 0.234

Table 4.2: Results for the agent using a generated heuristic versus one or more players
using blind search.

In the Hallway game, KuhlPlayer again won all 15 of its matches. In this

case, the results are even more significant because the prior probability of winning

by chance is only about 20%. Roughly 60% of random games end in a tie.

Finally, in Farmers, KuhlPlayer performed better than the prior expec-

tation of 35.15%, but did not win enough games for the results to be statistically

significant. The agent needed to win 14 of its 25 games for us to be at least 95%

confident that its success was not by chance. The automatically generated heuristics

were quite successful on the first two games, and on the third game, did not hurt

performance.

These experiments confirm one of the two main components of the key ques-

tion addressed by this thesis. They demonstrate that domain analysis on a GDL

game description can generate knowledge that may be used to improve agent perfor-

mance over blind search. This component of the key question is further explored in

Chapter 7, when we discuss attempts to fully automate the feature selection process

and combine features together. In the next chapter, we begin to address the other

main component of the thesis, incorporating knowledge from past play.
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Chapter 5

Identifying Game Similarity

A General Game Playing agent may be viewed as a lifelong learner, continuously

encountering new challenges while leveraging knowledge gained from past play. To

transfer knowledge from a source task played in the past to a newly-presented target

task, an agent must recognize the similarities between the two games.

The collection of features derived through domain analysis, as was described

in Chapter 4, is one example of the kinds of knowledge that may be transferred.

Other examples include board symmetries and even complete evaluation functions.

Depending on the relationship between the source and target tasks, some knowledge

may be applicable for transfer while other knowledge may not be. In addition, a

transformation of the knowledge may be required for it to apply in the target domain.

For these reasons, to leverage past knowledge, an agent must not only recognize that

a source game is similar, but it must also recognize the way in which the tasks are

related.

In this chapter, I describe novel representations and algorithms developed to

identify game similarity.
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5.1 Rule Graphs

A General Game Player cannot assume that the tokens used to describe entities in a

source game will match the tokens used to describe equivalent entities in the target

game. In fact, as we first discussed in Chapter 3, during the GGP competition,

rules are reordered and tokens are scrambled to prevent cheating by the human

participants. Further, creating a player that keys into lexical clues, such as the chess

pieces “king” and “knight”, is arguably less interesting than developing techniques

to identify those same constructs from their structure within the game’s rules. As

with our feature generation approach, our game similarity approach analyzes only

the structure of the rules, not their tokens.

In order to capture the structure of a GDL domain description, this thesis

contributes a canonical graphical representation of a GGP game called a rule graph.

The design goal of the rule graph is to permit the comparison of domain descrip-

tions through graph isomorphism. Because of obfuscation during competition, it

is not clear from the GDL descriptions even if two games are effectively identical.

Rule graphs, however, capture only the functionally-relevant aspects of the game

description while ignoring inconsequential elements such as token names and rule

order, permitting direct comparison even in the presence of obfuscation.

5.1.1 Informal Definition

A rule graph is a colored, directed graph representation of a GDL domain descrip-

tion. To explain how a rule graph is constructed from GDL, I will trace the example

of the step counter rule from Minichess, which I have included below:

1 (<= (next ( s tep ?y ) )

2 ( true ( s tep ?x ) )

3 ( succ ?x ?y ) )
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Conceptually, a rule graph is constructed in four stages. The rule graph for

the step counter rule as it advanced through these stages is shown in Figure 5.1.1.

next

true

<=

succ

step step?x

?y ?y ?x

(a) Stage 1: Argument edges only

next

true

<=

succ

step step?x

?y ?y ?x

(b) Stage 2: Order edges added

next

true

<=

?x?y

?x

?y

succ

step step

(c) Stage 3: Label nodes added

next

true

<=

(d) Stage 4: Non-keywords removed

Figure 5.1: Four stages of rule graph construction for step counter rule.

In the first stage of construction, the rule graph contains a node for each

logical sentence, relational literal, constant and variable in the rule. For each of

these terms, an argument edge is added from the term’s node to all of the term’s

arguments. Constants and variables have no arguments and are therefore leaf nodes.

In the figure, variable nodes are shown as diamonds. Logical sentence nodes are

labeled by the sentence’s operator. Relational literals and constants are labeled

with their functors. A functor is the first constant in a literal (e.g. succ in (succ 1
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2)). The nodes for relational literals are shown as circles, if they are GDL keywords,

and shown as squares, otherwise. The distinction is important because, while non-

keyword literals may change from one obfuscation of the rules to the next, keyword

literals remain the same. For the purpose of matching, each circular node with a

different label is considered a different color in the coloring of the rule graph. The

rule graph after this first stage is complete is shown in Figure 5.1(a).

In the second stage, additional edges, called order edges are added to enforce

ordering constraints on arguments. Figure 5.1(b) shows the example rule graph after

this stage is complete. For each relational literal with more than one argument, the

construction algorithm adds an order edge from each argument to the argument

that follows it. The edge between the two arguments of the succ relation in the

figure is an example of such an edge. In addition to enforcing functional argument

ordering, order edges also constrain the consequent of an implication to precede

the antecedents. At the same time, no ordering is enforced on the antecedents

themselves because of the commutativity of logical conjunction. This constraint is

achieved by adding edges from the consequent to each of the antecedents. In the

figure, the edge from next to succ and and the edge from next to true are examples

of order edges added for implication constraints.

The third stage of the construction algorithm addresses the issue of identi-

fying those constants and variables that share the same labels without keeping the

labels themselves. For each unique variable in a rule, we create a new label node

and add edges to each of their instances. Variable label nodes are shown as dashed

diamonds in Figure 5.1(c). Additional label nodes are added for non-keyword con-

stants. However, the scope of a constant in GDL is the entire game description,

not just a single rule, as is the case for variables. Therefore, for each unique non-

keyword constant in the game description, we create a new label node and add edges

to each of their instances. In the figure, label nodes for constants are shown as
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dashed squares.

In the fourth and final stage of the algorithm, non-keyword labels are re-

moved from the nodes. In the final rule graph, shown in Figure 5.1(d), each node’s

shape and label combination define its unique color in the graph’s coloring. A valid

isomorphism between two rule graphs must map nodes of the same color to one

another. We discuss rule graph isomorphism more in Section 5.2.1.

5.1.2 Algorithmic Definition

The four stage rule graph construction process, as presented in the previous section,

is adequate for gaining an intuitive understanding of the elements and structure of

rule graphs. However, to explain the process algorithmically, it is simpler to present

all of the stages combined together. The goal of this section is to describe the algo-

rithm in sufficient detail to allow someone to implement rule graphs for themselves.

The pseudocode for the complete graph generation algorithm is shown in the def-

initions of the functions: CreateGraph, FindLabelNode and ProcessExpression

below.

Function CreateGraph(rules)

c←− empty function
G←− empty graph
foreach r ∈ rules do

ProcessExpression(r)

return G

The top-level CreateGraph function is fairly straightforward. Given a GDL

game description, organized as a list of rules, the function iterates through the rules

one-by-one and calls ProcessExpression on each rule. The algorithm maintains

two global variables: c, v and G. The variable c is a function, implemented as a hash

table, from non-keyword constants to their corresponding label nodes. Similarly, v

is a function from variables to their corresponding label nodes. Unlike c, however,
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its value is reset between rules. Finally, the variable G is the rule graph that is

constructed in the algorithm and eventually returned.

Function FindLabelNode(label,func,color)

if label ∈ domain of func then
return func(label)

else
add node n with color color to G

func(label)←− n

return n

The FindLabelNode function is a subroutine called by ProcessionExpression

to update the c and v global variables and add label nodes. Depending on the sit-

uation, either c or v is passed in as the parameter func. If the supplied label was

encountered previously, the label node for that label is returned. Otherwise, a new

label node is added to the graph and that node is returned.

The ProcessExpression function contains the core of the construction al-

gorithm. It is called recursively to process arguments of the given expression, argu-

ments of those arguments, and so on. The function executes one of three code blocks,

depending on the type of expression it is processing. When processing a variable, it

adds a node for the variable instance and calls FindLabelNode to create or retrieve

the corresponding variable label node. For the purpose of the pseudocode, variable

instance nodes are colored green and variable label nodes are colored orange.

In the next case, logical sentences, the algorithm adds a node for the log-

ical operator, colored with the operator itself. The algorithm then processes the

antecedents and consequents of the logical sentence and adds the necessary order

edges.

The third and final case covers relational literals and both keyword and

non-keyword constants. Keyword nodes are added with the color of the keyword

itself. Non-keyword constant instance nodes are colored yellow and non-keyword
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Function ProcessExpression(expr)

v ←− empty function
switch type of expr do

case variable
add node n with color green to G

nv ←− FindLabelNode(expr, v, orange)
add edge nv → n to G

case logical sentence
o←− operator of expr
add node n with color o to G

foreach expr′ ∈ arguments of expr do
na ←− ProcessExpression(expr′)
add edge n→ na to G

if first argument then nf ←− na

else if o is ’<=’ then add edge nf → na to G

otherwise
l←− name of expr
if l ∈ keywords then

add node n with color l to G

else
add node n with color yellow to G

nc ←− FindLabelNode(l, c, magenta)
add edge nc → n to G

np ←− null
foreach expr′ ∈ arguments of expr do

na ←− ProcessExpression(expr′)
add edge n→ na to G

if np not null then add edge np → na to G

np ←− na

return n

constant label nodes are colored magenta. As with variables, FindLabelNode is

called to create or retrieve the constant label node. If the expression is a relational

literal with arguments, the arguments are processed one at a time by recursive calls

to ProcessExpression.
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5.1.3 Complete Rule Graph Instance

The step counter rule example used to explain the basic elements and structure

of rule graphs was chosen to be simple while covering the major aspects of the

algorithm. However, it is somewhat inadequate as an example because it consists of

only a single rule. It is important to note that the rule graph construction algorithm

does not create disconnected components for each rule. For a non-trivial domain

description with rules that reference constants found in other rules, the resulting

rule graph consists of large connected components.

To provide a more realistic example of a rule graph, Figure 5.2 shows the

rule graph for a version of the game Nim. This game description was written by

the author specifically for this thesis and its complete description is also included in

the figure. Even for such a small game description, the resulting rule graph is quite

complex, and difficult to display on a single page.

5.1.4 Correctness Proof

In this section, we sketch a proof for the correctness of rule graph isomorphism as

a means to determine if two games are the same, modulo obfuscation. A detailed

proof, along with formal definitions, is included as Appendix A of this thesis.

We begin this proof sketch with a few informal definitions. An atomic sen-

tence is a constant or relation with arguments that may be variables or other atomic

sentences (e.g. (next (step ?y))). A rule is an if-then implication over atomic

sentences (e.g. (<= terminal (true (num 0)))). Note that the set of antecedents

in a rule may be empty as in (succ 1 2). A game description is defined as a set of

rules.

Two game descriptions are scramble-equivalent if the two games are struc-

turally the same, but that their rules may appear in a different order and they may

use different labels for constants and variables. Somewhat more formally, there ex-
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1 ( role white )
2 ( role black )
3
4 ( succ 0 1)
5 ( succ 1 2)
6 ( succ 2 3)
7 ( succ 3 4)
8 ( succ 4 5)
9

10 ( in i t (num 5) )
11 ( in i t ( c on t r o l white ) )
12
13 (<= ( legal ? role ( take 1 ) )
14 ( true ( c on t r o l ? role ) )
15 ( true (num ? cur rent ) )
16 ( distinct ? cur rent 0 ) )
17 (<= ( legal ? role ( take 2 ) )
18 ( true ( c on t r o l ? role ) )
19 ( true (num ? cur rent ) )
20 ( distinct ? cur rent 0)
21 ( distinct ? cur rent 1 ) )
22 (<= ( legal ? role noop )
23 (not ( true ( c on t r o l ? role ) ) ) )
24
25 (<= (next ( c on t r o l white ) )
26 ( true ( c on t r o l b lack ) ) )
27 (<= (next ( c on t r o l b lack ) )
28 ( true ( c on t r o l white ) ) )
29 (<= (next (num ? a f t e r ) )
30 ( true (num ? be f o r e ) )
31 (does ? role ( take 1 ) )
32 ( succ ? a f t e r ? be f o r e ) )
33 (<= (next (num ? a f t e r ) )
34 ( true (num ? be f o r e ) )
35 (does ? role ( take 2 ) )
36 ( succ ? a f t e r ?middle )
37 ( succ ?middle ? be f o r e ) )
38
39 (<= terminal

40 ( true (num 0 ) ) )
41
42 (<= ( goal ? role 0)
43 ( true ( c on t r o l ? role ) ) )
44 (<= ( goal ? role 100)
45 (not ( true ( c on t r o l ? role ) ) ) )
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Figure 5.2: Complete game description and generated game graph for a simple
version of Nim. Labels have been left on the green and yellow nodes to allow for
correspondence between nodes and their GDL rules.
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ists a bijection between the set of constants in the two game descriptions and for

every rule, there exists a bijection between the sets of variables in those rules.

Theorem Two game descriptions γ and γ′ are scramble-equivalent if and only if

the rule graph G created from γ and rule graph G′ created from γ′ are isomorphic.

Proof Sketch.

The forward implication of the theorem is fairly straightforward to prove, and is

therefore not addressed in the formal proof. Essentially, if two game descriptions

are scramble-equivalent, then their corresponding rule graphs must be isomorphic.

A simple argument for this statement is that the graph construction algorithm is

deterministic and does not depend on the exact names of the non-keyword tokens.

The reverse direction is a bit more subtle. We will prove that isomorphic

rule graphs imply scramble-equivalent game descriptions by induction on the size of

the game description. Beginning with the base case of γ =Ø, we can construct any

game description by composing the following operations:

1. Add new rule with object constant head and empty body:

γ −→ γ ∪ {c ⇐Ø}

2. Add object constant as antecedent of existing rule:

γ ∪ {h ⇐ B} −→ γ ∪ {h ⇐ B ∪ {c}}

3. Append object constant to some atomic sentence in head of existing rule:

γ ∪ {p(. . . r(xk

1
) . . .) ⇐ B} −→ γ ∪ {p(. . . r(xk

1
, c) . . .) ⇐ B}

4. Append variable to some atomic sentence in head of existing rule:

γ ∪ {p(. . . r(xk

1
) . . .) ⇐ B} −→ γ ∪ {p(. . . r(xk

1
, X) . . .) ⇐ B}

5. Append object constant to some atomic sentence in body of existing rule:

γ ∪ {h ⇐ B ∪ {p(. . . r(xk

1
) . . .)}} −→ γ ∪ {h ⇐ B ∪ {p(. . . r(xk

1
, c) . . .)}}

6. Append variable to some atomic sentence in body of existing rule:

γ ∪ {h ⇐ B ∪ {p(. . . r(xk

1
) . . .)}} −→ γ ∪ {h ⇐ B ∪ {p(. . . r(xk

1
, X) . . .)}}

For each of the above operations, we construct a corresponding abstract rule

graph, G. This graph can be divided into two partitions: the nodes and edges
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present prior to applying the operation, and those added by the operation. By the

definition of isomorphism, the isomorphic rule graph, G′, can then be partitioned

in the same way. By applying the graph building algorithm in reverse, we get a

partitioned game description γ′. By the induction hypothesis, the original subgraph

isomorphism implies scramble-equivalent sub-games. What remains is to show that

there exists a scrambling compatible with the sub-game scrambling that makes the

induction step rule equivalent to its partner in the isomorphic game. The same

procedure proves the induction step for each operation.

5.2 Graph-Based Domain Matching

Building upon the definition of rule graphs, we may now discuss how they are em-

ployed for graph-based domain matching for knowledge transfer in KuhlPlayer .

In the lifelong learning paradigm, as KuhlPlayer encounters games not previously

seen, it stores them in a database, along with relevant knowledge, to be retrieved

later. When faced with a new target task, the agent scans its database looking for

matching source tasks. In this section we address the methods by which the player

can automatically identify source tasks that are identical or similar to the target

task.

5.2.1 Matching Identical Games

The simplest matching problem is attempting to find a source task that is scramble-

equivalent to the target task. KuhlPlayer begins by constructing the rule graph

for the target game with which it has been presented. Then, for each source task rule

graph in the database, KuhlPlayer runs an exact graph isomorphism algorithm

on the two rule graphs.

If a match is found, the isomorphism algorithm returns the bijection between

the nodes in the source and target rule graphs. From this node bijection, we can
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extract the constant label nodes to get a mapping between the two game descrip-

tions. This mapping is sufficient to translate knowledge from the source task into

knowledge applicable to the target task. Examples of the types of knowledge that

may be transferred are detailed in Chapter 6.

In KuhlPlayer , graph isomorphism testing is performed using the Nauty

algorithm (McKay, 1981), which converts vertex-colored directed graphs into canon-

ical form for matching. In particular, we made use of the algorithm author’s efficient

C implementation.1 Although Nauty has been shown to take exponential time on

pathological graphs (Miyazaki, 1997), and take more time than other algorithms for

uncolored random graphs (Foggia et al., 2001), on rule graphs the algorithm is very

efficient.

The Nauty algorithm was chosen after performing a set of speed comparison

experiments on several games collected during the 2005 and 2006 GGP competi-

tions. We compared Nauty to three other common graph isomorphism algorithms:

Ullman’s (Ullmann, 1976), VF (Cordella et al., 1999) and VF2 (Cordella et al.,

2001). All implementations were taken from the VFLib package.2

Non-isomorphic graphs typically require no more than a few milliseconds to

be rejected by all of the algorithms. All implementations include a quick rejection

method that rejects candidate matches if the graphs contain different numbers of

nodes, different numbers of edges, or different frequencies of vertex colors. Therefore,

the experiments focused only comparing games to scramble-equivalent versions of

themselves.

In our experiments, we compared the four algorithms on four different games

ranging in size. The results are shown in Table 5.1.

As is evident from the table, many tests required too much time to be run un-

til completion and were terminated after one hour. It was not deemed useful to run

1http://cs.anu.edu.au/people/bdm/nauty/
2http://amalfi.dis.unina.it/graph/db/vflib-2.0/doc/vflib.html
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Game Rules Nodes Edges Ullman VF VF2 Nauty

Nim 19 157 231 39m 2m31s 7m25s 0.03s

Minichess 87 950 1705 >1h 13m 48m 0.28s

Nothello 204 1738 3286 >1h >1h >1h 1.1s

Corridor 574 6982 14350 >1h >1h >1h 8.4s

Table 5.1: Computation times for graph isomorphism testing.

the algorithms longer, as typical start lock times would preclude these algorithms

from being used in practice. The Ullman, VF and VF2 algorithms performed sur-

prisingly poorly, given their broad use in other domains. Nauty, on the other hand,

was able to verify isomorphism even on the largest graph with 14K nodes in under

10 seconds. A likely explanation for the difference in performance is Nauty’s explicit

exploitation of vertex coloring. Perhaps the other algorithms could be tuned for this

domain to improve their run times, but given the adequate performance of Nauty,

no further exploration was pursued.

5.2.2 Matching Similar Games

While it is undoubtedly useful to recognize identical games, the applicability of

graph-based domain mapping is much greater if we extend it to similar, but non-

identical games. In this section, we consider the problem of identifying games that

are variants of previously played games.

If a target game is a variant of a source games, we expect their rule graphs

to have relatively large common subgraphs. Given that subgraph isomorphism is

a well-known NP-complete problem, we do not take the approach of searching for

subgraph isomorphisms in rule graphs.

Instead, our approach is to continue using exact rule graph isomorphism, as

we described in the previous section, with one change. Rather than attempting to

match only against the original source task, we additionally test against generated
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variants of the source task.

We begin by identifying the classes of variants that we have determined

to produce small, local changes to rule graph structure. Each variant defines a

transformation procedure, which modifies the original rule graph by adding and/or

deleting nodes and edges. The classes of variants, while certainly not exhaustive,

represent several of the commonly anticipated alterations to a game’s rules that

largely preserve the game’s structure. These variants are assumed to have sufficient

overlap with their original games to permit useful knowledge transfer between them.

Variant Classes

The first class of variants that we consider are those that change only the initial state

of the game. By comparing all of the rules other than the initial state declarations,

the standard graph isomorphism algorithm can identify the following variants:

• Num Markers: different number of markers on the board at the start of the

match

• Piece Configuration: different locations of pieces on the board at the start

of the match

A more challenging class of variants to identify are those that change one

or more of the game’s successor relations. For example, the nextcolumn relation,

defined on lines 88–90 of the Minichess description in Chapter 3, could be made

longer by adding another rule: (nextcolumn d e) or shorter by removing the rule

(nextcolumn c d). Alternatively, we could make the sequence cyclic by adding the

rule: (nextcolumn d a).

Each of these game description changes correspond to straightforward rule

graph transformations. By applying these candidate transformations prior to match-

ing, we can identify the following variants:

62



• Board Size: different for the length successor relation ordering the coordi-

nates of one or more of the board dimensions

• Cylindrical/Toroidal Board: the successor relation that orders one or more

of the coordinates of the board is cyclic

• Step Limit: different maximum number of steps before forced termination

The Step Limit variant is a composite variant in that it modifies both a

successor relation and a goal condition. It is created by changing the step num-

ber in the termination condition and expanding the counter’s successor relation as

necessary. Other variants that alter goal conditions are the following:

• Inverted Goal: the constants “100” and “0” are swapped in the second

argument of all instances of goal

• Switched Role, the rule graph is unchanged but the player’s assigned role is

different (e.g. playing as O instead of X in tictactoe)

• Missing Feature: a state feature present in the source task state is absent

in the target task state

The Missing Feature transformation procedure removes all instances of the

feature and the rules that include it. An example of this variant is the removal of

the step counter.

Offline, the agent generates a rule graph for each applicable transformation of

each previously played game and stores them in the database along with appropriate

transformations of the transferable knowledge. When faced with a new game, the

agent generates its rule graph and attempts to match it against every graph in the

database. Again, because non-matching graphs are typically rejected very quickly,

even with a large number of variants, the database search is computationally feasible.
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In our experience, with a database of roughly 100 games, the entire database search

process never required more than 27 seconds.

Similarity in Competition

The game similiarity and knowledge transfer approaches developed in this thesis

are motivated by a lifelong learning paradigm rather than the AAAI General Game

Playing Competition. The competition setup is not necessarily the best approxima-

tion of the lifelong learning paradigm, due to the limited number of matches and

emphasis on game diversity. However, the competition does include some oppor-

tunity to leverage past performance. To evaluate our game similarity approach in

the 2007 GGP competition, we enabled variant generation and matching during the

start clock, and logged the discovered matches.

The first round of the competition offered the most opportunity for match-

ing, as it primarily consisted of games that had been played in previous compe-

titions. KuhlPlayer exactly matched the following single player puzzle games:

BlocksWorld, Maze, 8-puzzle, and Peg. Asteroids and Beat-Mania were new puzzle

games unlike anything previously seen and were not recognized. The agent also ex-

actly matched TicTacToe, but the remaining two-player games were not recognized.

A particularly interesting variant that was not recognized is a version of TicTacToe

with simultaneous play by both players. This variant had not been considered.

For the most part, the later rounds of the competition did not include as

many opportunities for matching. KuhlPlayer did recognize an exact match to

ConnectFour in the third round. Perhaps the most interesting result also came in

the third round, with an appromixate match between 6x6 Othello game and the

Nothello variant from the past play database. Othello is played on a standard

square board while Nothello is played on a notched, diamond-shaped board. The

two boards differ by their ordering successor relations, allowing them to be recog-
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nized by the BoardSize variant. In addition, the goal of Nothello is the inverse of

Othello, recognized by the InvertedGoal variant. Due to the inability of table-based

reinforcment learning (see Chapter 6) to scale to state spaces as large as Othello’s,

no knowledge was transferred between games. However, the fact that games with

multiple composed variants were recognized demonstrates the value of the variant

matching approach. Our methods may be leveraged for knowledge transfer in the

future as feature construction and learning algorithms mature.

Limits of Approach

Although the variant generation approach can detect quite complicated transfor-

mations of games, there are limits to its power in identifying similar games. Game

variants that affect many rules at once are particularly difficult to handle with this

approach. For example, the board topology in 3-player Chinese checkers is very dif-

ferent from the board topology in 4-player Chinese checkers. As a result, these two

games differ by too many rules to describe their difference as a concise, generally-

applicable transformation procedure.

In this chapter, we have described techniques for identifying source tasks

for exact game matches and game variants. In Chapter 6, we describe how to

leverage these techniques to transfer knowledge between games and improve target

task performance.

65



Chapter 6

Knowledge Transfer

This thesis evaluates the potential benefit of knowledge-based GGP approaches,

which attempt to build abstractions, generalizations, and higher-level interpreta-

tions of state representations. These approaches stand in contrast to knowledge-free

approaches, such as Monte Carlo methods, which explore opaque states. One class

of knowledge that is potentially beneficial to a GGP agent is the set of features and

heuristics derived through the domain analysis process described in Chapter 4. An-

other class of knowledge includes state invariants like board symmetries and team

divisions. Finally, the evaluation function, itself, is an example of domain knowledge.

In this chapter, we discuss methods to leverage these pieces of knowledge,

acquired through experience, and apply them to the task at hand. Continuing in

the lifelong learning paradigm, KuhlPlayer searches its database of past games to

identify candidate source tasks using the similarity detection methods introduced in

Chapter 5. If a game description has been determined to have been played before,

then source task knowledge is transferred to the target task after going through any

necessary transformation.
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6.1 Classes of Knowledge

Considering for a moment the broad range of expertise that a human player acquires

in studying a complex game like Chess, there are potentially many classes of knowl-

edge available for transfer by a GGP agent. However, for our purposes, we focus

our attention on those classes of knowledge that may be generated automatically

and for which we have been able to demonstrate successful transfer.

The following list summarizes the classes of knowledge addressed:

• Best Candidate Heuristic

The experimental results at the end of Chapter 4 demonstrated the benefits

of simple single-feature heuristic functions for improving search. At the same

time, the issue of how to select the best heuristic from a set of candidates

has not yet been addressed. Chapter 7, explores this problem in depth. How-

ever, the reliable automatic generation of beneficial heuristics is not a solved

problem. If strong heuristics are selected through offline experimentation or

based on human input, they may be sufficiently reliable to be transferred to

the target task.

• Constructed Features

In addition to their utility in heuristics, the game features derived through

domain analysis may be beneficial to transfer for other reasons as well. In

particular, if the agent is employing a machine learning approach to train the

weights of an evaluation function, source task features, selected by some offline

process, may provide a better basis than the full set of features derived from

domain analysis on the target task. Again, the issue of feature selection is

discussed in detail in Chapter 7. In that

• Value Function
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Perhaps the largest impact of identical task matching on life-long learning is

that it facilitates the transfer of learned value functions between iterations of

the same game. Rather than starting from scratch, the learner can initialize

its value function based on past experience. Granted, this technique also has

the potential for negative transfer, in which the learner would have done better

had it started from a default initialization of its value function. Such cases may

come up if the learner is playing drastically different opponents at different

times. However, the approach has great potential for positive transfer, as will

be demonstrated in Section 6.3

• Single Player Game Solutions

For single player games, such as 8-puzzle and BlocksWorld, KuhlPlayer

simply stores and transfer the complete solution if one was found in the past

and the source and target game match exactly. In many cases, KuhlPlayer

would manage to find the solution itself without the assistance of knowledge

transfer, but if finding the solution requires more time than is allocated by the

start and play clocks of the current match, transferring the solution provides

significant benefit. In some cases, the solution may have been found by a

human or some alternative method, in which case this type of transfer may be

essential.

• Internal Simulation Invariants

As we discussed in Chapter 4, KuhlPlayer uses what we call internal simu-

lation to determine state invariants, as part of its domain analysis procedure.

In addition to generating features, it generates additional insight, such as de-

termining if the game is constant sum or not.

However, this procedure is not guaranteed to converge to the correct answer

in all situations. Therefore, to be safe, KuhlPlayer transfers the results
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of prior internal simulations. Even though the internal simulation algorithm

returns the correct result almost all the time, transfer is also helpful in that

it eliminates the need to perform internal simulation during the start clock,

leaving more time for other computations.

The computational cost of transferring simulation invariants is trivial, but

game matching may take a significant amount of time. If the matching is used

for invariant transfer alone, then its cost may not be justified in all cases, but

assuming that matching will be leveraged for feature transfer as well, invariant

transfer is more efficient than performing the internal simulation anew.

• Board Symmetry

Many games that humans enjoy playing take place on a rectangular grid or

board. These games often exhibit some kind of symmetry that makes the

game simpler to reason about. Similar games are likely to share the same

board symmetries. To conserve the time required to identify symmetries in

the target task, this knowledge could be transferred from the source task. This

class of knowledge is discussed at length in the Section 6.2.

In addition to the classes listed, there are many other opportunities for knowl-

edge transfer between similar games. Assuming that a human analyzes previously

played games offline, there is no end to the sorts of knowledge that could be made

available to the player. For instance, the player could be supplied with a highly-

tuned hand-coded player for each game that it has played.

6.2 Symmetry Transfer

In this section, we detail the process of automatically identifying and transferring

knowledge of board symmetries. Two types of symmetry are considered.
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6.2.1 Types of Symmetry

One type is reflectional symmetry, which means that for every state, the board can

be “flipped” without changing the value of that position for either player. Reflec-

tional symmetry may exist across the board’s vertical axis, horizontal axis, or both.

An example of reflectional symmetry about the vertical axis is shown in Figure 6.1

for the Connect-3 game. Note that Connect-3 does not exhibit reflectional symme-

try about the horizontal axis. In fact, for the state shown in the figure, the state

that results from a flip about the horizontal axis is not even a valid state.

Figure 6.1: Reflectional symmetry in 4× 4 Connect-3

In addition to reflectional symmetry, square boards may exhibit rotational

symmetry. An example for the CaptureGo games is shown in Figure 6.2. The four

states that result from rotating the board 90 degrees at a time are all strategi-

cally equivalent. We refer to the set of states that arise from a board’s symmetric

transformations as the state’s symmetry set.

A prerequisite for identifying board symmetries in a game is recognizing that

the game contains a board. KuhlPlayer identifies boards following the procedure

discussed in Chapter 4. Once the board has been identified, the agent tests it for

each type of symmetry. For a board to exhibit a certain kind of symmetry, it must
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Figure 6.2: Rotational symmetry in 3× 3 CaptureGo

satisfy two conditions.

1. For each terminal state, every state in its symmetry set must have the same

outcome.

2. For every transition from non-terminal state s via action a to resulting state

s′, executing the symmetric transformation of a in the transformed state for

s results in the transformation of s′.

Note that this symmetry identification method requires the enumeration of

every valid state in the game. For large games, this is not feasible. An important

observation is that the symmetries exhibited by a smaller version of the same game

are very likely to be the ones exhibited in the larger game. Therefore, the agent can

use a smaller version of the target game it is going to learn to identify the game’s

symmetries and transfer that knowledge to the larger game.

The agent uses symmetry knowledge transferred from the smaller source task
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to speed up learning on the target task. By treating symmetric states as identical,

the agent avoids the need to learn about the same situation multiple times. By

requiring the agent to learn fewer values in its value function, the hope is that it

will be able to learn more efficiently. The complete details of this transfer method

and a complementary approach can be found in Banerjee et al. (2006).

6.2.2 Experimental Results

To measure the impact of symmetry transfer on learning speed, we conducted a

set of experiments on two different target games: Connect-3 and CaptureGo. For

both games, we compared the learning speeds of a baseline learner to a learner

using transferred knowledge from other tasks. The baseline learner uses afterstate

Q-learning with a value function initialized uniformly to the default value. The

symmetry learner is identical to the baseline learner except that value function

updates are performed for all afterstates that are in the symmetry set for the current

afterstate.

Both of the target tasks take place on a 4× 4 board. For symmetry transfer,

the 3× 3 versions of the games were chosen as the source games. For both domains,

the learner competes against an opponent that takes winning moves and avoids

losing moves by looking ahead one full turn, but otherwise plays randomly.

Learning curves for both of the learners in the Connect-3 game are shown in

Figure 6.3. Symmetry transfer helps the agent reach optimal play in fewer games

than the baseline learner. The speed increase from transfer is significant but limited,

due to the fact that only a single type of symmetry is present in Connect-3.

The results of the experiments in the CaptureGo game are shown in Fig-

ure 6.4. Because CaptureGo contains both rotational and reflectional symmetry, the

benefits of symmetry transfer in this game are more pronounced than in Connect-3.

Also the advantage of symmetry transfer in compacting the state-space is com-
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Figure 6.3: Symmetry transfer results for 4× 4 Connect-3.

pelling.

For all data points after 5000 games, the results are statistically significant

for a p-value of less than 0.05.

6.3 Value Function Transfer

Another piece of knowledge that may be transferred is an evaluation function trained

through source task experience. In particular, the technique employed in this thesis

is temporal difference learning combined with self-play (Tesauro, 1994). In this

approach, the agent plays a game against itself and updates an estimation of the

evaluation function based on the reinforcement signal provided by whether or not

it wins the game.

To make the most of this learned experience, the player should be able to

reuse its knowledge in the future when faced with a new, but similar game. The

problem of transferring knowledge learned in one task to improve performance on a
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Figure 6.4: Symmetry transfer results for 4× 4 CaptureGo.

different task is called transfer learning. The simplest form of transfer is just direct

reuse of learned knowledge when faced with a game that was played previously.

The problem becomes more difficult as the source task and the target task

begin to share less overlap. For any transfer to be possible, the agent must have a

means to recognize how the source and target tasks are related to one another. In

Chapter 5, we described our method for automatically identifying this relationship

using rule graph matching on game variants.

In addition to using transfer for increased generalization in the agent’s life-

long learning, transfer learning can also be used to speed up learning on a completely

new task by automatically generating the source task for itself. There are several

examples from the literature in which learning has been shown to improve by first

learning a simpler source task before transferring that knowledge to the target task.
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We will demonstrate how the agent can speed up learning in this way. This work

builds upon previous work using reinforcement learning and value function trans-

fer (Taylor and Stone, 2005), by automating the domain mapping through analysis

of the game’s formal description.

The approach detailed in this work transfers a learned value function from

a source task to initialize the value function of a target task. Before introducing

our approach to value function transfer, we provide some background on the rein-

forcement learning paradigm and detail the assumptions and design choices of our

learning algorithm.

6.3.1 Reinforcement Learning in Games

In a Reinforcement Learning (RL) problem (Sutton and Barto, 1998), an environ-

ment is modeled as a Markov Decision Process (MDP), defined by a transition

function, T , and a reward function, R. Typically, the learning agent does not know

these functions, and must learn a policy to maximize its reward by interacting with

the environment. Many common algorithms for solving RL problems are based on

learning a value function, Q, which approximates the expected long-term reward for

executing action a in state s.

In GGP, R is known, but for multiplayer games, T is only partially known,

because the transition function depends on the opponent’s unknown policy. If we

consider only turn-taking games, in which the next state is uniquely determined

by the agent’s action on its turn, then we need only learn a function V over what

are commonly called afterstates. Although it is still possible to learn Q, V has

fewer values, increasing generalization. Also, this representation simplifies transfer

mapping by requiring only a mapping between the states of the two tasks and not

the actions.

A popular algorithm for learning value functions is an incarnation of temporal
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difference learning called Sarsa (Sutton and Barto, 1998). Taking into account the

assumptions discussed thus far and that R is defined only for terminal states, our

learning algorithm can be described by the following update rule:

V [st]← V [st−1] + α ·











(R(st)− V [st−1]) if st is terminal,

(V [T (st, at)]− V [st−1]) otherwise.

where α is the learning rate (0.3 in our experiments), st is the current state, at is the

agent’s chosen action, and st−1 is the afterstate following the agent’s previous action.

This algorithm and the rest of the transfer learning approach described in this work

make no assumptions about the representation of V . In our experiments, each V [s]

is stored as a single real value in a table. However, there is nothing in principle that

would prevent our method from working with a function approximator, such as a

neural network, CMAC (Albus, 1981), or linear combination of features. We discuss

approaches involving linear function approximation in Chapter 7.

6.3.2 Value Function Mapping

To translate afterstate values in the source into afterstate values in the target task

we must construct a mapping between their state spaces. The appropriate mapping

depends on the identified relationship of the tasks. In Table 6.1 we propose three

possible mapping functions and, for each, identify applicable game variants.

The direct mapping simply copies the value of an afterstate in the source

task directly to afterstate value in the target task. This mapping assumes that the

two tasks have the same state space and roughly the same goal condition. Because

the Step Limit variant effects only the duration of the game and Num Markers and

Piece Configuration effect only the game initial state, the direct mapping seems to

be appropriate.
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Mapping Initial VT [s] Applicable Variants

Direct VS [s]
Step Limit

Num Markers
Piece Configuration

Inverse 100− VS [s]
Inverted Goal
Switched Role

Average 1 |
B
(s)|

∑

s′∈B(s) VS [s
′]

Board Size
Missing Feature

Table 6.1: Value function initialization formulas for three mappings, along with
applicable game variants. VS and VT are the value functions for the source and
target tasks, respectively. B(s) is the set of source task afterstates mapped to
target afterstate s.

The inverse mapping also assumes that the state space is the same between

tasks, but that the goal has changed. In particular, it assumes that the goal of

the target task is the exact opposite of the source task. This mapping is clearly

applicable in the case of Inverted Goal. Assuming that the game is zero sum, then

the mapping is also appropriate for Switched Role.

The final mapping, average, assumes only that there is a function, B, that

for a given target afterstate, returns the set of relevant source afterstates. In the

case of Missing Feature, B(s) would return all source task afterstates with feature

values matching those of s for the features remaining in the target afterstate. The

Board Size variant uses a particular B, detailed in the next section.

6.3.3 Case Studies

In this section, we discuss the application of the complete mapping procedure to

three concrete examples, one from each mapping category. Our first transfer scenario

involves a miniature checkers game played on a 5× 5 board. The rules are identical

to normal checkers. Figure 6.5 shows the source and target tasks for this scenario.

This source-target pair is an example of the Num Markers variant. In the
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(a) Source Task (b) Target Task

Figure 6.5: Differing initial states for Piece Configuration variant of Checkers

target task, each player begins with only 4 pieces instead of 5. The goal in both

tasks is the same: to capture your opponent’s markers before they capture yours.

It is reasonable to assume that there will be some overlap in the states visited in

the source task and those in the target task, so the Direct mapping appears to be

the logical choice. At the same time, the degree to which the transfer may help (or

hurt) must be answered empirically.

In the class of games appropriate for the Inverse mapping, we looked at the

game of tictactoe and a variant in which the goal is inverted. Because the goal of

the game is the opposite of the original goal, highly valued states of the source task

should have low values in the target task and vice-versa.

Finally, Minichess, the chess variant introduced in Chapter 4 is used as an

example of a Board Size variant. For a target task with board size N × N , we

assume that the source task has a board size of N − 1 × N − 1. In particular, we

use the 3 × 3 game as the source task and the 4 × 4 game as the target task. The

afterstate mapping function B, is constructed as follows. An afterstate represented

by the 4× 4 board in the target task is mapped to four candidate afterstates in the

source task, each represented by a 3× 3 board, which we call a subboard. The first

subboard consists of the top-left 3×3 cells of the board. The next subboard consists
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Figure 6.6: Full 4× 4 Minichess state and all four candidate subboards.

of the top-right cells, continuing clockwise. Figure 6.6 shows a source task afterstate

and its four candidate subboards. Each of these candidates is not necessarily a valid

afterstate in the source task. If no subboards are valid, the afterstate value is

initialized to the default value.

6.3.4 Experiments

We conducted experiments to determine the impact of value function transfer in each

of the described scenarios, using different amounts of training on the source task.

Each learning trial consists of an independent source task learning phase followed

by a target task learning phase. The target task agent’s value function is initialized

by the source task value function, according to the domain’s generated mapping

function. Each trial was repeated 30 times, with a sliding window average of 100

matches used to generate learning curves. To determine statistical significance, we

evaluated the curves at several points using a one-tailed T-test with 95% confidence.

All figures show averaged learning curves.

The results of our Checkers experiments are shown in Figure 6.7. Value

function transfer produces an initial performance improvement that persists until

convergence. The other two curves eventually catch up, beyond the scale of the
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graph. The visible differences are statistically significant for all data points shown.

The average number of state values transferred for the most experience player was

1,113, which is roughly a third of all unique afterstates encountered during target

task learning. To make learning more valuable in these experiments, we used an op-

ponent agent trained for an extensive period of time with temporal different learning

rather than a random player.
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Figure 6.7: Transfer learning results with varying source experience for NumMarkers
variant of Checkers.

The TicTacToe results, shown in Figure 6.8, again demonstrate the posi-

tive impact of transfer. In this case, the average hit rate was 68% for the learner

with 10,000 matches of source task experience. This substantial reuse of source

task values helps to explain the significance of the transfer benefit. The perfor-

mance improvement of the player with 10,000 matches of source task experience is

significantly better than the from-scratch learner until 700 matches.

To make the problem more interesting for learning, at the start of each match,

for both source and target learning, the state is initialized to a random configuration

of the pieces. In only about half of the initial states can the white player force a win.
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Figure 6.8: Transfer learning results with varying source experience for Inverted
Goal variant of TicTacToe.

However, in our experiments, the black player is controlled by a one-move lookahead

player, and thus, by exploiting the suboptimality of the opponent, a learner is able

to earn an average score above 50.

To evaluate transfer between games with varying board sizes, we tested the

impact of a transferred value function in the Minichess chess for varying levels of

source task training. The opponent in both the source and target tasks is a 1-move

lookahead player. The initial state is randomized to any non-terminal state. The

results for subboard transfer from a 3× 3 board in the source task to a 4× 4 board

in the target task are shown in Figure 6.9

Value function transfer clearly improves the learner’s initial performance.

Therefore, the transferred knowledge is undoubtedly helpful in the target task. How-

ever, all of the learning curves peak at roughly the same time, indicating that in

this case, transfer is not impacting the time to learn the optimal policy.

These results also demonstrate the utility of presenting a learner with in-

creasingly more difficult tasks, rather than having it train on the difficult task from
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Figure 6.9: Transfer from 3× 3 board to 4× 4 board in Minichess.

the outset. In Figure 6.9, it can be seen that, to train an agent for the 4× 4 task, it

would be better to present the learner with 500 matches of experience on the 3× 3

game before moving on to the 4×4 game, rather than learning entirely on the larger

task.

Using the same transfer method, we ran additional experiments to test trans-

fer from 4 × 4 Minichess to 5 × 5. The resulting learning curves are shown in Fig-

ure 6.10.

The results for the larger tasks are similar to the previous experiment. How-

ever, in this case, it appears that learning is actually sped up a bit. In addition to

improving initial performance, the transferred knowledge reduces the time for the

learner to reach the optimal policy.

Overall, these transfer learning results, combined with the automated simi-

larity techniques contributed by this thesis, demonstrate that indeed an agent can

improve its performance on a novel task by leveraging past experience with similar

games.
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6.4 UCT Transfer

While the successful results of this chapter so far demonstrate that a table-based

reinforcement learner can benefit from knowledge transfer, the resulting agent is

still not particularly strong, relative to other common approaches. Because an

approximation of the value for each discrete state must be maintained, table-based

approaches will not scale to large state spaces. To translate our positive transfer

results into strong overall play, we attempted to apply knowledge transfer to a

stronger baseline algorithm

Monte Carlo methods, which also maintain table-based value functions, have

shown promise for efficiently exploring game trees and generating strong strategies.

One Monte Carlo algorithm that has performed particularly well on the General

Game Playing problem is UCT (Kocsis and Szepesvari, 2006), which stands for

Upper Confidence bounds applied to Trees. Following the introduction of UCT in

2006, the algorithm quickly became dominant in competitive computer Go. The

following year, at least two entries to the AAAI General Game Playing Competition
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were based on the algorithm, including the winning entry, CadiaPlayer Finnsson and

B ornsson (2008). At this year’s (2010) competition, three of the top four finishers

were based on the UCT algorithm.1

UCT falls under the category of a knowledge-free approach, in that it explores

states without examining the semantics of the state literals that comprise those

states. In this section, we describe approaches to incorporate knowledge into UCT

in attempt to combine the benefits of our knowledge transfer techniques with a

stronger baseline algorithm.

6.4.1 Algorithm Overview

The UCT algorithm is an extension of single-agent interval estimation methods (Kael-

bling, 1993) to multiplayer game trees. In UCT, each state of the game is treated

as a k-armed bandit, in which each arm is a legal action, and the value of the arm is

the estimated average outcome of playouts beginning with that action. To balance

exploration and exploitation, a bonus is added to the average outcome, based on the

number of times the action has been selected for a simulation. The more an action

is explored, the smaller the bonus.

In this way, actions are selected by their upper confidence bound values

(i.e. the highest value that you would expect for the average return, based on the

returns thus far.) When the algorithm starts, the outcomes for the current state’s

actions are the only that are maintained. As learning progresses, this data structure

grows, expanding non-uniformly one ply at a time along a playout trajectory, caching

average outcomes for states high in the tree.

The data structure generated by UCT and leveraged for action selection

is similar to the table-based value function utilized by the reinforcement learning

methods described in Section 6.3.1. However, there are three key differences. First,

1http://games.stanford.edu
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along with the state value, the UCT table also records the number of times the state

was encountered. Second, the table is only populated for states near the principle

variation, or most promising states. Third, the table is completely or mostly dis-

carded between moves, as most of the explored states are no longer reachable at

the next action opportunity. While these aspects of the algorithm are, in part, why

UCT is so successful, as we shall see, they negatively impact UCT’s application to

knowledge transfer.

6.4.2 UCT as Source

In the first set of UCT transfer experiments, we investigated the potential benefit

of transferring the value function data structure constructed during UCT. Rather

than attempting to transfer between different tasks, which requires knowledge trans-

formation, we started off by first attempting to assess the benefit of identical task

transfer.

In this approach, the agent runs the UCT algorithm from the initial state of

the game for a fixed number of iterations. The constructed value function is then

transferred to another agent that is evaluated for its performance on the same task.

If the algorithm employed by the target agent is UCT, then the result is identical

to simply having a single agent run more iterations of UCT from the beginning.

This trivial form of transfer is obviously beneficial, given the established increase in

performance from increased experience in UCT (Kocsis and Szepesvari, 2006).

Therefore, to investigate the impact of UCT as a knowledge source, we per-

formed our experiments with a different target task algorithm. In particular, we

employed the table-based Sarsa player described in Section 6.3.1. Starting with a

uniformly-initialized value function, for each state value estimate in the transferred

UCT tree, we set the corresponding value in the Sarsa algorithm’s value function

table. We then ran Sarsa with the transferred value function against a three-step
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Game
Source Task Playouts
None 100 500

Hallway 52 379 294

Checkers 277 261 315

Othello 88 306 98

Table 6.2: Number of Sarsa target games required to reach 10-game sliding window
average of 50% against 3-step lookahead player

lookahead player. The results for several games and various amounts of source task

experience are summarized in Table 6.2.

The table shows the number of games required by the Sarsa player to reach

a 10-game sliding window average win rate of 50%, for three different amounts of

source task experience. Smaller values indicate better performance. Overall, the

results indicate a sometimes neutral, but mostly negative impact on target task

performance for transferred knowledge from UCT. In all but one case, the Sarsa

learner took longer to reach competency when knowledge was transferred. While

the included results are limited in number of games and number of learning trials

they are only a representative sample of the many similar results encountered in the

process of attempting to make this technique work.

A likely explanation for these results is that the UCT algorithm focuses on a

very limited part of the state space. The tree it builds attempts to remain close to

the principle variation. At the same time, only value estimates for states high in the

tree are stored in the UCT data structure. As a result, the transferred knowledge

cannot improve endgame performance. Based on these results, it appears that there

are better candidates for source task knowledge than UCT value functions.

6.4.3 UCT as Target

In another collection of experiments, we evaluated the efficacy of UCT as a target

algorithm for knowledge transfer. Given the overall strength of the algorithm, the
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prospect of improving its performance through the augmentation of knowledge is

ostensibly very promising. However, as our results indicate, we were unable to

improve upon the baseline UCT algorithm. In this section, we discuss some of these

negative results and identify lessons learned.

Value Function Transfer

Our first attempt to transfer knowledge to UCT was to take a value function trained

through reinforcement learning and transfer its values to a UCT data structure. This

approach is similar to the approach described in Section 6.4.2, but with the roles of

Sarsa and UCT reversed. In addition to the current value estimate for each state,

the UCT data structure must also be initialized with a count of the number of

visits. The effect of higher values for this parameter on the transfered knowledge is

to effectively increase the influence of the knowledge over UCT’s exploration.

Using the same three games as the Section 6.4.2 experiments, we ran the

table-based Sarsa algorithm against a random player. In an attempt to give the

approach the best possible chance of succeeding, we ran source task learning for

a long period of time. In the case of Checkers and Othello, 10,000 matches was

sufficient to consistently defeat the random opponent. In the case of Hallway, after

100,000 matches, the player was able to improve its win percentage from roughly

50% to 62%, but a consistently dominant strategy was never achieved.

Each of the value functions from the source task training agents were trans-

ferred to a UCT agent with varying amounts of influence. As a baseline we ran the

UCT algorithm with no transfer at all, starting with an empty UCT data structure.

To evaluate transfer, we tried two different values for the state visit counts: 1 to

test limited influence and 100 to test dominating influence. The UCT agent with

transferred knowledge was pitted another UCT agent with no transferred knowledge.

Both players ran 100 UCT playouts per turn. The transfer agent win percentages,
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Game
Transferred Visit Count
None 1 100

Hallway 53% 57% 47%

Checkers 47% 47% 50%

Othello 50% 47% 43%

Table 6.3: Percentage of games won by UCT player with transferred knowledge

averaged over 30 trials, are shown in Table 6.3.

Overall, the effect of the transferred knowledge in this approach is negligi-

ble. There is somewhat of a negative impact, when a high visit count is assigned

to the transferred knowledge. However, the results are not statistically significant,

given the number of trials. Once again, these results constitute only a representa-

tive sample of the negative results encountered in the attempts to make this form

of knowledge transfer work. In several other informal experiments, we varied the

amount of source task experience, the transferred visit count, and the games played.

None of these changes produced results that were any more positive.

The precise explanation for why UCT is unable to leverage this knowledge

is not completely clear. However, upon analysis of the results, it was evident that

the states with transferred values were encountered infrequently by UCT. It may

simply be the case that for games with reasonably large state spaces, generalization

across states is necessary for the transferred knowledge to be accessible to UCT.

In Chapter 7, we explore generalization in reinforcement learning through function

approximation.

Guiding Playouts

The final approach we attempted for incorporating knowledge into UCT was to

replace the random playouts, which occur lower in the game tree, with heuristically-

guided playouts. In the baseline UCT algorithm, when the simulation moves outside
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of the set of states for which value estimates are being maintained, it switches to

random playouts. For these experiments, UCT instead switches to following single-

feature heuristics derived by the domain analysis procedure described in Chapter 4.

The following heuristics were used:

• Hallway: maximize own y coordinate

• Checkers: maximize own piece count

• Othello: maximize own piece count

Preliminary experimentation failed to demonstrate any benefit to UCT’s per-

formance from playout guidance. By investigating specific playout instances, it be-

came clear why a significant impact was not apparent. The heuristic guidance was

applied to both roles during playouts, with the guidance taken from that role’s per-

spective (e.g. the white role maximizes the white markers). If the heuristic guidance

were only given to one of the roles the playouts would be dominated by that role

and the state value estimate would be highly biased. At the same time, by applying

the heuristic to both players, the resulting state estimate is very close to that of

random playouts. Because of the nature of many games, states further down in the

game tree already contain a history that is biased largely to one player or the other.

Mistakes made early in the game are difficult to recover from later on.

Given this explanation, I identified states in which a strong player vs. a

strong player would not yield a similar result to a weak player vs. a weak player. In

particular, I ran UCT for an extended period of time from the initial state of each

game and constructed relatively comprehensive value functions. I then searched for

particular states, which I call critical states, in which there exists a large disparity

between the expected values of the best and worst actions. In such states, it is

critical to select the best action. When I ran heuristically-guided playouts from these

states, the estimated state values were more accurate than for random playouts.
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This observation is an interesting finding, but as of yet, there is no clear method to

translate this finding into an improvement in overall UCT performance.

While the results of UCT knowledge transfer reported here are largely neg-

ative, we cannot conclude that knowledge transfer for UCT in GGP is a dead end.

In related work, Gelly and Silver (2007) demonstrated successful transfer of learned

knowledge on the game of Go. Also in the GGP domain, Sharma et al. (2008a)

demonstrated that state and move knowledge could improve UCT, although it re-

mains unclear if more benefit would be gained by spending the time difference on

additional random playouts. We explore these and other results from the litera-

ture in Chapter 8. Additional work is needed to identify methods for augmenting

knowledge-free methods like UCT with transferred knowledge in the paradigm out-

lined in this thesis. However, the focus of this thesis remains on knowledge-based

approaches. In the next chapter, we explore an alternative to UCT for scaling up

our reinforcement learning approach.
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Chapter 7

Feature Construction

In Chapter 4 we introduced automated methods for generating features through

analysis of domain descriptions. Although we have already described several ways in

which the discovered features could be utilized, the holy grail of general game playing

is to use feature discovery as part of a completely automated method for generating

heuristic evaluation functions. This chapter describes strides made toward this end.

Although the experimental results in this chapter are somewhat negative, the

described work makes several contributions. First, we introduce a flexible and effi-

cient data structure for representing sets of features for use in evaluation functions.

Next, we describe how to populate this data structure with candidate features us-

ing our automated domain analysis techniques. And finally, we discuss attempts at

refinement algorithms for constructing effective evaluation functions from candidate

feature sets.

7.1 Feature Trees

A feature tree is a compact data structure for representing a collection of features.

This tree provides a common representation for features in our feature construction

91



algorithm as well as an efficient method for evaluating feature values on states during

game play.

Recall that in GDL, a state is described by a set of literals that are true

in that state. A general way of characterizing a feature is as a function that first

focuses attention on a subset of these literals, and then transforms those literals into

a numerical value. We call these two steps: qualification and aggregation. A natural

representation for the qualification step is a boolean expression over the state literals

that describes the literals on which to focus. Given the observation that there is

significant overlap in the conditions of the boolean expressions across features, a

tree representation is a natural way to represent the expressions compactly and

efficiently.

A feature tree is a rooted n-ary tree with edges denoting conditional state-

ments, called qualifiers, which assign truth values to GDL state literals. Each node

of the tree may be assigned zero, one, or many aggregators, which are functions to

transform a subset of literals into a numerical value. An example feature tree for

the game of Othello is show in Figure 7.1. What follows in an explanation of how

feature trees are constructed and evaluated.

The process of evaluating the feature values on a particular state begins

by inserting the state’s true literal set at the root of the tree. For each outgoing

edge, we apply the corresponding qualifier to the set of literals. Those literals that

match the qualifier’s condition are propagated to the child node. This procedure is

repeated until all nodes in the tree have been populated. Once the tree has been

populated by the qualification step, the aggregators attached to the various nodes

are evaluated. Each aggregator applies its function to the literals at the node to

generate a feature value. The resulting vector of feature values constitutes the result

of evaluating a given state with a given feature tree. A complete example of the

feature tree evaluation process is described in Section 7.1.3.
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Figure 7.1: Example feature tree for 6× 6 Othello.

7.1.1 Qualifiers

We introduce several classes of qualifiers, which were designed to be generally-

applicable across a wide variety of games. These classes are templates that must be

instantiated by specific atoms from the game’s description prior to being added to

a feature tree. The two basic qualifiers are:

• F:atom – The literal’s functor matches atom

• T[i]:atom – The literal’s ith term matches atom

These two classes of qualifiers perform a string comparison between the qual-

ifier’s parameterized atom and a particular atom in the evaluated state literal. For

example, the state literal (cell 2 5 white) will evaluate to true for the follow-

ing qualifiers: F:cell, T[0]:2, T[1]:5, and T[2]:white. One important point to

note is that these qualifiers are not applicable to literals that contain nested terms,

such as (a (b c) d). While an extension to support complex literals would be

technically straightforward, doing so would cause the number of possible qualifiers
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for a given game to become potentially infinite, which would make the feature se-

lection problem intractable. The vast majority of games are represented by simple

literals, so our concentration on these qualifiers allows for high expressibility while

maintaining tractability.

The next class of qualifier is simply an inversion, or logical not, operator.

For any qualifier, Q, the inverse qualifier, ∼Q evaluates to the opposite boolean

value as Q. For example, ∼T[0]:5 would evaluate to true on (step 7). One can

see that logical conjunction and negation can be expressed in a feature tree through

multi-step paths and inversion qualifiers, respectively. However, feature trees cannot

represent logical disjunction explicitly.

There are some situations in which logical disjunction is important, and we

accommodate some of these situations using complex qualifiers. The set of complex

qualifier classes was derived for board games. However, similarly to the board game

features described in Chapter 4, these qualifiers are useful as well on other games

that are not commonly recognized as board games. The two complex qualifiers are:

• C[i] – The literal identifies a marker in a corner of the board i

• E[i] – The literal identifies a marker along the edge of the board i

The edge of the board is defined to include all elements with at least one

extreme coordinate, including corner elements. As a reminder, a board is identified

by the slot number containing the marker atom. Also, as before, we assume that the

remaining slots identify the marker’s coordinates. For the concept of a corner or an

edge to apply, the board must completely ordered. Given an ordering, oj for each

dimension of the board, j, we can define the complex qualifiers precisely in terms of

the simple qualifiers as follows:
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C[i]⇐
∧

j 6=i

{

T[j]:min[oj ] ∨ T[j]:max[oj ]
}

(7.1)

E[i]⇐
∨

j 6=i

{

T[j]:min[oj ] ∨ T[j]:max[oj ]
}

(7.2)

The min[o] and max[o] functions retrieve the first and last atoms, respectively, from

the ordering, o. The above qualifier definitions apply to all ordered boards with one

or more location dimensions. The particular orderings to be used depend on the

state literal being evaluated, which is evaluated at run-time. State literals that do

not satisfy the board definition evaluate to false.

7.1.2 Aggregators

We introduce two classes of aggregators to convert qualified sets of state literals into

numerical features:

• # – Returns the number of literals in the set

• O[i] – Returns the zero-indexed position of the ith term in the ordering, oi.

The first aggregator takes no parameters and simply counts the number of

true literals at the node in the feature tree to which it is attached. The second

aggregator is parameterized by a position, i. At the time of evaluation, the ordering

for the literal’s ith dimension is fetched and then iterated over to attempt to find

the position of the state literal’s ith term. If found, the zero-indexed position is

returned. If the term is not found in the ordering, or i is not an ordered dimension,

a default value of zero is returned. In practice, the indices of terms in an ordering

are stored in a hash table to allow for efficient evaluation of this aggregator.
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7.1.3 Example Evaluation

We will bring together the elements of the feature tree description through an ex-

ample evaluation. Figure 7.2 is a visualization of a state in the game of 6 × 6

Othello.

Figure 7.2: Example state for 6× 6 Othello.

For the example feature tree in Figure 7.1, after the qualification step, the

state literals at the numbered nodes will be as follows:

1. (control white) (cell 1 1 green) (cell 1 2 white) (cell 1 3 green) (cell 1 4 green) (cell 1 5 green) (cell 1 6 white)

(cell 2 1 black) (cell 2 2 white) (cell 2 3 green) (cell 2 4 green) (cell 2 5 green) (cell 2 6 white) (cell 3 1 black)

(cell 3 2 white) (cell 3 3 black) (cell 3 4 white) (cell 3 5 black) (cell 3 6 white) (cell 4 1 black) (cell 4 2 black)

(cell 4 3 black) (cell 4 4 black) (cell 4 5 black) (cell 4 6 green) (cell 5 1 green) (cell 5 2 black) (cell 5 3 black)

(cell 5 4 black) (cell 5 5 black) (cell 5 6 green) (cell 6 1 green) (cell 6 2 green) (cell 6 3 black) (cell 6 4 white)

(cell 6 5 green) (cell 6 6 green)

2. (cell 1 1 green) (cell 1 2 white) (cell 1 3 green) (cell 1 4 green) (cell 1 5 green) (cell 1 6 white) (cell 2 1 black)

(cell 2 2 white) (cell 2 3 green) (cell 2 4 green) (cell 2 5 green) (cell 2 6 white) (cell 3 1 black) (cell 3 2 white)

(cell 3 3 black) (cell 3 4 white) (cell 3 5 black) (cell 3 6 white) (cell 4 1 black) (cell 4 2 black) (cell 4 3 black)

(cell 4 4 black) (cell 4 5 black) (cell 4 6 green) (cell 5 1 green) (cell 5 2 black) (cell 5 3 black) (cell 5 4 black)

(cell 5 5 black) (cell 5 6 green) (cell 6 1 green) (cell 6 2 green) (cell 6 3 black) (cell 6 4 white) (cell 6 5 green)

(cell 6 6 green)

3. (cell 1 1 green) (cell 1 6 white) (cell 6 1 green) (cell 6 6 green)

4. (cell 1 2 white) (cell 1 6 white) (cell 2 2 white) (cell 2 6 white) (cell 3 2 white) (cell 3 4 white) (cell 3 6 white)

(cell 6 4 white)
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5. (cell 2 1 black) (cell 3 1 black) (cell 3 3 black) (cell 3 5 black) (cell 4 1 black) (cell 4 2 black) (cell 4 3 black)

(cell 4 4 black) (cell 4 5 black) (cell 5 2 black) (cell 5 3 black) (cell 5 4 black) (cell 5 5 black) (cell 6 3 black)

6. (cell 1 2 white) (cell 1 3 green) (cell 1 4 green) (cell 1 5 green) (cell 2 1 black) (cell 2 2 white) (cell 2 3 green)

(cell 2 4 green) (cell 2 5 green) (cell 2 6 white) (cell 3 1 black) (cell 3 2 white) (cell 3 3 black) (cell 3 4 white)

(cell 3 5 black) (cell 3 6 white) (cell 4 1 black) (cell 4 2 black) (cell 4 3 black) (cell 4 4 black) (cell 4 5 black)

(cell 4 6 green) (cell 5 1 green) (cell 5 2 black) (cell 5 3 black) (cell 5 4 black) (cell 5 5 black) (cell 5 6 green)

(cell 6 2 green) (cell 6 3 black) (cell 6 4 white) (cell 6 5 green)

7. (cell 1 6 white)

8. None

9. (cell 1 2 white) (cell 1 3 green) (cell 1 4 green) (cell 1 5 green) (cell 2 1 black) (cell 2 6 white) (cell 3 1 black)

(cell 3 6 white) (cell 4 1 black) (cell 4 6 green) (cell 5 1 green) (cell 5 6 green) (cell 6 2 green) (cell 6 3 black)

(cell 6 4 white) (cell 6 5 green)

10. (cell 1 2 white) (cell 2 6 white) (cell 3 6 white) (cell 6 4 white)

11. (cell 2 1 black) (cell 3 1 black) (cell 4 1 black) (cell 6 3 black)

In general, any node in a feature tree may have attached aggregators. How-

ever, in the example feature tree in the figure, only the six leaf nodes (4, 5, 7, 8, 10,

and 11) have aggregators. For this tree, each of the leaf nodes have the # aggre-

gator attached to them. After completion of the aggregation step, the feature tree

evaluation results in the following six-dimensional feature vector:

8 14 1 0 4 4

For a well-constructed feature tree the resulting feature vector represents the evalu-

ated state in a more informative and useful way than the original raw representation.

In the learning algorithm described in the next section, relative weights for the fea-

tures are learned through experience and then applied in a linear evaluation function

to produce an accurate estimate of a state’s value.

7.2 Feature Construction Algorithm

For feature trees, and their corresponding evaluation functions, to be applicable in a

GGP setting, they must be generated automatically from game description analysis.
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We now describe an automated process for generating feature trees that yield useful

feature sets for game-specific evaluation functions.

As our experimental results in Section 7.3 will indicate, this attempt at a fully

automated procedure was never demonstrated to be superior to the knowledge-free

methods, such as UCT. However, because the inferior approach helps illustrate the

particular challenges in designing such an algorithm, we document it in detail in

this chapter.

The general feature construction algorithm searches through the space of

possible features by generating candidate trees that are refined through an iterative

feature selection process.

7.2.1 Candidate Tree Generation

The candidate tree generation procedure is as follows. The candidate is initialized as

a single-node feature tree with the root linked to the # aggregator. The tree is then

expanded with one child node for every filter. Each child node is then expanded in

the same way, recursively. The expansion terminates when a node cannot logically

contain any true state predicates.

For most games, this procedure generates a very large candidate tree with

many nodes. The large number of features represented by this tree yields an evalu-

ation function that is very computationally expensive to compute, making it partic-

ularly cumbersome to train. For the feature tree to be practical, we must distill the

available features down to a subset that we expect to comprise a strong evaluation

function.

Features are narrowed down in a two-step process. Features are initially

filtered by their frequency characteristics before they are are refined for their con-

tribution to a strong evaluation function.
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7.2.2 Statistical Filtering

Some features may be eliminated based solely on the distribution of values they take

on, without the need to consider their correlation with the game’s objective. The

most obvious example of such a feature is one that remains constant in all states.

If the value of the feature never changes, its value cannot impact the evaluation

function, so it may be eliminated. We call these features constant.

We automate the elimination of constant features by gathering feature statis-

tics during a series of matches between players executing random moves. For each

feature, we maintain a count of the occurrences of the features’ various values. If

only one value for the feature is ever seen, then it is pruned from the feature tree.

Due to the fact that we determine feature statistics through nondeterministic

state exploration, there is a possibility that the constant feature detection algorithm

will identify a feature that changes only rarely as one that never changes. Also,

given that we explore states through random moves, we risk eliminating features

that change values only in states encountered by stronger players.

To address these concerns we re-enable a disabled feature as soon as it is

discovered to change during run-time. We consider this enhancement to be mostly

an implementation detail and therefore did not investigate the impact of this design

choice deeply.

7.2.3 Feature Selection

After the first cull of viable features, we further refine the set through a feature

selection algorithm, designed to identify a subset of features that comprise a strong

evaluation function.

The most straightforward way to find the optimal subset of features would be

to exhaustively explore every subset. However, because this näıve algorithm would

require time exponential in the number of features, it is impractical for all but the
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simplest games.

To attain computational feasibility, we explore subsets of features using a

greedy algorithm. In particular, we identify the strongest feature first, select it,

then find the best two-feature set that includes the first feature, and so on. The

algorithm terminates when the addition of any of the remaining features only serves

to reduce the evaluation function’s fitness.

This discussion raises the question of how to determine the fitness of a subset

of features. Ultimately, we would like to choose the set of features that comprise the

best evaluation function after the weights of the function have been tuned through

the reinforcement learning algorithm. However, if we were to attempt to run the

reinforcement learning algorithm to convergence, even with the greedy approach, it

would be far too computationally intensive for most practical situations. Instead of

placing a computationally intensive reinforcement learning algorithm in the inner

loop of feature selection, we must quickly estimate the impact of the features with

an approximate method.

The insight and working hypothesis at the core of our feature selection algo-

rithm is that the positive or negative correlation of a feature with the game’s goal is

more significant than the relative weighting of the feature in determining its impact

on the evaluation function. Therefore, for every feature, we seek to determine if

it is: positively correlated, negatively correlated, or uncorrelated with the agent’s

probability of winning.

The feature selection algorithm proceeds as follows. One by one, each feature

in the generated feature tree is selected as the pivot feature. Each of the non-pivot

features is assigned a weight of -1, 0, or 1 with uniform probability. Then two

matches are played: one with the pivot weight set to -1 and one with it set to 1.

A MiniMax player, with fixed depth k, plays with this evaluation function against

a MiniMax player using the same depth but a different evaluation function, which
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is described below. Then a different set of weights for the non-pivot features is

sampled, and the process is repeated for several trials in an attempt to gather

significant results.

An earlier incarnation of the algorithm reversed the order of the principal

loops, fixing the pivot feature and then trying various samples of the non-pivot

features. As a result, the non-pivot features were different from one pivot element

to the next, leading to more noise. For this intuitive reason, and based on the results

of preliminary experiments, the order of the loops was change to the order described

above.

In an attempt to isolate the pivot feature, the opponent evaluation function

was chosen with a 0 for the pivot weight and the opposite sign weights of the first

agent for the non-pivot features. Given that we only consider zero sum games in

our experiments, this choice of evaluation function ensures that the two players

evaluate states in the same way from their perspective, with the exception of the

pivot feature. If the pivot feature is important, then the agent with the non-zero

weight should perform significantly differently for weights of -1 and 1.

Once the algorithm evaluates all candidate features, a single feature is chosen

as the most significant. The most significant feature is that one the causes the

largest difference in win rate for between the trials with a weight of -1 and the

trials with a weight of 1. Using a standard Student’s T-Test, we compute the p-

value, which represents the probability that the observed bias is the result of random

chance rather than a true impact by the pivot feature. If a p-value of less than 0.05

is achieved, then feature is designated as significant and the weight that gives it

the advantage becomes fixed. If the best pivot feature is not significant, then the

algorithm terminates.

After the first pass, and the best feature weight is fixed, a second round

commences in an attempt to find the second-best feature. To continue using the
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primary feature as most important, the remaining weights are all multiplied by a

geometric discount factor. For a factor of 0.9, the first feature will have a weight

of 1, the second 0.9, the third 0.81, and so on. The algorithm terminates when the

best feature for that round does not meet the significance criterion.

7.3 Experimental Results

We evaluated the feature selection approach to identify useful features across sev-

eral games, including Minichess, Hallway, Checkers, Othello. and CaptureGo. For

each game, we followed the feature tree construction process outlined in this chapter

to generate the fully expanded feature tree. Without domain expertise to restrict

expansion, our only choice is to generate all features that meet the syntactic require-

ments of feature tree qualifiers. Each internal and leaf node of the tree is assigned

both aggregators listed in Section 7.1.2.

The fully expanded game trees are quite large, with the number of nodes in

the hundreds in every case, and as high as 1248 in the case of Hallway. Statistical

filtering removed typically around 50% of the features generated, pruning the tree

to half its original size. Most commonly, the # (count) aggregator was pruned from

literals for which only one instance is ever true at a given time. An example is the

step counter in Minichess.

The results of the feature selection process on the filtered feature trees were

as follows. In Hallway and Othello, the algorithm was able to make it past the

first round and identify a single statistically significant feature, but terminated in

the second round. For every other game feature selection terminated after the first

round. Although the results differed slightly for different choices of the discount

factor, and the number of trials, the results never improved beyond this result.

In Hallway, the algorithm found the y-coordinate for the player’s own piece

to be the most significant feature. This is the same feature selected by hand for
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the earlier experiments (in Chapter 4), which demonstrated the feature’s benefit

against blind search. In the case of Othello, the feature selection algorithm chose the

opponent’s marker count as the most promising feature. Although this is different

from the feature selected by hand, it at least is intuitively relevant.

The moderated successes on Hallway and Othello, however, do not meet our

objective of constructing a knowledge-based player capable of defeating UCT. When

the single-heuristic MiniMax player, using the automatically discovered feature, is

pitted against UCT and given the same period of play clock time, the UCT player

completely dominated, not allowing a single win for the search player in either

Hallway or Othello. These results were consistent across several choice of play clock

duration between 10 seconds and 20 minutes.

In a final set of experiments, we verified that feature selection was, in fact,

necessary by attempting to train a reinforcement learning agent on the full feature

set generated in feature tree expansion. In these experiments, we used the reinforce-

ment learning approach described in Chapter 6, which is a modification of Sarsa that

uses afterstates. However, instead of storing the value function in a table, we em-

ployed linear function approximation. Given the vector of feature values, θ, the

algorithm updates a vector of weights, w, to minimize the error |V (s)−w · θs| over

all states, s, where V (s) is the true value function. Linear methods for reinforcement

learning are well-understood in the literature; the algorithmic details may be found

in Sutton and Barto (1998).

In running the experiments, we anticipated long running times, given the

known difficulty in training evaluation functions with large numbers of features and

given the high computational cost of evaluating large numbers of feature for each

state transition. While an approach that takes a week or more to train would be

impractical in a competitive setting, it is still scientifically interesting to know what

could be accomplished with long training times.
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For Hallway, Othello, and Checkers, we pitted the linear RL agent against

a random player. After one full week of running time, the Hallway and Checkers

players had nearly flat learning curves with no trend greater than the noise. Techni-

cal difficulties prevented the Othello learner to run for a full week. However, for the

longest running experiment, which last four days, again the learning curve was flat.

We verified that the poor results were, in fact, due to the difficulty of the learning

task, rather than a bug in the code, by demonstrating positive learning results for

test domains with small feature vector lengths.

These experiments demonstrate that the key problem that remains beyond

this thesis is to identify ways to refine the set of constructed features to a set that

is manageable for learning. If an efficient method is discovered, then it could fill

in the last gap in applying the contributions of this thesis to the construction of a

completely automated knowledge-based player with the potential to rival knowledge-

free approaches like UCT.

104



Chapter 8

Related Work

A large body of prior work is related to the goals and techniques presented in

this dissertation. This chapter provides a survey of previous research along with a

discussion of the similarities and difference to this work.

8.1 Feature Discovery and Knowledge Generation

Perhaps the most relevant prior research on the feature discovery problem is the

thesis work of Fawcett (1993). Although Fawcett does not construct a completely

general game player, his feature discovery algorithm is applied in a game-playing

setting. Features for the game of Othello are generated from a game description with

syntax that is largely similar to GDL, but different in important ways. Features are

discovered by applying transformation operators on existing features, beginning with

the goal condition itself, in a kind of search through feature space.

Fawcett’s approach depends on his STRIPS-style domain description lan-

guage in which the effects of actions are described in terms of an add list and a

delete list. The add list comprises the state variables that are made true when the

action is taken. The delete list comprises the state variables that are made false. In
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such a formulation, the effects of an action are locally contained, which turns out to

be a requirement of the method. By contrast, in GDL, the delete list of an action

is not noted explicitly. Instead, in each new state, all propositions are considered

false until proven true.

One of the principle operators applied during Fawcett’s feature space search

is regression, which inverts an action to determine the properties of states that

precede the one in question. In Fawcett’s formulation, inverting an action simply

entails swapping the add and delete lists. In GDL, however, without explicit delete

lists, it is not obvious how to invert an action. Some researchers have attempted

to convert GDL into STRIPS-style domain theories, but as of yet, this work has

proved extremely challenging (Schiffel, 2007).

In other work, Kirci (2010) contributes a new domain-independent method

for generating features to guide random playouts in UCT on general games. The

feature construction method is related to the static domain analysis described in

this thesis, but takes more of a guess-and-check approach. Experimental results

demonstrate that it is generally helpful and outperforms completely random playouts

on several games.

The work of Sharma et al. (2008a) combines several existing ideas to improve

UCT for General Game Playing. The first improvement is inclusion of so-called state

knowledge, in which each of the state’s tuples is assigned a value. The values are

summed and fed through a sigmoid function between zero and one. Sharma’s second

improvement is move knowledge, which is a history heuristic that evaluates action at

depth and ignores the rest of the state. This is the opposite of using a transposition

table, in which we ignore depth and evaluate state. Another idea evaluates each

move as the value of move plus the value of the preceding afterstate. Finally, Sharma

et al. apply the method of Gelly and Silver (2007) by using initialization for node

selection.
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Experimental results demonstrate that the biased version of UCT defeated

the standard implementation on tic-tac-toe, Connect-4, Breakthrough, and Check-

ers. However, because the sample complexity of the algorithm was not analyzed, it

is unclear whether it is practically beneficial to bias the learner with online advice

or if it would take less time overall to simply run more iterations of standard UCT.

This work demonstrates that it is possible to enhance UCT with a simple learning

method and simple features. But unlike our work, there is no application of transfer

learning between different games.

Silver et al. (2007) combine binary feature representations with linear rein-

forcement learning and self-play to automatically learn local board features for the

game of Go. Features vary in size from patterns that occupy only a few adjacent

tiles to those that fill the entire board. Results indicate that the medium-sized fea-

tures worked the best, because small features were not expressive enough and large

features occurred too infrequently. In a technique called online cascade, general

features and more specific features are updated separately then combined. This ap-

proach is similar to our feature tree representation (see Chapter 7), in that specific

features are defined in terms of how they modify the more general features.

This approach yields a strong evaluation function for Go after a large number

of training games. The training time is O(k4) for a k × k board, with a 5 × 5

board requiring around 100,000 training games. The cost is somewhat mitigated

by a transfer technique that increases the board size every time a 90% win rate

is achieved. In this way, the approach shares some overlap with our knowledge

transfer work. Although the technique was applied to Go, it may apply to a broader

collection of board games.

A unique approach to feature generation for general games is the work of

Sharma et al. (2008b), which apply “Ant Colony Optimization” for exploration while

learning an evaluation function using Linear TD(0). The features considered in this
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approach are the raw tuples comprising the game state with perhaps some of the

constants replaced by variables. This representation is very restrictive, particularly

for games in which the relationships between state variables in important, such as

in Tic-Tac-Toe.

Experimental results indicate that the reinforcement learner with the novel

exploration method was able to outperform random play on Connect4, Break-

through, Checkers, Minichess, and two versions of Tic-Tac-Toe. However, the ap-

proach was not compared with a stronger player such as UCT. This is particularly

surprising because, as an additional contribution, the authors apply their feature

generation and exploration technique to UCT. A slight improvement is shown over

standard UCT. Although aspects of this approach could be combined with the meth-

ods developed in this thesis, without results against a more competent opponent, it

is an open question whether it would result in any benefit.

8.2 Graph Structures in Games

Graph theoretic structures have long been recognized for their value to logic pro-

gramming. Scheffer et al. (1996) define an occurrence graph and demonstrate its

utility in efficiently solving the θ-subsumption problem for ILP. This graph relates

the shared variables between a pair of clauses, but does not relate symbol names

across clauses like our rule graphs.

In other work (Dimopoulos and Torres, 1996, Costantini, 2001), dependency

graphs for checking consistency in logic programs with negation are extended to

apply under the stable model semantics (Gelfond and Lifschitz, 1988). Dependency

graphs are defined over the predicate symbols of a knowledge base and capture a

different abstraction than that in our work.

One of the most similar graph structure to our own is that defined by Xu and

Tao (2005). With this structure, they demonstrate that the isomorphism problem
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for definite logic programs (those with only Horn clauses) is equivalent to the graph

isomorphism problem. Our proof in Chapter A extends this result to general Datalog

programs with negation.

Finally, our own rule graphs were extended in the work of Schiffel (2009).

In extended rule graphs, ordering edges are replaced with a new type of node to

identify the index of an argument within a function. As a result of this modification,

scramble-equivalence is relaxed to include the reordering of arguments within func-

tions. For example, if one game uses row-major indexing of its board while another,

otherwise equivalent, game uses column-major, their extended rule graphs will be

isomorphic. The extension is primarily demonstrated to permit the identification of

symmetric states from static analysis of the game description. In addition, the ex-

tension broadens the scope of equivalence classes for knowledge transfer, and would

be applicable to the rest of the work presented in this thesis.

8.3 Knowledge Transfer

Taylor et al. (2007) demonstrate that value function transfer is able to speed up

learning between tasks when the domain mapping is given. Their work also makes

progress towards automating mapping by employing a classification algorithm to

map actions between tasks. This method requires that the states are defined in terms

of objects and each state feature is associated with one of those objects. Similarly,

the work of Guestrin et al. (2003) achieves positive transfer between domains in

which number of objects appearing in the two tasks may change, but the relationship

between objects remains constant.

Other work on Relational Reinforcement Learning (RRL) has shown that

by maintaining the relational structure of the domain in the representation of the

value function, it is possible to learn to solve differently parameterized tasks simul-

taneously (Dzeroski et al., 2001). As our work makes no assumptions about value
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function representation, future work may reveal RRL to be complementary to our

approach. RRL has even been applied in GGP. Asgharbeygi et al. (2006) learn the

values of handcrafted relational predicates to speed up learning considerably.

Another successful example of transfer learning in GGP is the work of Baner-

jee and Stone (2007), in which features of the game tree alone are leveraged for

transfer. Although the features are somewhat expensive to compute because they

require search, the learner is able to transfer learned knowledge across games with

significantly different state and action spaces.

Gelly and Silver (2007) introduce three different methods for transferring

knowledge to improve the performance of UCT on the game of Go. The first method

biases the playout policy by using a handcrafted policy combined with random

exploration. The second method rapidly evaluates actions by generalizing over the

returns for all future applications of that action. The third method initializes the

policy based on an existing RL policy, then slowly degrades its influence.

Overall, the combination of the three forms of transfer provided a significant

improvement over UCT with random playouts. The combined systems was able to

beat MoGo, a top artificial Go player at the time, in 69% of games. A surprising

outcome of their experiments was that the best policy for guiding playoffs was not

the one that made the strongest moves. Even though the policies learned through

RL were stronger than the handcrafted policy, it was the handcrafted policy that

made the best playout guide.

While all of these methods are forms of transfer, none of them take advantage

of the static domain description nor do they transfer between different games. This

work is not GGP, but only Go.
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8.4 Relational Reinforcement Learning

Relational Reinforcement Learning (RRL), introduced by Dzeroski et al. (1998),

is an extension of standard reinforcement learning to domains in which states and

actions are represented relationally.

One class of approaches to RRL combine standard Q-learning with relational

regression to represent Q-values. The TG algorithm (Driessens et al., 2001) repre-

sents value functions with first order classification and regression trees and makes

use of a statistical approach to building these trees incrementally. An instance-

based algorithm called RIB (Driessens and Ramon, 2003) uses a k-nearest neighbor

approach to regression. Also, a kernel approach to regression based on Gaussian

processes is called KBR (Gartner et al., 2003). One advantage of this last approach

is that it represents the accuracy of each value function estimate in addition to the

value function, itself.

Another set of algorithms may be grouped into the category of approximate

policy iteration, in which the estimate of the value function is iterative improved

to move closer to the optimal. Typically, in such algorithms, the value function is

defined explicitly, with the current policy based implicitly on it. Alternatively, the

policy may be explicitly defined with only on an implicit representation of the value

function. Empirical studies of this second approach have been shown to find suitable

policies for structured domains such as planning problems (Fern et al., 2003).

By leveraging the structural information in the relational domain representa-

tions, RRL algorithms have demonstrated an ability to transfer knowledge between

similar tasks of varying complexity. For instance, RRL has been shown to support

transfer and corresponding learning speedup across Blocks World domains with dif-

ferent numbers of blocks (Driessens et al., 2001). The application of RRL to the

general game playing problem is an interesting direction for further study.
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8.5 Planning

The abundance of relevant work in the area planning is too vast to adequately

summarize in this section. One point of focus is research into the treatment of

planning problems as heuristic search (Bonet and Geffner, 2001). Using a general

domain-independent heuristic based on the assumption that operator preconditions

are independent, this approach has been shown to be competitive with state of the

art planners based on Graphplan (Blum and Furst, 1995) and SAT (Kautz and

Selman, 1996).

While planning problems may be cast as single player games in GDL, most

planning research is conducted on domains that make use of a STRIPS-style descrip-

tion language in which operator effects are explicitly enumerated. It is uncertain

to what degree planning approaches in such domains could be revised to work with

GDL. In addition, most planning research is concerned only with single player prob-

lems, so it is of questionable applicability to multi-player games.

8.6 Other General Game Playing Systems

The most relevant work to general game playing is Metagamer (Pell, 1994). This

work addresses the space of chess-like games, broad enough to include Checkers,

Chinese Chess, Go and many more variants without common names. As in Fawcett’s

work, the domain representation was constructed as part of the work, and therefore

the techniques do not directly apply in the GGP setting.

In addition, there is an interesting, commercially available general game play-

ing system called Zillions of Games.1 Games are described using a higher-level lan-

guage than GDL. The system comes with several games and an agent opponent to

play against. As far as we are aware, though, this agent is not able to perform

1http://www.zillions-of-games.com/
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feature discovery or heuristic construction in a completely general way on its own.

Finally, several fellow competitors in the AAAI General Game Playing com-

petition have published scholarly work describing the approaches taken by their

game playing systems. Clune (2008), the winner of the first GGP Competition in

2005, generates features by creating an abstract model of the game, then refines fea-

tures based on stability. Feature classes include mobility, material, and intermediate

payoff.

The winner of the second GGP Competition in 2006, FluxPlayer, created

heuristic evaluation functions automatically from means-ends analysis of goal con-

ditions (Schiffel and Thielscher, 2007). Another top-performing player, Ogre, identi-

fies relevant features based on the statistics of how terms within state literals change

over time (Kaiser, 2007). Lastly, CadiaPlayer (Finnsson and B ornsson, 2008), which

has been a strong contender from 2007 to 2010, is based on the UCT algorithm.
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Chapter 9

Conclusion and Future Work

9.1 Summary of Contributions

In this thesis, I have presented an approach to the General Game Playing problem

based on analysis of game descriptions and transfer learning. I demonstrated that

these techniques provide for improved play over some baseline approaches. However,

a strong knowledge-free player can still outperform the developed solution, through

brute force exploration of the game tree, for some games.

The thesis makes several technical contributions, including the first work on

generating features such as boards, pieces and steps from analysis of GDL game

descriptions. In addition, I introduced the rule graph construct, and demonstrated

its use in both exact and approximate game matching for knowledge transfer. This

work has already been extended by others for symmetry detection (Schiffel, 2009).

Several technical contributions were made in feature construction methods,

including the introduction of feature trees for general and efficient feature repre-

sentation. I introduced a gradient-based feature selection algorithm for selecting

subsets of features represented as feature trees.

In addition, this thesis makes several scientific contributions, based on the
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results of performed experiments. First, it is possible to discover useful features

in human-constructed GGP domain descriptions through subgraph isomorphism

applied to rule graphs. Using only a single-feature evaluation function performs

surprisingly well against random play for a variety of games. A gradient-based

approach to feature selection sometimes finds a useful feature, but it does not result

in an evaluation function that performs better than the UCT algorithm. Filtering

features based on frequency of occurrence does not improve performance.

Exact graph isomorphism on rule graphs is a computationally feasible way

to identify games played in the past for common start clock limits. Many common

game variants can be represented as deterministic rule graph transformations. We

can speed up table-based reinforcement learning in these common game variants

by initializing the value function with a deterministic transformation of the value

function learned on the original game. In addition, identifying symmetry in a smaller

version of a game and transferring that knowledge speeds up learning in the larger

version of the game.

In my investigations into the UCT algorithm, I demonstrated that heuristic

guidance, such as transferred knowledge from reinforcement learning methods, was

generally unhelpful over random playouts, except in “critical states”. UCT does not

function well as a knowledge source for transfer to table-based RL. Also, there are

certain games in which UCT performs very poorly, and in particular, they are the

same games as those for which a single heuristic performs well.

In addition to the novel techniques and scientific results contributed by this

thesis, I have also released the complete source code developed in the course of my

work. The “python-ggp” project is hosted at Google Code.1 This package includes

Python implementations of a gamemaster, player agent, visualization framework,

several search and reinforcement learning algorithms and all of the technical con-

1http://code.google.com/p/python-ggp/
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tributions mentioned in the thesis. In addition, I will release several novel game

descriptions. My gamemaster code has already been used by the University of Al-

berta as part of a GGP course. I hope and expect that the code will help others as

well to gain easier entry into this research area.

9.2 Future Work

Although this thesis demonstrated the difficulties in improving the performance

of UCT by incorporating additional knowledge from domain analysis and transfer

learning, it would be premature to conclude that knowledge-based methods are

doomed to fail in comparison to knowledge-free methods. Future work is needed to

investigate additional ways of automatically guiding UCT.

The core difficulty remains to be the automated generation of a useful set

of features from domain descriptions, such that the number of features is not so

large as to result in an evaluation function that is prohibitively time-consuming to

train. Future work may focus on intelligently selecting from a large set of features or

generating features that are biased to be useful from the start. A potential fruitful

example of the latter approach would be to extend the approach of Fawcett (1993)

to work with GDL.

Finally, as general game playing research matures, the scope of games may be

broadened to include hidden information and stochasticity, raising interesting game-

theoretic issues. For now, interesting problems remain in mastering deterministic

perfect-information games.
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Appendix A

Proof of Rule Graph

Correctness

Definition An atomic sentence is a relation constant of arity k applied to k terms:

p(x1, . . . , xk) or equivalently p(xk1), where each term may be either a variable or a

constant of arity zero.

Definition A rule is an implication of the form: h ⇐ b1 ∧ · · · ∧ bn, where h, the

head, and each bi in the body are atomic sentences. We represent a rule as a pair

h⇐ B where B = {b1, b2, . . . , bn}.

Definition A game description, γ is a set of rules {r1, r2, . . . , rn}. A game descrip-

tion (GD) may be defined recursively as follows:

• γ = ∅ is a GD.

• If γ̂ is a GD then γ = γ̂ ∪ {c⇐ ∅} is also a GD.

• If γ̂ is a GD then γ = γ̂ − {h⇐ B} ∪ {h⇐ B ∪ {c}} is also a GD.

• If γ̂ is a GD then γ = γ̂ − {p(. . . r(xk1) . . .)⇐ B} ∪ {p(. . . r(xk1, c) . . .)⇐ B} is

also a GD.
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• If γ̂ is a GD then γ = γ̂ − {p(. . . r(xk1) . . .) ⇐ B} ∪ {p(. . . r(xk1, X) . . .) ⇐ B}

is also a GD.

• If γ̂ is a GD then γ = γ̂−{h⇐ B∪{p(. . . r(xk1) . . .)}}∪{h⇐ B∪{p(. . . r(xk1, c) . . .)}}

is also a GD.

• If γ̂ is a GD then γ = γ̂−{h⇐ B∪{p(. . . r(xk1) . . .)}}∪{h⇐ B∪{p(. . . r(xk1, X) . . .)}}

is also a GD.

Definition A rule r is variable-scramble-equivalent to a rule r′ if there exists a

bijection η between the set of variable labels in r and the set of variable labels in r′

such that r′ = η(r).

Definition A game description γ is constant-scramble-equivalent to a game descrip-

tion γ′ if there exists a bijection η between the set of constant labels in γ and the

set of constant labels in γ′ such that γ′ = η(γ).

Definition A game description γ is scramble-equivalent to a game description γ′

if γ is constant-scramble-equivalent to γ′ and there exists a bijection between the

rules of γ = {r1, r2, . . . , rn} and the rules of γ′ = r′1, r
′
2, . . . , r

′
n such that rk is

variable-scramble-equivalent to r′k for all k.

Definition The rule graph of a game description, γ, is the smallest vertex labeled

graph G = (V,E, l) with the following properties:

• If r = (h,B) is a rule in γ then r ∈ V , (r, h), (r, b1), (r, b2), . . . , (r, bk), (h, b1), (h, b2), . . . , (h, bk) ∈

E, and l(r) = <=

• If an atomic sentence v = p(xk1) occurs in a rule in γ and p is a GDL keyword

then v ∈ V , (v, x1), (v, x2), . . . (v, xk), (x1, x2), . . . (xk−1, xk) ∈ E, and l(v) = p

• If an atomic sentence v = p(xk1) occurs in a rule in γ and p is not a GDL key-

word then v, p ∈ V , (p, v), (v, x1), (v, x2), . . . (v, xk), (x1, x2), . . . (xk−1, xk) ∈ E,

and l(v) = const, l(p) = constsymbol
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• If a variable v with label z occurs in a rule r then v, z ∈ V , (z, v) ∈ E, and

l(v) = var, l(z) = varsymbol

Theorem If the rule graph G created from γ and rule graph G′ created from γ′ are

isomorphic then γ and γ′ are scramble-equivalent.

Proof By induction on recursive definition of game description γ.

Base Case. Let γ = ∅. From rule graph definition, G = (∅, ∅, ∅). If G′ is isomorphic

to G then necessarily G′ = (∅, ∅, ∅). From rule graph definition, γ′ = ∅. By identity,

γ and γ′ are scramble-equivalent.

Induction Case 1. Let γ = γ̂ ∪ {c⇐ ∅}. Let Ĝ = (V̂ , Ê, l̂) be the rule graph of γ̂.

Induction Case 1.1. Let c be a GDL keyword. From the rule graph definition,

G = (V̂ ∪{c}, Ê, l̂∪{(c, c)}). Because E = Ê, G can be divided into two components:

G1 = Ĝ and G2 = ({c}, ∅, {(c, c)}). If G′ is isomorphic to G then it too can be

divided into two components: G′
1 isomorphic to G1 and G′

2 isomorphic to G2. From

the rule graph definition, G′
1 would be the rule graph for γ′ − {c ⇐ ∅}. By the

induction hypothesis, γ′ − {c ⇐ ∅} and γ − {c ⇐ ∅} are scramble-equivalent. By

identity, {c ⇐ ∅} is scramble-equivalent to itself. Therefore, gamma and γ′ are

scramble-equivalent.

Induction Case 1.2. Let c be a non-keyword constant appearing in γ̂. From the

rule graph definition, G = (V̂ ∪ {c}, Ê ∪ {(p, c)}, l̂ ∪ {(c, const)}). Consider the

following partition of G : P1 = V, P2 = {c}. If G′ is isomorphic to G then G′ can

be partitioned into P ′
1 and P ′

2 such that the resulting subgraphs are isomorphic.

Therefore, the parent p of c in G′ must be in P ′
1 and l′(p) = constsymbol. From

the rule graph definition, the only way for a node with label constsymbol to have

multiple children, one of which is an atomic const is for G′
1 to be the rule graph
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for γ′ − {c ⇐ ∅} where the symbol c appears γ′. By the induction hypothesis,

γ′ − {c ⇐ ∅} and γ′ − {c ⇐ ∅} are scramble-equivalent. By identity, {c ⇐ ∅} is

scramble-equivalent to itself. Therefore, gamma and γ′ are scramble-equivalent.

Induction Case 1.3. Let c be a non-keyword constant not appearing in γ̂. From the

rule graph definition, G = (V̂ ∪{p, c}, Ê∪{(p, c)}, l̂∪{(p, constsymbol), (c, const)}).

Because the label of c does not appear in γ̂, G can be divided into two components:

G1 = Ĝ and G2 = ({p, c}, {(p, c)}, {(p, constsymbol), (c, const)}). If G′ is isomor-

phic to G then it too can be divided into two components: G′
1 isomorphic to G1 and

G′
2 isomorphic to G2. From the rule graph definition, G′

1 would be the rule graph

for γ′ − {c ⇐ ∅}. By the induction hypothesis, γ′ − {c ⇐ ∅} and γ − {c ⇐ ∅} are

scramble-equivalent. By identity, {c ⇐ ∅} is scramble-equivalent to itself. There-

fore, gamma and γ′ are scramble-equivalent.

Induction Case 2. Let γ = γ̂ − {h⇐ B} ∪ {h⇐ B ∪ {c}}. Let Ĝ = (V̂ , Ê, l̂) be the

rule graph of γ̂.

Induction Case 2.1. Let c be a GDL keyword. From the rule graph definition,

G = (V̂ ∪ {c}, Ê ∪ {(h, c), (b, c)}, l̂ ∪ {(c, c)}), where b is the argument preceding

c in the rule. Consider the following partition of G : P1 = V, P2 = {c}. If G′ is

isomorphic to G then G′ can be partitioned into P ′
1 and P ′

2 such that the resulting

subgraphs are isomorphic. Therefore, the parent h of c in G′ must be in P ′
1 and the

parent h of b in G′ must be in P ′
1 and the parent b of c must be in P ′

1. From the

rule graph definition, this triangular directed subgraph can only be added by adding

the final constant c to a function. The parents b and h can be disambiguated by

the directions of the edges in ′G′ and can therefore be disambiguated in G. By the

induction hypothesis, γ̂ − {h⇐ B} and γ̂′ − {h⇐ B} are scramble-equivalent. By

identity, {h ⇐ B ∪ {c}} is scramble-equivalent to itself. Therefore, gamma and γ′
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are scramble-equivalent.

Induction Case 2.2. Let c be a non-keyword constant appearing in γ̂. From the rule

graph definition, G = (V̂ ∪ {c}, Ê ∪ {(h, c), (b, c), (p, c)}, l̂ ∪ {(c, const)}), where b is

the argument preceding c in the rule. Consider the following partition of G : P1 =

V, P2 = {c}. If G
′ is isomorphic to G then G′ can be partitioned into P ′

1 and P ′
2 such

that the resulting subgraphs are isomorphic. Therefore, the parent h of c in G′ must

be in P ′
1 and the parent h of b in G′ must be in P ′

1 and the parent b of c must be in

P ′
1 and the parent p of c in G′ must be in P ′

1 and l′(p) = constsymbol. The edge

(p, c) is unambiguous because it is the only one with label constsymbol. Without

this edge, from the rule graph definition, the remaining triangular directed subgraph

can only be added by adding the final constant c to a function. The parents b and

h can be disambiguated by the directions of the edges in ′G′ and can therefore be

disambiguated in G. By the induction hypothesis, γ̂ − {h⇐ B} and γ̂′ − {h⇐ B}

are scramble-equivalent. By identity, {h⇐ B∪{c}} is scramble-equivalent to itself.

Therefore, gamma and γ′ are scramble-equivalent.

Induction Case 2.3. Let c be a non-keyword constant not appearing in γ̂. From the

rule graph definition, G = (V̂ ∪{p, c}, Ê∪{(h, c), (b, c), (p, c)}, l̂∪{(p, constsymbol), (c, const)}),

where b is the argument preceding c in the rule. Consider the following partition

of G : P1 = V, P2 = {p, c}. If G′ is isomorphic to G then G′ can be partitioned

into P ′
1 and P ′

2 such that the resulting subgraphs are isomorphic. Therefore, the

parent h of c in G′ must be in P ′
1 and the parent h of b in G′ must be in P ′

1 and

the parent b of c must be in P ′
1 and the parent p of c in G′ must be in P ′

2. This

triangular directed subgraph can only be added by adding the final constant c to

a function. The parents b and h can be disambiguated by the directions of the

edges in ′G′ and can therefore be disambiguated in G. By the induction hypothesis,

γ̂−{h⇐ B} and γ̂′−{h⇐ B} are scramble-equivalent. By identity, {h⇐ B∪{c}}
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is scramble-equivalent to itself. Therefore, gamma and γ′ are scramble-equivalent.

Induction Case 3. Let γ = γ̂ − {p(. . . r(xk1) . . .) ⇐ B} ∪ {p(. . . r(xk1, c) . . .) ⇐ B}.

Let Ĝ = (V̂ , Ê, l̂) be the rule graph of γ̂.

Induction Case 3.1. Let c be a non-keyword constant appearing in γ̂. From the rule

graph definition, G = (V̂ ∪{c}, Ê ∪{(r, c), (xk, c), (p, c)}, l̂∪{(c, const)}). Consider

the following partition of G : P1 = V, P2 = {c}. If G′ is isomorphic to G then G′

can be partitioned into P ′
1 and P ′

2 such that the resulting subgraphs are isomorphic.

Therefore, the parent r of c in G′ must be in P ′
1 and the parent r of xk in G′ must

be in P ′
1 and the parent xk of c must be in P ′

1 and the parent p of c in G′ must be

in P ′
1 and l′(p) = constsymbol. The edge (p, c) is unambiguous because it is the

only one with label constsymbol. Without this edge, from the rule graph definition,

the remaining triangular directed subgraph can only be added by adding the final

constant c as an argument to a rule r. The parents xk and r can be disambiguated

by the directions of the edges in ′G′ and can therefore be disambiguated in G. By the

induction hypothesis, γ̂−{p(. . . r(xk1) . . .)⇐ B} and γ̂′−{p(. . . r(xk1) . . .)⇐ B} are

scramble-equivalent. By identity, {p(. . . r(xk1, c) . . .)⇐ B} is scramble-equivalent to

itself. Therefore, gamma and γ′ are scramble-equivalent.

Induction Case 3.2. Let c be a non-keyword constant not appearing in γ̂. From the

rule graph definition, G = (V̂ ∪{p, c}, Ê∪{(r, c), (xk, c), (p, c)}, l̂∪{(p, constsymbol), (c, const)}).

Consider the following partition of G : P1 = V, P2 = {p, c}. If G′ is isomorphic to

G then G′ can be partitioned into P ′
1 and P ′

2 such that the resulting subgraphs are

isomorphic. Therefore, the parent r of c in G′ must be in P ′
1 and the parent r of xk

in G′ must be in P ′
1 and the parent xk of c must be in P ′

1 and the parent p of c in

G′ must be in P ′
2. This triangular directed subgraph can only be added by adding

the final constant c to a function. The parents xk and r can be disambiguated by
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the directions of the edges in ′G′ and can therefore be disambiguated in G. By the

induction hypothesis, γ̂−{p(. . . r(xk1) . . .)⇐ B} and γ̂′−{p(. . . r(xk1) . . .)⇐ B} are

scramble-equivalent. By identity, {p(. . . r(xk1, c) . . .)⇐ B} is scramble-equivalent to

itself. Therefore, gamma and γ′ are scramble-equivalent.

Induction Case 4. Let γ = γ̂ − {p(. . . r(xk1) . . .) ⇐ B} ∪ {p(. . . r(xk1, X) . . .) ⇐ B}.

Let Ĝ = (V̂ , Ê, l̂) be the rule graph of γ̂.

Induction Case 4.1. Let X be a variable appearing in {p(. . . r(xk1) . . .)⇐ B}. From

the rule graph definition, G = (V̂ ∪{X}, Ê∪{(r,X), (xk, X), (p,X)}, l̂∪{(X, var)}).

Consider the following partition of G : P1 = V, P2 = {X}. If G′ is isomorphic

to G then G′ can be partitioned into P ′
1 and P ′

2 such that the resulting sub-

graphs are isomorphic. Therefore, the parent r of X in G′ must be in P ′
1 and

the parent r of xk in G′ must be in P ′
1 and the parent xk of X must be in P ′

1

and the parent p of X in G′ must be in P ′
1 and l′(p) = varsymbol. The edge

(p,X) is unambiguous because it is the only one with label varsymbol. Without

this edge, from the rule graph definition, the remaining triangular directed sub-

graph can only be added by adding the final variable X as an argument to a rule

r. The parents xk and r can be disambiguated by the directions of the edges

in ′G′ and can therefore be disambiguated in G. By the induction hypothesis,

γ̂ − {p(. . . r(xk1) . . .)⇐ B} and γ̂′ − {p(. . . r(xk1) . . .)⇐ B} are scramble-equivalent.

By identity, {p(. . . r(xk1, X) . . .) ⇐ B} is scramble-equivalent to itself. Therefore,

gamma and γ′ are scramble-equivalent.

Induction Case 4.2. Let X be a variable not appearing in {p(. . . r(xk1) . . .) ⇐ B}.

From the rule graph definition, G = (V̂ ∪ {p,X}, Ê ∪ {(r,X), (xk, X), (p,X)}, l̂ ∪

{(p, varsymbol), (X, var)}). Consider the following partition of G : P1 = V, P2 =

{p,X}. If G′ is isomorphic to G then G′ can be partitioned into P ′
1 and P ′

2 such
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that the resulting subgraphs are isomorphic. Therefore, the parent r of X in G′

must be in P ′
1 and the parent r of xk in G′ must be in P ′

1 and the parent xk of

X must be in P ′
1 and the parent p of X in G′ must be in P ′

2. This triangular

directed subgraph can only be added by adding the final variable X to a func-

tion. The parents xk and r can be disambiguated by the directions of the edges

in ′G′ and can therefore be disambiguated in G. By the induction hypothesis,

γ̂ − {p(. . . r(xk1) . . .)⇐ B} and γ̂′ − {p(. . . r(xk1) . . .)⇐ B} are scramble-equivalent.

By identity, {p(. . . r(xk1, X) . . .) ⇐ B} is scramble-equivalent to itself. Therefore,

gamma and γ′ are scramble-equivalent.

Induction Case 5. Let γ = γ̂−{h⇐ B∪{p(. . . r(xk1) . . .)}}∪{h⇐ B∪{p(. . . r(xk1, c) . . .)}}.

Let Ĝ = (V̂ , Ê, l̂) be the rule graph of γ̂.

Induction Case 5.1. Let c be a non-keyword constant appearing in γ̂. From the rule

graph definition, G = (V̂ ∪{c}, Ê ∪{(r, c), (xk, c), (p, c)}, l̂∪{(c, const)}). Consider

the following partition of G : P1 = V, P2 = {c}. If G′ is isomorphic to G then G′

can be partitioned into P ′
1 and P ′

2 such that the resulting subgraphs are isomorphic.

Therefore, the parent r of c inG′ must be in P ′
1 and the parent r of xk inG′ must be in

P ′
1 and the parent xk of c must be in P ′

1 and the parent p of c in G′ must be in P ′
1 and

l′(p) = constsymbol. The edge (p, c) is unambiguous because it is the only one with

label constsymbol. Without this edge, from the rule graph definition, the remaining

triangular directed subgraph can only be added by adding the final constant c as an

argument to a rule r. The parents xk and r can be disambiguated by the directions

of the edges in ′G′ and can therefore be disambiguated in G. By the induction

hypothesis, γ̂ − {h ⇐ B ∪ {p(. . . r(xk1) . . .)}} and γ̂′ − {h ⇐ B ∪ {p(. . . r(xk1) . . .)}}

are scramble-equivalent. By identity, {h ⇐ B ∪ {p(. . . r(xk1, c) . . .)}} is scramble-

equivalent to itself. Therefore, gamma and γ′ are scramble-equivalent.
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Induction Case 5.2. Let c be a non-keyword constant not appearing in γ̂. From the

rule graph definition, G = (V̂ ∪{p, c}, Ê∪{(r, c), (xk, c), (p, c)}, l̂∪{(p, constsymbol), (c, const)}).

Consider the following partition of G : P1 = V, P2 = {p, c}. If G
′ is isomorphic to G

then G′ can be partitioned into P ′
1 and P ′

2 such that the resulting subgraphs are iso-

morphic. Therefore, the parent r of c in G′ must be in P ′
1 and the parent r of xk in G′

must be in P ′
1 and the parent xk of c must be in P ′

1 and the parent p of c in G′ must

be in P ′
2. This triangular directed subgraph can only be added by adding the final

constant c to a function. The parents xk and r can be disambiguated by the direc-

tions of the edges in ′G′ and can therefore be disambiguated in G. By the induction

hypothesis, γ̂ − {h ⇐ B ∪ {p(. . . r(xk1) . . .)}} and γ̂′ − {h ⇐ B ∪ {p(. . . r(xk1) . . .)}}

are scramble-equivalent. By identity, {h ⇐ B ∪ {p(. . . r(xk1, c) . . .)}} is scramble-

equivalent to itself. Therefore, gamma and γ′ are scramble-equivalent.

Induction Case 6. Let γ = γ̂−{h⇐ B∪{p(. . . r(xk1) . . .)}}∪{h⇐ B∪{p(. . . r(xk1, X) . . .)}}.

Let Ĝ = (V̂ , Ê, l̂) be the rule graph of γ̂.

Induction Case 6.1. Let X be a variable appearing in {p(. . . r(xk1) . . .)⇐ B}. From

the rule graph definition, G = (V̂ ∪{X}, Ê∪{(r,X), (xk, X), (p,X)}, l̂∪{(X, var)}).

Consider the following partition of G : P1 = V, P2 = {X}. If G′ is isomorphic to

G then G′ can be partitioned into P ′
1 and P ′

2 such that the resulting subgraphs are

isomorphic. Therefore, the parent r of X in G′ must be in P ′
1 and the parent r of

xk in G′ must be in P ′
1 and the parent xk of X must be in P ′

1 and the parent p of

X in G′ must be in P ′
1 and l′(p) = varsymbol. The edge (p,X) is unambiguous

because it is the only one with label varsymbol. Without this edge, from the rule

graph definition, the remaining triangular directed subgraph can only be added by

adding the final variable X as an argument to a rule r. The parents xk and r

can be disambiguated by the directions of the edges in ′G′ and can therefore be

disambiguated in G. By the induction hypothesis, γ̂ − {h⇐ B ∪ {p(. . . r(xk1) . . .)}}
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and γ̂′ − {h ⇐ B ∪ {p(. . . r(xk1) . . .)}} are scramble-equivalent. By identity, {h ⇐

B ∪ {p(. . . r(xk1, X) . . .)}} is scramble-equivalent to itself. Therefore, gamma and γ′

are scramble-equivalent.

Induction Case 6.2. Let X be a variable not appearing in {p(. . . r(xk1) . . .) ⇐ B}.

From the rule graph definition, G = (V̂ ∪ {p,X}, Ê ∪ {(r,X), (xk, X), (p,X)}, l̂ ∪

{(p, varsymbol), (X, var)}). Consider the following partition of G : P1 = V, P2 =

{p,X}. If G′ is isomorphic to G then G′ can be partitioned into P ′
1 and P ′

2 such that

the resulting subgraphs are isomorphic. Therefore, the parent r of X in G′ must be

in P ′
1 and the parent r of xk in G′ must be in P ′

1 and the parent xk of X must be

in P ′
1 and the parent p of X in G′ must be in P ′

2. This triangular directed subgraph

can only be added by adding the final variable X to a function. The parents xk and

r can be disambiguated by the directions of the edges in ′G′ and can therefore be

disambiguated in G. By the induction hypothesis, γ̂ − {h⇐ B ∪ {p(. . . r(xk1) . . .)}}

and γ̂′ − {h ⇐ B ∪ {p(. . . r(xk1) . . .)}} are scramble-equivalent. By identity, {h ⇐

B ∪ {p(. . . r(xk1, X) . . .)}} is scramble-equivalent to itself. Therefore, gamma and γ′

are scramble-equivalent.
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