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ABSTRACT 

The Use of Multilevel Modeling to Assess Teacher Effectiveness  

Within a School Using TAKS Scores 

 

Ruth Levenstein Wunderlich, M.S.Stat. 

The University of Texas at Austin, 2010 

 

SUPERVISOR: Lorenzo Sadun 

 

Hierarchical Linear Models were used to analyze data from one Texas school and 

identify effective and ineffective mathematics teachers using their students’ scores on two 

consecutive years of the state test (TAKS) over a three-year period.  A model was 

developed which attempted to control for student grade level, as well as whether a class 

was an honors course.  Special attention was paid to requiring statistically significant 

results.  Results were minimal and may lack validity.  The barriers to getting better results 

include missing data, the small sample size of students for an individual teacher, the non-

random assignment of teachers to courses, and the extent of variability in the data.  Most 

of these are beyond the control of educators.  A better way of measuring student growth 

could reduce variability and improve the prospects of using a data driven approach to 

evaluate teachers. 
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The Use of Multilevel Modeling to Assess Teacher Effectiveness  

Within a School Using TAKS Scores 

 

INTRODUCTION 

On February 17, 2009 President Obama signed into law the American Recovery 

and Reinvestment Act.  A small piece, $4.3 billion, of the ARRA’s investment in 

education is the Race to the Top Fund.  States have to apply for this competitive grant 

money and demonstrate that they are addressing the four goals of the fund.  The second 

goal of the Race to the Top Fund includes “building data systems that measure student 

growth” and the third goal includes, “rewarding, and retaining effective teachers and 

principals.”  Using the Race to the Top point system these features amount to about 17 

percent of the selection criteria used to decide if a state gets RTT money (Race to the Top 

Executive Summary, 2009, pp. 2-3).  

RTT is very specific about what school districts and states should be doing in 

these areas.  School districts should: 

“Establish clear approaches to measuring student growth (as defined in 
this notice) and measure it for each individual student; Design and 
implement rigorous, transparent, and fair evaluation systems for teachers 
and principals that differentiate effectiveness using multiple rating 
categories and that take into account data on student growth (as defined in 
this notice) as a significant factor.” 
 

In addition school districts are charged to provide teachers and principals with their 

student growth data and to use the data to inform decision making in professional 

development, compensation, promotion, granting tenure or full certification and for 
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removing ineffective teachers (Race to the Top Executive Summary, 2009, p. 9). 

Decisions such as these are made, at least in part, at the school level.  This study 

analyzes test data from one Texas high school.  The goal is to measure student growth in 

mathematics, use the measurement of student growth to differentiate mathematics 

teachers, and put the information in a form that is useful to teachers for feedback and to 

principals for decision-making.  The focus of this research is to handle the variability that 

exists in the data appropriately and produce results that take into account statistical 

significance.  The “fair” evaluation system called for by RTT should certainly result in 

conclusions from the data that can be shown to be statistically significant. 

 

Study Design 

One issue that makes it difficult to analyze school data is that students are not 

assigned to classes randomly.  Classes will be different from one another just because of 

the specific non-random collection of students that are in a particular class.  A way of 

managing this issue statistically is to use multilevel modeling.  Multilevel models, 

sometimes referred to as Hierarchical Linear Models, with students at the first level and 

the classes at the second level were used to allow for variation among students as well as 

between classes.1    

The multilevel model allows variables at both the student and class level.  To 

illustrate, imagine a ninth grader who is two years ahead in mathematics and taking an 

                                                
1 Another way to use multilevel modeling to analyze school data is called a growth model, which uses 
several years of test scores to predict a student’s performance.  Growth models are not being studied here. 
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Algebra II class.  To predict how this student would perform on a mathematics test, it 

would be good to know her previous performance on a similar mathematics test and that 

she is a ninth grader.  These are both student characteristics.  However, it would also be 

useful to know that she is in an Algebra II class and that it is pre-AP, which are both 

characteristics of the class she is in.  Such a student will behave in part as the ninth grader 

that she is, and in part more like the eleventh graders who are her classmates all year. All 

the models studied were run using the software HLM-6. 

RTT defines student achievement to be “the student’s score on the State’s 

assessment” for tested grades and subjects, and defines student growth to be “the change 

in student achievement for an individual student between two or more points in time” 

(Race to the Top Executive Summary, 2009, p. 14).  In Texas the state test is the Texas 

Assessment of Knowledge and Skill or TAKS and students take a mathematics TAKS 

test every year starting in the third grade with the Exit TAKS test being taken in eleventh 

grade.  Rather than measuring student growth with a difference score as described in RTT, 

a regression line was used to measure student growth.  It was believed that this method 

would produce statistically significant results more readily than a difference score.2 

This study was designed to try to create the best of all possible conditions for 

achieving statistically significant results.  Not every subject has a state test to use to 

determine student growth and not every subject tested has annual tests.  Not only is 

mathematics tested every year in Texas but the TAKS test has the features recommended 

                                                
2 Unexpectedly, certain models run with difference scores produced similar results with regard to statistical 
significance as the regression models described here. 
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for a high stakes accountability test that also supports instruction (The Commission on 

Instructionally Supportive Assessment, October 2001). The test is broken down into a 

relatively small number of well-defined objectives (ten) and individual student results by 

objective are reported.  Furthermore, mathematics tests are less prone to biases related to 

socioeconomic status and other student characteristics unrelated to the curriculum 

(Popham, 2009, pp. 113-114).  Finally, in order to avoid trying to measure the 

effectiveness of teachers who teach solely at the extremes of the mathematics curriculum, 

the teachers studied were limited to those who had taught either Geometry or Algebra II 

during the third year of the study.  These are classes that almost every student will take 

in high school.  If it is at all possible to differentiate teachers in a fair and meaningful way 

using TAKS scores then it should certainly be possible under these favorable 

circumstances. 

 In order to accurately measure the effect of a teacher, other effects unrelated to the 

teacher have to be controlled for.  One prominent effect known to this researcher is that 

eleventh graders tend to have greater gains than students in other grades. 3  The approach 

used to develop a model is to first seek a model that accurately measures this known 

“eleventh grade effect.”  Once a working model is found that successfully measures this 

known effect, student grade level is added to the model so that the model will measure 

effects that are present once grade level has been accounted for.  Whether a course was an 

honors course (known as pre-AP) was another expected effect that was not going to be 

studied, but it turned out to be necessary to put the pre-AP variable in the model in order 

                                                
3 The author taught high school mathematics in Texas from 2002-2008. 
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to obtain a model that measured the eleventh grade effect well. 

 The final design issue is the form that that results should take.  Any method for 

measuring teacher effectiveness will assign numbers calculated by some method to each 

teacher.  The teachers with the best scores have a good result and the teachers with the 

worst scores have a bad result.  The problem with reporting the numbers or even a ranked 

list of the teachers is that they can easily be misinterpreted to have more precision than 

the data support.  Differences between teachers who are adjacent or close to each other on 

the ranked list are almost certainly not statistically significant.   

RTT defines three categories of teachers: effective teachers, highly effective 

teachers and ineffective teachers.  According to RTT an “effective teacher means a teacher 

whose students achieve acceptable rates (e.g. at least one grade level in an academic year) 

of student growth”  (Race to the Top Executive Summary, 2009, p. 12).  Of course, 

teachers have many students and those students’ individual growth varies.  Rather than 

trying to determine what would constitute a grade level and how to decide if a teacher 

was achieving one grade level of growth in a year, the models used in this study were 

designed to compare the midrange teachers to the teachers on the extremes.  This 

researcher believes that results in this form are most useful to both teachers and 

principals.  If decisions are going to be made to improve the school, a principal needs to 

know who are her best and worst teachers, not how her teachers compare to a standard 

which could possibly be well above or well below the majority of her teachers.  With 

results calculated against a fixed standard, high performing schools could become 

complacent and low performing schools might feel they do not have the resources to 
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improve. 

Many models were run during the course of this study, all in an attempt to 

understand the data, the models, and what conclusions can or cannot be drawn using these 

models.  Choices were made based on trends and patterns found in the data as well as the 

output of the various models run.  Without studying data from another school, it is 

impossible to know if these trends, patterns, and the model outputs are unique to the 

school studied or if they are consistent between schools.  Once a procedure is determined 

for creating the final models and drawing conclusions from the data, the final analysis is 

carried out again with data from a second school. 
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METHOD 

The merits of specific value-added hierarchical linear models for determining the 

effectiveness of certain mathematics teachers within an individual high school are being 

studied.  Teacher effectiveness is defined as the value added to a student’s annual 

mathematics TAKS score.  The two levels are students and classrooms with the teachers 

as covariates at the classroom level.  This study focuses primarily on four issues: missing 

data, the choice of the outcome variable, how to handle the student grade level, and the 

statistical significance of the results. 

Since the data came with some incomplete records already having been removed, 

an exact accounting of all missing data is impossible.  Exactly how many records need to 

be discarded and for what reasons is recorded, and this information, along with 

information about which records were initially removed, is used to estimate the extent of 

missing data for the whole school. 

Once the data has been cleaned up, each record consists of a student who was in a 

single teacher’s class during the second semester, and the two consecutive mathematics 

TAKS scores the student received before and after being in the teacher’s class. 

TAKS scores are reported in both raw and scaled form.  The raw scores are the 

number correct on the test and are converted to percent correct so that performance can 

be compared from year to year.  The scaled scores have two fixed points:  2100 always 

means “met the standard,” and 2400 always means “commended performance.”  The 

scaled scores are compared as is.  The models use the current TAKS score as the outcome 

with the previous year’s TAKS score included as a covariate on the student level. 
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The Student Level of Both Models, Scaled TAKS and Percent Correct 

(This year’s scaled TAKS ij) = βoj + β1j(Last year’s scaled TAKSij) + eij             (1)                                 
 

(This year’s percent correct ij) = βoj + β1j(Last year’s percent correctij) + eij                (2)                             
 

The value-added or average teacher effect is βo.  β1 controls for student ability 

recognizing that a student who did well on the previous test is expected to do well on the 

current test and visa versa.  Ideally a preferred outcome variable emerges from the 

analysis.  Notice that difference scores were not used as an outcome variable.  It was 

thought that such models would perform poorly since they do not allow for the expected 

regression towards the mean. 

 A well-known effect on TAKS improvement is the student’s grade level.  More 

specifically, eleventh graders have greater TAKS gains than ninth or tenth graders.  If 

these models are run without grade level taken into account there should be a positive 

correlation between the measured teacher effect and the proportion of 11th graders a 

teacher taught.  

To measure teacher effects, taking student grade level into account, grade level is 

added to the first level of the model, coded as three dummy variables:   

(This year ij) = β1j(9thGradeij)  + β2j(10thGradeij) + β3j(11thGradeij)                             (3) 
                                                                                                + β4j(Last year ij) + eij  
 

In this model the value-added or the average teacher effects are β1, β2 and β3 for ninth, 

tenth and eleventh graders respectively.  Teacher effects are measured separately for 

ninth, tenth and eleventh graders. 
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A ranking of the individual teacher effects, γ01, γ02, γ03 . . . γ0N, is generated by 

running the model including all of the teachers as covariates at the second level and leaving 

out the intercept, γ00.   

Model to Determine Ranking                                (4) 
First Level: 
(This year ij) = βoj + β1j(Last year ij) + eij  
 
Second Level:   
βoj = γ01(Teacher1j) + γ02(Teacher2j) + γ03(Teacher3j) + . . . γ0N(TeacherNj) + uoj 
β1j = γ10 + u1j  
 
To compare the teachers on the extremes of this ranking to the teachers in the middle of 

the ranking, some number of midrange teachers are removed from the model and replaced 

with the intercept, γ00.  The p-values generated by this second model allow the remaining 

teachers in the model to be put into one of three categories:   

1.  better than γ00, the midrange teacher effect,  
2.  indistinguishable from γ00, the midrange teacher effect, or   
3.  worse than γ00, the midrange teacher effect.   
 

Model to Determine Statistical Significance                      (5) 
First Level: 
(This year ij) = βoj + β1j(Last yearij) + eij  
 
Second Level:   
βoj = γ00 + γ04(Teacher4j) +  . . . γ0N(TeacherNj) + uoj 
β1j = γ10 + u1j  

In this example, teachers 1, 2 and 3 were the midrange teachers. 

 

While teachers can be ranked in effectiveness using the original model, γ01, γ02, γ03 

. . . γ0N, results like these have more precision than is warranted by the data.  Identifying 



10 

teachers as above average, indistinguishable from average and below average in 

effectiveness displays the appropriate certainty and contains the information necessary 

for the school administration to make decisions that could improve the quality of 

instruction at their school. 

A model is sought that correlates well with the proportion of eleventh graders a 

teacher has when student grade level is not controlled for.  When student grade level is 

taken into account, the desired model will find teacher effects that are statistically 

significant. 
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THE NATURE OF THE DATA 

Selected data was received from one Texas school.  The identified teachers were 

every teacher in the school who had taught either Algebra II or Geometry in the third of 

the three years that that data spanned.  For the school studied this included 12 teachers.  

Table 1 

Number of Teachers and Sections of Each Course over the Three-Year Period 

Regular Courses Teachers Sections 
Algebra 1 5 21 
Geometry 7 33 
Algebra II 8 29 
Precalculus 2 5 

Math Modeling 2 4 
 

Pre AP Courses Teachers Sections 
Algebra 1 2 7 
Geometry 8 27 
Algebra II 7 16 
Precalculus 2 6 

AP Statistics 2 5 
AP Calculus 2 9 

 

There are actually two Geometry classes taught in the school, Pre AP Geometry 

and Regular Geometry, and similarly two Algebra II classes, Pre AP Algebra II and 

Regular Algebra II.  All of the mathematics courses these 12 teachers taught during the 

three-year period were included in the analysis.  These courses included, Algebra I, Math 

Modeling, Precalculus, Statistics and Calculus. 

The teachers typically taught a full schedule of mathematics courses though two 

teachers taught at least one coaching class.  A full 6 semesters of mathematics courses 

would come to 30 semesters of mathematics.  5 of the 12 teachers had not taught for at 

least one of the six semesters but all had taught at least 4 of the 6 semesters.   



12 

Mathematics classes in a high school are almost always yearlong courses but the 

records treat each semester of a course as a separate class.  This reflects the fact that 

students can and do change periods and teachers from first to second semester.  There 

were a total of 313 mathematics semesters taught over the three year period by the 12 

identified teachers.  It is tempting to maintain the semester structure of the classes for the 

analysis so that there are 313 level two units.  If this is done, nearly every student 

contributes to the teacher effect twice, though there is only one measurement of a 

student’s improvement in a given year.  Including only the second semester records in the 

analysis will generate standard errors that are accurate for this data and allow for 

appropriate conclusions about the statistical significance of the results.  The 12 identified 

teachers taught a total of 165 second semester mathematics courses ranging between 10 

and 16 courses per teacher during the three year period. 

The students of interest were every student who had been in an identified 

teacher’s mathematics class during the three-year period. The data came with English 

Language Learner students, Special Education students, and students who had failed to 

take their mathematics TAKS test in the current year already removed.  The data as 

received consisted of 6594 records.  Each record corresponds to a student enrolled in an 

identified teacher’s mathematics course in a specific semester.  Enrollment of these 

students in the identified teacher’s classes ranges from 5 to 37 students with an average 

of 21 students’ records per semester class. 
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Missing Data 

Data preparation was done including both first and second semesters to allow the 

option of running a two-semester analysis.  The first step in preparing the data was to 

identify students who had two different mathematics teachers in the second semester of a 

given year.  These records were eliminated since there was not a single teacher to give 

credit for their gain or loss. 187 records were eliminated due to multiple teachers in the 

second semester, not quite 3% of the total records.  If a student had multiple teachers first 

semester but a single teacher during the second semester, only the first semester record 

was removed.  If a student changed to a different class during the first semester, only the 

first semester record was removed.  These last two situations are specific to the two 

semester structure and resulted in saving just 15 records from being discarded.  Given the 

infrequency with which these situations occurred, eliminating all records of any student 

who had multiple mathematics teachers during the year would be justified. 

A more prevalent issue is students who transfer in or out of the school during the 

course of the year.  The records concerning transfers are not very precise.  A record 

shows if a student had been at a different school at some time during the semester.  The 

direction of the transfer is not provided nor is the date of transfer.  This is information 

that the school has but it is not included conveniently with the schedule data.4  

All students are enrolled in both their first and second semester courses at the start 

of the year.  When a student transfers to another school, the record of their enrollment in 

the second semester remains even though they may never attend the second semester 

classes.  Understanding this about the school records allows for the removal of the 

                                                
4 The school district was asked to provide the data that is readily available to the school and relatively easy 
to assemble. 
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records for students who had changed schools during the semester or who had left before 

the second semester started.  The second semester record for a student who had 

transferred into the school during first semester is maintained.  This results in discarding 

609 records, about 9% of the data. 

Finally, in order for a record to be used, the student needs to have taken the math 

TAKS test both in the previous year and in the current year.  If either of these tests scores 

is missing, the record must be discarded.  Since there is no senior level test, students who 

are seniors and who passed the Exit Level TAKS test the previous year when they were 

in eleventh grade do not have a current year TAKS score and need to be discarded.  543 

records, a bit over 8% of the all the records received, involved seniors who had passed 

the Exit Level TAKS in the previous year.  These seniors were enrolled primarily in AP 

courses, Precalculus and regular Algebra II.  An additional 554 records were discarded 

for missing TAKS scores that did not involve seniors.  Note that the data came with 

students who missed the current year TAKS test already removed so these students were 

all missing the previous year’s TAKS test only.  A small number of records were 

discovered for which the “current” TAKS score was not taken at the end of the second 

semester.  26 records of TAKS tests taken too early or too late to properly reflect 

improvement due to the course of interest were removed.  In all 1122 records were 

discarded due to missing TAKS scores, 17% of all of the original records.  Discarded 

records due to multiple teachers, school transfers, and missing TAKS scores amounted to 

29% of the original records received.   

Courses that lost more than 30% of their numbers due to discarded records for 

reasons other than having a high senior enrollment were Math Lab and Algebra I, which 
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are primarily freshman classes and Math Modeling, which can be an alternative course to 

Algebra II. 

Graph 1 

Discarded Records 

 

The breakdown of discarded records is imperfect because some records were removed 
prior to delivery of the data. 
 

Not included in the data as received were some, but not all, of the seniors, along 

with non-seniors who had failed to take their TAKS test in the current year.  An attempt 

was made to use these numbers to estimate roughly how much data is “missing” out of 

the total enrollment in all mathematics courses at this school.5  The number of seniors 

was estimated at 22% of the school to account for a reasonable dropout rate.  The number 

of students who did not take TAKS in the current year was estimated to be the same as 

the number who did not take their TAKS in the previous year.  This is a conservative 

choice, since this group would include the overlap between the two groups, which is 

certainly not zero.  The estimate of total discarded data comes to 48.9%.  The actual 

                                                
5 Unfortunately class enrollment was not included to allow an easy calculation of total data discarded for 
the identified courses. 
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amount of missing data is almost certainly more than this as there are some things that it 

was not possible to estimate. 

Table 2 
Estimate of the Total “Missing” Data 

 Multiple Teachers         3.1% 
 Transfer          9.2% 
 Senior                  22.0% (Estimate) 
 Missing TAKS current year (non senior) 

! 

554

6052
"78% =    7.1% (Estimate) 

 Missing TAKS other (non senior)            

! 

580

6052
"78% =    7.5% 

              TOTAL:  48.9%    
 

Once the unsuitable records were discarded, the number of records for each 

second semester class was reduced.  Two of the second semester Calculus courses were 

reduced to zero records, leaving 163 semester classes with at least 1 record.  The new 

“class sizes” ranged from 1 to 29 with an average of 15 student records per semester 

class.  While classes that consist of only 1 or 2 viable records are not ideal, these classes 

were included in the analysis. The total number of student records per teacher ranged 

from 142 to 316 with an average of 206.   

Graph 2 
Records per Class Before and After Discarding Incomplete Records 

 
 

                         Before        
 
 
 

 
             After 
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Graph 3 

Number of Second Semester Classes for each Teacher 

 
 

Number of Student Records for each Teacher 
 

 
 

How to Compare TAKS scores 

The TAKS test a student takes each year is determined by their current grade.  

Typically the tests a student has taken will be one year apart:  Eighth followed by Ninth, 

Ninth followed by Tenth or Tenth followed by Exit.  Since these are not the same test it is 

not clear how best to compare one test to another.  Besides having different numbers of 

questions, algebra content standards are added to the ninth grade test in the form of five 

completely new objectives and the geometry content standards are added to the Exit 

exam.  The raw score, which is the number of questions correct, is converted to a scaled 

score by TEA uniquely for each specific administration of the test.  The scaled score is 

scaled in the sense that 2100 means “met the standard” for all tests and 2400 means 

“commended performance” for all tests.  These cutoffs have real world consequences for 

students, teachers and schools and are consistent between tests.  For these reasons, 

comparing scaled scores is both common and justified.   

Another possibility is to work directly with the raw scores and compare scores 

using the percent of the total questions answered correctly.  Using percents is attractive 

because differences in percents can be converted to the number of questions involved.  



18 

However, the percent correct score may not reflect important differences between the 

Eighth, Ninth, Tenth and Exit tests. 

Table 3 

Number of Questions, Percent Correct and Scaled Scores for TAKS Mathematics 

 Eighth Ninth Tenth Exit 
Total Questions 50 

100% 
2805-2820 

52 
100% 

2952-2967 

56 
100% 

2759-2792 

60 
100% 

2814-2818 
Commended Performance 45 

90% 
2400 

45 
86.5% 
2400 

51 
91.1% 
2400 

53 
88.3% 
2400 

Met the Standard 30 
60% 
2100 

31 
59.6% 
2100 

33 
58.9% 
2100 

34 
56.7% 
2100 

Guessing Threshold 12.5 
25% 

1830-1843 

13 
25% 

1779-1795 

14 
25% 

1856-1867 

15 
25% 

1878-1893 
Scaled scores for Total Questions and Guessing Threshold are the minimum and 
maximum values for the primary administration during the years of the study. 
 
 The major difference between the scaled score and percent correct is for high 

performing students, at or above the commended level.  For example, on the Exit exam, 

below the commended level the average points per question for the scaled scores ranges 

from about 11 to 20 and is systematically larger at the extremes, staying at an average of 

11 or 12 points per question from about 1900 to about 2200.  (Recall that 2100 is “met 

the standard.”)  At the commended cutoff of 2400, the average points per question shoots 

up rapidly until the last question on the Exit test is worth 140 or more points on the scaled 

score.  This is similar for the other tests except that the average points per question will 

be a bit greater since these tests have fewer questions.  This phenomenon will result in 

high performing students having a disproportionate influence on the teacher effect when 

scaled scores are used.  Perhaps this is justified since the difference between 90% and 

95% should count for more than the difference between 60% and 65%.  However, 
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allowing a single student or a single question to count for so much may destabilize the 

results. 

 Because it is not obvious which TAKS score is better, both were used.  It was 

hoped that a preferred outcome variable would emerge based on the results of the 

analysis.   

It is important to note that only part of the differences in student improvement 

with regard to grade level is because the tests are different.  This researcher speculates 

that eleventh grade students improve more than ninth and tenth grade students primarily 

because they are more mature and because the Exit test is the test that is required for 

graduation, making it a higher stakes test.  Deciding on an outcome variable to make the 

comparison between consecutive tests fair will not eliminate this “eleventh grade effect.” 
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RESULTS 

Table 4 
Model Variables 

 

The Eleventh Grade Effect 

 The first step in the analysis is to verify and quantify the expected eleventh grade 

effect.  The following model is used to verify the eleventh grade effect. 

Scaled TAKS Model to Verify The Eleventh Grade Effect6                (6) 
                                                                                                                                  

First Level: 
(ThisTAKS)ij = βoj + β1j(NINTHij) + β2j(TENTHij) + β3j(LastTAKSCenteredij) + eij  
 
Second Level:   
βoj = γ00 + uoj 
β1j = γ10 + u1j  
β2j = γ20 + u2j 
β3j = γ30 + u3j  

In this model βo represents the effect for the average eleventh grader and βo + β1 and  

βo + β2 represent the effects for the average ninth and tenth grader respectively.  Notice 

that β1 and β2 are how much the ninth and tenth grade effects differ from the eleventh 

                                                
6 Indices j and i specify the ith student who is in the jth class.  e is the residual on the student level and the 
u’s are the residuals on the class level.  

Location in Model Variable Name Type Minimum Maximum Mean 
ThisTAKS  Numerical 1692 2967 2262.8 Outcome Variables 

  PercentCorrect Numerical 17 100 73 
LastTAKS  Numerical 1692 2967 2242.0 
LastTAKSCentered Numerical ‐550 725 0 
PreviousPercent Numerical 14 100 72 
PreviousPercentCentered Numerical ‐58 28 0 
NINTH Dummy 0 or 1 28% 
TENTH Dummy 0 or 1 40% 

Student Level Variables 
 
(2467 Student Records) 
 
 
 EXIT Dummy 0 or 1 32% 

T1, T2, … T12 Dummy  0 or 1 6% ‐ 10% Class Level Variables 
(163 Classes) PRE‐AP Dummy 0 or 1 41% 
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grade effect.  If these could be zero, then the data would not support the eleventh grade 

effect.7  If the eleventh grade effect is supported by the data, the NINTH and TENTH 

coefficients will be negative. 

Table 5 

HLM Output for Scaled TAKS Model to Verify The Eleventh Grade Effect 
Outcome = 
Scaled TAKS  Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

Intercept, γ00  2317.6  6.7    162   
NINTH, γ10  ‐44.0  11.0  ‐4.063  162  0.000 
TENTH, γ20  ‐95.4  7.3  ‐13.043  162  0.000 
LastTAKS, γ30  0.7514  0.0162    162   

 

A similar model can be run using percents as the outcome variable.  

Percent Correct Model to Verify The Eleventh Grade Effect              (7) 
 

First Level: 
(PercentCorrect)ij= βoj +β1j(NINTHij) +β2j(TENTHij) +β3j(PreviousPercentCenteredij) +eij  
 
Second Level:   
βoj = γ00 + uoj     
β1j = γ10 + u1j  
β2j = γ20 + u2j 
β3j = γ30 + u3j 

Table 6 

HLM Output for Percent Correct Model to Verify The Eleventh Grade Effect 

Outcome = 
Percent Correct  Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

Intercept, γ00  76.99  0.43    162   
NINTH, γ10  ‐5.69  0.71  ‐7.922  162  0.000 

TENTH, γ20  ‐5.21  0.624  ‐8.349  162  0.000 
Previous%, γ30  0.7913  0.0150    162   

 

                                                
7 The p-values given in the HLM output are for the test, Ho: γ = 0 and Ha: γ ≠ 0 . 
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As expected, the added ninth and tenth grade effects are both negative and 

statistically significant.8  They are also practically significant amounting to about 3 

questions difference on average for the percent model and 40 and 90 scaled points 

difference on average for the TAKS model.  It is interesting that the two models do not 

agree on the relative strengths of the ninth and tenth grade effects. 

 The eleventh grade effect is a verified and strong effect and it should show up in 

the model if there is no control for student grade level in the model.  To observe this, the 

proportion of eleventh grade records for each teacher was calculated. For the purposes of 

this ranking an eleventh grader was defined as any student who took the exit test in the 

current year and the 10th grade test in the previous year.  Teachers will be identified by 

their ranking on this scale. 

Table 7 

Ranking of Teachers by Proportion of Eleventh Grade Records 
 

Teacher 
ID 

Semester 2 
Classes 

Student 
Records 

Eleventh 
Grade Records 

Proportion 
11th Grade 

11th Grade 
Rank 

T1  15  301  184  .611  1 
T2  15  184  88  .478  2 
T3  15  256  100  .391  3 
T4  15  198  75  .379  4 
T5  10  156  46  .295  5 
T6  16  318  87  .274  6 
T7  15  172  37  .215  7 
T8  16  142  28  .197  8 
T9  11  180  29  .161  9 
T10  14  206  32  .155  10 
T11  12  181  27  .149  11 
T12  11  173  11  .064  12 

 

                                                
8 The p-values given by the HLM output are appropriate for a single two-sided test.  In this case the HLM 
p-values are appropriate as is, since there are two tests of interest but they are both one-sided tests.   
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 The following model will rank the teachers according to their effectiveness at 

improving student TAKS scores.  Again, there is no control for grade level in the model 

so this ranking is expected to correlate well with the proportion of eleventh grade records 

for each teacher.  Last year’s scaled TAKS score has been centered so that the teacher 

coefficients represent the expected TAKS score this year for a student who had an 

average TAKS score last year, in other words when LastTAKSCentered = 0. 

Scaled TAKS Model for Determining a Teacher Ranking                 (8) 
 
First Level: 
(ThisTAKS)ij = βoj + β1j(LastTAKSCenteredij) + eij  
 
Second Level:   
βoj = γ001(T1j) + γ002(T2j) + γ003(T3j) + . . . γ012(T12j) + uoj 
β1j = γ10 + u1j  

The correlation between the teacher effectiveness coefficients generated by this 

model and the proportion of eleventh grade records each teacher had is r = .56 which, 

though positive, is not as strong a correlation as anticipated.  A look at the graph of these 

two variables reveals what looks like two distinct linear trends. 

 

Percent Correct Model for Determining a Teacher Ranking               (9) 
 

First Level: 
(PercentCorrect)ij = βoj + β1j(PreviousPercentCenteredij) + eij  
 
Second Level:   
βoj = γ001(T1j) + γ002(T2j) + γ003(T3j) + . . . γ012(T12j) + uoj 
β1j = γ10 + u1j  
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The same model using percent correct as the outcome results in a stronger 

correlation, r = .72, and appears to have the same two linear trends. 

Graph 4 
Scaled TAKS Model Compared to Eleventh Grade Records 

                          Correlation is r = .56 
      

 

Graph 5 

Percent Correct Model Compared to Eleventh Grade Records 

                       Correlation is r = .72 
      

 
 

The two distinct linear trends appear to be a difference between regular courses 

and pre-AP courses.  Teachers who taught more pre-AP courses than regular courses 

  Coefficient  11th 
T4, γ004 ◊  2345.1  .379 
T6, γ006 ◊  2309.7  .274 
T1, γ001  2289.8  .611 
T7, γ007 ◊  2279.7  .215 
T8, γ008  2275.6  .197 
T2, γ002  2269.7  .478 
T5, γ005   2253.0  .295 
T3, γ003   2241.9  .391 
T11,γ011 ◊  2233.8  .149 
T10, γ010  2232.7  .155 
T9, γ009   2208.8  .161 
T12,γ012   2202.2  .064 

  Coefficient  11th 
T4, γ004 ◊  77.32  .379 
T6, γ006 ◊  76.06  .274 
T1, γ001  75.93  .611 
T2, γ002  74.63  .478 
T8, γ008  73.78  .197 
T7, γ007 ◊  73.55  .215 
T5, γ005   73.22  .295 
T3, γ003   71.90  .391 
T11,γ011 ◊  71.12  .149 
T10, γ010  69.69  .155 
T9, γ009   69.54  .161 
T12,γ012   67.64  .064 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(60% - 92% pre-AP) are indicated with green diamonds and teachers who taught more 

regular courses than pre-AP courses are indicated with red squares. (73% - 100% regular) 

In an attempt to find a model that correlated more strongly with the proportion of 

eleventh grade records PRE-AP was added to the model as a dummy variable in the 

second level teacher effect. 

Second Level of Model for Determining a Teacher Ranking with PRE-AP   (10) 
 

Second Level:   
βoj = γ000(T1j) + γ002(T2j) + γ003(T3j) + . . . γ012(T12j) + γ013(PRE-APj) + uoj 
β1j = γ10 + u1j  

This model resulted in correlations of r = .68 for the scaled TAKS outcome and r = .82 for 

the percent correct outcome.  Based on the new graphs adding PRE-AP to the model 

appears to have taken care of the difference between regular and pre-AP courses for the 

percent correct outcome but not necessarily for the scaled TAKS scores outcome.  This 

may be because the scaled TAKS scores increase rapidly in a non-linear fashion starting 

with students at the commended level, giving gains and losses among these students much 

more weight than gains and losses among the average students. 

 The analysis will proceed using the percent correct outcome with PRE-AP added 

to the model at the second level teacher effect.  Before adding grade level to the model, 

this preferred model is used to determine whether the observed differences in teachers for 

this model are statistically significant.  In order to identify teachers whose 

effects are statistically significantly different from the midrange teachers, the two, four,  
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six, eight and ten midrange teachers were omitted from the model and included in the 

intercept.  The model with eight midrange teachers removed is shown on the next page. 

 

Graph 6 

Scaled TAKS Model with PRE-AP Compared to Eleventh Grade Records 

                       Correlation is r = .68 
      

 

 

Graph 7 

Percent Correct Model with PRE-AP Compared to Eleventh Grade Records  
 

Correlation is r = .82 
 
      

 
  
 

  Coefficient  11th 
T4, γ004 ◊  2294.5 .379 
T1, γ001  2266.5 .611 
T6, γ006 ◊  2260.7 .274 
T8, γ008  2257.5 .197 
T2, γ002  2248.8 .478 
T7, γ007 ◊  2242.1 .215 
T3, γ003   2240.3 .391 
T5, γ005   2238.0 .295 
T10, γ010  2214.6 .155 
T11,γ011 ◊  2205.3 .149 
T12,γ012   2201.2 .064 
T9, γ009   2189.7 .161 
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Percent Correct Model for Testing Significance with PRE-AP      (11) 
 (Intercept = 8 Midrange Teachers) 

First Level 
(PercentCorrect)ij = βoj + β1j(PreviousPercentCenteredij) + eij  
 
Second Level:   
βoj = γ000 + γ001(T1j) + γ004(T4j) + γ009(T9j) + γ012(T12j) + γ013(PRE-APj) + uoj 
β1j = γ10 + u1j 

In this model the effect of teachers 2, 6, 8, 5, 3, 7, 11 and 10 are combined in the 

intercept, γ000.  The two teachers with the best average effect on percent correct, 1 and 4, 

and the two teachers with the worst average effect on percent correct, 9 and 12, are 

included in the model.  The individual p-values associated with the teacher coefficients 

indicate how unusual the observed teacher effect is, assuming that the teacher is not 

different from the midrange teachers.  Since we are testing the effects of four separate 

teachers, the adjusted p-value is the individual p-value times four.9  Adjusted p-values of 

less than .05 will be considered significant and indicate that the data has provided  

Table 8 

HLM Output for Percent Correct Model for Testing Significance with PRE-AP10 

Outcome = 
Percent Correct  Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

adjusted 
p‐value 

Intercept, γ000  71.22  0.62    157     
T1, γ001  2.92  1.21  2.413  157  0.017  0.068 

T4, γ004  2.47  1.30  1.903  157  0.059  0.236 
T9, γ009  ‐3.41  1.52  ‐2.244  157  0.026  0.105 
T12, γ012  ‐3.57  1.74  ‐2.053  157  0.042  0.167 
PRE‐AP, γ013  4.09  0.85  4.829  157  0.000   
Previous%, γ10  0.7428  0.0167    162     

                                                
9 It is not at all obvious exactly what the adjustment should be since the decision about which teachers 
would be rolled into the intercept was made based on the results of the first model.  Multiplying by the 
number of tests in the second model is reasonable and has the trade off that the cost of being able to make a 
decision about more teachers is a more stringent requirement concerning statistical significance. 
10 Student grade level has not been included in this model so the model is testing for teacher effect clouded 
by the particular mix of grades each teacher taught.  
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evidence of a teacher effect different from the midrange teachers.  Adjusted p-values of 

less than .1 but greater than .05 will be considered borderline significant. 

 Teacher 1, who had a positive effect, is borderline significant and Teacher 9, who 

had a negative effect, just missed the criterion for being borderline.  The results were 

similarly disappointing for the other models.  Removing ten teachers from the model and 

just testing teacher 1 and 12 produced a statistically significant effect for teacher 1.  

(p =  .032)  Removing just 6 teachers, testing teachers 2 and 10 in addition to these four, 

produced a borderline significant result for teacher 9.  (p =  .096)  All other tests within 

all other models were not statistically significant.11 

 Though the eleventh grade effect is easily observable and statistically significant 

on its own, it does not create effects that are statistically significant among individual 

teachers, except on a very limited basis.  This is not because the eleventh grade effect is 

not happening, but rather because of the smaller sample of students involved for a single 

teacher combined with the extent of the variability in individual student improvement. 

 

Teacher Effects 

The final step in the analysis is to handle student grade level and attempt to find 

statistically significant teacher effects that take into account both the student’s grade level 

and whether a class was a pre-AP course.  NINTH, TENTH and EXIT will be added to 

the model as dummy variables at the first level.  Though it may be desirable to include 

grade level in the model in a way that produces only one measure of teacher effect a 

viable model that accomplishes that was not found.  Instead, a teacher is identified as 
                                                
11 The distinction between significant and borderline significant is for the purpose of evaluating the models 
only.  For the final conclusions fixed cutoffs should be chosen.  For example, p ≤ .1 could be used for 
teachers with a positive result and p < .05 could be used for teachers with a negative result. 
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better or worse than the average teacher at improving TAKS scores of ninth, tenth and 

eleventh graders separately.  

Final Model for Determining Teacher Rankings                      (12) 
 

First Level: 
(PercentCorrect)ij = β1j(NINTHij) + β2j(TENTHij) + β3j(EXITij)  
                                                                                   + β4j(PreviousPercentCenteredij) + eij  
 
Second Level:   
β1j = γ101(T1j) + γ102(T2j) + γ103(T3j) + γ104(T4j) … + γ112(T12j) + γ113(PRE-APj) + u1j 
β2j = γ201(T1j) + γ202(T2j) + γ203(T3j) + γ104(T4j) … + γ212(T12j) + γ213(PRE-APj) + u2j 
β3j = γ301(T1j) + γ302(T2j) + γ303(T3j) + γ104(T4j) … + γ312(T12j) + γ313(PRE-APj) + u3j 
β4j = γ40 + u1j 

The rankings generated by this model determine the teacher covariates used for the 

model to test for statistical significance.  

Final Model for Testing Significance                           (13) 
 (Intercept = 8 Midrange Teachers) 

First Level: 
(PercentCorrect)ij = β1j(NINTHij) + β2j(TENTHij) + β3j(EXITij)  
                                                                                   + β4j(PreviousPercentCenteredij) + eij  
 
Second Level:   
β1j =  γ100 + γ112(T12j) + γ101(T1j) + γ110(T10j) + γ107(T7j) + γ113(PRE-APj) + u1j 
β2j =  γ200 + γ210(T10j) + γ201(T1j) + γ212(T12j) + γ209(T9j) + γ213(PRE-APj) + u2j 
β3j =  γ300 + γ307(T7j) + γ309(T9j) + γ306(T6j) + γ312(T12j) + γ313(PRE-APj) + u3j 
β4j =  γ40 + u1j 

According to the rankings generated by the first model, teachers 12 and 1 were the ‘best’ 

ninth grade teachers, and teachers 10 and 7 were the ‘worst’ ninth grade teachers.  

Teachers 10 and 1 were the best tenth grade teachers and teachers 12 and 9 were the 

worst tenth grade teachers.  Finally teachers 7 and 9 were the best eleventh grade teachers 

and teachers 6 and 12 were the worst eleventh grade teachers. 
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HLM Output from Final Models 

Table 9 

Ninth Grade, 
β1j 

Ranking 
Coefficient 

Significance 
Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

adjusted 
p‐value 

Intercept, γ100  0  63.34  0.89    157     
T12, γ112  72.78  4.45 2.81 1.580  157  0.116  0.464 
T1, γ101  71.79  3.43 2.92 1.174  157  0.242  0.969 
T8, γ106  71.48           
T3, γ108  71.37           
T4, γ102  70.27           
T2, γ107  70.22           
T6, γ103  69.71           
T5, γ105  68.69           
T11, γ110  65.90           

T9, γ111  65.49           
T10, γ109  65.47  ‐2.94 1.34 ‐2.187  157  0.030  0.121 
T7, γ107  64.92  ‐3.60 1.49 ‐2.413  157  0.017  0.068 
PRE‐AP, γ113  6.70  6.92  1.12  6.200  157  0.000   

 

Table 10 

Tenth Grade, 
β2j 

Ranking 
Coefficient 

Significance 
Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

adjusted 
p‐value 

Intercept, γ200  0  69.54  0.81    157     
T10, γ210  83.39  13.12  4.73  2.775  157  0.006  0.025 
T1, γ201  71.68  1.72  1.35  1.271  157  0.206  0.822 
T7, γ207  71.24                   
T5, γ205  71.11                   
T4, γ204  71.06                   
T6, γ206  70.21                   
T2, γ202  69.77                   
T3, γ203  69.43                   
T8, γ208  69.27                   

T11, γ211  68.84                   
T12, γ212  66.39  ‐3.14  1.66  ‐1.891  157  0.060  0.242 
T9, γ209  65.70  ‐3.69  1.60  ‐2.310  157  0.022  0.089 
PRE‐AP, γ213  5.47  5.97  0.99  6.008  157  0.000 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Table 11 

Exit,  
β3j 

Ranking 
Coefficient 

Significance 
Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

adjusted 
p‐value 

Intercept, γ300  0  75.98  0.57    157     
T7, γ307  79.58  3.78  1.68  2.244  157  0.026  0.105 
T9, γ309  78.75  2.95  2.30  1.281  157  0.202  0.808 
T10, γ310  77.78                   
T5, γ305  77.17                   
T11, γ311  76.39                   
T4, γ304  75.91                   
T8, γ308  75.57                   
T3, γ303  75.55                   
T2, γ302  75.53                   

T1, γ301  75.51                   
T6, γ306  74.33  ‐1.53  1.27  ‐1.203  157  0.231  0.923 
T12, γ312  70.65  ‐5.22  2.75  ‐1.897  157  0.060  0.239 
PRE‐AP, γ113  3.52  3.24  0.92  3.532  157  0.001   

 

Table 11.5 

Previous %,  
β4j 

Ranking 
Coefficient 

Significance 
Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

adjusted 
p‐value 

Slope, γ40  0.7465  .7516  .0163    162     
 

 Based on the final model teacher 7 was found to be below average at improving 

ninth grade TAKS scores and above average at improving eleventh grade TAKS scores.  

Teacher 10 was found to be above average at improving tenth grade TAKS scores and 

teacher 9 was found to be below average at improving tenth grade TAKS scores.  The 

nine remaining teachers were indistinguishable from the average teachers for all three 

grades.  Note that the cutoffs for statistical significance were chosen as generously as is 

reasonable (p ≤ .10) in part because there are so few statistically significant results. 
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 If these results were included on teacher evaluation forms they might look like 

this: 

Table 12 

Results as Reported on the Teacher Evaluation Forms 
                                                                                                           Teachers 1, 2, 3, 4, 5,  
    Teacher 7                 Teacher 9                 Teacher 10                            6, 8, 11, and 12 

 
 
 

    Key:  + above average, ‐ below average, √  indistinguishable from average 
 

 Ninth ‐  Ninth √   Ninth √   Ninth √  
 Tenth √   Tenth ‐  Tenth +  Tenth √  
 Eleventh +  Eleventh √   Eleventh √   Eleventh √  
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Validation 

 The procedures described in this study came about from trying many possible 

models.  Choices were made based on observed patterns and trends in the data.  Without 

a data set from another school it is impossible to know if the features of this data set are 

unique to this school.  A second data set from a different high school was used to validate 

the procedures developed and the trends observed during this study. 

 The second school is smaller than the first school at about 77% of the enrollment 

of the first school.  There were only seven teachers identified who taught either Geometry 

or Algebra II in the last year of the study.  Based on the teacher schedules it appears that 

the two schools had very different patterns of assigning teachers to classes.  The first 

school spreads its teachers among courses more uniformly.  The first school had teachers 

who had taught as many as seven different math courses during the three-year period.  

The most courses that were taught in the three-year period by one teacher at the second 

Table 13 

School 2:  Number of Teachers and Sections of Each Course over the Three Years 

Regular Courses Teachers Sections 
Algebra 1 4 21 
Geometry 4 46 
Algebra II 3 43 
Precalculus 2 8 

Math Modeling  0 
 

Pre AP Courses Teachers Sections 
Algebra 1  0 
Geometry 4 32 
Algebra II 2 30 
Precalculus 2 10 

AP Statistics  0 
AP Calculus  0 
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school was just four.  This philosophy of spreading out the teachers among courses can 

be seen in the AP courses Calculus and Statistics.  The first school has at least four 

different teachers assigned to these courses, all who had taught Geometry or Algebra II in 

the last year of the study.  The second school offers these courses but none of the teachers 

assigned to them taught Geometry or Algebra II during the last year of the study.  The 

same thing occurs with Math Modeling.  Teachers at the second school specialize in 

teaching just a few similar mathematics courses. 

School 2 started with 4326 records of students enrolled in 190 math courses over 

a three-year period.  Once the first semester classes were removed there were 1589 

student records for 98 classes.  The discard patterns are almost identical to the first 

school.  200 records were discarded due to student transfers, 9% of the records.  70 

records were discarded due to multiple teachers, 3% of the records.   422 records were 

discarded for missing TAKS scores, 18% of the records.  In all, 30% of the data provided 

had to be discarded and as before, that would translate to an even higher estimate for the  

Table 14 
Model Variables for School 2 

 

Location in Model Variable Name Type Minimum Maximum Mean 
ThisTAKS  Numerical 1748 2967 2280.1 Outcome Variables 

  PercentCorrect Numerical 16.67 100 75.11 
LastTAKS  Numerical 1642 2967 2247.2 
LastTAKSCentered Numerical ‐605.2 719.8 0 
PreviousPercent Numerical 13.46 100 72.33 
PreviousPercentCentered Numerical ‐58.87 27.67 0 
NINTH Dummy 0 or 1 22% 
TENTH Dummy 0 or 1 41% 

Student Level Variables 
 
(1589 Student Records) 
 
 
 EXIT Dummy 0 or 1 37% 

T1, T2, … T7 Dummy  0 or 1 10% ‐ 15% Class Level Variables 
(98 Classes) PRE‐AP Dummy 0 or 1 37% 
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total number of students enrolled in the classes but who are not included in the analysis.  

1589 records distributed among 98 classes come to an average of 16 student records per 

class. 

The model to verify the eleventh grade effect using the scaled TAKS score as an 

outcome is not completely successful.  The eleventh grade effect is verified in 

comparison to the tenth graders but there is not evidence in the data that the ninth grade 

growth is different than the eleventh grade growth for this school.  The model to verify 

the eleventh grade effect using percent correct successfully verifies that eleventh grade 

students improve on average more than both ninth and tenth grade students.  As before 

the ninth and tenth grade effects for this model are very similar though the coefficients 

are smaller.  The differences here amount a bit less than 2 questions on average per test. 

Table 15 

School 2: Output for Scaled TAKS Model to Verify The Eleventh Grade Effect 

Outcome = 
Scaled TAKS  Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

Intercept, γ00  2320.8  7.4    97   
NINTH, γ10  4.7  14.7  0.323  97  0.747 
TENTH, γ20  ‐77.7  8.1  ‐9.625  97  0.000 
LastTAKS, γ30  0.7130  0.0238    97   

 

Table 16 

School 2:  HLM Output for Percent Model to Verify The Eleventh Grade Effect 

Outcome = 
Percent Correct  Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

Intercept, γ00  77.72  0.53    97   
NINTH, γ10  ‐3.00  0.85  ‐3.533  97  0.001 

TENTH, γ20  ‐3.67  0.66  ‐5.566  97  0.000 
Previous%, γ30  0.7453  0.02    97 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 The distribution of eleventh grade records among the teachers at the second 

school is more severe than at the first school.  With only one exception, the seven 

teachers either had close to 60 percent eleventh grade records or they had less than ten 

percent eleventh grade records.  In comparison, the first school had only one teacher with 

less than ten percent eleventh grade records and just one teacher with close to sixty 

percent eleventh grade records.  This phenomenon is probably related to the second 

school having teachers specialize in a small number of similar courses. 

When teacher effectiveness is measured without taking into account grade, the 

results correlate with the proportion of eleventh grade records each teacher has as before.   

Table 17 

School 2:  Ranking of Teachers by proportion of Eleventh Grade Records 
 

Teacher 
ID 

Semester 2 
Classes 

Student 
Records 

Eleventh 
Grade Records 

proportion 
11th Grade 

11th Grade 
Rank 

T1  14  225  148  .658  1 
T2  15  234  149  .637  2 
T3  15  302  174  .576  3 
T4  15  244  56  .230  4 
T5  10  150  9  .060  5 
T6  14  196  10  .051  6 
T7  14  238  10  .042  7 

 

In fact the correlations are a bit higher than they were for the first school at r = .69 and  

r = .75.  The split between regular and pre-AP courses is not noticeable, unless you know 

what to look for.  One issue is that there is only one teacher that can be categorized as 

teaching mostly pre-AP.  Even so, the improvement in correlation when PRE-AP is 

added to the models is impressive.  The new correlations are r = .95 and r = .92.  Also of 

note is that the scaled TAKS model does not have the difficulties it had in the first school 

and actually gives a greater correlation than the percent correct model after PRE-AP is    
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Graph 8 

School 2:  Scaled TAKS Model Compared to Eleventh Grade Records 

                                                                                 Correlation is r = .69 
      

 

Graph 9 

School 2:  Percent Correct Model Compared to Eleventh Grade Records 

                                                                              Correlation is r = .75 
     

 

added to the model. 

 Based on the graphs which are almost identical and the rankings which are 

identical, it probably does not matter which outcome variable is used for this school. 

  Coefficient  11th 
T3, γ03 ◊  2338.8  .576 
T1, γ01   2299.2  .658 
T2, γ02   2295.4  .637 
T7, γ07  2282.9  .042 
T5, γ05  2273.1  .060 
T4, γ06  2269.9  .230 
T6, γ06   2204.4  .051 

  Coefficient  11th 
T3, γ03 ◊  78.8  57.6 
T1, γ01   77.1  .658 
T2, γ02   76.4  .637 
T7, γ07  74.9  .042 
T4, γ04  74.0  .230 
T5, γ05  73.5  .060 
T6, γ06   68.0  .051 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Graph 10 

School 2:  Scaled TAKS Model with PRE-AP Compared to 11th Grade Records 
 
                                                                       Correlation is r = .95 
     

 
Graph 11 

School 2:  Percent Correct Model with PRE-AP Compared to 11th Grade Records 
 
                                                                              Correlation is r = .92 
      

 

The results for the percent correct model without grade and with the three midrange 

teachers removed are shown on the next page.  Teacher 1 and 2 are  found to be better 

than the three midrange teachers. The decision to remove three midrange teachers was to 

allow for two teachers on either extreme as in the preferred model from school B.  As 

before this model still reflects the eleventh grade effect. 

  Coefficient  11th 
T1, γ01   2285.7  .658 
T2, γ02   2274.7  .637 
T3, γ03 ◊  2254.8  .576 
T4, γ06  2223.4  .230 
T7, γ07  2217.4  .042 
T5, γ05  2215.6  .060 
T6, γ06   2192.1  .051 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Table 18 

School 2: HLM Output for Percent Correct Model 
For Testing Significance with PRE-AP12 

 
Outcome = 
Percent Correct  Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

adjusted 
p‐value 

Intercept, γ00  71.63  1.05    92     
T1, γ01  4.49  1.51  2.970  92  0.004  0.015 

T2, γ02  3.42  1.47  2.333  92  0.022  0.087 
T5, γ05  ‐1.04  1.63  ‐0.639  92  0.524  2.097 
T6, γ06  ‐3.90  1.76  ‐2.223  92  0.029  0.115 
PRE‐AP, γ08  6.48  1.17  5.54  92  0.000   
Previous%, γ10  0.6958  0.0206    97     

 

The final results from the final models follow:   

School 2:  HLM Output from Final Models 
(Intercept = 3 Midrange Teachers) 

Table 19 

Ninth Grade, 
β1j 

Ranking 
Coefficient 

Significance 
Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

adjusted 
p‐value 

Intercept, γ10  0  68.92  1.00    92     
T2, γ12  69.53  0.60  2.52  0.238  92  0.812  3.249 
T3, γ13  69.05  0.19  2.52  0.075  92  0.940  3.760 
T5, γ15  69.01                   
T6, γ16  68.97                   
T7, γ17  68.76                   
T4, γ14  67.00  ‐2.11  1.68  ‐1.254  92  0.213  0.852 
T1, γ11  66.07  ‐2.95  2.67  ‐1.105  92  0.272  1.088 

PRE‐AP, γ18  9.83  9.81  1.39  7.046  92  0.000   
 

                                                
12 Student grade level has not been included in this model so the model is measuring teacher effect clouded 
by the particular mix of grades each teacher taught. 
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Table 20 

Tenth Grade, 
β2j 

Ranking 
Coefficient 

Significance 
Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

adjusted 
p‐value 

Intercept, γ20  0  72.10  1.11    92     
T3, γ23  74.20  2.28  1.67  1.362  92  0.176  0.706 
T1, γ21  73.69  1.63  1.89  0.858  92  0.393  1.572 
T4, γ24  72.50                   
T5, γ25  71.89                   
T2, γ22  71.86                   
T7, γ27  70.76  ‐0.96  1.49  ‐0.642  92  0.522  2.090 
T6, γ26  65.98  ‐6.09  2.04  ‐2.988  92  0.004  0.014 

PRE‐AP, γ28  4.78  4.68  1.36  3.438  92  0.001   
 

 
Table 21 

Exit,  
β3j 

Ranking 
Coefficient 

Significance 
Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

adjusted 
p‐value 

Intercept, γ30  0  73.32  1.78    92     
T1, γ31  78.51  5.16  2.02  2.558  92  0.012  0.049 
T2, γ32  77.51  4.12  1.89  2.183  92  0.032  0.126 
T4, γ34  75.06                   
T3, γ33  74.41                   

T7, γ37  70.30                   
T6, γ36  69.91  ‐3.22  3.31  ‐0.973  92  0.333  1.332 
T5, γ35  68.51  ‐4.78  3.06  ‐1.562  92  0.122  0.487 

PRE‐AP, γ18  5.43  6.58  1.91  3.439  92  0.000   
 

Table 21.5 

Previous %,  
β4j 

Ranking 
Coefficient 

Significance 
Coefficient 

Standard 
Error  t‐ratio 

Aprox. 
d.f.  p‐value 

adjusted 
p‐value 

Slope, γ40  .7006  .7020  .0204    97     
 

In the final model including student grade level, teacher 1 is found to be 

significantly better than average at improving the TAKS scores of eleventh graders.  

Teacher 6 is found to be significantly worse than average at improving the TAKS scores 

of tenth graders.  The remaining five teachers are indistinguishable from the average 

teacher effects in each grade level.   
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One concern with these results that did not occur in the first school is that the 

eleventh grade rankings are still highly correlated with the proportion of eleventh grade 

records for each teacher, r = .91 .  It is impossible to know whether this is because we 

have not properly controlled for grade level or if it is because teachers who are better at 

teaching eleventh graders are assigned to teach more eleventh graders.  Similarly, the 

rankings for the tenth grade are moderately correlated with the proportion of eleventh 

grade records for each teacher, r = .64 .  The data from the first school did not behave in 

this way. 

Table 22 

Correlation of Model Coefficients With Proportion of Eleventh Graders 
With and Without Student Grade Included in the Model 

Outcome = 
Percent Correct School 1 School 2 

grade not included 0.82 0.92 
ninth 0.45 ‐0.24 
tenth 0.01 0.64 
exit 0.03 0.91 

 

 As with the first school only very minimal conclusions can be made about teacher 

effectiveness. 

Table 23 

School 2 Results as Reported on the Teacher Evaluation Forms 
  
    Teacher 1                 Teacher 6                                        Teachers 2, 3, 4, 5, and 7 

 
 
 

Key:  + above average, ‐ below average, √  indistinguishable from average

 Ninth √   Ninth √      Ninth √  
 Tenth √   Tenth ‐     Tenth √  
 Eleventh +  Eleventh √      Eleventh √  
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 CONCLUSIONS 

 While it may look as if the model has successfully measured teacher 

effectiveness, it is not clear that it has.  There are a number of concerns, some of which 

are completely out of the control of educators.  The issues discussed will be: missing 

data, minimal results, the effects of grade level and pre-AP, possible additional effects, 

sample size, and the variability in the data. 

The first issue is the extent of missing data.  If data were missing in a random 

fashion then the only ramification of missing data would be to reduce sample sizes, 

increase standard errors and thereby reduce significance.  Here the missing data is not 

missing in a random fashion.  Every senior who already passed the Exit TAKS is missing 

as well as 30-39% of ninth, tenth and eleventh graders.  Among non-seniors the bulk of 

missing data involves students who missed a test date and students who transferred in or 

out of the school.  Both of these situations are more prevalent among low socioeconomic 

students.  The results could easily be biased due to differences between the actual 

students enrolled in the identified classes and the students who were able to be included 

in the analysis.  The model has no way of knowing about the missing data so the user 

needs to provide the necessary skepticism about the results. 

The results themselves were quite minimal, allowing a conclusion about less than 

a third of all the teachers studied.  This degree of precision may very well be the best that 

one can expect to get out of a value-added model designed to draw conclusions about 

teachers within a high school.  Schools are complicated systems and students are 

incredibly varied.  While any value-added model will generate numbers, which can be 

used to rank teachers, one should be wary of any reporting system that assigns numbers, 
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rankings or percentiles to individual teachers.  The results of this analysis demonstrate 

that such precision is not found in any typical high school data.  Reporting systems 

should sort teachers into, at most, three categories and allow for the possibility of not 

finding differences between teachers. 

The model developed for this study handled two prominent effects, grade level 

and pre-AP.  Two questions need to be addressed.  First, is it possible to know if the 

effects that were included have been handled appropriately?  And second, are there other 

effects that should have been included but were not? 

The two effects that were included in the model, student grade level and pre-AP, 

were both shown to be statistically significant and were both distributed unevenly among 

the teachers.  It is appropriate then, to try to control for these effects so that the model 

measures what is left after student grade level and pre-AP had been accounted for.  

Unfortunately there is no way to know if there is a relationship between teacher 

effectiveness and grade level, or between teacher effectiveness and pre-AP, so there is no 

way to judge if the model has successfully controlled for these effects.13  The problem is 

that teachers are not assigned to courses randomly.  The two schools studied here 

demonstrate that schools can have very different patterns of assigning teachers to courses.  

To illustrate, effective teachers could be assigned to teach the pre-AP eleventh grade 

courses because those are considered most important or just because those are the courses 

that teachers most want to teach.  Alternatively, highly effective teachers could be 

assigned to teach the regular algebra course since this course contains the high-need 

                                                
13 Recall that for eleventh graders, including grade level in the model eliminated the relationships between 
teacher effectiveness and grade level for the first school and had little effect on the relationship between 
teacher effectiveness and grade level at the second school. 
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students.14  In both these cases we would anticipate a correlation to exist between the 

variables we are trying to control for and the effectiveness of the teachers.  The only way 

to attempt to sort out the difference between the anticipated correlation due to the 

scheduling patterns and the undesirable correlations due to the eleventh grade effect or 

the pre-AP effect would be to compare our model results to some other measure of 

teacher effectiveness. 

It is also possible for the variables in our model to interact in interesting ways.  

Recall the illustration from pages 2 and 3, the ninth grader who is two years ahead in 

mathematics and taking a pre-AP Algebra II class.  The teacher of this student may teach 

primarily pre-AP eleventh grade courses.  Necessarily, the ninth graders that this teacher 

has are all ahead in mathematics.  Is it reasonable to compare this teacher’s effectiveness 

with these advanced ninth graders to another teacher’s effectiveness with ninth graders 

who are not ahead in mathematics?  The question might lead one to add a variable to the 

model indicating how many years the student is ahead or behind in mathematics.15   

The next issue to consider is whether there are other effects, such as the one 

mentioned above, which were not considered and which are biasing the results.  The 

answer is that there are many possible variables, and some of these can be shown to be 

both statistically significant and distributed unevenly among the teachers.  One example is 

race.  The data was coded with dummy variables for African American, Hispanic and 

white.  Models show that the effect of being Hispanic is statistically significant for the 

                                                
14 In fact, the second goal of the Race to the Top Fund includes placing effective teachers, “where they are 
needed most.”  (Race to the Top Executive Summary, November 2009, pp. 2-3) 
15 This variable was created at the beginning stages of this study.  Models show that it is a statistically 
significant effect using the data from the first school.  
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school 1 data.  Adding Hispanic to the model effectively divides the data into two groups, 

Hispanic (42% of the data) and non-Hispanic.  The effect of being Hispanic would have 

to be strong enough and consistent enough to counteract the increase in variability that 

comes with dividing the data in two.  Otherwise statistical significance would be 

reduced.16  Some exploratory analysis was carried out creating models with additional 

variables such as Hispanic and whether a student was ahead or behind in mathematics.  In 

all cases, the model results tended to lose all statistical significance after three or four 

variables were included.  While there is no guarantee that the final results are not 

reflecting the effects of other variables, adding many variables to the model creates too 

much variability and eliminates statistical significance.17   

The traditional solution to having too much variability in the data to be able to 

‘see’ the differences one wants to measure is to increase the sample size.  This is 

something that educators have no control over.  An individual teacher can only teach so 

many students in a given year and an analysis can only reasonably sample from a few 

consecutive years.  The data can be used to reveal many things about student growth and 

how it relates to various factors but as soon as teachers are added to the model, the data 

has been subdivided into groups of about 150-300 students and this sample size is not 

large enough to overcome the noise inherent in the data. 

                                                
16 Notice that statistical significance was not lost when grade level was added to create the final models. 
This indicates that accounting for grade level reduced variability as much as subdividing the data into three 
grades increased variability.  It confirms that grade level is an effect that needs to be included and suggests 
that the final models in this study were successful at accounting for grade level. 
17 One variable that is a well-known indicator of both student achievement and student growth is 
socioeconomic status, measured imperfectly by student enrollment in the free and reduced lunch program.  
This information was not available to the researcher.  
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If it is impossible to increase the sample size the next option is to attempt to 

reduce the variability in the data.  A good deal of the variability in the data reflects the 

variability of the students and is out of the control of educators.  Student growth is a 

complicated calculation.  It requires at least two separate measurements of the student’s 

achievement each of which will have its own measurement error.  A better measure of 

student growth could possibly improve the situation.  The Texas Education Agency 

(TEA) is working on just that.   

Since 2009 TEA has been reporting a vertical scale score for grades 3 through 8 

(Texas Education Agency, 2009).  On the vertical scale, equal scores represent equal 

achievement.  The cutoffs for “met the standard” and “commended performance” go up 

for each grade.  For example, seventh grade students need a 670 on the vertical scale to 

meet the standard; a year later, as eighth graders they will need a 700 to meet the 

standard.  The 30-point difference represents a years worth of growth.  The current 

vertical scale scores are for the same TAKS tests as before, but they are designed for 

growth analysis.  Students are taking different tests as before, but the scoring is designed 

to be consistent across tests.  In theory, if a student took a test that was different than their 

grade, they would get the same score on that test as they got on their grade level test. 

On January 26, 2010 Texas Commissioner of Education, Robert Scott announced 

the new Texas state test STAAR (Texas Education Agency, 2010).  STAAR will go into 

effect in 2012 and will include an identical schedule of tests for third through eighth 

grade.  The high school STAAR tests will be End of Course exams (EOC) rather than 

grade-level exams.  High school students will have to take an Algebra I EOC, a 

Geometry EOC and an Algebra II EOC.  These tests will be phased in so that all three 
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tests will be in effect by 2014.  TEA has not been creating vertical scale scores for ninth 

through eleventh because the nature of the state test is changing so drastically.  So while 

TEA is committed to providing a growth measure for the EOC exams, they are only in 

the beginning stages of development right now (Guthrie, 2010).  
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FURTHER ANALYSIS 

 Studying whether the new tests and growth measures, devised by TEA for the 

high school tests, reduce variability enough to improve the prospects of measuring 

teacher effects within a high school will have to wait until 2014, when all three EOC tests 

will be in use.  Even at that point there will not be a full three years’ worth of data.  There 

are many questions about the new system, which will certainly solve some problems and 

create others.  Meanwhile, vertical scale data is available for third through eighth grade 

and should certainly be studied with regard to measuring teacher effects in middle 

schools and elementary schools.18 

 The validation in this study was experimental.  The procedures developed and the 

trends observed were applied to a different school to observe consistencies or 

inconsistencies between schools.  Also some attention was given to discriminant validity. 

The model’s correlation with the proportion of eleventh graders a teacher had was 

observed and then hopefully removed once grade level was accounted for.  Another kind 

of validation that was not used in this study is construct validity.  Model results need to 

be compared to measures of teacher effectiveness unrelated to the data to determine if the 

model’s measures of teacher effectiveness are valid. 

The data alone cannot tell us if the model is working.  People familiar with the 

school and the teachers need to be involved.  Traditional teacher evaluations could be 

used to compare the results to what is already known about the teachers in the school.  

This could also provide valuable information about how teachers are assigned to courses.  

One caution is that it may be difficult to know whether better teachers are assigned to 

                                                
18 Leander ISD has developed tools for analyzing student growth using two consecutive vertical scores 
(2010). 
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certain courses or if teachers of certain courses are perceived to be better.  Even so, the 

teachers, councilors and administrators of a school know things about the school that an 

outside researcher cannot possibly know.  This information needs to be used to determine 

if a model is viable. 

 One of the original intents of this study was to compare the use of difference 

score models with the regression models studied.  Preliminary models showed the 

difference scores performing poorly, so these were dropped from the final analysis.  It 

was thought that the regression model would perform better because it allowed for 

regression towards the mean.19  One result that was quite unexpected was that the 

difference score model using the differences of the percent correct scores was better 

correlated with the proportion of eleventh grade records than either of the regression 

models studied.20 (r = .9)  Further study using difference scores is called for in part 

because the vertical scale scores are designed to give the most succinct information about 

a student when expressed as a difference score.  This researcher no longer believes that 

difference scores will necessarily perform poorly. 

One concern, which was only hinted at, is the effect of students who perform at 

the extremes of the available test scores.  It is believed that the reason the percent correct 

model performed better than the scaled score for the first school is that the scaled scores 

increase rapidly after 2400, the commended cutoff.  To illustrate, there were at least 

seven students who had a perfect score (100 for percent correct) on one of their two 

TAKS tests but there wasn’t a single student who got a perfect score two years in a row at 

                                                
19 Students who had preformed extremely well or extremely poorly on the first test would be expected to 
be less extreme the following year. 
20 This was consistent in the second school though not as extreme.  In the second school adding pre-AP to 
the model brought the regression models to correlations above r = .9 . 
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the first school. Since the last point on the scaled TAKS test is worth over 140 points, 

each of these students had a growth magnitude of at least 140 scaled TAKS points.  

Assuming these students were commended both years, it hardly seems reasonable to 

either penalize or reward the teacher for a student who is performing so consistently well.  

The problem is less extreme when you use percent correct scores, but why not address the 

issue directly?  Students who were commended two years in a row could be treated in 

some uniform way rather than letting which year they happened to do better dictate 

whether the teacher is deemed effective or ineffective at teaching that student. The 

vertical scale scores exhibit the same rapid increase past the commended cutoff as the 

scaled TAKS scores, and will need to be handled on the extremes in order to avoid the 

problems encountered in this study with the scaled TAKS scores. 21  A similar argument 

can be made for students who perform near the guessing threshold both years though it 

may not be as critical to good model performance. 

In conclusion, using test data to measure teacher effectiveness is a difficult task.  

Any attempt to do so should involve both an analysis of the statistical significance of the 

results as well as validation of the model using sources familiar with the school, the 

teachers and their classes.  The psychometric properties of the state test, and the 

algorithm for determining test scores may turn out to be a critical for success.   Even if it 

turns out not to be possible to use high school data to measure individual teacher 

effectiveness, the analysis of well constructed student growth data can be used to 

understand the students and the school and to make decisions that will serve students and 

improve schools.   

                                                
21 For a description of an innovative system for judging student growth using vertical scale scores that 
handles the extremes see Leander ISD (2010). 
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SUMMARY POINTS 

 Variation in the data combined with the small sample size per teacher make it 

difficult, perhaps impossible, to measure teacher effects in a high school using 

students’ scores on the state test. 

 Be wary of any reporting system that assigns numbers, rankings or percentiles to 

individual teachers!  Reporting systems should sort teachers into, at most, three 

categories and allow for the possibility of not finding differences between teachers. 

 Perhaps the greatest barrier to successfully measuring teacher effects in a high school 

using data is that teachers are not assigned to courses randomly.  Ironically, schools 

are, quite appropriately, expected to use information about teacher effectiveness to 

assign teachers to courses in a non-random way. 

 Individuals with specific knowledge about a school need to be involved in the 

evaluation if not the development of a model.  Measures of teacher effectiveness 

unrelated to data should be used to validate any value-added model before it is put 

into use. 

 Though not the topic of this research, all of the issues addressed in this paper are 

likely to be present at the school / principal effectiveness level as well. 
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