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Large bio-molecular complexes (LBCs) are assemblies of dozens to thou-

sands of structural/functional biomolecular subunits. Two representatives of

LBCs are ribosomes and viruses. While ribosomes play an essential role in

protein synthesis in cells, viruses are of extreme interest because they account

for many serious illness in animals and plants. Even with today’s advanced

vaccines and drugs, millions of people die from viral diseases worldwide each

year. Studying the three-dimensional (3D) structures of LBCs and predicting

their functions are of great importance in the life sciences.

X-ray crystallography and nuclear magnetic resonance (NMR) are two

major techniques for determining 3D structures of bio-molecules. These ap-

proaches, however, are quite often limited to individual proteins or relatively

small assemblies. Cryo-electron microscopy (cryo-EM), coupled with single

particle reconstruction, has become a powerful technique to reveal the “full

picture” of a large bio-molecular complex, offering a more complete structural

and functional description of the protein machinery. While the number of
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3D cryo-EM maps at intermediate resolutions (5− 20Å) increased steadily in

recent years, few efforts had been made towards automatic and quantitative

interpretations of the reconstructed maps.

Current ways for interpreting reconstructed maps depend mainly upon

visual inspections with the help of various graphic tools. Due to the large

physical size and complexity of the bio-molecular assemblies, it is not only

tedious and subjective but also very difficult to visually interpret the detailed

features/activities of an interacting bio-molecular system. For this reason,

automatic structural analysis of large bio-molecular complexes has become

increasingly and critically important.

This dissertation presents various computational approaches for auto-

matic structure analysis of LBCs, including symmetry detection, subunit seg-

mentation, subunit alignment, secondary structure identification, and atomic

structure modelling/fitting. The final output of the structure analysis of a

LBC will be a pseudo-atomic structure model of the given LBC map. To

achieve this goal, we also present a number of new algorithms on image en-

hancement, skeleton extraction, and image segmentation. We evaluate these

algorithms on various types of images at medical, cellular, and molecular lev-

els. In addition to the 3D image processing, we also present two algorithms

for automatic particle picking in 2D electron micrographs.
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Chapter 1

Introduction

1.1 Large Bio-molecular Complexes

Large bio-molecular complexes are structures with sizes typically in the

range between 10 nanometers and 100 nanometers (1 nanometer = 10−9m =

10Å). In this range, structures are usually not a single protein but composed

of tens to even thousands of individual proteins or other biomolecules (e.g.,

RNA). Two representatives of such objects are ribosomes and viruses.

Ribosomes are the factories where proteins are synthesized in cells.

While a few examples will be demonstrated in Chapter 6 on automatic seg-

mentation of ribosome structures, the focus of this dissertation will be on

another very important complex, called a virus. A virus is a parasite on its

host cells (animal, plant, or bacteria). Mature viruses, called virions, can-

not “grow” in isolation, as they do not posses the requisite protein synthesis

machinery. All virions must depend on their host cells to accomplish their

biological processes and reproduce themselves, by which they “consume” the

cells’ nutritients, and disrupt the metabolism of the host cells to eventually

kill the host cells [21]. Viruses or virions (we henceforth use them interchange-

ably) in their life cycle span can significantly influence and impact their local

and global environment. For example, an infestation of the rice dwarf virus,

a major pathogen of the rice plants in southeast Asia, would result in severe

global economic consequences [191]. The herpes simplex virus type 1 (HSV-
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1), a human pathogen, is responsible for various diseases including cold sores,

blindness, and encephalitis [166]. Understanding the molecular structure of

virions and its inherent geometric complexity (ultrastructure) is the first step

towards an understanding of the molecular processes of how these pathogens

infect the host cells, and often necessary for devising means to suppress the

consequences of viral infections.

Many studies have revealed that most if not all functions of biological

units including viruses can be traced back to their structures and composition.

Despite the large range of variations, most viruses consist of two fundamental

components: the genomic nucleic acids (DNA/RNA) and the coat proteins,

as shown in Figure 1.1. The coat proteins form a shell (capsid) and play

two major roles: to protect the fragile DNA/RNA and to help the viruses

recognize the host cells. The coat proteins are very important for a virus to

live and reproduce itself, and much attention has been drawn to study the

three dimensional (3D) structures of these proteins.

X-ray crystallography [1, 168] is the primary technique that has been

used to reveal the structures of most existing protein folds seen in the Protein

Data Bank (PDB) [19]. However this method requires crystalline forms of

purified bio-molecular units and many viruses are resistant to the formation of

crystals large enough for the high-resolution image reconstruction through x-

ray diffraction. Nuclear magnetic resonance (NMR) [43, 60] is another increas-

ingly popular method used to determine the atomic structure of molecules.

However, this method is limited to only relatively small molecules (< 50K

Dalton), which makes it difficult to study even the smallest virus particles.

While individual proteins or small complexes provide important information,

they do not give a full picture of a functional biological complex. Structural
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(a) Bacteriophage (b) Animal virus

Figure 1.1: Illustration of the structures of two typical viruses: one is bacterio-
phage (virus infecting bacteria) and the other is animal virus (virus infecting
animals). Picture source: http:// micro.magnet.fsu.edu/cells/virus.html.

determination of large biological complexes (e.g., viruses, ion channels, and the

ribosome) therefore offers a more complete structural and functional descrip-

tion of the protein machinery. Knowledge of these structures would provide

not only the mechanistic descriptions for how macromolecules interact in an

assembly but also clues in developing therapeutic interventions related to dis-

eases. While x-ray crystallography and NMR spectroscopy are quite often re-

stricted to relatively small biological structural units, cryo-electron microscopy

(cryo-EM) of single particles, has steadily become a powerful tool in revealing

structures of large bio-molecular complexes [16, 158]. The rapid development

of this technique has made it possible to resolve the biological complexes at

sub-nanometer resolutions (6Å-10Å) [77, 108, 191, 192]. In addition, cryo-EM

approach can also capture multiple functional states of a complex, allowing us

to directly study the dynamics of an interacting protein machinery. A short

summary of this technique will be given in Section 1.3.
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1.2 Symmetry of Icosahedral Virus: A General Rule

Most viruses adopt one of two major types of symmetry in constructing

their capsid shells: either helical or icosahedral [21]. One representative of

the helical viruses family is the Tobacco mosaic virus (TMV) [23]. The most

frequent virus capsid shell symmetry that is observed is that of an icosahedron

[16, 77, 166, 191]. This type of symmetry will be the focus of this dissertation.

An ideal icosahedron has 12 vertices (5-fold), 20 faces (3-fold), and 30 edges (2-

fold), as seen in Figure 1.2(a). The simplest virus structure is hence composed

of 60 identically interacting subunits. One such subunit is indicated in yellow

in Figure 1.2(a). However, as pointed out by Caspar and Klug [27], when

more than 60 subunits form a closed shell, they no longer share biochemically

identical environments and hence have to self-organize into a quasi-equivalent

icosahedron. In other words, not all of the subunits interact identically but

they do share a similar biochemical environment. An example is illustrated

in Figure 1.2(b), where the virus (e.g., rice dwarf virus) consists of five types

of subunits. Interestingly the subunits form a quasi-equivalent icosahedron

in a purely mathematical way, controlled by the triangulation number [16].

This number is defined based on a hexagonal two dimensional (2D) lattice

(Figure 1.2(c)). The twin coordinates of the lattice, denoted by h and k,

define the triangulation number by: T = h2 + hk + k2. Each pair of h and k

uniquely determines an equilateral triangle (Figure 1.2(d)), 20 copies of which

are used to construct the entire icosahedral shell. The simplest case, where

T = 1 (h = 1 and k = 0), gives the simplest virus structure, as shown in

green in Figure 1.2(d), which corresponds to the case shown in Figure 1.2(a).

A more complicated case, where T = 13 (h = 3 and k = 1) as shown in

yellow in Figure 1.2(d), corresponds to the virus structure shown in Figure
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(a) (b) (c) (d)

Figure 1.2: A geometric model for symmetries of icosahedral viruses. (a) An
ideal icosahedron has 12 vertices with 5-fold symmetry (blue dots), 20 faces
with 3-fold symmetry (green dots), and 30 edges with 2-fold symmetry (red
rots). Shaded in yellow is an asymmetric region of the icosahedron. (b) Some
viruses may also have local symmetries, such as 6- or 3-fold symmetries. The
shaded triangles indicate five independent subunits for this particular example.
(c) The arrangement of the subunits on the capsid layer generally corresponds
to the hexagonal lattice. The triangulation number of a virus structure is
defined by the coordinates h and k of the hexagonal lattice: T = h2 +hk +k2.
(d) Two examples are shown here: T = 1 (h=1,k=0) in green, and T = 13
(h=3,k=1) in yellow.

1.2(b). Although viruses demonstrate various local symmetries, they do obey

icosahedral symmetry, which is globally defined on the entire maps.

1.3 3D Cryo-Electron Microscopy Imaging and Recon-
struction

Electron microscopy (EM) imaging has been largely used in structural

biology to study the activities of cells and organelles. Three-dimensional elec-

tron microscopy (3D-EM) imaging plays a unique role in EM for its capability

of revealing the three dimensional structures of biological units. The mathe-

matical principle of 3D-EM reconstruction from projection data (experimental

EM images) is basically the same as that commonly used in 3D medical imag-

ing (Computed Tomography or CT scan, for example). The major difficulty
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with EM images is due to the extremely low signal-to-noise ratio (SNR). This

is true partly because the electron dose used in EM imaging has to be kept

in a very low level (approximately 0.5∼4 e/Å2) in order to reduce radiation

damage of electrons in the specimen. The flash cooling technique, known as

cryo-EM, is to quickly cool the samples to liquid nitrogen temperature (about

77K or less) such that the surrounding water does not form crystalline ice.

This technique proved to be very successful in preserving the native structures

of specimen while reducing the radiation damages [16, 30].

Due to different sample preparation and data collection methods, 3D-

EM includes three major techniques: electron crystallography, electron to-

mography, and single particle method. Electron crystallography [2], similar

to x-ray crystallography, can reveal the bio-molecular structures at an atomic

resolution. However, the weakness of this technique is that a two-dimensional

crystal has to be grown for cryo-EM imaging, which in many cases is hard to

do. Electron tomography [87, 110], on the other hand, is a powerful and unique

tool for studying 3D ultra-structures of cell organelles or whole cells at a rela-

tively low resolution. Mathematically, the 3D structure of a cell specimen can

be reconstructed from a series of 2D projections in different tilt angles. There

are several methods to collect the projection data: single-axis tilt, double-axis

tilt, and uniform conical tilt, depending on how the specimen is rotated under

the fixed camera. However, the tilt angles cannot exceed certain degree (usu-

ally ±700) due to the tilt-stage and specimen thickness limitations [49, 120].

For this reason, the reconstructed density maps always have significant dis-

tortions in certain regions, commonly known as the missing wedge (pyramid,

or cone) problem. Besides this problem, the resolution of this type of recon-

structions is often limited in the range of 20Å − 200Å because of the limited
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electron dose used on a single specimen due to the radiation damages [87, 110].

The solution to remedy the above problems is by taking averages of

a number of structurally identical particles in random orientations. On one

hand, the average of particles in the same orientation (after proper alignment)

can improve the signal-to-noise ratio (SNR). On the other hand, particles in

different orientations are very likely complementary to each other such that

the missing wedge (pyramid, or cone) of one particle could be filled by another.

This technique, known as single particle cryo-EM reconstruction, can achieve

a resolution of about 6Å [100, 191]. To reduce the radiation damages, each

particle is imaged only from one tilt angle and thousands of (or more) particles

are used to reconstruct a single 3D structure. Figure 1.3(a) shows an overall

pipeline of single particle reconstruction and analysis. Each of the steps will

be explained below in more details.

Particle Picking. Thousands of (or more for non-symmetric struc-

tures) particle images need to be collected in order to reconstruct a 3D density

map at moderate to intermediate resolutions (20Å−6Å) [69, 191]. Usually each

electron micrograph contains dozens to hundreds of particles, each of which

corresponds to one projection of the 3D biological object under investigation.

The goal of particle picking is to box out all particles that look reasonably good

in both size and shape. Figure 1.3(b) shows a small portion of the electron

micrograph of the rice dwarf virus [191]. From this picture we can also see how

noisy a typical particle image looks. The particles can be boxed out manually

and there are some software which provide this function (e.g., EMAN [99]).

This method however is subjective and becomes very tedious when tens of

thousands of particles need to be picked. Fortunately there are a number of

computational approaches for automatic or semi-automatic particle picking.
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(a) Overall pipeline of the single particle reconstruction and analysis

(b) Particle images/reconstruction

Figure 1.3: Illustrations of single particle cryo-EM technique. (a) The over-
all pipeline, including particle picking, particle classification and alignment,
orientation assignment, 3D reconstruction, and map interpretation. In addi-
tion, EM contrast transfer function (CTF) correction [74], anisotropic filtering
[163], and adaptive contrast enhancement [183] may also be applied before
or after 3D reconstructions, to improve the signal-to-noise ratio. (b) An ex-
ample of electron micrography images showing particle picking (top) and 3D
reconstruction from 2D projections (bottom).
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Most of these methods utilize cross-correlation scoring (e.g., [128]) while some

of them are based on feature/edge detection (e.g., [182]). Interested readers

can refer to a good review paper [116] or a special issue of Journal of Structural

Biology [126] for various methods on this topic. We present two approaches in

Chapter 2 for detecting several typical shapes of particles including spherical,

circular, and rectangular particles.

Particle Classification and Alignment. Among the whole set of

picked particles, some of them may appear the same (subject to in-plane rota-

tions) while some others look completely different. Particle classification is to

find all the particle images that have the same appearance but not necessarily

in the same orientation, while particles alignment is to align those particles

in the same class to the same orientation. The classified and aligned parti-

cles can be averaged such that the class average has a significantly improved

signal-to-noise ratio (SNR), compared to the original individual particles im-

ages. In principle, averaging a number of particle images is the core idea of

single particle reconstruction approach, in order to achieve a sub-nanometer

resolution from extremely noisy data. Although particle classification and

alignment are conceptually different, they are actually dependent upon each

other − the alignment is performed on classified particle images but in return,

correctly aligned particles also help classify the particle images more accu-

rately. There are reference-based and reference-free methods, both of which

are based on the conventional cross-correlation and Fourier analysis [49]. More

recently, probability-based methods, such as the maximum likelihood approach

[144, 146]. have become increasingly popular due to their better performance

in classifying and aligning particle images.

Orientation Assignment. Particle classification and alignment can
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provide a series of class averages corresponding to projections in different ori-

entations. Unfortunately in most cases the particles (henceforth the class aver-

ages) appear in randomly-chosen orientations such that we do not know which

orientation each class average corresponds to. Mathematically the relative ori-

entations between two projections of the same 3D object can be determined by

the common line theorem [158]. However, this method is very time-consuming

and the accuracy may not be good enough due to the noise. Another ap-

proach for estimating orientations is based on an initial 3D model [99]. The

initial model can be built from a representative subset of projections whose

orientations are determined by the common line method or randomly-assigned

Euler angles. From the initial model, one can compute a series of projections

by re-projecting the 3D model in different angles. The class averages can be

compared against each of the projections and assigned with the orientation of

the best-matched projection. The advantage of the model-based approach is

that the orientation assignment is quite straightforward and additionally the

particle classification and alignment can be simultaneously conducted during

the orientation assignments.

Reconstruction and Refinement. The mathematical theorem is

well established for 3D reconstruction from 2D projections, given that the

orientation of each projection is known. Figure 1.3(b) illustrates the 3D re-

construction from a series of projections in different angles. The most popular

methods include the direct Fourier space reconstruction [99] and the real-

space filtered back projection method [158]. As we mentioned earlier, the

reconstructed 3D model can be used as an initial model to refine the parti-

cle classification/alignment as well as the orientation assignment. The refined

class averages and their orientations are then used to generate a better 3D
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model. This iterative process is repeated until no significant improvement is

observed.

1.4 Structure Analysis/Interpretation

The reconstructed maps do not convey meaningful information until

they are correctly interpreted. Although a number of software packages for

performing 3D reconstructions from cryo-EM data have been made widely

available in recent years (e.g., EMAN [99], SPIDER [50], IMAGIC [68]),

quantitative and automatic analysis/interpretation of the reconstructed bio-

molecular assemblies still remains undeveloped. Current ways for interpreting

reconstructed maps depend mainly upon visual inspections with the help of

various graphic tools. Due to the large physical size and complexity of the

bio-molecular assemblies, however, it is not only tedious and subjective but

also very difficult to visually interpret the detailed features/activities of an

interacting bio-molecular system. For this reason, automatic structural anal-

ysis of large bio-molecular complexes has become increasingly and critically

important.

The map interpretation is usually performed in two directions as shown

in Figure 1.3(a). For maps at sub-nanometer resolution (6Å − 10Å), the sec-

ondary structures are visible and detectable. A pseudo-atomic model can be

built based on the detected secondary structures and their topological connec-

tions [191]. When the resolutions of the reconstructed maps degrade beyond

10Å, however, we cannot see the secondary structures with high confidence

but we still can build the pseudo-atomic models by fitting a high-resolution

PDB structure into the cryo-EM map based only on the density distributions

[171]. In both cases, we need to first detect the symmetry axes of the re-
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constructed maps of bio-molecular complexes and then segment the maps into

dozens to thousands of individual subunits. The automatic segmentation with-

out a doubt makes it much easier to interpret the bio-molecular assemblies,

allowing us to isolate the subunits and interpret each of them individually

without interference from the others. For symmetric virus structures, the

segmentation also helps eliminate the structural redundancy. [186]. In seg-

menting the entire maps into individual subunits, the alignment between any

two subunits is very useful in several aspects as will be addressed in Chapter

6.

Image processing/analysis techniques have been extensively used in

both 3D structure reconstructions of large bio-molecular complexes and struc-

ture interpretations of such reconstructed maps. In particular, image enhance-

ment (including noise reduction and contrast enhancement), feature skeleton

extraction, object alignment, and boundary segmentation have found fruitful

applications in the structure analysis of single particle cryo-EM maps. For this

reason, we will give detailed descriptions and present new algorithms on these

problems in the following chapters.

1.5 List of My Contributions

My main contributions are in two categories: algorithm development

and biomedical applications, although the boundary between these two is quite

often unclear in our papers.

Cryo-EM particle picking. Two approaches for particle picking (see Sec-

tion 1.3 for a brief introduction to this problem) were developed: one based on

clustering and the other based on Voronoi diagram. This work can be found

12



in Chapter 2 or the following two papers:

[182] Z. Yu and C. Bajaj. “Detecting circular and rectangular particles based

on geometric feature detection in electron micrographs”. Journal of Structural

Biology, 145(1-2):168-180, 2004.

[181] Z. Yu and C. Bajaj. “A gravitation-based clustering method and its ap-

plications in 3D electron microscopy imaging”. In Proceedings of International

Conference on Advances in Pattern Recognition, pages 137-140, 2003.

Adaptive image contrast enhancement. We developed a fast and adap-

tive approach for image contrast enhancement. Chapter 3 gives details of this

approach.

[183] Z. Yu and C. Bajaj. “A fast and adaptive algorithm for image contrast

enhancement”. In Proceedings of 2004 IEEE International Conference on Im-

age Processing, pages 1001-1004, 2004.

Anisotropic gradient vector diffusion. We developed various types of

PDE-based anisotropic vector diffusion techniques, including the normalized,

polar-based, angle-based schemes. The first two have been used in image seg-

mentation while the angle-based scheme is used for skeletonization (see below).

In particular, we use the polar-based scheme for color (vector) image smooth-

ing, which is not included in this dissertation but can be found in the following

paper:

[178] Z. Yu and C. Bajaj. “Anisotropic vector diffusion in image smoothing”.

In Proc. of Int’l Conf. on Image Processing, pages 828-831, 2002.

Boundary-free skeletonization. An approach for skeleton extraction from

gray-scale images was developed. The main advantage of this approach is that
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we do not need to detect the feature boundaries as most other skeletonization

methods do. The algorithm and results on various types of images are given

in Chapter 4 and in the following paper:

[184] Z. Yu and C. Bajaj. “A segmentation-free approach for skeletonization

of gray-scale images via anisotropic vector diffusion”. In Proc. Int’l Conf.

Computer Vision and Pattern Recognition, pages 415-420, 2004.

Medical image segmentation. We developed an automatic seed generation

approach based on the aforementioned gradient vector diffusion. A modified

version of the existing fast marching method, coupled with the region-merging

technique, was utilized to segment medical images. Details are reported in

Chapter 5 as well as in the following two papers:

[179] Z. Yu and C. Bajaj. “Image segmentation using gradient vector diffusion

and region merging”. In Proc. of Int’l Conf. on Pattern Recognition, pages

941-944, 2002.

[180] Z. Yu and C. Bajaj. “Normalized gradient vector diffusion and image

segmentation”. In Proceedings of European Conference on Computer Vision,

pages 517-530, 2002.

One of the primary goals of this dissertation is the applications in the au-

tomatic structure analysis of large bio-molecular complexes (LBCs). As will

be detailed in Chapter 6 and Chapter 7, the structure analysis of a LBC con-

sists of five majors steps:

Symmetry detection. We developed a fast algorithm to detect the global

and local symmetry of an icosahedral virus density map, based on the critical

points in the given map. The algorithm is described in Chapter 6 and in the
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following paper:

[186] Z. Yu and C. Bajaj. “Automatic ultra-structure segmentation of recon-

structed cryo-em maps of icosahedral viruses”. IEEE Transactions on Image

Processing: Special Issue on Molecular and Cellular Bio-imaging, 14(9):1324-

1337, 2005.

Subunit segmentation. A variant of the traditional fast marching method

is presented based on the combinations of seed classification and symmetry in-

formation. The algorithm is presented in the above paper [186] and in Chapter

6. Various experiments are tested and validated in the following paper:

[15] M.L. Baker, Z. Yu, W. Chiu, and C. Bajaj. “Automated Segmentation of

Electron Density Maps”. Journal of Structural Biology. (in press). 2006.

Subunit alignment. The segmented subunits can be aligned in a fast way,

given the known symmetry axis of each subunit in a virus map. This idea is

described and demonstrated in Chapter 6 and in the following submission:

[187] Z. Yu and C. Bajaj. “Computational Approaches for Automatic Struc-

tural Analysis of Large Bio-molecular Complexes”. IEEE/ACM Transactions

on Computational Biology and Bioinformatics. (in review). 2006.

Secondary structure identification. The segmented (or averaged) sub-

units can exhibit clear secondary structures if the resolution is higher than

10Å. We developed a fast and quality approach to detect both alpha-helices

and beta-sheets. Details are reported in Chapter 7 and in the following paper:

[188] Z. Yu and C. Bajaj. “A Structure Tensor Approach for 3D Image Skele-

tonization: Applications in Protein Secondary Structure Analysis”. IEEE

International Conference on Image Processing. (in press). 2006.
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Atomic structure fitting/modeling. We developed a vector-matching

based approach for fitting an atomic (PDB) structure into a cryo-EM den-

sity map. The algorithm and a few examples will be shown in Chapter 7. The

manuscript for this approach is in preparation.

I am also one of the main contributors to two review papers: one is on map

processing of 3D molecular complexes and the other is on electron tomographic

feature extraction and visualization:

[12] C. Bajaj and Z. Yu. “Geometric processing of reconstructed 3D maps

of molecular complexes”. Edited by S. Aluru, Chapman & Hall/CRC Press,

2005.

[13] C. Bajaj, Z. Yu, and M. Auer. “Volumetric feature extraction and visu-

alization of tomographic molecular imaging”. Journal of Structural Biology,

144(1-2):132-143, 2003.

Besides the publications, I have developed the software for each of the afore-

mentioned algorithms/applications. They are freely downloadable from the

Computational Visualization Center (CVC) (http:// ccvweb.csres.utexas.edu/

software/applications.php). Some of them are being used by numerous re-

search groups around the world.

1.6 Organization of This Dissertation

The rest of this dissertation is organized into two parts: one focusing

on algorithms (Chapters 2, 3, 4, and 5) and the other focusing on applications

(Chapters 2, 6 and 7). In Chapter 2, we present two automatic approaches
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for particle picking/detection in 2D electron micrographs. This is the only

chapter in this dissertation that deals with only two-dimensional (2D) image

processing. Chapter 3 gives various approaches on image enhancement. In

particular, we present a new adaptive method for image contrast enhancement.

Skeleton extraction from a scalar map is described in Chapter 4, where we

present a vector-diffusion based approach for boundary-free skeletonization

(including critical point detection as a special case). Image segmentation is

another fundamental problem in image processing. In Chapter 5, we describe

a variant of the traditional fast marching method and under this framework,

two approaches are presented: one is a post-processing method based on region

merging, and the other is a pre-processing method based on seed classification.

In these three chapters, we are dealing with more general problems, hence we

use a lot of medical or other types of images as examples to demonstrate the

performance of our algorithms.

The structure analysis of large bio-molecular complexes (in particular,

virus structures) is detailed in Chapter 6 and Chapter 7. Basically, there

are five steps in this pipeline: symmetry detection, subunit segmentation,

subunit alignment, secondary structure identification, and atomic structure

modelling/fitting. The first three steps are described in Chapter 6 and the

last two are detailed in Chapter 7. The final output of the structure analysis

of a LBC will be a pseudo-atomic structure model of the given LBC map, as

illustrated in our conclusions in Chapter 8.
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Chapter 2

Particle Picking in Electron Micrographs

The single particle technique [16, 49, 158] has been widely used for 3D

reconstruction of large molecular complexes from electron micrographs. In

contrast to X-ray diffraction technique, the single particle method does not

require formation of crystals. However, the signal-to-noise ratio (SNR) in most

cryo-EM images is very low due to various reasons, such that high-resolution

single particle analysis often has to rely on averaging of a large number of

identical particles [49, 158]. Therefore, locating most, if not all, of the parti-

cles in the digitized cryo-EM images is a crucial step in high-resolution single

particle reconstruction. This task, commonly known as particle picking or par-

ticle detection in single particle analysis, can certainly be carried out manually

(by mouse clicks). However, as the reconstructed resolution approaches the

atomic level, hundreds of thousands of particles may be necessary [69], which

makes it impractical to manually pick the particles. In addition, particle de-

tection by visual observation may be inaccurate and fairly subjective. To this

end, accurate and automatic particle detection from cryo-electron microscopy

(cryo-EM images) is very important for high-resolution reconstruction of large

macromolecular structures.
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2.1 Prior Work

Several methods have been proposed for automatic or semi-automatic

particle detection (see [116] for a recent review). The first automatic method

was proposed by Heel [67]. In this approach the local variance over a small area

around each point is computed, and each local maximum of the variance map

is then considered as a particle. Another commonly used approach is based

on template-matching (see [51, 135, 155, 156]), where the template is chosen as

a rotationally averaged image of manually picked particles. The template is

cross-correlated with the entire image and the “peaks” of the resulting cross-

correlation map are identified as particles. This method, however, may fail for

non-spherical particles or for multiple-view particles. A more robust approach

is to use multiple references, each of which stands for one of the non-symmetric

orientations or one of the views of the same object/particle [99, 151]. This

approach is computationally intensive when multiple views or orientations are

considered [196]. A more recent approach is based on the fast local correlation

technique [128]. Due to the numerical scaling, this method proves to be more

sensitive than the conventional cross-correlation methods, in discriminating

peaks from the cross-correlation maps.

The above-mentioned techniques, as well as some other methods such

as the crosspoint method [106], the texture analysis method [91], the ring-filter

based method [83], and the neural network approach [118], are all explicitly

or implicitly based on intensity comparison. In other words, all the intensities

within a local window around a pixel have to be considered and compared in

order to determine whether or not a particle is located at that pixel.

Another group of particle detection algorithms are based on edge de-

tection. In [3], the authors employ edge detection to estimate the perimeter of
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the particle being considered, from which the mass of the particle is calculated

as a measure for particle selection. However, this method only works for dark

field electron micrographs. A more general approach, proposed by Harauz et al

[63], uses edge detection followed by component labeling and symbolic (high-

level) processing. This method relies on the connectivity of the detected edges.

As the signal-to-noise ratio becomes too low, inaccurate edges may make it

difficult to deal with some situations (e.g., edges of two particles are incorrectly

connected or edges of one particle are incorrectly split). Recently, Zhu et al

proposed a method, based on edge detection followed by Hough transforms,

for automatic detection of particles [195, 196]. This method is more robust to

noise because using the Hough transform one can extract critical features from

the edges, and all the features are then integrated to make the decision.

2.2 Spherical Particle Picking

We present a new method for spherical particle picking in electron

micrographs. Our approach is based on a natural model of data clustering. In

the following we first describe the clustering model and then we discuss how

to apply the clustering model for particle picking. In Section 2.2.3 we shall see

some results of the particle picking algorithm on real cryo-EM images.

2.2.1 Data Clustering

In the following we describe a method for data clustering. Our method

is based on the gravitation between any two masses as follows:

f(O1; O2) =
c×m1 ×m2

d2
(2.1)
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where O1, O2 are two objects in the space and m1,m2 are the masses of objects

O1, O2, respectively. d is the Euclidean distance between these two objects in

the space and c is the universal gravitation constant.

In our application, we shall assume that the input for the clustering

algorithm is a 2D image consisting of background points with zero mass and a

set of objects with positive masses, each of which has an XY-coordinate in the

image domain. Each object generates a circular gravitation field as defined

below. All such fields are integrated together, yielding an overall gravitation

field. Every object moves in the direction determined by this vector field.

Once two or more objects happen to move to the same position, they merge

into a single but bigger object and will never split in the rest of the clustering

process. In the following we shall discuss how to generate a gravitation field

and how an object moves in a given gravitation field.

How to generate the gravitation field. Every object generates a circular

gravitation field, in which the gravitation vector at any point A has the fol-

lowing magnitude:

‖~f(O; A)‖ =
c×m

d2
(2.2)

where m is the mass of the object at O and d is the distance from A to O. c

is the universal gravitation constant.

From Equation 2.2 we know that the gravitation decreases very rapidly

to zero as d goes up. For the purpose of particle picking, we made two modifi-

cations on Equation 2.2. First, we use d instead of d2 as seen in Equation 2.2

in order to enhance the “influence” of an object on other objects. Secondly, we

assume the “influence zone” of an object only exists in a finite “circular zone”

with a fixed radius. This assumption not only speeds up the algorithm but
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Figure 2.1: The illustration of the movement of an object.

also avoids an embarrassing situation that all objects eventually group into

one cluster.

How to determine the movement of an object. In the calculated grav-

itation field, each object has a path, along which it can move (e.g., the one

from A to B in Figure 2.1). However, a very small movement of any object

would change the gravitation field. A simple way for this simulation is to let

every object move only one step (that is, only move to one of its neighboring

pixels) and then update the overall gravitation field based on the new position

of each object. Repeat these two steps alternatively until no further movement

is observed. This scheme gives an accurate simulation of the movements of all

the objects, but clearly it is computationally too slow due to the very small

movement of each object in each iteration.

To speed up the algorithm, we can let the objects move as far as it can

on the path determined by the computed gravitation field. It stops moving

whenever it sees a vector that points to the opposite direction of the movement

on the path. Figure 2.1 shows an example of this movement. The object starts

from A and keeps moving until it reaches B where ~vB · ~vC ≤ 0. Then B is the

farthest position, to which this object can go. The new position of this object
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is set to somewhere (labeled as M) on the line from A to B.

To determine the exact position of M , we need to consider three facts.

First, the distance ‖ ~AM‖, by which the object at A can move, should be

inversely proportional to the mass of this object. This observation guarantees

that the objects with small masses should always move towards the objects

with much bigger masses. This is essentially important in our particle picking

algorithm as seen in next section. We shall consider the relative mass. That is,

‖ ~AM‖ ∝ m̄
m0

, where m̄ is the average mass of all the objects and m0 is the mass

of the object at A. m̄ is increasing during the clustering process since the total

mass is a constant but the number of objects is decreasing (due to the merging

between objects). Secondly, the distance ‖ ~AM‖ should be proportional to the

average magnitude (denoted by ‖~v‖) of all the vectors on the path from A to

B. Thirdly, the movement ‖ ~AM‖ should be no more than 0.5∗‖ ~AB‖ in order

to make the clustering process stable (for example, consider only two objects).

Hence we have the following formula to determine the movement of an object:

~AM =
1

2
min(1.0,

m̄

m0

× ‖~v‖)× ~AB (2.3)

Further improvements. The above algorithm can be further improved to

make it much faster. First, note that in every iteration, we compute all the

gravitation vectors over the entire image domain. In many applications, how-

ever, the objects are sparsely distributed and thus only very few of those

vectors are used to determine the new positions of the objects. Therefore,

we can compute the gravitation vector only when we need it. As soon as we

compute a gravitation vector at a point, we store it so that we can use it again

when we need to determine the new position of another object. This simple
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strategy can usually save the computational time by 90% or more. Another

improvement we made is that, when we compute the new position of an object

at a point A, we not only let this object move according to Equation 2.3, but

also let it move by a certain amount towards the “local mean” of the input

data around point A. The “local mean” is defined as the weighted center of

all the objects locally around A.

From the above description, we can see that our gravitation-based clus-

tering method is quite similar to the shift mean method [29, 34]. However, our

approach differs from the classic shift mean method in the following aspects.

First, our method is a physical simulation of the motion of each data point

in the gravitational force field. Second, our method allows merging between

two or more data points if they run into each other at the same location in

the space. This can largely reduce the number of data points being processed

and thus make the clustering process very fast after the first few number of

iterations.

2.2.2 Particle Picking Algorithm

Before we run the clustering algorithm, we need to threshold the in-

put cryo-EM image (denoted as f(~x)) by setting the threshold value as h0 =

Imin +a∗(Imax−Imin), where Imin and Imax respectively stand for the minimal

and maximal intensities of the entire image and a is set between 0 and 1. For

the P97 data [132] as shown in Figure 2.2(a), we set a = 0.2. The resulting

image is defined as:

g(~x) =

{
h0 − f(~x) if f(~x) ≤ h0

0 otherwise
(2.4)
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(a) Original image (b) After threshold

(c) Initial boxing (d) Final boxing

Figure 2.2: The illustration of particle boxing on p97 dataset [132]. In (b) we
only show the binary image by assuming that all the objects have the same
weights.
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In our algorithm for particle picking, we are assuming that all the particles have

lower intensities than the background. Therefore, the value of g(~x) represents

the probability of ~x being part of a particle. In general g(~x) contains more

“object points” if we choose a bigger threshold value, resulting in a slower

clustering process. Figure 2.2(b) shows the threshold result. We can see that

possible particles are usually located where there are more “object points”

than elsewhere. The clustering approach described above is then applied to

the image g(~x) and the obtained centers give an initial particle picking result,

as seen in Figure 2.2(c).

To reduce the false positives, we usually need to evaluate each of the

initially-detected particles and remove the “false” ones. We currently use two

criteria to determine whether a particle is true or not. The first criterion is the

local intensity variance σ2 of a particle within its box (we assume the size of

box is given and fixed). If the local intensity variance is smaller than a given

value, this particle is removed from the particle list. The second criterion is

based on the requirement that the true particles must be located around the

center of the boxes. If a particle is too far away from the center of its box,

this particle is also recognized as false particle. To measure how far a particle

is away from the center of the box, we compute the average intensity within

a circle around the center where the size of the circle is chosen exactly the

same as the size of the particles. We also compute the average intensity of all

the other pixels that are outside of the circle but still inside the box. If these

two averages are too close to each other, this particle is also removed from the

particle list. Figure 2.2(d) shows the results after refinement.
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2.2.3 Results

We show three examples of our particle picking algorithm on P97

datasets [132] (seen in Figure 2.3 - Figure 2.5). The size of each box is 80

pixels and the number of iterations used in the clustering process is 30.

The particle picking algorithm discussed above consists of two parts:

data clustering and particle boxing. The time complexity of data clustering is

O(N×M +N×K), where N is the average number of data points (the number

decreases during clustering process). M is the size of the neighborhood used

to calculate the gravitation force vector (see Equation 2.2). K is the average

length of the path from A to B in Figure 2.1. The time complexity of the

particle boxing is O(N0 ×K0), where N0 is the number of clusters after data

clustering and K0 is the number of pixels within a box used.

2.3 Circular and Rectangular Particle Picking

We develop a method for picking circle-like and rectangle-like particles,

based on shape feature detection. Two fundamental concepts of computational

geometry, namely, the distance transform and the Voronoi diagram, are used

for detection of critical features as well as for accurate location of particles

from the images or micrographs. Unlike the conventional template-matching

methods, our approach detects the particles based on their boundary features

instead of intensities. The geometric features derived from the boundaries

provide an efficient way for locating particles quickly and accurately, which

avoids a brute-force searching for the best position/orientation. Our approach

is fully automatic and has been successfully applied to detect particles with ap-

proximately circular or rectangular shapes (e.g., Keyhole Limpet Hemocyanin
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Figure 2.3: Example I — particle picking on P97 dataset.
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Figure 2.4: Example II — particle picking on P97 dataset.
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Figure 2.5: Example III — particle picking on P97 dataset.
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particles). Particle detection can be enhanced by multiple sets of parameters

used in edge detection and/or by anisotropic filtering. We also discuss the

extension of this approach to other types of particles with certain geometric

features.

Our method, similar to the one proposed by Zhu et al [195, 196], is

based on edge detection followed by feature extraction from the edge map.

However, our method uses two fundamental constructions from computational

geometry, namely, the Voronoi diagram and the distance transform. Unlike

conventional template-matching techniques, where the templates are “real”

intensity images, we only need to know the geometric information of the true

particles (e.g., the radius of circular particles or width/length of rectangular

particles). A “virtual” shape is generated from the given geometric information

and matched against the edge map of the original electron micrograph. The

scoring function of this feature-based approach is evaluated with the help of the

distance transform. The speed of the detection process can be largely improved

by a good initialization of the “virtual” shape in the edge map with the help

of the Voronoi diagram and the distance transform. This avoids a brute-force

search for the best position/orientation. We also describe how to refine the

centers/orientations of the detected particles by moving the particles along the

distance map. In the case of circular and rectangular particles (e.g., Keyhole

Limpet Hemocyanin (KLH) particles [196], as we consider in the following),

the competitions between particles (circle-circle, rectangle-rectangle and circle-

rectangle) are introduced to guarantee a very small number of false positives

in most of the images we investigated. We also discuss several other issues

such as the use of multiple sets of parameters for Canny edge detection, the

signal-to-noise improvement by anisotropic filtering and the extension of our
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geometric-feature-detection based method to other shapes.

In the following we first give a brief review of the Voronoi diagram and

the distance transform. Then we describe the details of our method in Section

2.3.2, where circular and rectangular particles are considered. Results and

discussions on several other issues will be given in Section 2.3.3 and Section

2.3.4, respectively.

2.3.1 Distance Transform and Voronoi Diagram

Given a set of discrete points (called feature points) Pi, i = 1, 2, · · ·n
in 2D space <2, we define the nearest neighbor, denoted as NN (A), of an

arbitrary point A as one of the feature points Pk such that d(A,Pk) ≤ d(A,Pi)

for any i = 1, 2, · · ·n, where the function d(∗, ∗) is Euclidean distance function

between two points. Therefore, given a set of feature points in <2, we can

define a function value for any point A as the Euclidean distance between A

and its nearest neighbor NN (A). The obtained function map is known as the

distance transform (DT) of the feature points. An example of the distance

transform can be seen in Figure 2.6(a), where the feature points are shown by

white dots for better illustration although the distance map is always zero at

any feature point.

If we recall the definition for the nearest neighbor, we would notice that

some points in <2 might have two or more nearest neighbors. Those points are

of great interest in computational geometry. In fact, all of those points form

a well-known diagram, called the Voronoi diagram (VD). A Voronoi diagram

generally consists of a set of polygons, each of which corresponds to one feature

point, and all polygons form a partition of the space <2. Figure 2.6(b) shows

an example of a VD.
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(a) Distance transform (b) Voronoi diagram

Figure 2.6: An example of distance transform and Voronoi diagram

Both the distance transform and the Voronoi diagram have been widely

used in computer vision, image analysis as well as many other fields. In the fol-

lowing, we shall show how they are applied to particle detection from electron

micrographs. Although many algorithms exist for fast computations of DT

and VD, we found that the list-processing approach [58] was most suitable

for our application. This approach calculates the nearest neighbor of every

pixel in the digitized space of <2 and stores the results in a number of lists of

segments, from which the DT and VD can be easily calculated.

2.3.2 Particle Picking Algorithm

In this section we shall describe the details of our particle detection

algorithm. We consider only two types of particles here: circular particles

and rectangular particles (e.g., KLH data). Particles with other shapes can

be detected in a similar way if certain geometric features of the particles are

available, as discussed in Section 2.3.4. Our method is based on geometric

feature detection from particle boundary edges and template matching against

the edge map. We do not need the “real” intensity templates. This avoids

manual picking of a number of particles and the generation of templates (e.g.,
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(a) Original image (b) Edge map

(c) Distance transform (d) Voronoi diagram

Figure 2.7: Illustration of the edges, distance transform and Voronoi dia-
gram. The edge map is obtained by Canny edge detector [22] followed by edge
cleaning (we remove short edges with length below 20 pixels). The distance
transform and Voronoi diagram are calculated by list-processing approach [58].

by projections from a 3D reference map). What we need is just the geometric

information of the templates. Specifically, we assume that the template circle

has a fixed radius Rd and the template rectangle has a fixed width Wd and a

fixed length Ln. As an example, a small portion of a KLH micrograph, shown

in Figure 2.7(a), will be considered in the following.
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2.3.2.1 Pre-Computations

Edges are first computed using a Canny edge detector [22]. To improve

the robustness to the noise, an edge-cleaning operation is applied to the de-

tected edge map, where all small connected components of edges are removed.

In other words, a connected component of edges (based on an 8-neighbor con-

nectivity) are removed if the total number of edge pixels in that component

is less than a given threshold. As seen in Figure 2.7(b), the most important

features are roughly kept in the cleaned edge map. Note that the “features”

here are the geometric features that depend only on the shapes (or contours) of

the particles. The edges inside the shapes are considered as “noise”, although

they may correspond to some internal structures from the biological point of

view.

It has been pointed out that distance transform is very useful for

boundary-based template matching [52, 70, 133]. The essential idea is to calcu-

late the distance transform of the edge map of the target image. The average

distance value calculated along the template contour at a certain location in

the target image gives the goodness of the matching between the target im-

age and the template at that location. Obviously a smaller average distance

value means better matching. We also exploit this idea in our method. In

addition, as we will see in the following, the distance transform is used in our

approach for two additional reasons. First, it is used for the initial location

of the circles in the circle detection. Second, it is used for the center and/or

orientation refinement in both circle detection and rectangle detection. The

distance transform of Figure 2.7(b) is shown in Figure 2.7(c).

The Voronoi diagram is computed in order to estimate the initial lo-

cations and orientations of the rectangular particles. More details on how to

35



do this will be given in the following. Figure 2.7(d) shows the Voronoi dia-

gram of the edge map. Both the distance transform and Voronoi diagram are

computed using the list-processing approach [58].

2.3.2.2 Circle Detection

There are several steps to detect circular particles:

Initial Circle Detection. From the distance transform of the edge map

(shown in Figure 2.7(c)), we can see that most circular particles have a local

maximum near their centers in the distance map. Therefore, we begin circle

detection by detecting the local maxima of the distance map. Our goal here is

to find all possible circles, although local maxima in the distance map do not

always mean the center of a circle (for example, the rectangles also have local

maxima near their centers). The local maximum is defined in our algorithm

within a 3 × 3 local window, which means that a pixel is said to be a local

maximum if its distance value is no less than the distance values of its sur-

rounding (eight) neighbors. Besides this, the distance values at (valid) local

maxima must be less than the radius Rd of the template circle and greater

than a small fixed value (say, 5). Figure 2.8(a) shows the initial circles that we

detect using these criteria. Remember that the reason we see so many “local

maxima” in Figure 2.8(a) is that the edges obtained by Canny detector do

not show perfect circles or rectangles due to the “noise” seen in the original

images.

Circle-Circle Competition. From the initial circle detection, we see too

many circles that do not correspond to the true circular particles. Hence we
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(a) Initial circles (b) After circle-circle competition

(c) After center refinement (d) After further refinement

Figure 2.8: Illustration of the four steps seen in circle detection
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need to delete most of them. One of the criteria for deleting false circles is

the assumption in the single particle reconstruction that all particles should

be isolated. This assumption immediately gives the following rule for deleting

false circles: if two circles intersect, then we must delete one of them. It is

quite easy to determine whether two circles intersect or not. But the remaining

question is how to choose the “winner” from two intersecting circles. As we

said before, the average distance value along a template contour indicates the

goodness of the matching. The average distance value of a circle with center

C is defined by:

Adv(C) =
1

n

∑

|d(P,C)−Rd|≤1

DT (P ) (2.5)

where n is the number of pixels satisfying |d(P, C) − Rd| ≤ 1 and d(∗, ∗) is

Euclidean distance between two pixels. DT (P ) is the distance value at P in

the distance map. Therefore, the “winner” of two intersecting circles should

be the one with smaller average distance value. By this way, we can delete

most of the false circles seen in the initial circle detection. The remaining

circles are shown in Figure 2.8(b), from which we can see that the number of

circles is largely reduced. But we still see two problems. One is that several

circles are more or less away from their true centers due to the noise in the

edge map. The other is that some rectangles are wrongly recognized as circles.

Both problems will be addressed in the following. Although we said above that

all circles must be completely isolated, in Figure 2.8(b) we allow the circles

to partially intersect with each other. The reason is that, at this moment,

some circles are not well centered. If all survival circles were required to be

completely isolated, then some true circles that are not well centered might be

wrongly deleted.
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Center Refinement. As we said before, some circles seen in Figure 2.8(b) do

not have correct centers. It is necessary to refine the centers of those circles.

How do we do that? Recall the definition of distance transform that we give in

Section 2.3.1. Before we calculate the distance transform, we need to identify

the nearest neighbor of every pixel in the image domain. Therefore, given a

circle with center C, we can define a force on that circle as follows:

~F (C) =
1

n

∑

|d(P,C)−Rd|≤1

−−−−−−−→
P,NN(P ) (2.6)

where n and d(∗, ∗) are defined the same as in equation (7.1). NN(P ) is

the nearest neighbor of P .
−−−−−−−→
P, NN(P ) is the vector from P to NN (P ). The

force ~F (C) indicates how far the circle should be moving to the correct cen-

ter. This is an iterative process. Once the circle moves to a new position

C ′, the new force ~F (C ′) is calculated and the circle keeps moving in this way

until ||~F (C ′)|| is smaller than a given value. Generally two or three iterations

should be enough for a circle to reach its correct center. Figure 2.8(c) shows the

result after center refinement. An interesting observation is that some circles

may move to the same location such that the total number of circles is reduced.

Further Refinement. From Figure 2.8(c) we can see that some circles inter-

sect again due to the center refinement. So we need to run the Circle-Circle

Competition again. But this time we allow no intersection at all between any

two circles. In addition, we delete those circles that have too large average dis-

tance value. The final result for the circle detection is shown in Figure 2.8(d).

Remember that we still have the problem that some rectangles are wrongly

recognized as circles. This problem will be easily resolved after the rectangle

detection described below.
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2.3.2.3 Rectangle Detection

The rectangle detection is performed separately from the circle detec-

tion. It also includes four steps: initial rectangle detection, rectangle-rectangle

competition, center/orientation refinement and further refinement. We will ex-

plain them step-by-step, but special treatment will be given to the first step,

the most different part from the circle detection.

Initial Rectangle Detection. As we saw before, the local maxima of the

distance map indicate not only the centers of the circles but the centers of

the rectangles as well. Hence, a simple way to detect the initial rectangles

is again by detecting the local maxima of the distance map. However, since

every rectangle has its center as well as its own orientation, it is too much

time-consuming for us to try every possible orientation at each local maxi-

mum for the best-matched rectangle. Therefore, we need to seek for other

efficient ways for initial rectangle detection. In the following we will consider

a method based on Voronoi diagram of the edges (see Figure 2.7(d)). This

method begins with corner detection followed by conversion from corners to

centers/orientations.

A corner of a rectangle is illustrated in Figure 2.9(a), where the edges

(dark dots) are discrete points forming a right angle at C. We construct

the Voronoi diagram (dashed lines in Figure 2.9(a)) of those edge points and

check every point A on the Voronoi diagram. If A happens to be on the

“bisector” of the corner as shown in Figure 2.9(a), then A, together with its

two nearest neighbors B and D, should roughly form a right angle (that is,

∠BAD ≈ 90o). In addition, the directions of the edges at B and Dshould

be roughly perpendicular to the vector from A to B (denoted by
−−→
A,B) and
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(a) Corner detection (b) From corner to center

Figure 2.9: Illustration of corner detection by Voronoi diagram and the two
cases for converting corners to centers.

the vector from A to D (denoted by
−−→
A,D), respectively. In this case, we can

compute the corner C by C = B + D − A. On the other hand, if A is not on

the “bisector” of the corner, then A and its nearest neighbors do not satisfy

the above conditions. Therefore, we have the following algorithm to detect all

the corners in an edge map based on Voronoi diagram.

Algorithm for Detecting Corners:

1. Check every point A on the Voronoi diagram (VD).

2. Find its nearest neighbors B and D. This is readily available after we

compute VD [58].

3. If ∠BAD ≈ 90o and both vectors,
−−→
A,B and

−−→
A,D, are roughly perpendic-

ular to the edges at B and D, respectively, then mark C (C = B+D−A)

as a corner.

4. Repeat (1)-(3) until all points on the VD are checked.

It is worth noting that many corners detected by the above algorithm

often correspond to the same corner although they may stay a little bit away
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from the true corner due to the noisy edges. The above method for corner

detection is quite robust to noise because, even if part of the edges around a

corner are damaged, other undamaged edges can still contribute to the detec-

tion of that corner.

After we detect the corners, we then need to convert each of the corners

into the center and orientation that uniquely represent each of the rectangles

(remember that we assume the width and length of all the rectangles are fixed).

Given a corner, we actually have two cases, as shown in Figure 2.9(b), which

correspond to two possible centers/orientations. Hence we need to choose one

of them. Again, the “winner” is chosen by calculating the average distance

value on each of these two rectangles and the one with smaller average distance

value is the “winner”. It is worth noting that every rectangle has four corners

and thus a rectangle can be detected from any one of its four corners even if

the others are damaged. Figure 2.10(a) shows the result of the initial rectan-

gles detected by our method. Similar to the initial circle detection, there are

many false rectangles due to the noisy edges detected by Canny edge detector.

Therefore, we need to let all the initial rectangles compete with each other as

described in the following. Compared to the simple approach that searches for

the local maxima of the distance map and checks every possible orientation

to detect the initial rectangles, the method described above tremendously re-

duces the number of the candidate rectangles for further processing and hence

improves the performance.

Rectangle-Rectangle Competition. The competition between rectangles

is similar to what we saw for circle-circle competition. However, determining

whether two rectangles intersect or not is more complicated than the circle-
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circle intersection. In addition, the average distance value for each rectangle

is now computed along the rectangular contour.

Center/Orientation Refinement. The center refinement of the remain-

ing rectangles is similar to the center refinement of circles seen above. It is

possible that the orientations of the rectangles should also be refined. But our

experience shows that the orientation refinement (and sometimes even the cen-

ter refinement) is often unnecessary since the results after the first two steps

always give accurate orientation and/or center for each detected rectangle.

Further Refinement. Similar to the circle detection, we need to run the

rectangle-rectangle competition again for those rectangles that intersect after

the above steps. Again, it is useful to delete the rectangles that have too large

average distance value. The final result of the rectangle detection is shown in

Figure 2.10(b), from which we can see that there are still a small number of

false rectangles. Remember that in circle detection we have an unsolved prob-

lem that some rectangles are wrongly recognized as circles. Now it is time for

us to solve both problems together by circle-rectangle competition as described

below.

2.3.2.4 Circle-Rectangle Competition

We first put together the detected circles and rectangles as shown in

Figure 2.10(c). Then we check each of the circles and see if it intersects with

any of the surrounding rectangles. If it does, then the circle-rectangle compe-

tition is applied. The circle-rectangle competition is similar to the circle-circle

competition or rectangle-rectangle competition seen before. The “winner” is
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(a) Initial rectangles (b) Refined rectangles

(c) Circle-rectangle combined (d) Final results

Figure 2.10: Illustration of rectangle detection and the circle-rectangle com-
petition
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also chosen to be the one that has the smaller average distance value. The

final result is shown in Figure 2.10(d).

2.3.3 Results

In this section we demonstrate the performance of our particle detection

algorithm on several examples of Cryo-EM images, known as Keyhole Limpet

Hemocyanin (KLH) [196]. The original datasets, consisting of 82 defocus

pairs, were kindly provided by National Resource for Automated Molecular

Microscopy (NRAMM). They were collected at the magnification of 66,000x

using Philips CM200 transmission electron microscope equipped with a 2048

x 2048 CCD Tietz camera [24, 125]. The images we show here were acquired

at far-from-focus conditions (-2µm).

The original image (2048 × 2048 pixels) is first down sampled to a

smaller image (1024× 1024 pixels). The edges are detected using Canny edge

detector [22] with the following parameters: tlow = 0.9, thigh = 0.8, sigma

= 4. Here both tlow and thigh are in the range of [0.0 − 1.0]. These two pa-

rameters, however, must be converted into the “true” thresholds before they

can be applied to the edge magnitude maps of the images. Two thresholds

in Canny method are set as follows [66]. We first count the number (denoted

by n) of pixels that pass the non-maximal suppression. The higher thresh-

old is set as the magnitude value of the pixel whose magnitude ranks the

dn× (1− thigh) + 0.5e-th among all the pixels that pass the non-maximal

suppression. The lower threshold is simply set as the higher threshold mul-

tiplied by tlow. We clean the edge maps by removing all small connected

components of edges. In other words, a connected component of edges (based

on an 8-neighbor connectivity) are removed if the total number of edge pixels
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in that component is less than 20. The radius of the template circle is 35

pixels. The width and length of the template rectangle are 65 pixels and 80

pixels, respectively.

The false negatives/positives for each example, evaluated against visual

detection, can be found from Figure 2.11, Figure 2.12, and Figure 2.13. From

these examples we can see that our approach gives accurate centers and/or

orientations for most of the detected particles. The false positive rate (FPR)

is defined as the number of false positives divided by the total number of

particles in the test set. The false negative rate (FNR) is defined as the number

of false negatives divided by the total number of particles in the truth set. The

FPR and FNR for the side views (the rectangular particles) of the entire far-

from-focus KLH datasets are 24.7% and 8.3%, respectively, evaluated against

Mouche’s criteria (a manual method for particle picking). Note that the false

positive rate is a little bit high due to the fact that our method recognized many

“long” rectangular particles (about half of the total false positives), which,

however, are considered as false positives in Mouche’s criteria. In case of the

top views (the circular particles), the total number of recognized particles by

our method is 1351, among which 184 particles are false positives. In addition,

31 true particles are missing in our results. Therefore, the FPR and FNR for

the top views are 13.6% and 2.6%, respectively, based on the above definitions

of FPR and FNR. Here both the false positives and the false negatives are

evaluated against visual detection.

We tested our method on SGI Onyx2 with single processor (400 MHz

MIPS R12000) and the total computational time is about 20 seconds for each

image with a size of 1024 × 1024 pixels. About 18%, 2% and 6% of the total

time are used for edge detection, edge cleaning and computations of DT&VD,
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Figure 2.11: Example I — Circles: 20 particles detected; 1 false positive; 0 false
negative. Rectangles: 27 particles detected; 0 false positive; 1 false negative.
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Figure 2.12: Example II — Circles: 24 particles detected; 2 false positives;
1 false negative. Rectangles: 22 particles detected; 1 false positive; 7 false
negatives.
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Figure 2.13: Example III (with low contrast) — Circles: 20 particles detected;
0 false positive; 4 false negatives. Rectangles: 24 particles detected; 0 false
positive; 3 false negatives.
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respectively. The particle detection (including circle detection, rectangle de-

tection and circle-rectangle competition) takes about 74% of the total time,

which is roughly four times of that for Canny edge detection.

The particle picking algorithm presented here consists of several steps:

edge detection, distance transform and Voronoi diagram calculations, circle

detection, rectangle detection, and circle-rectangle competition. The time

complexity of Canny’s edge detection is O(N), where N is the number of

pixels of the given image. The time complexity of DT and VD calculations is

O(M), where M is the number of edge points obtained from the edge detection.

Circle detection has a time complexity of O(C2×N2
c ), where C is the size of the

circles and Nc is the number of initial circles. Rectangle detection has a similar

time complexity which is O(R2 × N2
r ), where R is the size of the rectangles

and Nr is the number of initial rectangles. The time complexity of the circle-

rectangle competition is O(N ′
c × N ′

r), where N ′
c and N ′

r are the number of

circles and rectangles respectively after the circle-circle and rectangle-rectangle

competitions.

2.3.4 Discussions

2.3.4.1 Using Multiple Sets of Parameters

The edges detected by Canny method are sensitive to the selection of

the three parameters (thigh, tlow, sigma). Although a certain level of noise

in the edge map does not affect the performance of our feature-based particle

picking algorithm, the edges with completely wrong parameters may exclude

some geometric features and hence some particles may be misrecognized. One

way to reduce the sensitivity-to-parameter is to utilize multiple sets of param-

eters and the results from each of them are then combined for better results.
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We demonstrate this strategy in Figure 2.14, where two sets of parameters are

used in Canny method. It is obvious that each set of parameters alone cannot

correctly detect particles (one rectangular particle is wrongly recognized as

circular particle). However, these two sets of parameters are complementary

to each other in the sense that wrong particles in one case are correctly de-

tected in the other. The combined particles shown in Figure 2.14 give correct

result. Two sets of results are combined by inter-competition, which is similar

to the competitions we introduced in Section 2.3.2. Each of the particles from

one result competes with each of the particles from the other one if both par-

ticles intersect. The “winner” is again the one with smaller average distance

value along its own shape contour. Figure 2.15 shows particles detected using

three sets of parameters. One can compare it with Figure 2.12 and see the

improvements. A disadvantage of using multiple sets of parameters is that the

computational time may increase by several times depending on how many

sets of parameters are considered.

2.3.4.2 Anisotropic Filtering

Edges play a crucial role in our particle detection approach but they are

often corrupted by noise commonly seen in the electron micrographs. There-

fore, it is expected that noise reduction would be in great demand as a pre-

processing step. Traditional image filters include Gaussian filtering, median

filtering, and frequency domain filtering [54]. Most of recent research has been

devoted to anisotropic filters that smooth out the noise without blurring the

geometrical details such as edges and corners. Several categories of anisotropic

filters have been proposed in the area of image processing. Bilateral Filtering

[41, 42, 157] is a straightforward extension of Gaussian filtering by simply mul-
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Figure 2.14: Particle detection can be enhanced by multiple sets of parameters
in Canny edge detection. Top row: results (edges and particles detected) using
one set of parameters (sigma = 4; tlow = 0.9; thigh = 0.8). Middle row: results
using another set of parameters (sigma = 6; tlow = 0.7; thigh = 0.8). In both
cases, there is one rectangle that is wrongly recognized as circle. Bottom row:
combined results using the above two sets of parameters. All edges are cleaned
by removing short edges with length below 20 pixels.
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Figure 2.15: Particle detection is enhanced by three sets of parameters in
Canny edge detection. Edges are cleaned by removing short edges with length
below 20 pixels. Set I: sigma = 4; tlow = 0.9; thigh = 0.8. Set II: sigma = 4;
tlow = 0.7; thigh = 0.8. Set III: sigma = 4; tlow = 0.85; thigh = 0.75.
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tiplying an additional term in the weighting function. A partial differential

equation (PDE) based technique, known as anisotropic heat diffusion, has also

been studied [121, 163] and a fundamental relationship was discussed between

this technique and the bilateral filtering [17]. Another popular technique for

anisotropic filtering is by wavelet transformation [175]. The basic idea is to

identify and zero out wavelet coefficients of a signal that likely correspond to

image noise. Finally, the development of nonlinear median-based filters in re-

cent years has also resulted in promising results. One of those filters is called

mean-median (MEM) filter [62].

We have tested several methods for noise reduction, including Perona-

Malik model [121], bilateral filtering [157], and anisotropic diffusion [11]. Fig-

ure 2.16 shows the difference between the results on the original image and

the results enhanced by bilateral filter [157] and by anisotropic diffusion [11].

The particle detection on the filtered data gives more accurate results due to

the anisotropic filtering that smoothes the noise while preserving sharp edges.

2.3.4.3 Particles with Other Shapes

The particles we have been working on so far are restricted to circular

and rectangular shapes. However, a similar pipeline also works for particles

with other types of shapes if some kind of geometric features can be derived

from the shapes (e.g., icosahedral viruses). The general pipeline is described

as follows:

1. From the given electron micrographs, determine the template shapes

(e.g., radius for circle, width/length for rectangle, and so on).

2. Smooth original images using anisotropic filtering.
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Figure 2.16: Particle detection can be enhanced by anisotropic filtering. Top
row: results (edges and particles detected) without pre-filtering. Middle row:
results (edges and particles) enhanced by bilateral filtering. Bottom row: re-
sults (edges and particles) enhanced by anisotropic diffusion filtering. In all
three cases, the parameters for edge detection are chosen as: sigma = 4; tlow
= 0.8; thigh = 0.8. All edges are cleaned by removing short edges with length
below 20 pixels.
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3. Apply Canny edge detection followed by edge cleaning.

4. Compute distance transform and Voronoi diagram of the edges.

5. Detect geometric features from the distance transform and/or Voronoi

diagram. In case of circular/rectangular particles, the geometric features

are centers/corners, respectively.

6. From the geometric features, guess the initial particles (including the

centers and, if applicable, the orientations). Every candidate particle is

attached with a “survival” factor, which is defined by the inverse of the

average distance value along the particle’s contour.

7. Any two candidate particles, if they intersect, should compete with each

other. The “winner” in a competition is the one that has a larger “sur-

vival” factor than its competitor. As described in Section 2.3.2, particle

refinement may be necessary to improve the detection accuracy. In addi-

tion, multiple sets of parameters for Canny edge detection can be helpful.

8. The output is the final “winners” of all the particle competitions.

Detecting particles of arbitrary shapes is much more challenging. How-

ever, particle detection in the single particle analysis does not require accurate

boundary segmentation. Edge detection, coupled with anisotropic filtering and

edge-linking based on distance transform, may still be a feasible way in such

cases.

2.4 Conclusion

We have described two automatic methods for particle detection from

electron micrographs – one is for spherical particles and the other is for circular
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and rectangular particles. For the spherical particle detection, we described a

new model for data clustering, which was then used to detect particles from

electron micrographs. The results on P97 data showed that our method worked

quite well for detecting particles from images with very low SNR.

In case of circular/rectangular particles, our method is based on shape

matching between the edge map calculated from the original/filtered image

and the template shapes of the true particles (what we call “virtual” tem-

plates). Unlike the conventional template-matching method that is based on

cross-correlation of intensities, our method only needs the geometric features

of the particles and hence avoids the manual picking of a number of particles

and the tedious generation of the reference images (e.g., by projections from a

3D reference map). Multiple views of the particles are allowed by simply ap-

plying different geometric features to each view (e.g., the circular/rectangular

examples as we considered in Section 2.3.2). In addition, with the help of

the distance transform and Voronoi diagram, we can quickly identify the ge-

ometric features from the edges and make a good guess on the initial posi-

tions/orientations of the candidate particles. Good initialization is a crucial

part of our algorithm in order to reduce the computational time as well as

improve the detection accuracy. Since our method is based on boundaries (or

edges), which are said to be the most important features of an image, other

irrelevant details (or noise) have a very small influence on the detection of a

particle from the original image. This “weighted” matching approach differs

a lot from the conventional template-matching methods where all intensities

around a pixel under consideration evenly influence the matching score.

Part of our future work is flexible shape matching, meaning that, in

particular, the radius of the template circle and the width/length of the tem-
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plate rectangle could be flexible. We expect that this could further reduce the

sensitivity of our particle detection algorithm to the determination of template

shapes. Another interesting work is that the geometric features of each parti-

cle may also help to enhance the particle alignment and particle classification

in the single particle analysis.

58



Chapter 3

Image Enhancement

When two-dimensional (2D) cryo-EM images are captured and digi-

tized, it is quite often necessary to first “correct” the images before other

tasks are conducted. This process is often known as Contrast Transfer Func-

tion (or CTF) correction. This type of image restoration is usually instrument-

dependent. Interested readers can find more details in [44, 99, 193, 194]. Since

the focus of this dissertation is on three-dimensional (3D) reconstructed maps,

we will consider two other types of image enhancements: one is contrast en-

hancement and the other is noise reduction.

Many reconstructed 3D Maps, as well as captured 2D EM images, pos-

sess low contrast, or narrow intensity ranges (i.e, small differences between

structural features and background densities), thereby making structure elu-

cidation more difficult. Image contrast enhancement is a process used to

“stretch” the intensity ranges, thereby improving the 2D image or 3D Map

quality for better geometric postprocessing such as feature recognition, bound-

ary segmentation, and visualization.

Besides the low contrasts, reconstructed 3D Maps are also noisy due

to both 2D image acquisition as well as computational errors in the 2D to

3D portion of the reconstruction pipeline [49]. Applying 3D noise reduction

techniques on the 3D maps as a pre-processing step, facilitates improved post-

processing feature identification, segmentation and ultra structure determina-
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tion.

3.1 Noise Reduction

Traditional noise reduction filters applied to images include Gaussian

filtering, median filtering, and frequency domain filtering [54]. Most of the

recent research, however, has been devoted to local anisotropic filters that

operate with a directional bias, and vary in their ability to reduce noise without

blurring the geometric structural features, especially edges and corners.

Bilateral filtering [17, 41, 42, 157], or sometimes called weighted Gaus-

sian filtering, uses an additional proximity weighting term to affect quasi-

anisotropy. Partial differential equation (PDE) based filtering techniques,

known popularly as anisotropic geometric diffusion [121, 163], differ primar-

ily in the complexity of the local anisotropic modulation. Another popular

anisotropic filtering approach is based on the use of the wavelet transforma-

tion [40]. The basic idea is to identify and zero out wavelet coefficients of a

signal that likely correspond to image noise while maintaining the sharpness

of the edges in an image [175]. The development of nonlinear median-based

filters in recent years has also produced promising results. One of these filters,

the mean-median (MEM) filter [61, 62], behaves differently from the tradi-

tional median filter, and has been shown to preserve fine details of an image

while reducing noise. Among the aforementioned techniques, two noise reduc-

tion methods, namely wavelet filtering [152] as well as non-linear anisotropic

diffusion [46], have also been applied to molecular tomographic imaging data.

An approach we have experimented successfully with on denoising re-

constructed 3D maps, utilizes bilateral pre-filtering [75], coupled to an evolu-

tion driven anisotropic geometric diffusion PDE (partial differential equation)
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[11]. The PDE model is :

∂tφ− ‖∇φ‖div

(
Dσ ∇φ

‖∇φ‖
)

= 0 (3.1)

The efficacy of our method is based on a careful selection of the anisotropic

diffusion tensor Dσ from estimates of the normal and principal curvature di-

rections of a feature isosurface (level-set) in three dimensions [11]. The dif-

fusivities along the three independent directions of the feature boundary, are

determined by the local second order variation of the intensity function, at

each voxel. In order to estimate continuous first and second order partial

derivatives, a tricubic B-spline basis is used to locally approximate the original

intensity. A fast digital filtering technique based on repeated finite differenc-

ing, is employed to generate the necessary tri-cubic B-spline coefficients. The

anisotropic diffusion PDE is discretized to a linear system by a finite element

approach, and iteratively solved by the conjugate gradient method.

In Figure 3.1, we show an example of a reconstructed cryo-EM map

and the results of filtering. In (a) and (b), only one slice of the 3D map is

illustrated. In (c)-(f), a volume-rendering of the original map is compared to

that of the filtered map.

3.2 Contrast Enhancement

There have already been many techniques for enhancing image contrast.

The most widely used methods include various contrast manipulations and

histogram equalizations [54, 134]. Classic contrast manipulation [54] is usually

based on a globally defined stretching function (or called transfer function

in the following). Histogram clipping might be needed before pixel-by-pixel
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(a) Original map (one slice) (b) Filtered (same slice)

(c) Original map (volume-rendered) (d) Filtered (volume-rendered)

(e) Original map (volume-rendered) (f) Filtered (volume-rendered)

Figure 3.1: Anisotropic filtering on the Rice Dwarf Virus (RDV). (a) and (b)
show the central slice of the map. (c) and (d) show the original and filtered
maps. (e) and (f) show another view of the map.
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stretching. Traditionally histogram equalization is also a global technique in

the sense that the enhancement is based on the equalization of the histogram

of the entire image. However, it is well recognized that using only global

information is often not enough to achieve good contrast enhancement (for

example, global approaches often cause an effect of intensity saturation).

To remedy this problem, some authors proposed localized (or adaptive)

histogram equalization [26, 54, 123, 148], which considers a local window for

each individual pixel and computes the new intensity value based on the local

histogram defined in the local window. The adaptivity can usually improve

the results but it is computationally intensive even though there are some

fast implementations for updating the local histograms [71]. Furthermore,

adaptive histogram equalization is a uniform local operator in the sense that

all the pixels within the local window equally contribute to the determination

of the new value of the center pixel being considered. Sometimes, like Gaussian

filter vs. evenly averaging filter for image smoothing, a weighted contribution

of all the neighbors to the center pixel is more desired.

A more recently developed technique is called retinex model [79], in

which the contribution of each pixel within the local window is weighted by

computing the local average based on Gaussian function. A later version,

called multiscale retinex model [78], gives better results but it is computa-

tionally more intensive. Another technique for contrast enhancement is based

on wavelet decomposition and reconstruction and has been used for medical

image enhancement, especially for mammography images [89].

In the following we present a fast method for image contrast enhance-

ment. The basic idea of our method is to design a transfer function for each

pixel based on the local statistics. Our method follows the idea of the global
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(a) (b) (c)

Figure 3.2: Enhanced image using local searching method and our propaga-
tion approach. (a) Original microscopy image. (b) Enhanced image by local
searching. (c) Enhanced image by propagation (see the algorithms below).

contrast manipulation, but it also inherits the advantages of adaptive his-

togram equalization and retinex model. In addition, our method demonstrates

a multi-scale property, as shown later. In our method, a new intensity is as-

signed to each pixel according to an adaptive transfer function that is designed

on the basis of the local statistics (local minimum/maximum as well as local

average intensity).

3.2.1 Compute Local Min/Max/Avg

The local min/max/avg of a pixel can be simply defined as the minimal,

maximal and average intensities within a local window of a fixed size. This

technique, called local searching, is straightforward to implement but it has

two problems. First, it takes a lot of time to search for the local min/max or

compute the local average for each pixel. Secondly, the computed min/max

maps always manifest some block-like artifacts (see Figure 3.2(b)). In the

following we will compute the local min/max/avg maps using a propagation

scheme.

One way to eliminate the block-like artifacts is to apply a Gaussian fil-
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ter to the obtained min/max maps, yielding smoothed min/max maps. How-

ever, this requires additional time. According to [38, 177], the exponential and

Gaussian filters can be implemented very fast by a propagation scheme. This

idea is directly applicable to the computation of the local average map. The

propagation rule from a neighbor, say, (m−1, n) to the pixel (m, n) is defined

as follows:

lavgm,n = (1− C)× lavgm,n + C × lavgm−1,n (3.2)

where C is called conductivity factor, ranging from 0 to 1. The matrix lavg

stands for the local average map, initialized with the image intensity values.

The above propagation rule is sequentially applied in two scans on the entire

image [38, 177]. One is top-down scan and the other is bottom-up scan. Top-

down scan is illustrated in Figure 3.3(a), where the scan starts from the first

row and stops at the last row. On each row three steps are implemented. First,

the rule defined in Equation 3.2 is repeatedly applied from the first pixel to the

last pixel on this row. Secondly, a similar rule is repeatedly applied from the

last pixel to the first pixel on this row. Thirdly, all the pixels on the current

row are propagated to the next row. Similarly, for the bottom-up scan, the

propagation starts from the last row and stops at the first row and on each

row three steps are implemented (see Figure 3.3(b)).

In order to compute the local min/max maps, we have to make some

modifications on the above propagation scheme. We introduce in the following

a conditional propagation scheme. Assume that lmin and lmax stand for the

local min/max maps, respectively, and are initialized with the image intensity

values. The conditional propagation scheme from (m − 1, n) to (m, n) is
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(a) Top-down (b) Bottom-up

Figure 3.3: Two scans to compute local statistics by propagation.

defined as follows:




if(lminm−1,n < lminm,n)
lminm,n = (1− C)× lminm,n + C × lminm−1,n

if(lmaxm−1,n > lmaxm,n)
lmaxm,n = (1− C)× lmaxm,n + C × lmaxm−1,n

(3.3)

The conditional propagation scheme has two advantages compared to

the local searching method. First, it is very fast since the computation of

min/max at a pixel only requires six propagations (three for top-down scan and

three for bottom-up scan). Second, the resulting min/max maps by conditional

propagation scheme are smoothed over the image domain. Figure 3.4(a) and

(b) show the minimum and maximum maps, respectively, by local searching

method, from which we can see why the enhanced image in Figure 3.2(b)

contains some block-like artifacts. The maps shown in Figure 3.4(c) and (d)

are much better smoothed than the ones by local searching method.

3.2.2 Determine Transfer Function

Once we obtain the local statistics (local min/max/avg) for every pixel,

we then need to design a transfer function from pixel to pixel. The essential
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(a) Min-map by LS (b) Max-map by LS

(c) Min-map by propagation (d) Max-map by propagation

Figure 3.4: Minimum and maximum maps by local searching (LS) and prop-
agation scheme
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idea for most contrast enhancement techniques is to take advantage of range

stretching. In other words, the narrow intensity range seen in the original

image is often expanded to a much broader range. In our method, the original

range at a pixel is given by the absolute difference between the obtained local

minimum and maximum intensities at that pixel, that is, |lmax− lmin|. This

value is modified according to the curve illustrated in Figure 3.5(a), where the

x-coordinate represents the input range while the y-coordinate stands for the

output range. This function curve is composed of two circular arcs:

y =





w0 −
√

w2
0 − x2, if x ≤ w0

w0 +
√

(255− w0)2 − (255− x)2, else

(3.4)

where w0 is a fixed value. Note that in designing this function, we assume

that the original image has been scaled to [0, 255]. The threshold w0 is used

such that, if |lmax− lmin| < w0, the contrast is thought of as noise and hence

reduced. By this way we can suppress image noise while enhancing image

features.

After the mapping from the original narrow range |lmax − lmin|, we

obtain a broader range (denoted by ω) such that lmin and lmax are mapped

to 0 and ω, respectively. In the meanwhile, the original image intensity Iold

and average Aold, which satisfy lmin ≤ Iold, Aold ≤ lmax, must be linearly

stretched to their new values Inew, Anew: Inew = ω × Iold−lmin
lmax−lmin

and Anew =

ω × Aold−lmin
lmax−lmin

.

To achieve better contrast enhancement, we take account of the fol-

lowing observations. If the image intensity at a pixel is lower than the local

intensity average, then we decrease the image intensity using a concave trans-

fer function. On the other hand, if the image intensity at a pixel is higher
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(a) Stretching window (b) Transfer function

Figure 3.5: Determine the transfer functions

than its local intensity average, we increase the image intensity using a con-

vex transfer function. These transfer functions are adaptively defined from

pixel to pixel, based on a parameter α, defined as: α = (Anew−Inew)
128

. Specif-

ically, we define the transfer function as a segment of parabolic curve, such

that the transfer function is convex if α < 0 and concave if α > 0 (as seen in

Figure 3.5(b)). Note that those curves could certainly be in other forms but

using parabolic curves makes it easier to derive a unified formula. To derive

the explicit expression of those parabolic curves, we introduce a new coordi-

nate system, namely, X’Y’-system (see Figure 3.5(b)). In the new system, the

parabolic curves can be represented as:

y′ =
α√
2ω

x′(x′ −
√

2ω) (3.5)

where α ∈ [−1, 1] and x′ ∈ [0,
√

2ω].

To derive the expression in XY-coordinate, we consider the following
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coordinate transformation:




x′

y′


 =




√
2

2

√
2

2

−
√

2
2

√
2

2


 ·




x

y


 (3.6)

Combining Equation 3.5 and Equation 3.6, we have an explicit expres-

sion:

y =
−b−√b2 − 4ac

2a
(3.7)

where 



a = α
2ω

b = α
ω
x− α− 1

c = α
2ω

x2 − αx + x

After obtaining the transfer function for each pixel, we then compute the

enhanced intensity as follows:

Ienh = lmin + f(Inew) (3.8)

where f is the transfer function defined in Equation 3.7.

3.2.3 Results

We have tested our method on various types of images, including med-

ical images, cryo-EM virus maps, and 3D electron tomography data. Figure

3.6 shows one slice of the rice dwarf virus map (smoothed and one slice only)

and the result with contrast enhanced. The original image was shown in Fig-

ure 3.1(a). Figure 3.7(a) shows a brain MR image with low contrast. The

enhanced image after applying histogram equalization and the result by our

method (isotropic propagation with C = 0.95) are shown in Figure 3.7(b) and

70



(a) Smoothed map (one slice) (b) Enhanced map (same slice)

Figure 3.6: Contrast enhancement on the Rice Dwarf Virus (RDV). (a) shows
the smoothed central slice of the map. (b) shows the image with contrast
enhanced.

(c), respectively. The multi-scale property of our method is demonstrated in

Figure 3.8. The original image (Figure 3.8(a)) is a mammography image with

very low contrast. Figure 3.8(b)-(d) illustrate results by our method using

different conductivity factors, yielding different scales of enhanced details.

The algorithm presented here consists of two parts: computing local

statistics and determining the transfer functions. The time complexities of

both steps are O(N), where N is the number of pixels of the given image, or

O(Mx ×My), where Mx and My are the sizes of the given image along x and

y axes.

3.2.4 Discussions

The conductivity factor C in Equation 3.2 and Equation 3.3 is a con-

stant value. In terms of image filtering, this is isotropic and may blur the

features. A common technique to remedy this problem is known as anisotropic

diffusion [121]. With this idea in mind, we developed an anisotropic propaga-

71



(a) (b)

(c)

Figure 3.7: Brain MR image, showing the contrast enhancements by histogram
equalization and our method (isotropic propagation with C = 0.95). (a) Orig-
inal image with low contrast. (b) Enhanced image by histogram equalization.
(c) Enhanced image by our method.
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(a) (b)

(c) (d)

Figure 3.8: Mammography image, showing the multi-scale contrast enhance-
ment by our method with isotropic propagation. (a) Original image with
very low contrast. (b) Enhanced image by our method (C = 0.95). (c) En-
hanced image by our method (C = 0.85). (d) Enhanced image by our method
(C = 0.75).
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tion for contrast enhancement. Equation 3.2 and Equation 3.3 become:




if(lminm−1,n < lminm,n)
lminm,n +=(lminm−1,n − lminm,n)
∗exp(−R ∗ |lminm−1,n − lminm,n|)

if(lmaxm−1,n > lmaxm,n)
lmaxm,n +=(lmaxm−1,n − lmaxm,n)
∗exp(−R ∗ |lmaxm−1,n − lmaxm,n|)

lavgm,n +=(lavgm−1,n − lavgm,n)
∗exp(−R ∗ |lavgm−1,n − lavgm,n|)

(3.9)

where R is called resistance factor and generally chosen from the interval

[0.01, 0.1] in our experiments.

Figure 3.9(a) shows an example of chest CT image. The enhanced im-

age by histogram equalization and enhanced image by our method (anisotropic

propagation with R = 0.1) are shown in Figure 3.9(b) and (c), respectively.

The extension of our approach to 3D images is quite straightforward.

The stretching functions are defined the same as those for 2D images. The

only slight difference is the first part of the algorithm, that is, the computa-

tions of the local min/max/avg maps for each pixel. The overall propagation

is as follows:

Initialization:

Initialize the local min/max/avg maps with original image intensity.

Top-down propagation:

(i) Start from the top slice of the original images.

(ii) Compute the local min/max/avg maps within the current slice using

the 2D propagation approach.
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(a) (b)

(c)

Figure 3.9: Chest CT image, showing the anisotropic version of our contrast
enhancement method. (a) Original image with low contrast. (b) Enhanced
image by histogram equalization. (c) Enhanced image by our method (R =
0.1).
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(iii) Propagate the results in current slice to the next lower slice.

(iv) Repeat (ii) and (iii) until the bottom slice is reached.

Bottom-up propagation:

(i) Start from the bottom slice of the original images.

(ii) Compute the local min/max/avg maps within the current slice using

the 2D propagation approach.

(iii) Propagate the results in current slice to the next upper slice.

(iv) Repeat (ii) and (iii) until the top slice is reached.

In Figure 3.10, we demonstrate our contrast enhancement approach on

a three-dimensional map of the bullfrog hair bundle, reconstructed by electron

tomography technique. Figure 3.10(a) and (b) show the volume rendered

images of the original map and the enhanced map, respectively. Figure 3.10(c)

and (d) show one slice of the original map and the enhanced map.

3.3 Conclusion

In this chapter, we presented a fast approach for image contrast en-

hancement. Our method is based on fast computation of local min/max/avg

maps using a propagation scheme (either isotropic or anisotropic). We demon-

strated the performance of our method and its multi-scale property on differ-

ent types of medical images. Our experiments on many other types of images

also gave promising results both on computational speed and on enhancement

quality. The extension of our approach to 3D images is also described, as will

frequently be used in Chapter 6 and Chapter 7 for structure analysis of large

bio-molecular complexes.
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(a) (b)

(c) (d)

Figure 3.10: Bullfrog hair bundle, showing the three-dimensional contrast en-
hancement by our method. (a) Original map (volume rendering). (b) En-
hanced map by our method (volume rendering). (c) Original image (one slice).
(d) Enhanced image by our method (same slice).
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Chapter 4

Gradient Vector Diffusion and Skeletonization

The skeleton of a scalar/binary map is widely recognized as one of the

most important shape descriptors in image processing and pattern recogni-

tion. In the context of automatic structure analysis of large bio-molecular

complexes (LBCs), we use the skeletons to extract the secondary structures of

a protein density map and to fit an atomic (PDB) structure or an animo acid

sequence into a cryo-EM density map, as will be shown in the following chap-

ters. Besides the skeletons, the critical points of a density map are frequently

used in structure analysis of LBCs (e.g., symmetry detection, segmentation,

alignment, secondary structure identification). Critical points of a scalar map

include local maxima, local minima, and saddle points. We are particularly

interested in the local maximal critical points, which are usually treated as

zero-dimensional skeletons of a cryo-EM density map. For this reason, the

critical point detection can be thought of as a special case of skeletonization.

Gradient vector diffusion (GVD) has proved to be useful in active snake

models for image segmentation [174]. In this chapter, we will demonstrate

that the gradient vector diffusion is also very useful in extracting skeletons

(including critical points) of a scalar image/map. In the rest of this chapter,

we first give a brief review on skeletonization. Then we introduce various GVD

methods, followed by the applications of GVD in critical point detection and

boundary-free skeletonization. Finally we conclude this chapter by showing
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some results and comparing our approach with others.

4.1 Skeletonization: Prior Work

Since the first study by Blum [20], the skeletonization of shapes has

attracted attentions from many researchers in various fields. Commonly used

computational methods for skeleton extraction include topological thinning

[90], approaches based on distance maps [4, 82, 102], hierarchical methods

based on Voronoi diagrams [117], voxel-coding based methods [190], and some

approaches based on physical simulations [57] or curve evolution [141]. How-

ever, all of these techniques compute the skeletons from the object’s bound-

aries. In other words, it is a prerequisite that we should first segment the

original images into meaningful regions with well-defined boundaries before

the above-mentioned approaches could be applied. Unfortunately, efficient

and effective segmentation of an arbitrary real-world image still remains an

open problem especially with the existence of much noise. In addition, as

also mentioned in [73], region segmentation (or edge detection, if applicable)

often involves a loss of information, which, as a result, leads to an inaccurate

skeletonization of the original images.

Our goal is to compute the skeletons directly from a gray-scale image,

without the segmentation (or edge detection) as an intermediate step. The

previous efforts on this topic by other authors can be categorized into three

approaches. The first one is based on isotropic diffusion, governed by a set

of linear PDE’s. In [154], Tari et al. proposed a method, which extracts

the skeletons from a set of level-set curves of the edge strength function of

the original image. The edge strength function is calculated by means of a

linear diffusion equation. A later paper, by Chung and Sapiro [31], deals with
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situations where the features (objects) are always brighter or darker than the

background. The original image is treated as a 2D function defined over the

image domain, and is diffused according to a family of linear erosion/dilation

equations. A post-processing step is employed to extract the crest lines of the

deformed image, which are taken as the final skeletons.

The second approach is based on scale-space theory [94]. In [113, 124],

the authors proposed a method, which extracts the “cores” from the ridges of a

medialness function in scale-space. Lindeberg [95] treated the skeletonization

(ridge detection) in a similar way to edge detection in scale-space, with auto-

matic scale selection. It has been pointed out that the Gaussian kernels used

in scale-space are closely related to the linear diffusion equations when they

are applied to the images. Both the isotropic diffusion and the scale-space

techniques have the following major drawbacks. First, linear systems often

cause feature-blurring and even a loss of information. Second, linear systems

may extract the biased skeletons when curvilinear structures are considered

and when the contrasts on both sides of the structures are different. The sec-

ond problem was addressed in detail in [149], where special efforts were made

to remove the bias of the extracted skeletons.

The third approach dealing with the skeletonization of gray-scale im-

ages without segmentation was proposed more recently by Jang and Hong [73].

In their method, a pseudo-distance map is calculated from the original image

using a nonlinear governing equation. Although a nonlinear equation was uti-

lized, the results of their method look quite similar to those of linear systems,

e.g., Gaussian smoothing, as pointed out by the authors themselves [73]. In

addition, it is not clear in [73] whether this method can handle the problem of

biased skeletons, as the authors made use of Steger’s algorithm [149] to extract

80



the skeletons from a pseudo-distance map. Regardless of these drawbacks, this

approach is most related to our algorithm described below. Hence we shall

give additional words in Section 4 to compare this method with ours.

In the following we compute the skeletons based on gradient vector

diffusion [174]. We consider a set of anisotropic diffusion equations applied

to initial vector fields that are obtained by various ways. A skeleton strength

map, analogous to the edge strength function [154], is calculated from the

diffused vector field, and the final skeletons are extracted by tracing the ridges

of the skeleton strength map. The skeleton strength map gives a measure of

how possible each pixel could be on the skeletons. As demonstrated later,

the skeleton strength map gives much higher contrast than most methods

described above. In addition, the problem of biased skeletons is easily avoided

in our approach, due to the anisotropic property of the diffusions.

4.2 Gradient Vector Diffusion

Gradient vector diffusion is commonly used for two purposes. First, it

can smooth the noise seen in the given vector field. This property is similar to

the various techniques of image smoothing [121, 163]. Second, vector diffusion

can make the non-zero vectors propagate toward the areas of zero-vectors.

This property is extremely useful for many real-world images, which contain

“flat” regions and hence zero gradients.

4.2.1 Linear Vector Diffusion

In [174], the authors described a diffusion technique to smooth gradient

vector fields. The gradient vectors are represented by Cartesian coordinates

and similar partial differential equations (PDEs) are separately applied to each
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component of the vectors:





du
dt

= µ∇2u− (u− fx)(f
2
x + f 2

y + f 2
z )

dv
dt

= µ∇2v − (v − fy)(f
2
x + f 2

y + f 2
z )

dw
dt

= µ∇2w − (w − fz)(f
2
x + f 2

y + f 2
z )

(4.1)

where (u, v, w) is initialized with ∇f(x, y, z), and f(x, y, z) is an edge strength

map of the original image; e.g., f(x, y, z) = ‖∇Gσ(x, y, z) ∗ I(x, y, z)‖2, where

Gσ(x, y, z) stands for a Gaussian kernel. These diffusion equations are orig-

inally used for image segmentation [174]. In the case of skeletonization, the

initialization of gradient vector fields may vary with different situations, as

described later in this chapter.

The above equations obviously are linear or isotropic. It therefore in-

herits the drawbacks of most linear systems (e.g., blurred maps and biased

skeletons).

4.2.2 Nonlinear Vector Diffusion

Another way to diffuse a gradient vector field is based on the polar-

coordinate representation of a vector [178, 179]. In other words, we apply the

diffusions on r (the magnitude of a vector) and θ (the orientation of a vector).

In the diffusion scheme based on r and θ, a very weak vector can largely affect

a strong vector, both on its magnitude and on its orientation. The vector

magnitude r and orientation θ are diffused separately in two different partial

differential equations. This type of vector diffusion has proved to be more

robust in case of boundary concavities and/or gaps in image segmentation

[179]. The drawback of this method is its computational burden due to the

efforts that have to be made to deal with the periodicity of orientations. More
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details can be found in [178, 179].

We present here another type of partial differential equations for gra-

dient vector diffusion and attempt to address the afore-mentioned problems.

The new PDEs are similar to Equation 4.1 except that they are now based on

anisotropic diffusion and that the second terms on the right sides of the equa-

tions are removed because they were originally used for better segmentation

[174], not for skeletonization.





du
dt

= µ · div(g(α) · ∇u)

dv
dt

= µ · div(g(α) · ∇v)

dw
dt

= µ · div(g(α) · ∇w)

(4.2)

where g(·) is a decreasing function and α is the angle between the central vector

and the surrounding vectors. For faster implementation, the calculation of the

angle between two vectors is usually approximated by the inner-product of

two vectors divided by their magnitudes. For instance, we can define g(α) as

follows:

g(~c, ~s) =





eκ·( ~c·~s
‖~c‖‖~s‖−1) if ~c 6= 0 and ~s 6= 0

0 if ~c = 0 or ~s = 0

(4.3)

where κ is a positive constant; ~c and ~s stand for the central vector and one

of the surrounding vectors, respectively. In our implementation of 2D images,

we consider a 4-neighborhood for each pixel.

A study of Equation 4.2 would suggest the following: First, its imple-

mentation is similar to that of Equation 4.1. Hence, the time complexity is

comparable to the conventional scheme [174]. Secondly, the weighting function
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g(·) is designed such that the problem of skeleton bias can be easily avoided.

This is because the weighting function g(·) decreases as the angle between

two vectors (the center and the neighbor) increases from 0 to π. If g(·) goes

to zero as the angle approaches π, then the vectors from both sides of curvi-

linear structures would stop on the central lines of the structures regardless

of how different the contrasts would be on either side of the structures. We

shall demonstrate such an example in Section 4.4. Thirdly, Equation 4.2 is

very similar to the anisotropic diffusion equation of image smoothing [121].

Therefore, we would expect to see something that shows the uniqueness of the

anisotropic property of our system, similar to the edge-preserving property as

we saw in Perona-Malik model [121]. In fact, the skeleton strength map, as

shown later, does demonstrate this unique property.

4.3 Critical Point Detection

The critical points of a scalar map can be classified as one of three types:

local maxima, local minima, and saddle points of the given scalar function.

However, in the context of structure identification, the maximal critical points

are of great interest, due to the fact that, in a molecular density map, higher

densities imply the existence of more atoms. These critical points can be

easily computed from the local maxima of a given scalar map. Since noise is

always present in the original maps, a pre-filtering process should be applied.

As discussed in Section 3.1, a scalar map pre-filter can be either linear or

nonlinear. A linear filter (e.g., Gaussian filtering) may destroy some weak

features and hence eliminate some critical points. A nonlinear pre-filter [121,

163], however, tends to “deform” a sub-region, yielding many unwanted critical

points.
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A good alternative is a vector field filtering technique that is based on

the gradient vectors of the scalar 3D map, from which the afore-mentioned

critical points can be easily extracted. The gradient vector field generated

directly from the original map suffers from noise and cannot be used to detect

the critical points. In addition, some regions containing critical points may

be “flat” such that the gradient vectors vanish and hence the critical points

vanish too. For those reasons, we apply the gradient vector diffusion as shown

in Equation 4.2 before we extract the critical points.

Once the gradient vector field is generated and diffused, we can detect

the source points, as defined below:

Definition: A point is called source if none of its neighbors points to it. In

other words, a point A is a source if and only if, for any neighbor B of A:

~vB · ~BA ≤ 0 (4.4)

where ~vB is the diffused gradient vector at B and ~BA is the vector from B to

A. All the source points are regarded as the critical points.

To better illustrate the application of the anisotropic gradient vector

diffusion technique to accurately extract critical points from a given 3D map,

we show cross-sectional two-dimensional (2D) slices (Figure 4.1). The images

are from a slice of the herpes virus capsid protein vp5 [192]. For better illus-

tration of vector fields, we only consider a small area as boxed out in Figure

4.1(a). The vector field in Figure 4.1(b) is computed before the vector diffu-

sion. Figure 4.1(c) demonstrates the power of the anisotropic vector diffusion,

from which one can easily extract the critical points. Another example with

greater detail, is illustrated in Figure 4.2, where one can see that the critical

points can be correctly detected by anisotropic vector diffusion.

85



(a) (b) (c)

Figure 4.1: Illustration of critical point extraction using gradient vector dif-
fusion. (a) one slice of herpesvirus capsid protein, vp5. (b) gradient vector
field without diffusion corresponding to the boxed out area in (a). (c) gradi-
ent vector field after diffusion (10 iterations) improves the detection of critical
points.

4.4 Boundary-Free Skeletonization

We present here a boundary-free approach for skeletonization of a scalar

image (either 2D or 3D). In other words, our method can extract the skele-

tons directly from the input images without detecting the feature boundaries.

Our skeletonization algorithm includes two major steps. First, the regions

containing features are thinned such that the skeletons are “enhanced” (much

sharper than original features). Second, we extract the skeletons by tracing

the skeleton strength map using either canny’s method or the tensor-based

approach. The first step is further decomposed into three sub-steps: generat-

ing initial vector field, diffusing the vector field, and calculating the skeleton

strength map. In the following, we will describe the algorithm step-by-step

(the skeleton-tracing is treated as one of the “sub-steps”).
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(a) (b)

Figure 4.2: Illustration of critical point extraction using gradient vector dif-
fusion. (a) One slice (noise reduced) of rice dwarf virus (RDV). The regions
with high intensities correspond to molecular features. (b) About 1200 critical
points were found after 10 iterations of gradient vector diffusions. The number
of critical points can be reduced by removing those whose density values are
less than a certain threshold.

4.4.1 Initializing Generation Vector Field

We first consider images where the features are brighter than the back-

ground (this is usually the case we see in most molecular density maps). The

initial gradient vector field is generated in the following way:

gvf(~r) = (I(~r)− I(~r′))×
~r′ − ~r

‖~r′ − ~r‖ (4.5)

where I(~r) is the intensity value at ~r. ~r′ is one of the (eight) immediate

neighbors of ~r, with the lowest intensity among the neighbors. Note that this

definition of gradient vector is different from other conventional definitions

(e.g., the one defined by central difference). We shall see later how Equation

4.5 performs better than the conventional definitions.

In case that the features have lower intensities than the background,

the gradient vectors are defined by:
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gvf(~r) = (I(~r′)− I(~r))×
~r′ − ~r

‖~r′ − ~r‖ (4.6)

where ~r′ is one of the (eight) immediate neighbors of ~r, with the highest

intensity among the neighbors.

Equation 4.5 and Equation 4.6 deal with the situations where the ob-

jects are always either brighter or darker than the background. This is the

cases discussed in [31]. In some cases [73, 154], one may have to first compute

the edge strength map (e.g., ‖∇Gσ(x, y) ∗ I(x, y)‖), and then Equation 4.6 is

applied to the edge strength map to generate the initial vector field.

4.4.2 Diffusing Gradient Vector Field

The initial vector field computed above is then diffused using either the

isotropic scheme (Equation 4.1) or anisotropic scheme (Equation 4.2). The

PDE’s are iteratively solved by finite difference technique. In Figure 4.3(a),

we show an example of a synthesized molecular image. In this example, we

use Equation 4.5 to generate the initial vector field, as the molecular structure

is brighter than the background. The diffused vector fields by both isotropic

and anisotropic schemes are shown in Figure 4.3(c) and Figure 4.3(d), respec-

tively. For better illustration of vectors, Figure 4.3(c-d) correspond to only a

portion of the original image, as seen in Figure 4.3(b). We can see that the

major difference between these two schemes is that the anisotropic diffusion

preserves the “sharp” features (the “empty” regions), where most of the sur-

rounding vectors point away from the central point. Apparently those features

correspond to the skeletons of the original gray-scale image. The advantages

of anisotropic diffusion (compared to the isotropic diffusion) will be further

demonstrated later.
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(a) Original image (b) A portion of (a)

(c) Isotropic diffusion (d) Anisotropic diffusion

Figure 4.3: The demonstration of isotropic and anisotropic vector diffusion
schemes on a synthesized molecular image (shown in (a)). For better illustra-
tion of vectors, (c-d) are restricted to the left-bottom portion of the original
image, as shown in (b), and all vectors in (c-d) are normalized to the same
magnitude.
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4.4.3 Computing Skeleton Strength Map

To locate the “empty” regions of the diffused gradient vector field, we

compute what we call skeleton strength map (SSM) by:

SSM(~r) = max(0,
∑

r′∈N(~r)

gvf(~r′) · (~r′ − ~r)

‖~r′ − ~r‖ ) (4.7)

where N(~r) is the set of the eight immediate neighbors of ~r. The skeleton

strength map, similar to the edge strength map, is a scalar map defined on

every pixel and indicates the likelihood of each pixel being on the skeletons.

With the original image seen in Figure 4.3(a), we show in Figure 4.4(a) the

skeleton strength map, generated by anisotropic vector diffusion but initial-

ized by the classical central difference scheme. We can see that this map does

not give much clear information on the skeletons of the molecular structures.

Figure 4.4(b) shows the SSM, generated by the isotropic vector diffusion but

initialized by Equation 4.5. In contrast to the isotropic diffusion technique,

Figure 4.4(c) shows the SSM, generated by anisotropic diffusion and initial-

ized by Equation 4.5. From Figure 4.4(b) and Figure 4.4(c), we can see that

the isotropic vector diffusion normally tends to blur the skeletons while the

anisotropic vector diffusion can preserve the “sharp” skeletons very well. This

is analogous to the isotropic/anisotropic diffusion commonly seen in image

smoothing [121, 163].

There are two variants of Equation 4.7. First, we can normalize the

vectors before calculating the skeleton strength map (SSM). This may be risky

if there are a lot of noise in the image. However, sometimes it may be helpful.

Figure 4.4(e) shows the skeleton strength map based on the normalized vectors.

The skeletons look more sharper and clearer, although some “weak” features
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are over-emphasized. Another variant of Equation 4.7 is by considering the

total amount of “incoming” vectors at a point instead of the total amount of

“outgoing” vectors. The new skeleton strength map is defined as:

SSM∗(~r) = max(0,
∑

r′∈N(~r)

gvf(~r′) · (~r − ~r′)

‖~r − ~r′‖ ) (4.8)

where N(~r) is the set of the eight immediate neighbors of ~r. Figure 4.4(g)

shows the skeleton strength map, initialized by Equation 4.6 and calculated

by Equation 4.8. It is interesting that this map highlights the critical points

(zero-dimensional skeletons) instead of the one-dimensional skeletons.

4.4.4 Tracing Skeletons

To compute the final skeletons, we need to find a way to trace the skele-

tons from the skeleton strength map. A good technique for this purpose is by

Canny’s method [22], which was originally designed for image edge detection.

The most promising strategies used in this method are non-maximal suppres-

sion and double-threshold. The non-maximal suppression is first applied to

the gradient magnitude map in order to obtain “thin” edges and extract can-

didate edges. Two thresholds are assumed such that candidate edges above

the higher threshold are always recognized as true edges and candidate edges

that are connected to the true edges by a path of pixels with gradient magni-

tudes higher than the lower threshold are also recognized as true edges. This

idea can be readily applied to our skeleton extraction by simply treating the

skeletons as the edges. Figure 4.4(d), (f), and (h) show the skeletons traced

by this method from the skeleton strength maps shown in Figure 4.4(c), (e),

and (g), respectively.
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(a) (b) (c) (d)

(e) (f) (g) (h)

Figure 4.4: The skeleton strength maps and skeleton-tracing results. The orig-
inal image is shown in Figure 4.3(a). (a) SSM by anisotropic vector diffusion,
initialized by the classical central difference scheme. (b) SSM by isotropic vec-
tor diffusion, initialized by Equation 4.5 and calculated by Equation 4.7. (c)
SSM by anisotropic vector diffusion, initialized by Equation 4.5 and calculated
by Equation 4.7. (d) Skeletons traced from (c). (e) Same as (c) except that
the vectors are normalized before calculating SSM. (f) Skeletons traced from
(e). (g) SSM by anisotropic vector diffusion, initialized by Equation 4.6 and
calculated by Equation 4.8. (h) Critical points detected from (g).
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There is a more sophisticated method, based on the local structure

tensor [45, 163], for tracing the skeletons. We will describe the details of this

approach in Chapter 7.

4.5 Results and Discussions

In this section we show several examples and their skeletonization re-

sults extracted by our algorithm. All vectors are diffused by the anisotropic

vector diffusion (Equation 4.2) using the finite difference scheme. The skele-

ton strength maps are calculated according to Equation 4.7 without vector

normalization, unless otherwise specified.

The first example is a CT bone image, as shown in Figure 4.5(a). The

Equation 4.5 is applied to generate an initial vector field. Ten iterations are

applied to solve the PDE (Equation 4.2). The skeleton strength map, shown in

Figure 4.5(b), is calculated from the diffused vector field using Equation 4.7.

Finally, the skeletons are traced from the skeleton strength map using Canny’s

method, as shown in Figure 4.5(c).

Figure 4.6(a) shows a brain image. Its edge strength map (or gradient

magnitude map) is first computed using the derivative of Gaussian kernel

function (Figure 4.6(b)). Equation 4.6 is applied to this map to generate an

initial vector field. Ten iterations are applied to solve Equation 4.2. The

skeleton strength map, shown in Figure 4.6(c), is calculated from the diffused

vector field using Equation 4.7. Finally, the skeletons (Figure 4.6(c)) are traced

from the skeleton strength map using Canny’s method. The skeletons here

correspond to both the bright features and dark features.

Figure 4.7(a) shows another brain image. By the fact that the brain
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(a) (b) (c)

Figure 4.5: The demonstration of skeletonization on a CT image. (a) Original
image. (b) Skeleton strength map. (c) Skeletons traced (in red color).

structures have higher intensities than the background, we skip the calculation

of the edge strength map, and directly apply Equation 4.5 to the original image

in order to generate the initial vector field. Our anisotropic vector diffusion

scheme (Equation 4.2) is then applied with twenty iterations repeated to solve

the PDE. The skeleton strength map, shown in Figure 4.7(b), is calculated

from the diffused vector field using Equation 4.7, and the final skeletons are

shown in Figure 4.7(c).

We also demonstrate our skeletonization on a binary image consisting of

several characters. Although our algorithm is designed for gray-scale images,

it can certainly be applied to binary images. Figure 4.8(a) shows an image

of characters. The skeleton strength map and the final skeletons are shown in

Figure 4.8(b) and (c), respectively. Note that, since the objects (characters)

are darker than the background, we use Equation 4.6 to generate the initial

vector field. Twenty iterations are applied to solve the PDE using the finite

difference scheme.

The last example we show here is the fingerprint image. The original

image contains a lot of disconnected curves (fingerprints), as shown in Figure
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(a) (b)

(c) (d)

Figure 4.6: The demonstration of skeletonization on a brain MRI data. (a)
Original image. (b) Edge strength map. (c) Skeleton strength map. (d)
Skeletons traced (in red color).
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(a) (b) (c)

Figure 4.7: The demonstration of skeletonization on a brain MRI image. (a)
Original image. (b) Skeleton strength map. (c) Skeletons traced (in red color).

4.9(a). The calculated skeleton strength map and the traced skeletons are

shown in Figure 4.9(b) and (c), respectively. We can see that the obtained SSM

can not only sharpen the features but also bridge some short gaps. However,

very large gaps are still there but may be remedied by some topology-based

tracing algorithms.

The skeletonization algorithm consists of several parts: gradient vector

initialization and diffusion, skeleton strength map calculation, and skeleton

tracing. The time complexity of the first part is O(N × M × K), where N

is the size of the given image (or the number of pixels), M is the size of

neighborhood (usually 3 × 3), and K is the number of iterations during the

diffusion process. The time complexity of computing skeleton strength maps

is O(N × M), where N and M are defined above. The skeleton tracing, if

Canny’s method is used, has a time complexity of O(N), where N is the size

of the given image.

We mentioned before that the pseudo-distance map (PDM) [73] was

most related to our algorithm. In order to see the difference between the PDM
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(a) (b) (c)

Figure 4.8: The demonstration of skeletonization on an image of several En-
glish characters. (a) Original image. (b) Skeleton strength map. (c) Skeletons
traced.

(a) (b) (c)

Figure 4.9: The demonstration of skeletonization on a fingerprint image. (a)
Original image. (b) Skeleton strength map. (c) Skeletons traced (in red color).
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and our skeleton strength map (SSM), we consider a simple 1D function, as

colored by blue in Figure 4.10(a). This is a box function with same contrast

on both sides. The pseudo-distance map of this function is given by light blue

color in Figure 4.10(a). The skeleton strength maps, generated by isotropic

vector diffusion (Equation 4.1) and anisotropic vector diffusion (Equation 4.2),

are given by green and red curves, respectively, in Figure 4.10(a). We can

see from this example that our skeleton strength maps give “sharper” ridges.

We can also observe that the anisotropic diffusion performs better than the

isotropic diffusion.

Finally let us address the bias problem, as we mentioned earlier. For

this purpose, we consider a (1D) box function with different contrasts on both

sides, as colored by blue in Figure 4.10(b). The green curve shows the results

of our skeleton strength map (anisotropic), from which we can correctly locate

the skeleton at the center of the box, as indicated by green arrow in the

figure. In contrast, we consider two classical linear methods. One is the direct

convolution of a Gaussian kernel with the original data (e.g., see [94, 124, 149]).

The result of the convolution is shown by red curve in Figure 4.10(b). The

other linear system, as used in [154], is more general, where the edge strength

map is first generated and diffused. The skeletons are then extracted from

certain critical points of the diffused edge strength map (e.g., see [154]). The

result of the diffused edge strength map is shown by light blue color in Figure

4.10(b). From this figure, we can conclude that both linear methods yield

biased skeletons, as indicated by red and light blue arrows. The skeletons

“shift” to the side with lower contrast. The bias problem was discussed in

details in [149], where a lot of efforts have to be made to remove the bias

from the extracted skeletons. From the above description, we can see that this
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Figure 4.10: Two tests: (a) Comparison between PDM and SSM. (b) Removal
of bias problem by our method.

problem can be easily solved using our anisotropic vector diffusion.

4.6 Conclusion

In this chapter we described various types of anisotropic vector diffu-

sions, from which both critical points and skeletons can be extracted. The

skeletons of a gray-scale image are detected in our approach without any

boundary information. We introduced a concept, called skeleton strength map,

which is analogous to the edge strength map as seen in [154]. Our skeleton

strength map gives much “sharper” ridges of the original images than the

pseudo-distance map [73]. We also addressed the removal of bias as commonly

seen in many linear skeletonization approaches. Our approach for skeleton

extraction is treated in a similar way to the edge detection.

For future work, we plan to develop more robust method to trace skele-

tons from a calculated skeleton strength map. There are two major types of

discontinuities on the skeletons extracted by our method. One occurs at the in-

tersections between three or more skeleton branches and the other occurs when
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the gaps between two branches are too large. The structure tensor method,

as will be described in Chapter 7, may be a good way to bridge the gaps for

the second types of discontinuities. For the first types of discontinuities, a

topology-based approach may be helpful.
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Chapter 5

Image Segmentation

Segmentation is a way to separate the features of interest from their

surrounding background or materials. It is a fundamental problem in image

processing because many other tasks (such as shape modelling, feature recog-

nition) rely on correct segmentations. Manual segmentation can be tedious,

inaccurate, and quite often subjective from person to person, even with the

help of sophisticated graphical user interface [93, 105]. It becomes even harder

if one has to deal with (manually segment) a complicated 3D volumetric map.

Automated segmentation is still recognized as one of the hardest tasks in the

field of image processing although various techniques have been proposed for

automated or semi-automated segmentation. Commonly used methods include

segmentation based on edge detection, region growing and/or region merging,

active curve/surface motion, and model based segmentation. In particular,

two techniques were discussed in details in the electron tomography commu-

nity. One is called water-shed immersion method [160] and the other is based

on normalized graph cut and eigenvector analysis [48].

Among the existing computational approaches for segmentation, the

deformable contour has drawn exceptional attentions. There are two ways to

represent deformable contours: one is parametric (e.g., the well-known snake’s

model) and the other is geometric (e.g., the level set method). In this chapter

we will first give a brief review of both types of deformable contour approaches.
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Then we will present a variant of the level set method, namely, the multi-seeded

fast marching method. This method can be applied in image segmentation,

in combination of either region merging (Section 5.2) or classification (Section

5.3).

5.1 Deformable Contour Models

5.1.1 The Snake Model

Since it was first proposed by Kass et al. [80], the active contour (or

snake) model has drawn a lot of attention from researchers in image-related

fields. Due to its efficiency of converging to the desired features within an

image by simply defining an energy function, the snake model has found many

applications such as edge detection, shape modeling, segmentation, and motion

tracking (e.g., see [33, 53, 80]).

The traditional snake model [80] in 2D is defined by an energy func-

tional:

E =

∫ 1

0

1

2
[α‖x′(s)‖2 + β‖x′′(s)‖2] + Eext(x(s))ds. (5.1)

where x(s) = [(x(s), y(s)], and s ∈ [0, 1]. The first two terms within the

above integral stand for the internal force that is determined by the physical

properties of the snakes, while the third term is viewed as the external force

that is the main issue discussed in active contour models.

There are several difficulties with this model. One is its sensitivity to

the initial contours. The initial “snake” must be carefully placed around the

true boundaries, Otherwise the “snake” may evolve towards a wrong feature.

Some techniques have been proposed to rectify this problem, e.g., multi-scale
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method [92], distance potential force [33], inflating balloons [32], and more re-

cently, gradient vector flow (GVF) [174]. These techniques extend the external

force to a much larger range over the image domain and thus reduce the sen-

sitivity to the initial contours.

The second problem with the traditional snake model is the stopping

criterion. As we know, this model stops with a snake corresponding to the

global minimum of Equation 5.1. Thus some time-consuming techniques, such

as simulated annealing [150] or dynamic programming [53] are needed to avoid

the problems caused by local minima. Furthermore, even in the case that the

global minimum is achieved, the final solution is still highly dependent on the

choice of initial parameters. A dual-snake technique [59] was used to reduce

the dependence on the choice of parameters.

The third and most serious problem with the snake model is the diffi-

culty of dealing with topology changes during the deforming process. Topology

changes occur when a contour splits into two or more sub-contours, when two

or more contours merge into a single contour, or when a contour self-intersects

with itself. Since in the snake model the contour is represented by a paramet-

ric way, it is difficulty to change the representation of the contour when the

topology changes. For this reason, a better way is to use the level set method

to represent the contours, as explained below.

5.1.2 The Level Set Method

The idea of level set method [138] is to derive a partial differential

equation (PDE) in a higher dimension such that the active contour evolution

on the image domain is equivalent to the surfaces evolution. A general version

for such scheme is defined by the following PDE:
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∂tu = ‖∇u‖div(g(‖∇I‖) ∇u

‖∇u‖) (5.2)

where u is the evolving surface and I is the image being considered. The

function g is a decreasing function defined on the image gradient. Generally

speaking, the function g is defined such that the deformable contour moves

fast if it is far from the image boundaries, where the image gradient is small,

and it moves slowly (or stops) near the image boundaries, where the image

gradient is large. This model is known as geodesic active contours [25]. The

equivalent PDE for the curve motion is as follows:

∂tc = g(‖∇I‖) · κ · ~N − (∇g · ~N) ~N (5.3)

where κ is the mean curvature of the evolving curve and ~N is the normals.

The calculation of Equation 5.2 is very time consuming because a sur-

face has to be used in order to evolve a curve. A simplified version of the

level set method is known as the fast marching method [103, 137, 138]. The

basic idea of this method is that a contour is initialized from a pre-chosen seed

point, and the contour is allowed to grow until a certain stopping condition is

reached. Every pixel is assigned with a value called time, which is initially zero

for seed points and infinite for all other pixels. Repeatedly, the pixel on the

marching contour with minimal time value is deleted from the contour and the

time values of its neighbors are updated according to the following equation:

||∇T || · F = 1 (5.4)

where F is called the speed function that is determined by the image infor-

mation (intensity, gradient, and so on). The updated neighbors, if they are
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updated for the first time, are then inserted into the contour.

To implement the fast marching method, we needed to solve three key

problems: (i) formulation of the speed function, (ii) initialization of the seed

points, and (iii) determination of the stopping criterion. We formulate the

speed function based on the gradient magnitude, as commonly used by other

authors. The speed function is defined as an exponential function of the gra-

dient magnitude; that is, F = exp(γ||∇I||), where γ is a negative constant

and I is the original image.

Initialization of the seed points are essential for correct segmentation of

the components of interest. There are several ways to choose the initial seed

points: mechanically by a user, using “balloons”, or by the locus of the zero-

crossing of the Laplacian of the smoothed images (see [139] for a summary).

In Chapter 4, we described a way of detecting critical points (local maxima).

For electron tomography data (e.g., cell) or large bio-molecular complex maps

(ribosome, viruses, etc.), it is usually good enough to use critical points as the

seed points, as those points capture the most important features of the given

maps. For some types of medical images, it may be necessary to consider the

local minima of the gradient magnitude map of the original image. In other

words, the seed points are given by the source points of the diffused gradient

vector field of the gradient magnitude map of the original image [179, 180]. An

example is shown in Figure 5.1.

The stopping criterion of the marching contours is another important

issue in the fast marching method. The fast marching algorithm described in

[103] does not give an explicit stopping criterion such that the more expensive

level set method had to be used to finalize the segmentation. In addition, like

the fast marching method, even the level set method may have to deal with
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Figure 5.1: The source points used as our seed points: the five points shown
on the left part of (b) correspond to the five sources of the vector field shown
in (a).

the “leaking” problem around the boundary gaps.

A good way to address this problem is by using multiple contours: each

seed point initiates one contour and all the contours march (grow) simultane-

ously according to Equation 5.4. Whenever two contours meet, both contours

stop marching on the common boundaries. The idea of multi-label fast march-

ing method have be discussed in [119, 142, 143] for motion analysis in video

image processing, where an automatic stopping criterion was guaranteed due

to the multiple contours marching towards the boundaries from opposite sides.

We had used this idea to successfully segment the tomography data and virus

maps [13, 186]. More details on segmentations of large bio-molecular complexes

(virus, ribosome) will be described in Chapter 6.

In the multi-seeded fast marching method, each seed point initiates

one contour. Quite often, more than one seed point have to be assigned to a

feature in an image (for reason, see details in Chapter 6). In fact, our automatic

seed generation produces multiple seeds for each single feature. In such cases,
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the fast marching method generates multiple contours corresponding to one

feature. One way to have the correct segmentation is by merging the contours

hat correspond to the same feature. This is a post-processing approach (with

respect to the fast marching method) and will be detailed in Section 5.2.

Another way to address the problem is by classifying the seed points before

the fast marching procedures. Once the seeds are classified, two contours

corresponding to the seeds in the same class will be merged but two contours

from different classes will stop in their common boundaries. This is called a

pre-processing approach and will be described in Section 5.3.

5.2 Region Merging: A Post-processing Approach

We assume here that the seeds are already located based on the ap-

proaches discussed in Section 5.1.

5.2.1 Initial Segmentation

Once all seed points are located, initial contours are generated from

each of the seed. All contours grow simultaneously and eventually produce a

partition of the original image such that each region corresponds to a contour

(or a seed point). This is what we call initial segmentation. Shortly later we

will see some examples of initial segmentation on different types of images.

Apparently the initial segmentation does not give a satisfying result because

there are too many small regions. So we need to run a region-merging step in

order to have a single contour corresponding to one feature.
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5.2.2 Region Merging

There are various approaches on region merging [64, 114, 164], most of

which were based on the initial segmentation produced by the well-known Wa-

tershed method. Although our approach of generating the initial segmentation

is different from Watershed method, the basic idea for the region merging is

the same: first, we generate a Region Adjacency Graph (RAG) from the initial

segmentation, and then the most similar regions are merged one by one until

some criterion is satisfied (e.g., the number of features). Different merging

methods may have different ways to define the similarity. In our approach

we will consider two criteria to determine the similarity: one is the intensity

difference between two adjacent regions, and the other is the average image

gradient on the common boundaries between two adjacent regions. Two re-

gions are said to be more similar if their intensity difference is smaller and/or

the average image gradient on their common boundaries is higher. For these

reasons we organize our data structures as follows:

struct Region:



int number; /* number of points in this region */
double intensity; /* average intensity of this region */
BOUND *boundary; /* list of boundary points of this region */
RGN *neighbor; /* list of neighboring regions */

where the structure BOUND is defined by the x-coordinate and y-coordinate

of the boundary point and a pointer to the next boundary point. The struc-

ture RGN contains the following entries: (1) the ID number of the neighbor-

ing region; (2) the number of points on the common boundaries between the

neighboring region and the region under consideration; (3) the average image

gradient on the common boundaries; (4) the overall similarity between the

neighboring region and the region under consideration; (5) a pointer to the
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next neighboring region.

The region merging is basically a data clustering problem - each region

is treated as a data point and the similarity between any two region is the

similarity between any two data point. The approach described above is the

most straightforward way in clustering, similar to the hierarchical agglomer-

ative clustering algorithm [162]. There are of course many other approaches

which could be used to merge the regions (for instance, the normalized graph

cut method [48]).

5.2.3 Results

In the following we give some examples of image segmentation by our

region merging approach. Figure 5.2(a) shows an example of microscopy im-

ages. After the initial segmentation there are a total of 105 regions left (as

seen in Figure 5.2(b)). Finally, 14 regions including the background region are

kept after region merging, as shown in Figure 5.2(c). Although the original

image is quite blurred, the cells are still correctly segmented. Figure 5.3(a)

shows an NMR brain image. The initial segmentation generates 335 regions

and after the region merging, 25 regions are kept.

Figure 5.4 shows an example of CT medical images. There are 688

regions left after initial segmentation, and 16 regions left after region merging.

In this example we can see that the most significant features are captured in

spite of the existence of noise.

The time complexity of the initial segmentation is O(N), where N is the

total number of pixels in the given image. The time complexity of the region

merging is a little more complicated. It consists of two parts: O(R) where R

is the number of regions, and O(E) where E is the number of boundary points
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(a) The original image (b) Initial segmentation (c) After region merging

Figure 5.2: Illustration of image segmentation by our multi-seeded fast march-
ing method, coupled with the region merging: there are 105 regions in the
initial segmentation, and 14 regions left after region-merging.

in the initial segmentation.

5.3 Seed Classification: A Pre-processing Approach

As we mentioned earlier, to deal with multiple seed points correspond-

ing to a single feature, we can also classify the seed points before running the

fast marching method. In this case, two contours corresponding to the seeds in

the same class will be merged but two contours from different classes will stop

in their common boundaries. This is illustrated in Figure 5.5. In Chapter 6, we

will present a method for seed classification for virus structure segmentation,

based on the similarity between the subunits. In this section, we describe a

histogram-based classification to segment medical images. Again, we assume

here that all seed points have already been located using our automatic seed

detection approach.

110



(a) The original image (b) Initial segmentation (c) After region merging

Figure 5.3: Illustration of image segmentation by our multi-seeded fast march-
ing method, coupled with the region merging: there are 335 regions in the
initial segmentation, and 25 regions left after region-merging.

(a) Initial segmentation (b) After region merging

Figure 5.4: Illustration of image segmentation by our multi-seeded fast march-
ing method, coupled with the region merging: there are 688 regions in the
initial segmentation, and 16 regions left after region-merging.
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(a) Initial contours (b) Marching contours (c) Merged contours

Figure 5.5: Fast marching method using seed classification. (a) We only con-
sider four seed points in this image: two blue seeds in one class and two red
seeds in another class. (b) Whenever two contours with different colors meet,
they prevent each other from moving.(c) When two contours with the same
color meet, they merge into a single contour and keep growing.

(a) (b) (c) (d)

Figure 5.6: Example of a medical image. The original image is shown in Figure
5.7(a). (a) Histogram (original). (b) Histogram (filtered). (c) Seeds classified
(initial). (d) Seeds classified (refined).
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5.3.1 Classification of Seeds

The classification of the seeds will be based on the intensities of the

seeds. For this end, the histogram thresholding of the original (or filtered) im-

age would be very helpful. Figure 5.6(a) shows the histogram of the original

image, while the original image is shown in Figure 5.7(a). The histogram of

the filtered image (by Perona-Malik method [121]) is shown in Figure 5.6(b).

We can see that the anisotropic filtering process not only improves the quality

of the histogram but also discriminates between two materials that are origi-

nally mixed up. Due to the weakness of histogram thresholding, however, the

classification of seeds may not be accurate even with the help of anisotropic

filtering. This problem is demonstrated in Figure 5.6(c) (a small portion of the

original image), where the seeds are indicated in four colors according to the

classification result. We can see that some seeds are assigned with the wrong

memberships. Therefore, a post-adjustment of the classification of each seed

is necessary. The approach we take here is to consider a small neighborhood

of each seed and find out the most possible membership for that seed within

the neighborhood. The process for the classification of the seeds is described

in the following steps:

a. Compute the histogram of the filtered image (Figure 5.6(b)).

b. Compute the initial classification of the original image (Figure 5.7(b))

by histogram thresholding.

c. For each seed, repeat (c1) and (c2) as follows:

c1. Compute a small neighborhood (e.g., 100 pixels) using the fast

marching method starting from that seed.
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c2. Within the obtained neighborhood, count the number of pixels cor-

responding to each membership based on the initial classification

obtained in step (b). The membership of most pixels will be as-

signed to the seed being considered.

The corrected classification of the seeds is shown in Figure 5.6(d), as

compared to Figure 5.6(c).

5.3.2 Multi-Seeded Fast Marching Method

Once the seeds are detected and classified, we then utilize the fast

marching method again to segment and classify the whole image. The process

follows the same algorithm of the traditional fast marching method except

the following modifications. First, we start from multiple seeds. The number

of seeds is generally more than one hundred, depending upon the size and

details of the input image. Secondly, since each seed initiates a marching

contour, we must attach to each seed (and accordingly, the marching contour)

with a membership index based on the classification of seeds. Once a pixel

is conquered by a marching contour, it should be assigned with the same

index of the marching contour. Thirdly, two marching contours of the same

index should merge into one when they meet, while two marching contours of

different indexes should stop on their common boundaries. The last property

gives an automatic stopping criterion for the fast marching method. Therefore,

we do not need to worry about the “leaking” problem as seen in the traditional

fast marching method. This multi-label idea has been used elsewhere (e.g.,

[143] for motion detection), but apparently the detection and classification of

seeds are quite different in our approach, as discussed above.

114



5.3.3 Results

We tested our approach on 2D and 3D medical images. The two pic-

tures in Figure 5.8 show the classification results of the original image seen

in Figure 5.7(a). The left one in Figure 5.8 is the result based on the initial

classification of seeds (see Figure 5.6(c)). We can see some errors due to the

wrong classification of some of the seeds. The right picture in Figure 5.8 gives

a better result due to the refinement of the classification of seeds. Figure 5.9

demonstrates our approach on a 3D medical volume. The left picture shows all

four materials together, while the right one gives a better illustration of only

the outer two materials. The results were rendered using the volume-rendering

technique.

The algorithm was programmed in C on Onyx2 with a single processor

(400MHz MIPS R12000). The total computational time is about 15 seconds

for a 2D image of 512*512 pixels (Figure 5.8), and about 50 minutes for a

3D volume of 512*512*63 voxels (Figure 5.9). Of course, the running time

depends on the selection of parameters. The two parameters that affect the

performance most are the number of gradient vector diffusion in seed detection

and the size of the neighborhood used to refine the classification of each seed.

In the results shown here, these two parameters are (5, 150) for 2D image and

(5, 5000) for 3D volume.

As we mentioned earlier, the time complexity of gradient vector diffu-

sion is O(N ×M), where N is the number of pixels in the given image and M

is the total number of iterations. The classification and fast marching methods

both have a time complexity of O(N), where N is the number of pixels in the

given image.
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(a) (b)

Figure 5.7: Example of a medical image (left) and its initial classification
(right).

Figure 5.8: Classification results. Left: without critical point refinement.
Right: with critical point refinement.
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Figure 5.9: Segmentation example of a 3D medical data (rendered using the
volume-rendering technique). Left: four materials together. Right: only the
outer two materials.

5.4 Conclusion

In this chapter, we described a variant of the traditional fast marching

method, namely, the multi-seeded fast marching method. To implement this

method, we need to detect the seed points and find a good stopping criterion for

the marching contours. To this end, we presented an automatic seed detection

approach, based on gradient vector diffusion as described in Chapter 4. We also

utilized the multi-seeded fast marching method, coupled with either region-

merging or seed classification, to segment the final features of interest. In

Chapter 6, we will see more details of how the segmentation approach presented

here is applied to structure segmentation of large bio-molecular complexes.
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Chapter 6

LBC Structure Analysis: From Maps to

Subunits

The segmentation of large bio-molecular complexes (LBCs) into indi-

vidual subunits plays a crucial role in the structure interpretation of a LBC

map. In this chapter we will demonstrate the segmentation of ribosome maps

into RNA and proteins components, but our focus will be on the segmentation

of icosahedral virus structures. Specifically, the segmentation of an icosahedral

map includes two major steps: symmetry detection and subunit segmentation.

Following segmentation is the subunit alignment, which proves to be very use-

ful in structure analysis of virus maps. The segmented asymmetric subunits

represent individual proteins and can be further analyzed (either by secondary

structure identification or by structural fitting) to reveal their quasi-atomic

structures, as will be described in Chapter 7. In this chapter we will focus on

how we can segment the maps into individual asymmetric subunits.

Current efforts on the decomposition of an icosahedral map largely rely

on manual work with assistance of graphical user interfaces [77, 191]. Manual

segmentation is tedious, time-consuming, and quite often subjective. Auto-

matic segmentation in general is one of the fundamental but yet the hardest

problems in image processing. A few papers, including the water-shed immer-

sion method [160], the normalized graph cut and eigenvector analysis [47, 48],

and the fast marching method [13], have attempted to automatically segment
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imaged specimens at the cell and molecular levels. However, to the best of our

knowledge, no one else has reported an automatic/semi-automatic method to

completely segment any of the icosahedral virus maps based on their sym-

metries. To achieve this goal, we present in the following a variant of the

traditional fast marching method [137]. We also present an efficient way to

detect the symmetry axes of an icosahedral map, including the global (icosahe-

dral) symmetry and the local symmetry axes. Various experimental results on

both real cryo-EM maps and blurred maps of PDB structures will be presented

to demonstrate the performance of our approach.

6.1 Symmetry Detection

The symmetry of a shape or object provides fundamental information

for shape recognition. The problem of symmetry detection is hence critical in

many applications, and has been extensively studied in image processing and

geometric analysis [39, 98, 107, 140, 153, 176, 189]. Most of the past work, how-

ever, focused on simple objects, e.g., points, curves, polygons. In case of the

virus maps, we presume that the maps exhibit global icosahedral symmetry.

In addition to that, some local n-fold rotational symmetries are also frequently

seen in many virus structures. In [65], the authors described an approach of

detecting local symmetry of 3D virus maps. This method requires the initial

locations/orientations of the local symmetry axes must be given and what the

method does is to locally refine the given axes.

In the following subsections, we shall describe how to automatically

detect icosahedral symmetry as well as the local symmetries, followed by the

performance analysis of the proposed algorithms.
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Figure 6.1: Rotation about an arbitrary axis lθ,ϕ can be carried out in three
steps: rotate lθ,ϕ to the z-axis; rotate about the z-axis (indicated in red); and
rotate back to lθ,ϕ.

6.1.1 Global Symmetry Detection

It is worthwhile pointing out that icosahedral symmetry axes are in

general available when 3D maps are reconstructed through cryo-EM single

particle technique. We describe its detection here for two reasons. First, our

algorithm for local symmetry detection will be a slight modification of the

one for global symmetry detection. We believe that it is easier to understand

our local symmetry detection algorithm when we present it as modification of

the global symmetry detection. Secondly, in many cases when reconstructed

3D maps are deposited (e.g. at the European Bioinformatics Institute (EBI)

database) the location of the icosahedral (or other global) symmetry axes, are

seldom deposited. In these cases our algorithm can be doubly useful.

To detect the global (icosahedral) symmetry, we only need to locate all

the twelve 5-fold rotational symmetry axes. In addition to that, the center of

the reconstructed map is in general the center of its corresponding icosahedron.

Given an axis lθ,ϕ passing through the origin, where θ and ϕ are defined
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in a classical way (see Figure 6.1) such that θ ∈ [−π, π] and ϕ ∈ [−π/2, π/2],

a 3D scalar map f(~r) is said to possess 5-fold rotational symmetry about lθ,ϕ

if the following equation holds:

f(~r) = f(R(θ,ϕ,2π/5) · ~r), ∀~r (6.1)

where the 3 × 3 matrix R(θ,ϕ,α) is defined as the coordinate transformation

that rotates a point counterclockwise about an axis lθ,ϕ by an angle of α.

In particular, the matrix R(θ,ϕ,α) is composed of five fundamental coordinate

transforms:

R(θ,ϕ,α) = A−1 ·B−1 ·



cos(α) −sin(α) 0
sin(α) cos(α) 0

0 0 1


 ·B · A (6.2)

where matrices A and B are defined as:

A =




cos(θ) sin(θ) 0
−sin(θ) cos(θ) 0

0 0 1


 (6.3)

and

B =




cos(π
2
− ϕ) 0 −sin(π

2
− ϕ)

0 1 0
sin(π

2
− ϕ) 0 cos(π

2
− ϕ)


 (6.4)

In order to detect all twelve symmetry axes, corresponding to the twelve

vertices of an icosahedron, one can simply correlate the original map with its

rotated map and search in the resulting correlation map for the peaks [107].

Obviously this method has very high computational cost, as the time com-

plexity is O(NM), where N is the number of voxels and M is the number of

angular bins used. In our application, N may be as large as 7203 and M is
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about 46,000 (we make a psuedo-uniform sampling on a sphere with a radius

of 200-voxel size). Although a number of techniques can be employed to speed

up the searching process by reducing the number of the angular bins (e.g.,

principal axis method [153] or a hierarchical approach), it is still expensive if

N is very big. The Fast Fourier Transform (FFT) may be used to efficiently

compute the correlation scores but it is not straightforward to extend this

method to local symmetry detection. In the following, we introduce a new

way for fast detection of rotational symmetries, given that the folding number

is known. Basically our idea is to reduce N , the number of voxels to be tested,

by restricting the correlation only to a subset of the critical points instead of

the entire volume. The reason we do not randomly choose any subset of the

volume is because different points may contribute differently to the correla-

tion score. For example, in Figure 4.2, the points in the background (near the

image boundaries) do not make much sense in detecting the best symmetry

axis, as the resulting correlation scores from those points are almost constant.

However, if the subset of the points used to calculate the correlation scores are

where the intensity changes fastest, the resulting correlation scores shall con-

tain the sharpest “peaks” such that locating the best symmetry axis becomes

much easier. Therefore, in general, the local maxima of the gradient magni-

tude map of the original volume are the optimal candidates for the subset.

In our particular application, we choose the local maximal (critical points)

of the original molecular density maps as our subset for two reasons. First,

those critical points capture the features of the molecules, hence the correla-

tion score calculated at those points reveals the feature-feature correspondence

in the maps. Secondly, the critical points are also used in the segmentation

algorithm as described in Section IV. Therefore, we use the same set of critical

points for symmetry detection as well as for boundary segmentation.
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Let us denote by Ci, i = 1, 2, · · · , p all the qualified critical points (e.g.,

only those with intensity larger than a threshold) and by Bj, j = 1, 2, · · · , q

all the angular bins. As detailed later, p could be very small by taking only

a small subset of the critical points. The algorithm to detect the 5-fold rota-

tional symmetry axes is described as follows:

Algorithm 5.1: Detecting 5-fold symmetry axes

1. Compute the scoring function

For every Bj, j = 1, 2, · · · , q, compute the corresponding θj, ϕj and do

(a)-(b).

(a) For every Ci, i = 1, 2, · · · , p, do (i)-(ii).

i. compute the rotated points of Ci:

~rk(Ci, Bj) = R(θj ,ϕj ,2kπ/5) · ~Ci (6.5)

where k = 0, 1, 2, 3, 4, and R is defined in Equation (6.2).

ii. Calculate the deviation of {f(~rk), k = 0, · · · , 4} by:

Dev(Ci, Bj) =
1

5

4∑

k=0

|f(~rk(Ci, Bj))− f | (6.6)

where f is the average of {f(~rk), k = 0, · · · , 4}.

(b) Compute the scoring function for each bin Bj:

SF (Bj) =
1

p

p∑
i=1

Dev(Ci, Bj) (6.7)

Clearly a smaller score indicates a better chance for that bin to be se-

lected as a 5-fold symmetry axis.
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2. Locate the symmetry axes

Search in the scoring function map SF (Bj), j = 1, 2, · · · , q for the twelve

angular bins with the smallest scores. However, these bins cannot be too

close to each other. Otherwise, the one with larger score is discarded and

the search continues until all twelve bins are located.

As an example, we show in Figure 6.2(a) the (inverted and normalized)

scoring function of the outer capsid layer of the rice dwarf virus (RDV) map

[191]. The “peaks” with high contrast can be clearly seen and hence easily

detected by conducting a “peak-searching” procedure. One issue we would

like to address here is that in Equation 6.6 the deviation measure alone may

be sensitive to 3D map noise. However, the final scoring function is evaluated

over all the critical points, which can largely reduce the sensitivity of the final

scores to noise.

6.1.2 Local Symmetry Detection

The globally-defined icosahedral symmetry axis is assumed to go through

the center O of the cryo-EM map; hence it has two degrees of freedom: (θ, ϕ)

(see blue dots in Figure 6.3(a)). The local symmetry axes, however, do not

necessarily go through the center O. A symmetry axis in general, as shown in

Figure 6.3(a), can be defined by two points in space: one corresponding to the

center (θ, ϕ) and the other corresponding to the local orientation (θ′, ϕ′) with

respect to (θ, ϕ). Therefore, each local symmetry has four degrees of freedom:

(θ, ϕ, θ′, ϕ′), corresponding to two sampling spheres with preset radii (say, 200

voxels).

Our strategy for global icosahedral symmetry was exhaustive search

among all the angular bins (θ, ϕ). However, this strategy is much too expensive
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(a) (b)

Figure 6.2: Detection of 5-fold Symmetry axes. (a) The scoring function for 5-
fold symmetry axes is calculated by Equation 6.7. Shown here is a scoring map
of the inverted and normalized scores. The high contrast peaks indicate clearly
the 5-fold symmetry axes. (b) Six sets of critical points were tested. The
horizontal axis represents the twelve 5-fold symmetry axes while the vertical
axis represents the scores calculated for each detected 5-fold symmetry axes
and each set of critical points.
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(a) (b)

Figure 6.3: Detection of the local symmetry axes. (a) Blue dots are possible
center points on a sampling sphere. Since the local symmetry axes may not go
through the center O, we need to search for the best symmetry axis on another
sampling sphere (red dots) centered at each blue dot. (b) To reduce the time
complexity, a downhill method is utilized to search among the red dots. The
initial position is the center O shown in (a). The size of the neighborhood is
decreasing in order, to increase the accuracy of the search solution.

for local symmetry detection due to the extremely large burden of searching

additional angular bins (θ′, ϕ′) for each (θ, ϕ). To remedy this problem, when

investigating each (θ, ϕ) we only consider a very limited number of angular

bins of (θ′, ϕ′) by taking advantage of a local search similar to the well-known

downhill simplex method [115].

Our overall detailed algorithm is as follows:

Algorithm 5.2: Detecting local symmetry axes

Let A be a (θ, ϕ) point on the sampling sphere with center O (blue

in Figure 6.3(a)), used for global symmetry detection. The choices for A are

restricted to a global asymmetric subunit, and is discussed further, in the next

subsection
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1. For a point A, do the following:

(a) Compute the score based on the symmetry axis OA (see Figure

6.3(a)). The score is the deviation score similar to the one used in

the global symmetry detection (see Equation (6.7)) except that the

local fold number is often different from 5.

(b) Consider eight (or more) points Ni evenly lying on an equatorial

circle centered at O (see Figure 6.3(b)). The radius of the circle is

initially set by users (e.g., 5 voxels). Compute the scores for ANi.

(c) If the score for OA is equal to or less than all the scores of ANi,

reduce the radius of the circle by 1 voxel:

i. If the radius is less than 1 voxel, then the score of OA is given

as the score of the current point A and return to step 1) for the

next point A.

ii. Otherwise, repeat steps (b-c).

(d) Otherwise, pick the axis ANi with the smallest score. Replace O

with Ni and repeat (a,b,c) with a reduced circle radius, in a downhill

local search process (see Figure 6.3(b)).

2. Locate the symmetry axes

Search the most probable symmetry axes based on the obtained scoring

map for each (θ, ϕ) point A, using a score strategy similar to the global

5-fold symmetry detection algorithm. Again, the fold numbers of the

local symmetries depend on the virus type, although in most cases, we

are interested in 6-fold or 3-fold local symmetries.
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Step 1(a-d) of this algorithm are illustrated in Figure 6.3(b). Essen-

tially, for each (θ, ϕ) point A, we do not need to search every (θ′, ϕ′) for the

best orientation. Instead, we choose to search locally and move towards the

minimum as most downhill methods do.

6.1.3 Results and Discussions

To demonstrate the advantage of using critical points instead of the

entire volume to compute the scoring functions, we test our method on the

outer capsid layer of rice dwarf virus (RDV) map [191] with different numbers

of critical points. The total number of critical points on this map is 36,161.

We choose only a subset of the critical points by requiring that the density

at the critical points should be larger than a threshold (e.g., I > t0). In

Figure 6.2(b), six sets of critical points are tested. For each set, we can detect

the twelve best symmetry axes by comparing their scores in order to find the

icosahedral (global) symmetry. The scores of the selected symmetry axes are

shown in Figure 6.2(b). The legend gives the number of critical points and the

corresponding threshold for each of the six tests, provided that the original

density map is normalized to [0, 255]. From this figure, we can see that the

number of critical points does not significantly affect the resulting scoring

functions. Interestingly the detected symmetry axes agree perfectly on all six

tests and the average error (in angle) between the detected symmetry axes and

the true ones is less than two degrees. In other words, in this particular case,

using only 23 critical points does not make a noticeable difference from using

the entire volume (5123 voxels) for the detection of global symmetry axes.

Unfortunately, we do not yet have a general formula relating the minimum

number of required critical points to the total number of voxels, in a given

128



map. However, we can conclude that the number of necessary critical points

in general is substantially less than the total number of voxels, which as a

result largely reduces the computational burden, especially for local symmetry

detection.

Once we detect the icosahedral symmetry, we use that to speed up

local symmetry detection. In the algorithm we described earlier, we search

among the entire set of angular bins (θ, ϕ). In fact, it is sufficient to search

among a very small subset of the angular bins. The subset can be chosen as

the asymmetric unit of an icosahedron (e.g., see the shaded region in Figure

1.2(a)). The number of necessary angular bins is therefore only 1
60

of the total.

In other words, the improved algorithm can be up to 60 times faster than

the original algorithm we described above, despite a small amount of effort

needed to decide whether or not an angular bin lies in the asymmetric region.

From our experimental tests on various icosahedral maps, the local symmetry

detection takes approximately the same time as that for the global symmetry

detection, even though it has two extra degrees of freedom to search. In the

case of the RDV map(5123 voxels) as we mentioned earlier, the total time for

the global symmetry detection is about 12 minutes an on SGI Onyx2 with a

single processor (400 MHz MIPS R12000). This is approximately the same as

the time spent on the local symmetry detection of the RDV.

In Figure 6.4, we show a few examples of reconstructed 3D virus maps.

P22, RDV, and CIV have a perfect icosahedral symmetry (shown in thick edges

in Figure 6.4(a), (b), and (c), respectively). Under this global symmetry, P22

has one independent (or unique) 6-fold subunit and one unique 5-fold subunit.

RDV has five 3-fold subunits (or called trimers). CIV has thousands of sub-

units on its capsid shell, among which 25 subunits are unique under the global
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(a) P22 (b) RDV

(c) CIV (d) Phi29

Figure 6.4: Illustrations of Symmetry detection on several virus maps. (a)
P22 (an icosahedral bacteriophage). (b) Rice dwarf virus (an icosahedral plant
virus). (c) Chilo iridescent virus (CIV, infecting the rice stem borer insects).
(d) Phi29 (a bacteriophage with elongated icosahedron-like symmetry).
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symmetry. Figure 6.4(d) shows the symmetry axes of Phi29. This structure

has a 5-fold global symmetry about the vertical axis. It has a symmetry which

is similar to but not exactly icosahedral symmetry. As shown in Figure 6.4(d),

Phi29 has a tail, eleven 5-fold subunits, and thirty 6-fold subunits.

6.2 Subunit Segmentation

In Section 5.3, we described a modified version of the fast marching

method, based on the classification of seed points. We used the histogram

of the original image to classify the seed points in case of medical data. In

molecular density maps, however, the critical points are the local maxima and

we do not have the distinguishable density ranges between different feature

components. For this reason, we present below a new approach to classify the

seed points in order to segment large bio-molecular complexes.

6.2.1 The Classification of Seed Points

The traditional fast marching method is designed for a single object

segmentation. In order to segment multiple objects, such as the 60-component

virus shells or 3-component molecular trimers, one has to choose a seed for

each of the objects. However, assigning only one seed to each object may

cause a problem. As shown in Figure 6.5(a), we consider an image consisting

of two components. Two seeds A and B are chosen as seen in the figure. If we

let two contours, starting from A and B respectively, grow simultaneously and

independently, we may see that the contour from B reaches C before the other

contour from A does so. This apparently causes an incorrect segmentation of

the two components. To remedy this problem, we describe in the following an

approach based on an idea of “re-initialization”. Before we go into the details,
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(a) (b)

Figure 6.5: A blurred model map example showing a problem when using a
traditional fast marching method and our modified solution. More compli-
cated and reconstructed 3D Map examples are given later in this chapter. (a)
Although the speed from A to C is larger than the speed from B to C, the
accumulated time of walking from A to C may be longer than the time from
B to C, given that the distance between A and C (denoted as MD(A,C)) is
large enough compared to the distance from B to C (denoted as MD(B,C)).
(b) Our solution is to break down the path from A to C into many segments.
Instead of comparing MD(B,C) with MD(A,C), we compare MD(B,C) with
the length of each segment.
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we introduce a concept of marching distance.

Definition: Given a 3D scalar function f(~r), the marching distance between

two points A and B in the function domain is defined by:

MDf (A,B) = Min{
∫

A→B

e‖∇f(~r)‖ds} (6.8)

where
∫

A→B
is the integral along a path from A to B. The minimization is

conducted over all the paths from A to B. In particular, if f(~r) is constant, the

marching distance reduces to the Euclidean distance or the geodesic distance,

depending on whether the paths are constrained or not. It can be shown that

the marching distance satisfies the properties of a classical metric:

• d(x, y) ≥ 0, and d(x, y) = 0 ⇔ x = y.

• d(x, y) = d(y, x).

• d(x, y) + d(y, z) ≥ d(x, z).

The discrete form of Equation (6.8) is as follows:

MDf (A,B) = Min{
B∑

~r=A

e‖∇f(~r)‖ − e‖∇f(A)‖ + e‖∇f(B)‖

2
} (6.9)

The second term on the right-hand side of Equation (6.9) is used to guarantee

the discrete marching distance satisfying the properties of a metric. Again, the

minimization in Equation (6.9) is conducted over all the paths from A to B,

where the paths may be defined on the basis of 6- or 26-voxel neighborhoods.

Since the volumes under consideration are always digitized, we always refer

to the discrete marching distances when we speak of marching distance. By

definition, the marching distance is analogous to the arrival time of a contour,

starting from a seed, at an arbitrary point.
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The problem seen in Figure 6.5(a) can be restated as: MD(A,C) >

MD(B, C). To remedy this problem, one can divide the marching distance

MD(A,C) into a number of small pieces by randomly selecting critical points,

denoted by Di, i = 1, 2, · · · , n, on the path from A to C (see Figure 6.5(b)).

In terms of the fast marching method, the arrival time of the contour starting

from A is re-initialized to 0 at the nearest critical point D1 of A. Similarly, the

arrival time of the contour starting from D1 is re-initialized to 0 at the nearest

critical point D2 of D1, and so on. In this way, a correct segmentation can

be achieved as long as enough critical points are used such that the following

condition holds (let D0 = A and Dn+1 = C):

Max{MD(Di, Di+1), for all i = 0, 1, · · · , n} < MD(B, C) (6.10)

The above “re-initialization” idea can be simply implemented by re-

garding all the critical points as seeds. In other words, each component (ob-

ject) shall be assigned a number of seeds instead of just one seed. Every seed

initiates one contour and all contours start to grow simultaneously and inde-

pendently. Two contours corresponding to the same object should merge into

one contour, while two contours corresponding to different objects should stop

on their common boundaries. This in turn requires that we explicitly compute

a membership of the critical points (seeds) to the individual objects. In case

of the example seen in Figure 6.5(b), all we know for sure is that A and B

belong to the upper and the lower objects, respectively. Hence we compute

a seed classification to assign membership of each of the other critical points

to one of the objects that we wish to segment. Given that at least one seed

has been assigned to each object, we summarize in the following the algorithm

classification of seed points:
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Algorithm 5.3: Classification of the seed points

1. Let Ci, i = 1, 2, · · · , K denote all the critical points with unknown mem-

bership. If K > 0, we take all Ci, i = 1, 2, · · · , K as the seeds and run

the traditional fast marching method until a critical point with known

membership is visited. Denote this critical point by P .

2. The fast marching method produces a time map, representing the arrival

time on every voxel (time is infinite for unvisited voxels). We start

from P and trace along the steepest gradient in this map. It has been

shown via Morse theory, that we must end up at a critical point Ci′ , i
′ ∈

{1, 2, · · · , K}, whose arrival time is zero. Apparently the arrival time

at P gives the marching distance between P and Ci′ . In other words,

Ci′ is the nearest critical point of P , where P has a known membership

while Ci′ does not. Based on our previous discussion, we can assign the

membership of P to Ci′ .

3. Repeat (a)-(b) until K = 0. This iterative process can be seen from

Figure 6.5(b), where initially A has known membership. All the other

(red) critical points are assigned memberships by marching back to A.

We call this process the fast anti-marching method, in contrast to the

traditional fast marching method. Note also that the obtained graph of

the critical points for each object may not necessarily form a linear path,

but instead form a forest of tree paths in general.

Once we classify all the critical points (seeds), we can follow the multi-

seeded fast marching method, as we described in Chapter 5. The above ap-

proach can be readily applied to the automatic segmentation of layers from
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Figure 6.6: Index numbers of an icosahedral map. Twelve icosahedral vertices
are indexed from 0 to 11 (in red), each of which corresponds to five index
numbers (in blue). Therefore, there are totally sixty index numbers, from 0
to 59, corresponding to sixty independent subunits in a virus structure. The
details of assigning index numbers are described in Algorithm 5.4.

the a molecular density map. In case of icosahedral virus maps, the global

and local symmetry information must be incorporated into the segmentation,

as detailed below.

6.2.2 Asymmetric Units of Icosahedral Maps

The segmentation of asymmetric units of an icosahedral map follows

our variant of the fast marching method except that, in the second step (clas-

sification of critical points), we should take account of the icosahedral sym-

metry. In other words, once a critical point is assigned with a membership

i (i ∈ {0, 1, · · · , 59}), its corresponding 59 symmetric points (may or may

not be a critical point) should be assigned with an index differently from

{0, 1, · · · , i− 1, i + 1, · · · , 59}. We label the 12 symmetry axes, as detected in
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Section III, as {Sj, j = 0, 1, · · · , 11} and sort them such that {S1, S2, S3, S4, S5}
are the nearest neighbors of S0, {S6, S7, S8, S9, S10} are the next nearest neigh-

bors of S0, and S11 is opposite to S0, as seen in Figure 6.6 (numbers in red).

Initially, all the critical points have unknown membership (indexes). We as-

sign 0 to the critical point, denoted by P , which has the highest density value

among all the critical points. Then we find all the other 59 symmetric points

of P and assign them with indexes orderly and differently from 1 to 59, based

on the following pseudo-C code (see the blue numbers in Figure 6.6 for part

of these indexes):

Algorithm 5.4: Assigning the index numbers

1. index = 1;

for (i=1; i<5; i++) {
Q = R0

2iπ/5(P );

assign index to Q;

index + +; }

2. for (j=1; j<11; j++) {
P ′ = R0→j(P );

for (i=0; i<5; i++) {
Q = Rj

(2i+1)π/5(P
′);

assign index to Q;

index + +;}}

3. P ′ = R0→11(P );

for (i=0; i<5; i++) {
Q = R11

2iπ/5(P
′);
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assign index to Q;

index + +;}

where Rj
α(P ) is the rotation of P about the axis Sj by an amount of α, and

Rj1→j2(P ) is the rotation of P from Sj1 to Sj2 . Note that the total number

of critical points with unknown indexes should be deducted by one every time

when Q is a critical point.

Algorithm 5.4 gives the first round of assignment, which guarantees

that each of the 60 asymmetric units should have at least one point with

membership assigned. Then we count all the critical points with unknown

membership and if the number is positive, we should regard all such points

as seeds and run the traditional fast marching method until one of the points

with known membership is visited. Denote this point by A. Then, similar to

step (2) of Algorithm 5.3, we start from A and trace back to the nearest crit-

ical point of A that has unknown membership. Denote this critical point by

B. Apparently B should be assigned the same index of A. Now the question

is how to assign the indexes to the other 59 symmetric points of B? If the

index of B is 0, we can simply apply Algorithm 5.4 to B. Otherwise, we have

to “map” B back to its symmetric point B0 that corresponds to index 0 (Note

that mapping B0 to B is exactly what we did in Algorithm 5.4). Let k be the

index of B, j = bk/5c, and i = k− 5 ∗ j. We can see that j is the index of the

symmetry axis to which B corresponds, while i indicates how much we should

rotate about the specified axis Sj in order to map B0 to B. The following

algorithm finds B0, given B:

Algorithm 5.5: Locating the points with index 0

if (j==0)
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B0 = R0
−2iπ/5(B);

else if (j<11) {
B′ = Rj

−(2i+1)π/5(B);

B0 = Rj→0(B
′);}

else if (j==11) {
B′ = R11

−2iπ/5(B);

B0 = R11→0(B
′);}

where Rj
α(P ) and Rj1→j2(P ) are defined the same as those in Algorithm 5.4.

Once we find B0, we can assign 0 to B0 and run Algorithm 5.4 by replacing

P with B0. The above steps are repeated until all critical points have been

assigned their corresponding indexes. Finally we run the multi-seeded fast

marching method to segment the 60 asymmetric units.

6.2.3 Segmentation with Local Symmetries

The segmentation has so far been dealing with the global symmetry. In

other words, the algorithm always outputs 60 asymmetric units based on the

icosahedral symmetry of the map. Of course, quite often viruses have more

than 60 subunits that form a quasi-equivalent icosahedron. In such cases,

the subunits may have certain local symmetries, mostly in 2-fold, 3-fold, 5-

fold, or 6-fold arrangements (see Figure 1.2(b)). The automatic detection of

local symmetry axes has already been described in Section III. We incorporate

this step into our automatic segmentation pipeline with some attention to the

coupling details. Essentially, when we assign a membership to a critical point,

we use Algorithm 5.5 to find the corresponding point B0. Starting from B0,

we sequentially assign different memberships to all the symmetric points of
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B0 using Algorithm 5.4. The local symmetry information is incorporated into

Algorithm 5.4 so that we assign memberships based on the icosahedral and

local symmetry axes.

The segmented subunits generally have one of several types of local

symmetries: 2-fold, 3-fold, 5-fold, and 6-fold. We further segment monomers

from each of the segmented subunits, based on their local symmetry axes. The

algorithm is similar to but much simpler than the ones described above. Since

the symmetry considered in the segmentation may be different from case to

case, the definition of “subunit” may change accordingly. For example, when a

capsid layer is segmented into trimers, the trimers are considered as “subunits”

in that particular context. If the trimer is further segmented into monomers,

the monomers will be considered as the “subunits”. More examples are given

below.

6.2.4 Results

In this section we present results on two simulated icosahedral maps and

a number of real maps reconstructed using the cryo-EM single particle method.

All the segmentations, including seed generation and symmetry detection, are

automatic, except that a few parameters, varying from data to data, are given

by the users. Our first experiment is on the blurred map of the bluetongue

virus model [56]. The crystal structure of this virus, consisting of two layers,

is available in Protein Data Bank (PDB) [19]. Here we only consider the

outer layer which exhibits much more complicated geometry than the inner

one. The triangulation number of this layer is T = 13 (h = 3 and k = 1).

The file (PDB-ID = 2BTV) taken from PDB only provides an asymmetric

unit of the structure. Hence we need to make 60 copies of this subunit to
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construct the complete shell. The transformation matrices are available on

Viper [127] (http://mmtsb.scripps.edu/viper/). Once we obtain the full shell,

we then blur the crystal structure into a lower resolution map at about 12 Å,

which is volume-rendered in Figure 6.7(a), where the symmetries detected by

our method, including the icosahedral (global) symmetry and the 3-fold local

symmetry, are also shown. The sixty asymmetric units are segmented using

our approach and shown in Figure 6.7(b) in five different colors. To better see

the results, we chopped out a small portion of the sphere in the back. From this

figure, we can see that each asymmetric unit consists of 41
3

trimers. This type

of segmentation requires solely the global symmetry. To segment each trimer,

we need to incorporate the local 3-fold symmetry into the segmentation and

the results are shown in Figure 6.7(c). This picture shows that there are five

different types of subunits (colored differently) which have slightly different

biochemical environments on the virus shell. To demonstrate the performance

of our algorithm, we can compare one of the segmented trimers (bottom row

in Figure 6.7(d)) with the blurred map of the trimer of the crystal structure

(top row in Figure 6.7(d)). Visually, our results agree quite well with the true

map.

The second example is also a blurred map generated from a crystal

structure model but has a higher resolution. This structure is known as the

bacteriophage HK97 (PDB-ID = 1FH6) [167]. The full shell is first constructed

from the single subunit provided by PDB and then blurred at a resolution of

about 7 Å, as shown in Figure 6.8(a), where the symmetries detected by our

method (including the icosahedral symmetry and the 6-fold local symmetry)

are also shown. The triangulation number of this map is 7 (h = 2 and k =

1). The difficulty with this map is that the subunits are closely overlapped
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(a) (b)

(c) (d)

Figure 6.7: Blurred map (5123 voxels) of the bluetongue virus (PDB-ID =
2BTV) at resolution of about 12 Å. (a) Original map with symmetries de-
tected. (b) Asymmetric units (60 in total). (c) Segmentation into trimers
(260 in total). (d) Comparison between our segmentation result (bottom row)
and the blurred map of the trimer crystal structure (top row). Left: top view;
Middle: bottom view; Right: side view.
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with each other, yielding indistinguishable boundaries between them. For

this reason, the asymmetric units segmented by our algorithm may not be

biologically accurate, see Figure 6.8(b). However, by incorporating the 6-fold

local symmetry into the segmentation, we can correctly segment all the pentons

and hexons, colored respectively in red and other (randomly assigned) colors in

Figure 6.8(c) and (d). To inspect the accuracy of the automatic segmentation

on this map, we consider one of the segmented hexons, shown in Figure 6.8(e),

and one of the segmented pentons, shown in Figure 6.8(f). We then segment

the monomers of the selected penton, shown in Figure 6.8(g). The blurred

map of the asymmetric unit of the crystal structure of bacteriophage HK97,

consisting of one penton monomer and one full hexon (see Figure 6.8(h)),

is visually compared against the segmented monomer (upper-right of Figure

6.8(g)) and the segmented hexon (Figure 6.8(e)). We can see that both the

monomer and the hexon segmented using our method agree well with the

blurred map of the crystal structure, although they differ slightly in some areas

probably due to the overlap of the subunits when the full shell is constructed.

The third example we would like to show here is a true electron density

map of the semliki forest virus [104], reconstructed at resolution 9 Å using the

cryo-EM single particle technique. This map contains two icosahedral layers

that we are interested in: one is the nucleocapsid layer and the other is the

glycoprotein spike layer, shown in green and red respectively in Figure 6.9(a).

Given the original density map, we first need to segment different layers from

the entire map. For some viruses, such as the semliki forest virus, this in

general can be achieved solely based on the radial distance from the center.

For some other viruses, in which the radial distances cannot separate the layers

but the layers do have clear enough boundaries between each other, we can
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(a) (b) (c)

(d) (e) (f)

(g) (h)

Figure 6.8: Blurred map (4003 voxels) of the bacteriophage HK97 (PDB-ID =
1FH6) at resolution of about 7 Å. (a) Original map with symmetries detected.
(b) Asymmetric units. (c) and (d) Segmentation into pentons and hexons,
viewed from outside and inside respectively. (e) One of the hexons by iso-
surfacing. (f) One of the pentons by iso-surfacing. (g) Segmentation into
monomers from the selected penton. One of the monomers is shown by iso-
surfacing in the upper-right corner. (h) The iso-surface of the blurred map of
the crystal structure, consisting of one monomer of penton and one full hexon.

144



segment each layer without much difficulty using the segmentation method

described above. Otherwise, it becomes much harder if different layers overlap

each other too much (hence the boundaries become very hard to distinguish).

In such cases, if two layers have different local symmetries, which happens quite

often in many multi-layer viruses, we may be able to use the local symmetry

scores to distinguish between the layers. Once we segment each icosahedral

shell from the entire density map, the problem then becomes the segmentation

of asymmetric units. Figure 6.9(b) and (c) show the segmented icosahedral

shells, corresponding to the capsid shell and the spike shell respectively, and

the detected symmetry axes, including the global and local symmetries. Both

shells have the same triangulation number: T = 4 where h = 2 and k = 0.

Sixty asymmetric units of the capsid layer are shown in different colors in

Figure 6.9(d) (again, part of the shell in the back has been chopped out to

avoid confusions). Figure 6.9(e) shows the segmented pentons and hexons of

the capsid. Each penton and hexon can be further segmented into individual

monomer proteins, as shown in Figure 6.9(f). Similarly, the asymmetric units

of the spike layer can be segmented based only on the global symmetry (see

Figure 6.9(g)). The trimers are segmented using both the global and local

3-fold symmetries, as shown in Figure 6.9(h). Furthermore, each trimer can

be segmented into monomers based on its 3-fold symmetry, as seen in Figure

6.9(i).

A few more experiments on real Cryo-EM reconstructed maps are

shown in Figure 6.10 - Figure 6.13, including the segmentations of icosahe-

dral viruses (bacteriophage P22 and rice dwarf virus), D7-fold virus (GroEL),

and non-symmetric molecular complex (ribosome) [15]. What we want to

address here is the validation of our automatic segmentation algorithm. We

145



(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Figure 6.9: Semliki forest virus map (3003 voxels, at resolution 9.0 Å). (a)
Segmentation of capsid and spike layers (middle slice). (b) Capsid layer (3D
volume-rendering) and its symmetries. (c) Spike layer (3D volume-rendering)
and its symmetries. (d) Asymmetric units of the capsid. (e) Segmentation
into pentons and hexons (from outside). (f) Segmentation into monomers
from penton and hexon. Left: penton/hexon (iso-surfacing); Middle: segmen-
tation into monomers; Right: segmented monomers. (g) Asymmetric units
of the spike. (h) Segmentation into trimers (from outside). (i) Segmentation
into monomers. Upper: two views of the trimer (by iso-surfacing). Lower:
segmentation into monomers and one of the segmented monomers.
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evaluate the segmentation results in two ways: one is by comparing the auto-

matic segmentation results with the manually segmented results, and the other

is by comparing our results with the existing high-resolution structures (e.g.,

X-ray structures in Protein Data Bank (PDB)). The comparison between two

maps is done by calculating the cross-correlation score between the maps. The

highest score, 1.0, indicates two identical density maps, while the lowest score,

0.0, stands for no similarity between two maps. The score between a density

map and a PDB structure is calculated by the cross-correlation score between

the given density map and the blurred map of the given PDB structure. The

validation results are summarized in Table 6.1. The visual comparisons for

each of the four maps are shown individually in Figure 6.10 - Figure 6.13.

Table 6.1: The results of the automated segmentation procedure are summa-
rized. The subunit represents the monomeric subunit obtained from auto-
mated segmentation. The model represents the high resolution structure or
the previously segmented monomer. The score represents the cross correlation
value (0-1) between the subunit and model.

Subunit Model Score
P22 (gp5 6-fold) Manual segmentation, gp5 6-fold 0.79
P22 (gp5 5-fold) Manual segmentation, gp5 5-fold 0.72
RDV (P8 trimer) Manual segmentation, P8 trimer 0.74
RDV (P8 trimer) X-ray structure, P8 trimer 0.85

RDV (P8 monomer) Manual segmentation, p8 monomer 0.80
RDV (P8 monomer) X-ray structure, P8 monomer 0.84

GroEL monomer (6Å) X-ray structure, GroEL monomer 0.76

GroEL monomer (11.5Å) X-ray structure, GroEL monomer 0.75
70S ribosome (50S) X-ray structure, 50S subunit 0.63
70S ribosome (30S) X-ray structure, 30S subunit 0.73
30S subunit (RNA) X-ray structure, 30S subunit RNA 0.66

To demonstrate why our multi-seed fast marching method performs

better than the traditional fast marching method, we show an example in

147



Figure 6.10: Segmentation of 9.5Å resolution structure of the mature bac-
teriophage P22. A Volume rendering of the P22 density map is shown in
(A). Detected global icosahedral symmetry and local 6-fold symmetry axes
are shown in (B). Two segmented capsomeres are shown in (C). A capsomere
at the icosahedral five-fold, with five identical copies of gp5, is shown in ma-
roon. The second capsomere, in cyan, is located at the local six-fold and
consists of 6 unique gp5 subunits. Segmented gp5 subunits about the icosa-
hedral 5-fold axis are shown in (D). A single averaged gp5 subunit from the
five-fold capsomere is shown in (E). Segmented gp5 subunits about the local
6-fold axis are shown in (F). A single averaged monomer from the local six-
fold axis capsomere is shown in (G). A comparison of the average gp5 subunits
about the local six-fold axis from manual segmentation (blue mesh) and the
automated segmentation (grey density) are shown in (H).
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Figure 6.11: Segmentation of 6.8Å resolution structure of rice dwarf virus
(RDV). A volume rendering of the RDV density map is shown in (A). Seg-
mentation of the outer capsid layer asymmetric unit is shown in (B). Each
color represents one of the 41

3
unique trimers. A segmented trimer (grey) and

the corresponding segmented P8 monomer (orange) are shown in (C). A com-
parison of the manually segmented trimer (blue mesh) and automatically seg-
mented trimer (grey density) are shown in (D). The automatically segmented
P8 monomer (grey density) is shown in comparison to the corresponding X-ray
structure of RDV P8 (E).
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Figure 6.12: Segmentation of GroEL at two different resolutions. The original
density maps of the 6Å (A) and 11.5Å (E) resolution GroEL structures are
shown in side views. The segmentation of the 14 monomers are shown for the
6Å (B) and 11.5Å (F) resolution GroEL structures. A single automatically
segmented subunit is shown for the 6Å (C) and 11.5Å (G) resolution GroEL
structures. Fitting of the GroEL X-ray structure to the 6Å resolution and
11.5Å resolution automatically segmented subunit from GroEL are shown in
(D,H), respectively.
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Figure 6.13: Segmentation of a cryoEM map of no symmetry at 10Å resolution.
(A) The reconstructed cryoEM maps of 70S ribosome aminoacyl-tRNA from
E. coli complex. (B) Segmentation of 70S ribosome map into 30S and 50S sub-
units. The 30S subunit is represented by yellow density while the 50S subunit
is shown in blue. The 30S subunit is further segmented in protein (purple) and
RNA (yellow) in (C). Comparisons of automatic segmentation and the X-ray
structure of the 30S subunit are shown in (D-J). The segmented density for
the protein (D) and RNA (G) is shown next to the protein (red, E) and RNA
(red, H) from the X-ray structure rendered at about 10Å resolution. A third
round of automated segmentation on the protein component of the 30S subunit
successfully revealed several individual components (mesh, F). No additional
segmentation was done on the RNA component of the 30S subunit. The X-ray
structure of the protein components and RNA are also shown superimposed
on the segmented density in (F,J). The arrows in (D,G) indicate the regions
depicted in (F,I). 151



Figure 6.14. We consider the P8 trimer pre-segmented from cryo-EM recon-

structed Rice Dwarf Virus (RDV) map. Our task here is to segment P8 trimer

into monomers using our method and the traditional method. The original

P8 trimer map is shown in top and side views in (a) and (b), respectively. (c)

and (d) show the segmentation of the trimer. Three monomers are indicated

in different colors and a clipping plane is applied to both pictures. The top

picture (c) is the result by our multi-seed method while the bottom one (d) is

the result by the traditional method. We can see that, although both meth-

ods can segment the trimer into exactly symmetric monomers, the segmented

monomers are spatially very different between our results and the results by

the traditional method. (e) and (f) show another view of the same maps as (c)

and (d), where (e) is the result by our method while (f) is obtained by the tra-

ditional method. The accuracy of both segmentation methods can be clearly

judged from the segmented monomer maps. (g) is the segmented monomer by

our method while (h) is the result by the traditional method. By comparing

the segmented monomer with the manually segmented monomer map [191],

we can say our method performs much better than the traditional method.

There are five important parameters that the users must provide to

the program: h num, k num, t high, t low, and fold num. The first two

parameters are the h and k numbers (as explained in Section 1.2), used to cal-

culate the number of independent local symmetry axes. The parameter t high

is used as a threshold to choose the subset of the critical points that will be

used in the symmetry detection and segmentation. The parameter t low is

used as a stopping criterion in the segmentation procedure. When a marching

contour collides with other contours with different membership, the march-

ing is stopped. However, in some cases (e.g., the subunits facing outside)

152



(a) (c) (e) (g)

(b) (d) (f) (h)

Figure 6.14: A 3D segmentation example demonstrating the improvements
of our modified multi-seed fast marching approach over the traditional fast
marching method. We consider the segmentation of Rice Dwarf Virus (RDV)
trimer into monomers. (a)&(b) show the segmented trimer from cryo-EM
reconstructed RDV map, in top and side views, respectively. (c)&(d) show the
segmentation of the trimer. Three monomers are indicated in different colors
and a clipping plane is applied to both pictures. The top picture (c) is the
result by our multi-seed method while the bottom one (d) is the result by the
traditional method. (e)&(f) show another view of the same maps as (c)&(d),
where (e) is the result by our method while (f) is obtained by the traditional
method. The accuracy of both segmentation methods can be clearly judged
from the segmented monomer maps. (g) is the segmented monomer by our
method while (h) is the result by the traditional method. By Comparing the
segmented monomer with the manually segmented monomer map [191], we
claim our method performs much better than the traditional method.
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the marching contours (or part of them) may never collide with any other

contours. In this case, the parameter t low is used such that the marching

contours stop when the intensities at the fronts are less than t low. The last

parameter fold num tells the program what type(s) of symmetries the sub-

units have. This kind of information will be incorporated into the asymmetric

unit segmentation procedure.

6.3 Subunit Alignment

The goal of 3D structure alignments is to find the transformation matrix

from one subunit to another, such that the two subunits are best matched

according to a pre-defined similarity scoring function. In the following we will

first explain how to define the similarity score between two density maps. Then

we present a fast algorithm for aligning two subunits, followed by a couple of

applications in structural analysis of cryo-EM maps [187].

6.3.1 Similarity Scoring Function

The traditional similarity scoring function between two scalar maps,

denoted by f and g, is defined by cross-correlation as follows:

S1
f,g(T ) =

∑

i,j,k

f(i, j, k)× g(T (i, j, k)), (6.11)

where T is the transformation matrix from f to g. The 3D structural alignment

is to find the best T , given two maps f and g, such that the above-defined

similarity function reaches the highest. It is easy to see that maximizing

S1
f,g(T ) is equivalent to minimizing the square difference between f and g:
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S2
f,g(T ) =

∑

i,j,k

(f(i, j, k)− g(T (i, j, k)))2. (6.12)

The advantage of the cross-correlation method is that the fast Fourier

transform (FFT) can be employed to speed up the searching in the transla-

tional space (three degrees of freedom). As we will see shortly later, the FFT

method may not be the best way in our case. Therefore, we shall define the

similarity scoring function in real space. However, in order to speed up the

searching process, we define the similarity score on a set of critical points, in-

stead of the whole set of voxels. The critical points are those that best capture

the features of a molecular density map. In most cases, the critical points can

be defined by the local maxima, local minima, and saddle points of the scalar

map. If the data are noisy, one may consider preprocessing the map using

gradient vector diffusion as discussed in [186]. Our similarity scoring function

is hence defined in the following way:

S3
f,g(T ) = 1− PM

m=1 |f(cm)−g(T (cm))|+PN
n=1 |f(T−1(dn))−g(dn)|PM

m=1 max{f(cm), g(T (cm))}+PN
n=1 max{f(T−1(dn)), g(dn)} , (6.13)

where cm,m = 1, 2, · · · ,M, are critical points of f and dn, n = 1, 2, · · · , N,

are critical points of g. Figure 6.15 illustrates the idea of this similarity scor-

ing function. There are two major differences between S3
f,g(T ) and S2

f,g(T ).

First, the new similarity scoring function is based only on the critical points.

Therefore, the searching for the best T using S3
f,g(T ) is much faster than the

searching using S2
f,g(T ), as the latter one is based on all the voxels of f and g.

155



Secondly, the scoring function of S3
f,g(T ) is normalized such that the similarity

scores are always scaled to the range of [0, 1], where 0 means no similarity and

1 means the highest similarity.

Figure 6.15: Illustration of similarity calculation based on critical points.

6.3.2 3D Alignment Algorithm

Let us consider two subunits A and B, as shown in blue and magenta

respectively in Figure 6.16, and we want to align subunit A to subunit B.

In [186] we discussed how to automatically detect the local symmetry axes,

based on which we could segment each of the subunits. Given the segmented

subunits A and B and the symmetry axes, we can transform A to B in four

steps:

1. Translate A by t0.

2. Rotate A by r0.

3. Translate A by t.

4. Rotate A by r.
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Since the symmetry axes of both A and B are given, the first two of

above transforms, the translation t0 and the rotation r0, are uniquely deter-

mined by the symmetry axes. However, the translation t and the rotation r

have to be decided based on the similarity scores between the density maps

of A and B as discussed in Section 6.3.1. Therefore, the transformation from

one subunit to another has two degrees of freedom: one translation and one

rotation, as illustrated in Figure 6.16.

Figure 6.16: The alignment between two subunits include translations t0 and
t, and rotations r0 and r. But only t and r are unknown and need to be
determined based on the similarity scoring function.

Putting the four transformation matrices together, we have the follow-

ing matrix that transforms subunit A to subunit B:

T (t, r) = M4(r)×M3(t)×M2(r0)×M1(t0) (6.14)

The matrices M1,M2,M3, M4 are conventional transformation matrices

for translations or rotations. One can easily derive the exact expressions for

these matrices based on the given information (e.g., symmetry axes with start-

ing/ending points). Substituting Equation 6.14 into Equation 6.13, we have
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the following maximization equation for the 3D alignment between subunits

A and B, with density functions f and g respectively:

max
{t,r}

{S3
f,g(t, r) = 1− PM

m=1 |f(cm)−g(Tt,r(cm))|+PN
n=1 |f(T−1

t,r (dn))−g(dn)|PM
m=1 max{f(cm), g(Tt,r(cm))}+PN

n=1 max{f(T−1
t,r (dn)), g(dn)}}, (6.15)

where Tt,r is the transformation matrix from A to B as defined in Equation

6.14. The range of t is user-defined. In our experiments we assumed that

t ∈ [−10, 10] in pixel unit. The range of r is from 00 to 3600 for general objects.

But most of maps we are currently dealing with are the virus structures which

have some types of symmetries. Therefore, the segmented subunits usually

have n-fold symmetry and the range of r should be from 00 to
(

360
n

)0
.

There are a number of optimization techniques to find the {t, r} that

maximize the similarity score between A and B as defined in Equation 6.15.

We adopted a simple two-level hierarchical method. On the coarse level, the

translation variable t is sampled by every one pixel unit from −10 to 10 and the

rotation variable r is sampled by every 50 from 00 to
(

360
n

)0
where n is the fold

number of the symmetry. For each combination of these t and r, we calculate

the similarity score and the one that maximizes the scoring function is the

solution of Equation 6.15 on the coarse level, denoted by {t(1), r(1)}. On the fine

level, the sampling is taken within a small range around t(1) and r(1). For the

translation, the sampling is taken on the interval [t(1)− 0.9, t(1) +0.9] by every

0.1 pixel unit. The sampling for rotation is on the interval [r(1) − 40, r(1) + 40]

by every 10. Again, the similarity score for each of these samples is calculated

and the best one, denoted by {t(2), r(2)}, gives the final solution of Equation
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6.15. By substituting {t(2), r(2)} into Equation 6.14, we have the transform

matrix T (t(2), r(2)), which gives the 3D alignment from subunit A to B. A

couple of applications will be discussed below.

Since there are two degrees of freedom in the alignment searching pro-

cess, the time complexity of the 3D alignment algorithm is O(N × T × R),

where N is the number of critical points within the two subunits to be aligned,

T is the sampling rate (in distance) in the translational space, and R is the

sampling rate (in angle) in the rotational space.

6.3.3 Applications

We consider two examples in this section. The first one is the rice

dwarf virus (RDV), which has a perfect icosahedral symmetry at a resolution

of 6.8Å [191]. There are five independent subunits with 3-fold local symmetry,

also known as trimers, as shown in Figure 6.17(a). The second example is

the bacteriophage φ29 at a resolution of 15Å [112]. This map has a 5-fold

global symmetry imposed along the vertical axis. As shown in Figure 6.18(a),

there are ten independent subunits including one tail on the bottom (subunit

#3), three 5-fold subunits or pentons (#0, #1, #2), and six 6-fold subunits

or hexons (#4 ∼ #9).

6.3.3.1 Segmentation Improvement

Our previous segmentation algorithm [186] is based on the multi-seeded

fast marching method [143]. In this method each subunit is assigned with an

initial contour which keeps growing according to a pre-defined speed function

and eventually stops on the boundaries between subunits. When the symme-

try is considered, some of the subunits are dependent (identical) and hence
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(a) Segmented trimers (b) Old segmentation

(c) New segmentation (d) Trimers

Figure 6.17: Illustrations of segmentation and averaging on rice dwarf virus
(RDV). (a) The five independent trimers arranged on the virus capsid (viewed
from outside). (b) The segmentation results without subunit alignment
(viewed from inside). (c) The segmentation results with subunit alignment
showing better consistence between subunits. (d) The averaged trimer (in
green) looks less noisy and more symmetric than the original trimer (in golden).
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the contours corresponding to those subunits must grow simultaneously by

the same amount in the same way. With this constraint, our previous seg-

mentation [186] incorporated the global symmetry (for example, icosahedral

for RDV and 5-fold for φ29) and the local n-fold symmetry of each subunit

into the segmentation. However, we did not consider the structural similarity

between the independent subunits. In other words, the contours correspond-

ing to independent subunits grew independently. This can sometimes yield

noticeable errors especially when the boundaries between subunits are undis-

tinguishable. An example is shown in Figure 6.17(b). This is the segmentation

of the outer layer of the rice dwarf virus (RDV) and five types of trimers are

colored differently (see Figure 6.17(a) for their relatively locations). We can

see that some subunits (for example, the yellow ones) occupy more space than

the others. To remedy this problem, we utilize the 3D subunit alignment as

discussed in Section 6.3, such that the contours within all the subunits grow

simultaneously by the same amounts in the properly-aligned directions. The

results with this additional constraint are shown in Figure 6.17(c). We can

see that the subunits in the new results look much more uniform and consis-

tent than those seen in Figure 6.17(b). The segmentations of φ29 are given in

Figure 6.18(b) without alignment and in Figure 6.18(c) with alignment. We

can also see that the alignment-based segmentation demonstrates much better

consistence between the segmented subunits. However, it should be pointed

out that the subunits must be segmented before we can align them. Therefore,

our previous segmentation algorithm [186] is still fundamental in providing us

with the initial segmentation from which the subunits can be aligned.
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(a) Density map (b) Old segmentation

(c) New segmentation (d) Averaged map

Figure 6.18: Illustrations of segmentation and averaging on φ29. (a) The re-
constructed cryo-EM density map of φ29. The symmetry axes are detected
using our automatic method [186] and a total of ten independent subunits are
labeled. (b) The subunits are segmented based on our previous segmentation
method, without 3D alignment between subunits. One can clearly see some in-
consistence between either pentons or hexons. (c) The subunits are segmented
based on our previous segmentation method, combined with the 3D alignment
approach as presented in Section 6.3. (d) The segmented pentons and hex-
ons can be averaged and the whole structure can be reconstructed from the
averaged subunits based on the 3D alignment matrices.

162



6.3.3.2 Similarity Measurement

Another application of our 3D alignment algorithm is the similarity

measures between subunits. This is biologically very important because it

tells us the structural similarity quantitatively between any two independent

subunits. It is computationally straightforward to get the similarity scores. In

fact, it is given by the maximum of the similarity scoring function S3
f,g(t, r)

when Equation 6.15 is optimized. In Table 6.2 we give the similarity scores

between the five independent trimers as shown and indexed in Figure 6.17(a).

The scores in bold on the diagonal indicate how symmetric each individual

trimer is and they are calculated by Equation 6.13 where T is the rotation

along the related symmetry axis by an amount of 2π
3

(in general, 2π
n

, where n

is the fold number). Table 6.3 shows the similarity scores between the four

5-fold subunits of φ29, where the indexing numbers are given in Figure 6.18(a).

Since the tail subunit (#3) is obviously different from the other three 5-fold

subunits, the similarity scores between the tail and the others are very low.

However, the tail still shows a high 5-fold symmetry since it locates exactly

on the global 5-fold symmetry axis. In Table 6.4 we show the similarity scores

between the six hexons. The subunit #5 seems less similar to the others

because it is close to and very likely “disturbed” by the tail subunit.

Table 6.2: Similarity scores between five RDV trimers
S1 S2 S3 S4 S5

S1 0.955 0.911 0.848 0.900 0.894
S2 0.926 0.854 0.889 0.880
S3 0.872 0.848 0.845
S4 0.934 0.885
S5 0.856
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Table 6.3: Similarity scores between four φ29 pentons
S0 S1 S2 S3

S0 0.991 0.948 0.949 0.344
S1 0.960 0.958 0.306
S2 0.961 0.314
S3 0.991

Table 6.4: Similarity scores between six φ29 hexons
S4 S5 S6 S7 S8 S9

S4 0.973 0.793 0.947 0.940 0.869 0.880
S5 0.741 0.793 0.785 0.772 0.787
S6 0.971 0.963 0.884 0.884
S7 0.965 0.888 0.884
S8 0.829 0.938
S9 0.842

6.3.3.3 Average Map of Subunits

If the segmented subunits of a large bio-molecular complex (such as

viruses) have high similarities, they can be averaged such that the structural

analysis of the whole complex can be simplified to the analysis of a single

averaged subunit. Apparently averaging several subunits is straightforward if

the alignment between any two of them is known. In general, the averaged map

has a higher signal-to-noise ratio than each individual subunits, which makes

it easier to analyze the structures (e.g., secondary structure identification, as

will be discussed shortly later). Figure 6.17(d) shows one segmented trimer

of RDV (in golden) and the averaged map of the five independent trimers (in

green). We can see that the averaged trimer has higher 3-fold symmetry and

better signal-to-noise ratio. Figure 6.18(d) shows the map constructed from

the tail (blue), the averaged penton (orange) and the averaged hexon (green).
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6.4 Conclusion

We have presented an automatic algorithm to detect and isolate the

asymmetric units of an icosahedral density map. Our segmentation approach

is a variant of the well-known fast marching method. Our method incorporates

the rotational transforms for icosahedral and local symmetry axes, to correctly

segment the boundaries of asymmetric units. To this end, we also presented

an efficient way to detect, both globally and locally, the symmetry axes of

a 3D map. Our approach has been tested and validated on various types of

large bio-molecular complexes, including icosahedral viruses (P22, RDV, etc.),

elongated icosahedral viruses (Phi29), n-fold low symmetric viruses (GroEL),

and non-symmetric structures (ribosome). As neighboring proteins usually

interact with each other quite closely, the accuracy of our segmentation results

shall be largely dependent on the resolution of the given map. This is also

true even for segmentation with high symmetry (e.g., an icosahedron). The

appropriate range of map resolutions where our automatic method currently

works best is approximately 5 Å to 15 Å.

In addition to the symmetry detection and segmentation, we also pre-

sented a fast approach to align subunits. The aligned subunits can be av-

eraged, yielding higher signal-to-noise ratio. The alignment can also provide

similarity measures between any two independent (or unique) subunits. The

segmentation algorithm, as demonstrated in Figure 6.17 and Figure 6.18, can

also benefit from the aligned subunits. In fact, the subunit alignment is also

useful in building the pseudo-atomic model of a cryo-EM density map of a

molecular complex, as will be shown in Chapter 8.
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Chapter 7

LBC Structure Analysis: From Subunits to

Models

A primary technique for structure interpretation and atomic modelling

of a cryo-EM map is to fit a known high-resolution structure (obtained by X-

ray or NMR) into the 3D density map. This technique, commonly known as

structure fitting [130], bridges the resolution gap between low-resolution maps

(e.g., lower than 10 Å) [18] and the atomic proteins. In Section 7.1 we will

give a brief review of various structure fitting approaches.

If the given large bio-molecular complex (LBC) maps have sub-nanometer

resolutions (higher than 10 Å), we can identify the secondary structures, in-

cluding alpha-helices and beta-sheets, and build the atomic models based on

the identified secondary structure units. In this chapter, we will be focusing

on this type of structure modelings, as the number of maps at sub-nanometer

resolutions is steadily increasing over the last few years but very few efforts

have be made on those maps. To this end, I will present in Section 7.2 an

approach for secondary structure identification, followed in Section 7.3 by a

vector-matching based method for atomic structure fitting.
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7.1 Prior Work

There are several papers discussing various techniques on structure fit-

ting. An excellent review of prior work on this topic is given in [171]. One of

the popular methods for volumetric matching is based on Fourier transforms

[109, 111]. The rigid-body fitting can be thought of as the minimization of the

discrepancy between the cryo-EM maps and the atomic structure in Fourier

space. The discrepancy is defined as follows:

R =
∑

f

||Fem(f)| − λ |Fcalc(f, r, t)||n, n = 1 or 2 (7.1)

where Fem and Fcalc are the Fourier transforms of the 3D map and the cal-

culated atomic structure (that is, a Gaussian blurred 3D map of the atomic

structure). Here r and t stand for rotation and translation parameters, respec-

tively, and both r and t have three degrees of freedom.

Instead of fitting the structures in Fourier space, we can also perform

the fitting in the real space [35, 84, 161]. It is known that the minimization

of the R factor seen above is equivalent to the maximization of the cross-

correlation defined as below:

C=

∫
ρem(~x)ρcalc(~x, r, t)d~r (7.2)

where ρem and ρcalc are the twin 3D maps of the cryo-EM and the Gaussian

blurred atomic structure. The cross-correlation can be calculated by exhaus-

tive searching with scaling or sampling of the translation (t) and rotation (r)

parameters. While the Fast Fourier Transform (FFT) is easily used to speed

up the cross-correlation scoring calculation over 3D translations [36, 88], it can
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also be used to compute the cross-correlation coefficients over rotational pa-

rameter (r) space, by first re-expressing the 3D map using trivariate spherical

harmonics.

Another improvement on the conventional cross-correlation scoring method

is to use a locally defined cross-correlation score [129]. In general, the global

correlation method does not exclude the densities in the cryo-EM map that do

not correspond to the atomic structure being considered. In addition, max-

imizing Equation 7.2 often makes the solution “drift” to the highest density

region in the cryo-EM map, which, however, does not mean the best-matched

region. Hence the normalized and localized method [129] often gives more

accurate fitting scores. One disadvantage of this method, however, is that the

cross-correlation is conducted in real-space and a six-parameter searching space

is considered in [129], resulting in a very slow performance. Recently, Roseman

[128] incorporated the Fast Fourier Transform (FFT) into the local correlation

algorithm and applied it to the particle detection in two-dimensional electron

micrographs. It was said that the local correlation algorithm together with

the FFT could be two orders of magnitude faster than the explicit real-space

implementation [128]. However, no results have been reported for 3D maps

using this fast local correlation algorithm.

The conventional cross-correlation method can also be enhanced by a

contour-based fitting method [28], in which the correlation coefficient is defined

the same as Equation 7.2 except that the Laplacian operator is applied to both

maps before the calculation of the cross-correlation. Although this method is

called contour-based fitting, it is not actually based on the detection of the

contours. Due to the Laplacian operator that enhances the edges of both the

cryo-EM map and the calculated atomic structure, this method was shown in
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[28] to give improved results (the resulting correlation map has higher contrast)

than the classic cross-correlation method. However, as pointed out in [171],

the Laplacian filter may also amplify the noise, which as a result may weaken

the performance of this method.

All the above methods for structure fitting are based on cross-correlation

between the cryo-EM reconstructions and the calculated atomic structures. A

different strategy is based on a data reduction technique. This method has

been studied by Wriggers et al. [169, 170, 172, 173], based on a vector quan-

tization technique [55, 72]. The idea of vector quantization is to represent a

3D map with a certain number of vectors (or points in 3D space), from which

a weighted graph is constructed. Instead of computing the cross-correlation

between the cryo-EM 3D map and the calculated 3D atomic blurred map, one

computes a new “difference” function between the two graphs corresponding to

the cryo-EM map and the calculated atomic structure map. The “difference”

function can be used to search for the best volumetric matching. Although

this approach reduces the overall search time for its best match, and it is

also possible to extend this to flexible fitting [169, 171], it has two limitations.

First, this method requires that the component of the cryo-EM map to be

fitted should be isolated from the entire map. Second, the number of vectors

must be carefully chosen. A large number of vectors exponentially increases

the computational time while a small number of vectors may not be sufficient

for perfect alignment and matching of the structural features of the map.

7.2 Secondary Structure Identification

Proteins typically contains two types of secondary structures: alpha-

helices and beta-sheets. There have been some previous work on secondary
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structure identification. An approach for detecting alpha-helices has been

described in [76], where the alpha-helix is modeled with a cylinder (length

and thickness) with Gaussian distribution density function and the cylinder

is cross-correlated with the segmented protein map. Since the best solution

is achieved by exhaustively searching in translation space (three degrees of

freedom) and orientation space (two degrees of freedom), this method is com-

putationally expensive. Another approach, designed for beta sheet detection,

was recently proposed in [85]. This method uses a disk (planar) model for

beta sheets. It inherits the disadvantage of slow computational speed due to

the exhaustive search in both translation and orientation spaces.

In the following, we present a skeleton-based approach for protein sec-

ondary structure identifications [12]. Compared to the previous methods, our

approach is extremely fast (hundreds of times faster) and yields high accuracy

as well [187, 188]. Our skeletonization method is based on the local structure

tensor and is segmentation-free.

7.2.1 Local Structure Tensor

Local structure tensor has been used in image processing for solving a

number of problems such as anisotropic filtering [45, 163] and motion detection

[81]. Given a 3D map f(x, y, z), the gradient tensor is defined as:

G =




f 2
x fxfy fxfz

fxfy f 2
y fyfz

fxfz fyfz f 2
z




(7.3)

This matrix has only one non-zero eigenvalue: f 2
x +f 2

y +f 2
z . The corresponding

eigenvector of this eigenvalue is exactly the gradient (fx, fy, fz). Therefore,
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this matrix alone does not give more information than the gradient vector. To

make the gradient tensor useful, a spatial average (over the image domain)

should be conducted for each of the entries of the gradient tensor, yielding

what is called the local structure tensor. The averaging is usually based on a

Gaussian filter:

Tα =




f 2
x ∗ gα fxfy ∗ gα fxfz ∗ gα

fxfy ∗ gα f 2
y ∗ gα fyfz ∗ gα

fxfz ∗ gα fyfz ∗ gα f 2
z ∗ gα




(7.4)

Here gα is a Gaussian function with standard deviation α. The eigenvalues

and eigenvectors of the structure tensor Tα indicate the overall distribution

of the gradient vectors within the local window, similar to the well-known

principal component analysis (PCA). Three typical structures can be charac-

terized based on the eigenvalues [45]. Let the eigenvalues be λ1, λ2, λ3 and

λ1 ≥ λ2 ≥ λ3. Then we have the following cases (see Figure 7.1):

• Spheres: λ1 ≈ λ2 ≈ λ3 > 0.

• Lines: λ1 ≈ λ2 >> λ3 ≈ 0.

• Planes: λ1 >> λ2 ≈ λ3 ≈ 0.

7.2.2 Skeletonization

There have been a number of skeletonization approaches including

boundary-based methods [90, 117] and boundary-free methods [73, 184] (see

Section 4.1 for prior work). While a pre-segmentation is required in boundary-

based methods, boundary-free methods do not have this requirement but the
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(a) Spheres (b) Lines (c) Planes

Figure 7.1: Three typical cases for a local structure tensor.

skeletons are in general extracted by a skeleton-tracing step. In the following,

we present a method to trace the skeletons based on local structure tensors.

7.2.2.1 Selecting and Classifying Seeds

As we discussed in Section 7.2.1, the local structure tensor can distin-

guish between spherical, linear, and planar structures. The spherical case is

usually of no interest in skeletonization. Therefore, we will focus on the other

two cases in the following. As we will see in Section 7.2.3, these two types of

local structures exactly correspond to the alpha-helices and beta-sheets of a

protein density map.

Seeds are the starting points for tracing the skeletons. There are mul-

tiple ways to define/detect the seed points, but one thing is common: all the

seed points must be on the skeletons. As we will see shortly later, protein den-

sity maps look like mountains − high densities (features) correspond to the

ridges. Therefore, the skeleton extraction is quite similar to the ridge tracing.

For this reason, we choose the maximal critical points of the density maps

as the seed points of our skeleton-tracers. The detection of these points was

discussed in our previous work [186].
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Since we are dealing with two types of skeletons: linear and planar, for

which the skeleton-tracings are different, we need to classify each seed point

into either linear or planar types before tracing the skeletons. In [45], the

authors used three eigenvalues of the structure tensor to distinguish the lines

from the planes. However, this criterion does not work well for protein sec-

ondary structures because some parts of proteins (e.g., coils, turns) look like

helices except that they are thinner. Therefore, a better way is to use thick-

nesses of the secondary structures along three principle axes. The thickness

along any direction is defined by the width of the region above a pre-chosen

threshold in that direction. Since we know the typical thickness of a helix,

the threshold values can actually be determined automatically from the seed

points that correspond to the helices based on the initial classification using

the simple criterion in [45]. Once we know the thickness information for each

seed point, we can classify the seeds into linear and planar according to the

following criterion: Let t1, t2, t3 be the thicknesses corresponding to the eigen-

vectors as shown in Figure 7.1. The following criterion is used to classify the

seeds:

• lines: t1+t2
2

> helixmin and t1+t2
2

< helixmax and

min( t1
t2

, t2
t1

) > max( t1
t3

, t2
t3

),

• planes: t1 > sheetmin and t1 < sheetmax and

min( t2
t3

, t3
t2

) > max( t1
t2

, t1
t3

),

where helixmin and helixmax are the minimal and maximal thicknesses of he-

lices, and sheetmin and sheetmax are the minimal and maximal thicknesses of

sheets. All these parameters are provided by users.
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7.2.2.2 Tracing Skeletons

The line-tracer is one-dimensional and hence is much easier than the

plane-tracer. To trace a line structure, we start from the seed in two opposite

directions, and follow the principle axis, defined by the eigenvector correspond-

ing to the minimum eigenvalue of the local structure tensor (see Figure 7.2(a)).

To trace a planar structure, we use the well-known marching cube method [97].

We start from the seed point and compute the plane that is perpendicular to

the eigenvector corresponding to the maximal eigenvalue (v1 in Figure 7.1(c)).

The plane partitions all eight vertices of the cell containing the seed point

into two classes: positive and negative. In addition, the plane intersects with

some of the twelve edges of the cell. Both the classification of the vertices and

the intersection information with the edges can be used in the marching cube

algorithm, yielding a polygon (a list of triangles) representing the skeletons

within the current cell (see Figure 7.2(b)). Then we move to the neighboring

cells with which the detected skeleton (polygon) intersects. For the example

in Figure 7.2(b), we need to check four neighboring cells (back, front, right,

and bottom). For each of those new cells, the “checking” point (similar to the

seeds) is calculated as the center of the existing intersecting points between the

already-detected skeletons and the new cell. The new polygon within the new

cell is extracted using the idea as explained above, based on the “checking”

point and the new structure tensor around it. This process is repeated until

certain stopping criterion is reached. The plane-tracer outputs a triangular

mesh of skeletons. The stopping criteria for both line-tracer and plane-tracer

are similar: the tracing process terminates whenever no new cells satisfy the

criteria as discussed in Section 7.2.2.1.
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(a) Line-tracer (b) Plane-tracer

Figure 7.2: Skeleton-tracers. (a) Tracing 1D skeletons. (b) Tracing 2D skele-
tons (the marching cube method [97]).

7.2.2.3 Merging Skeleton

For each of the seed points, one can extract a curve or a surface, cor-

responding to a helix or sheet, respectively. However, quite often we see more

than one seed points corresponding to the same secondary structure. One

example is illustrated in Figure 7.3(a) and a closer view is shown in Figure

7.3(b). In order to have only one curve/surface for each helix/sheet, we need

to merge the superfluous skeletons corresponding to the same helix/sheet. Be-

sides eliminating the redundancy, the merging process can also give balanced

skeletons because the new skeletons are the average of previously redundant

ones. Figure 7.3(c) shows the skeleton after merging. It is worth pointing

out that the topological ambiguity problem seen in the original marching cube

method [97] can be resolved by an improved algorithm as discussed in [96].

7.2.3 Results and Discussions

Once the skeletons are extracted, it is quite straightforward to locate

the secondary structures in a protein density map. It is generally enough

to represent beta-sheets using the extracted triangular mesh. However, if

the resolution of the given maps is higher than 5Å, it is possible to see the
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(a) Traced skeleton (b) Closer view (c) Merged skeleton

Figure 7.3: Skeleton extraction. (a) The initial skeletons traced by the line-
tracer. (b) A zoomed-in view of the rectangular region as shown in (a). The
thick “dots” are seed points. (c) The skeletons after merging

individual beta-strands. In this case, we can apply the line-tracer to extract

the strands and get a better model of the beta-sheets. As for alpha-helices,

we can easily build a cylinder model for each helix based on the extracted

skeletons.

We have tested our skeleton-based secondary structure identification

approach on a large number of simulated and experimentally-reconstructed

protein density maps. Due to the space limit, however, we will only show a

few examples here. Figure 7.4 illustrates the performance of our approach on

the Gaussian blurred maps of two X-ray atomic structures. The first exam-

ple is cytochrome c’ (PDBID = 1bbh). The blurred map at 8Å and detected

skeletons are shown in Figure 7.3. From the skeletons, four alpha-helices are

detected as shown in Figure 7.4(a). To demonstrate the accuracy of our ap-

proach, the skeletons and detected helices are compared with the PDB struc-

ture in Figure 7.4(b) and (c). Another example is the blurred map of rat CD4

(PDBID = 1cid) as seen in Figure 7.4(d). The detected skeletons (sheets) are

shown in Figure 7.4(e) and compared with PDB structures in Figure 7.4(f).
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(a) Detected helices (b) Skeletons (c) Helices with PDB

(d) Blurred map (e) Skeletons (f) Sheets

Figure 7.4: Examples on two blurred maps of x-ray crystal structures. (a)
The alpha-helices detected from the blurred map of cytochrome c’ (PDBID =
1bbh). The blurred map at 8Å and extracted skeletons were shown in Figure
7.3. (b) The skeletons detected from the blurred map and compared with
the PDB structure. (c) The detected helices are compared with the PDB
structures. (d) The blurred map of rat CD4 (PDBID = 1cid) at 8Å. (e) The
skeletons (corresponding to beta-sheets) detected from the blurred map. (f)
The sheets are compared with the PDB structures.
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We also tested our approach on two simulated maps containing both

alpha-helices and beta-sheets. Figure 7.5(a) shows the blurred map of the

triose phosphate isomerase from chicken muscle (PDBID = 1tim) at 8Å. The

detected alpha-helices and beta-sheets are shown in Figure 7.5(b) with den-

sity map and in Figure 7.5(c) with PDB structure. We can see that most

helices/sheets agree very well with the PDB structure except that one small

alpha-helix that is immediately adjacent to a long helix is missed (indicated by

a red arrow). This result also agrees with that seen in [76]. Figure 7.5(d) and

(e) give another view of (b) and (c), respectively. In Figure 7.6(a) we show

a more complicated simulated map at 8Å, blurred from the PDB structure of

the bluetongue virus VP7 (PDBID = 1bvp). This map contains a total of 27

alpha-helices in the lower domain and a few beta-sheets in the upper domain.

The detected alpha-helices and beta-sheets are shown in Figure 7.6(b) with

density map and in Figure 7.6(c) with PDB structure. All 27 alpha-helices

and major portions of beta-sheets are correctly identified and agree very well

with the PDB structure. Although two small alpha-helices (indicated by red

arrows) are misidentified due to a couple of turns getting very close to each

other, our results show better performance than the method proposed in [76].

Figure 7.6(d) shows another view of (c). A closer view of the skeletons together

with the PDB structure is shown in Figure 7.6(e).

We also demonstrate our approach on a 3D map, reconstructed from

experimental cryo-EM images of the rice dwarf virus (RDV) [191]. The seg-

mented P8 protein (from outer layer) and P3 protein (from inner layer) are

shown in Figure 7.7(a) and (d) respectively. The detected alpha-helices and

beta-sheets for both proteins are shown in Figure 7.7(b) and (e) respectively.

For comparison, we show the X-ray crystal structures in Figure 7.7(c) and (f)
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(a) Blurred map (b) Helix-sheet (map) (c) Helix-sheet (PDB)

(d) Another view of (b) (e) Another view of (c)

Figure 7.5: Secondary structure identification on the triose phosphate iso-
merase from chicken muscle (PDBID = 1tim). (a) The blurred maps at 8Å
from the x-ray crystal structure. (b) The alpha-helices (green) and beta-sheets
(pink) detected using our method. (c) The detected helices/sheets are com-
pared with the PDB structures. We can see that most helices/sheets agree
very well with the PDB structure except that one small alpha-helix that is
immediately adjacent to a long helix is missed (indicated by red arrow). This
result also agrees with that seen in [76]. (d) Another view of (b). (e) Another
view of (c).
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(a) Blurred map (b) Helix-sheet (map) (c) Helix-sheet (PDB)

(d) Another view of (c) (e) Zoomed-in skeletons

Figure 7.6: Secondary structure identification on the bluetongue virus VP7
(PDBID = 1bvp). (a) The blurred maps at 8Å from the x-ray crystal struc-
ture. (b) The alpha-helices (green) and beta-sheets (pink) detected using
our method. (c) The detected helices/sheets are compared with the PDB
structures. All alpha-helices and major portions of beta-sheets are correctly
identified and agree very well with the PDB structure. Although two small
alpha-helices (indicated by red arrows) are misidentified due to a couple of
turns running into each other, our results show better performance than the
method proposed in [76]. (d) Another view of (c). (e) A closer view of the
detected skeletons together with the PDB structure. The chosen region is
roughly in the rectangular area right below the center of (c).
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for P8 and P3 proteins, respectively. We can see that overall the secondary

structure detection performs very well. For P8 protein, there are two missed

short helices (in the middle-top) and one missed longer helix (on the left-

bottom) in our results. For P3 protein, a few short helices are missed, and

several beta-sheets are wrongly recognized as alpha-helices.

In addition to the high accuracy, the speed of our approach is another

advantage compared to the previous methods [76, 85]. Most of the running

time used in our algorithm is spent on the gradient vector diffusion which has

a time complexity of O(N ×M) where N is the number of pixels in the given

image and M is the number of diffusion iterations. The skeleton detection

and secondary structure identification take a minor portion of the total time

and the time complexity for this part is proportional to the number of critical

points. The helix-hunter used in [76] may take up to one hour for the map

such as P8 or P3 proteins of RDV, to detect only the alpha-helices. Our

method takes only 3 seconds for P8 protein and 10 seconds for P3 proteins on

a typical Linux workstation with single processor, to detect both alpha-helices

and beta-sheets. We do not have the timings for sheet-miner as presented in

[85]. However, we believe that the sheet-miner of [85] should be as slow as, if

not slower than, the helix-hunter of [76] because both methods used exhaustive

searching schemes in the translational and orientational spaces.

7.3 Structural Modelling

In this section we present a structural fitting approach, based on the

identified alpha-helices as described in Section 7.2. The idea of our approach

is briefly summarized in the following algorithm:
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(a) P8 monomer (b) Detected helices/sheets (c) PDB structure

(d) P3 monomer (e) Detected helices/sheets (f) PDB structure

Figure 7.7: The example of a real cryo-EM reconstructed map. (a) and (d):
The segmented proteins from the reconstructed map of the rice dwarf virus.
(b) and (e): The detected alpha-helices (green) and beta-sheets (pink) from
the P3 and P8 proteins. (c) and (f): The corresponding PDB structures.
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Algorithm 6.1: Structure Fitting

Inputs: A 3D density map at sub-nanometer resolution (see Figure 7.8(a)),

and a PDB structure (see Figure 7.8(c)).

Output: A transformation matrix from PDB structure to the density map.

1. We first identify the alpha-helices from the given 3D density map (Figure

7.8(a)). The alpha-helices provide a set of vectors, represented by center,

orientation, and length (Figure 7.8(b)).

2. From the the alpha-helices in the given PDB structure, we have another

set of vectors (Figure 7.8(d)).

3. By running the vector matching between these two sets of vectors, we can

get the best matrix that transforms the vectors in (d) to the vectors in

(b). This transformation matrix gives the best structure fitting between

the PDB structure and the original 3D density map (Figure 7.8(e)).

The helix-based approach described here is similar to the vector quanti-

zation method [169, 170, 172, 173] in the sense that both methods utilize some

types of “features” to represent the original structure (or map). However, the

major difference between these two approaches is that, in the vector quanti-

zation method, the “vectors” are not really vectors but isolated points in the

3D space. But in our helix-based approach, the vectors have the locations,

but also have orientations and lengths. Therefore, our “vectors” contain much

more information which provide extra constraints to the matching problems.

In fact, the vector quantization method [169, 170, 172, 173] is simply a point-

point correspondence problem, which is in general a “weaker” problem than

the vector-vector correspondence problem.
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Figure 7.8: Illustration of structure fitting, based on the identified alpha-
helices. Two sets of vectors are independently extracted from 3D density map
and PDB structure. A vector-matching technique is applied in order to find
the best match between the density map and the PDB structure.
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The vector-matching based approach is very fast. Besides the time

used for secondary structure identifications (see Section 7.2.3), the time com-

plexity of the vector matching is O(K3), where K is the number of secondary

structures in the map. To demonstrate the accuracy of our vector-matching

based approach for structure fitting, we generate s synthetic 3D density map

by blurring the PDB structure (PDB-ID = 1TIM) at 8 Å. The PDB structure

and the blurred map are shown in Figure 7.9(a) and (b), respectively. We

detect the alpha-helices using the approach described in Section 7.2 and the

results are shown in Figure 7.9(c). In the meantime, we transform the PDB

structure with an arbitrarily generated matrix as follows, denoted by T :

T =




0.500 −0.809 −0.309 113.0
0.809 0.309 0.500 78.0
−0.309 −0.500 0.809 132.0

0 0 0 1


 (7.5)

where the translational parameters (in the fourth column) are given in angstroms.

The transformed PDB structure is shown in Figure 7.9(d). By matching the

two sets of vectors extracted from Figure 7.9(d) and (c), one can have an op-

timal transform matrix between them, as shown in (e), and we denote this

matrix by T1. This matrix also gives us the best fitting between the PDB

structure in (d) and the density map in (b), as shown in (f). The accuracy of

this structure fitting can be quantitatively measure by the product of T1 and

T . Ideally, T1 × T = I, where I is an identity matrix. The product of T1 and

T in our test is given as follows:
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T1 × T =




0.999 −0.040 0.035 2.40
0.038 0.999 0.038 −8.39
−0.036 −0.037 0.999 8.50

0 0 0 1


 (7.6)

From this matrix, we can see that this is almost an identity matrix except that

the translation parameters are not exactly zero. This indicates that there is

a slight shift between the fitted PDB structure (shown in (e) or (f)) and the

original PDB structure. This error is illustrated in Figure 7.9(g), where we

can see a slight displacement between the two PDB structures.

7.4 Conclusion

We presented fast methods to identify secondary structures of a pro-

tein density map, and to fit a high-resolution (PDB) structure into a cryo-EM

density map at a sub-nanometer resolution. Our skeleton-based method for

secondary structure identifications is extremely fast (usually hundreds of times

faster) compared to the existing methods [76, 85]. While the existing methods

can only detect either helices or sheets, our approach can detect both types

of secondary structures with high accuracies. The vector-matching based ap-

proach presented here is very fast for structure fitting/modeling of a cryo-EM

map. However, the requirement for this approach is that the given density

map must have resolutions higher than about 10Å, in order to utilize the sec-

ondary structure units as “vectors” to fit the PDB structures into the density

maps.
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(a) (b) (c)

(d) (e) (f) (g)

Figure 7.9: Demonstration of the structure fitting algorithm on a synthetic
map. (a) PDB structure (PDB-ID = 1TIM). (b) Blurred map at about 8 Å.
(c) Detected alpha-helices using the approach described in Section 7.2. (d)
Arbitrarily transformed PDB structure of (a). (e) Vector matching between
the helices in (c) and the helices in (d). (f) Structure fitting between the PDB
structure in (d) and the density map in (b), using the transformation matrix
obtained in (e). (g) The comparison between the original PDB structure in
(a) and the computationally fitted PDB structure in (e) or (f).
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Chapter 8

Conclusions and Future Work

This dissertation presents a number of computational approaches for

automatic structure analysis of large bio-molecular complexes (LBCs), in-

cluding symmetry detection, subunit segmentation, subunit alignment, sec-

ondary structure identification, and atomic structure modeling/fitting. The

approaches described here have been tested on ribosomes and various types of

virus structures such as icosahedral viruses (RDV, P22, CIV, etc.), elongated

icosahedral viruses (Phi29), and n-fold viruses (GroEL). We validate our ap-

proaches in two ways. One is by comparing our results with the manually

processed results (such as the subunit segmentation). The other method is

by applying our algorithms on synthetic maps and comparing the results with

known solutions. Besides the specific applications in LBCs, we also described a

number of image processing algorithms in a more general way. The algorithms

include image enhancement, feature skeletonization, and image segmentation.

Various types of images are used to test the performance of our algorithms.

The structure analysis pipeline finally outputs a pseudo-atomic model

for one subunit. In fact, we can utilize the subunit alignment as described in

Chapter 6 and build a pseudo-atomic model for the entire LBC structure. One

example (Phi29) is shown in Figure 8.1.

In the next few months, I plan to finish a couple of papers: structure fit-

ting/modelling and virus structure compression based on the symmetry (both
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(a) Fitted monomers (b) Fitted hexon/penton

(c) Closer view of (b) (d) Pseudo-atomic structure

Figure 8.1: Illustrations of structural fitting on φ29. (a) Two PDB structures
were fitted into one monomer of the chosen penton and one monomer of the
chosen hexon. Shown here is the view from the top (head) of φ29. (b) We
can make copies of the fitted PDB monomers to the other sites of the chosen
penton and hexon. (c) A zoomed-in view of (b). (d) We can also make copies
of the fitted PDB structure in (b) to the whole capsid and get a pseudo-atomic
structure of φ29. Shown here is only the top region of φ29.
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globally and locally). Another work I will do in the near future is to develop

more robust approach to trace skeletons from a calculated skeleton strength

map, as mentioned in Section 4.6. My long-term research plans will be focus-

ing on the following problems:

Structure determination/prediction. In order to achieve higher reso-

lutions (near 3Å), we need to develop new computational approaches for

3D cryo-EM structure reconstruction: such as more robust particle classifi-

cation/alignment and better reconstruction algorithms. Another trend is to

predict the 3D structures from the protein sequence data. It still remains a

hard problem to predict 3D structures purely from sequences. However, it

would be much easier if we combine other information into the structure pre-

diction (such as the topology between the secondary structure units [191]).

Structure analysis/visualization. One of the primary goals of this dis-

sertation is structure analysis of large bio-molecular complexes (LBCs). One

of my future goals is to develop algorithms for visualizing and analyzing struc-

tures spanning from atomic resolutions, molecular complexes, to the whole cell

maps.

Protein function prediction/simulation. 3D structure determination or

prediction has an immediate application in predicting the functions of a bio-

logical unit. How to efficiently calculate the energy potentials of a molecular

structure and visually simulate the interactions between two molecules is one

of my future research focuses. The protein-protein interactions can lead to a

very practical application, computer-aided drug design, which is also one of

my future research interests.
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Appendix 1

Interactive Volume Exploration Tool

Typically, informative visualizations are based on the combined use

of multiple techniques, including volume rendering, isocontouring, dynamic

mesh reduction, global and local scalar, vector topology computation, feature

extraction, etc. Informative visualization is thus a way to guide data-intensive

computations to a spatial and temporal locales of interest and significance.

Informative visualization consists of two primary components: Computation

(rapid computation of isosurfaces, reduced meshes, volume rendering, etc., or

more generally, of some “view” of the multivariate data) and Display (efficient

rendering of the visualization with graphics primitives, including use of color,

brightness, transparency, texture, volume, etc.).

We approach both of the key components through computer accelerated

methods for contour extraction [9], dynamic mesh reduction for improved inter-

active display [10], real-time rendering working with compressed data streams

[6, 7, 147], and using topological and volumetric quantitative signatures for

feature extraction [8, 159]. We have encapsulated this combined functionality,

along with the filtering and feature extraction techniques detailed below, into

our volumetric exploratory visualization tool we call the Volume Rover (Figure

1.1).

The volume-rendering client can act as a 3D roving microscope, allow-

ing users to visualize data that is too large to fit on a single machine. The
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Figure 1.1: Overview of Volume Rover and selection of sub-region of interest
via Volume Rover.
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graphical user interface allows for interactive visual selection of transfer func-

tion and isocontour, aka the contour spectrum [8, 122]. The user interface

also allows the user to move and resize the sub-volume window. The data

within the sub-window is then transmitted by the server to the client com-

puter, and displayed interactively using fast texture based volume rendering

that can be combined with rendered geometry [131, 165]. The rover connects to

a data server that contains large datasets. The server can extract and resam-

ple sub-volumes of different sizes, which are then transmitted to the client for

visualization. The client downloads data differentially, by only downloading

the data that the client does not already have cached.

The Rover contains two views (Figure 1.1). One view contains a volume

render of a sub-sampled version of the entire volume. The user specifies the

sub-volume by interacting with a cuboid located in the sub-sampled volume.

At the center of the cuboid are 3 axes, one for each dimension. The user can

translate the sub-volume by clicking on one of these axes and then dragging

along the axis. At the end of each axis is a resizing knob. The user can resize

the sub-volume window by clicking on one of the resizing knobs and dragging

along its corresponding axis. The user can also rotate the sub-window around

each of its axes. After the user manipulates the sub-volume window, the client

requests a sub-volume of the correct size and resolution from the data server.

The data is downloaded from the server and rendered using fast texture-based

volume rendering.

The data for the rover can either come from a remote data server , or

can come from the local hard disk. In either case, if the data requested are

too large to fit into graphics memory, they are filtered using Gaussian filtering

and sub-sampled. The sub-sampled data are then loaded into the video card
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and rendered using texture based volume rendering. The Rover can visualize

volumes up to 512x256x256 imaging without resampling.

When data come from the hard disk, the rover automatically caches a

pyramid hierarchy of sub-sampled volumes. For each volume, the Rover filters

and resamples the volume, creating a volume with half the resolution of the

original volume. This process is repeated until the lowest resolution volume is

1x1x1. This speeds up the interactive exploration of the data since the data

does not have to be resampled for every extraction.

In addition to the volume rendering, the user can request to see an

isosurface rendering of the data. The rover performs isosurface extraction on

the sub-volume portion of the data as well as the thumbnail data. The surface

is rendered together with the volume. If the user moves the sub-volume, the

rover obtains the new data and performs the isosurface extraction again. The

new surface and new sub-volume are then rendered together. This allows the

user to interactively explore the volume render as well as the isosurface render

of the large data.

During the volume exploration or feature extraction process, it is also

necessary on ocassion to zoom in to crop out volumetric regions of interest.

The selected sub-region is then used for faster noise reduction and selected

feature segmentation. The direct manipulation GUI (graphical user interface)

of the Volume Rover allows us to visually identify an select specific volumetric

sub-regions of interest (as shown in Figure 1.1).

Furthermore, the user can request a bilateral filtering, an anisotropic

geometric diffusion evolution, a gradient vector diffusion, and skeleton feature

extraction on the data set. The rover will then perform the filtering and feature

extraction on the extracted sub-volume. If an isosurface is being rendered, it
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will be re-extracted from the newly filtered data. The new data are then

displayed together with the new isosurface.
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