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We consider three problems, motivated by questions in computational

neuroscience, related to recovering continuous quantities from binary or dis-

crete data or measurements in the context of sparse structure. First, we show

that it is possible to recover the norms of sparse vectors given one-bit com-

pressive measurements, and provide associated guarantees. Second, we present

a novel algorithm for spike-sorting in neural data, which involves recovering

continuous times and amplitudes of events using discrete bases. This method,

Continuous Orthogonal Matching Pursuit, builds on algorithms used in com-

pressive sensing. It exploits the sparsity of the signal and proceeds greedily,

achieving gains in speed and accuracy over previous methods. Lastly, we

present a Bayesian method making use of hierarchical priors for entropy rate

estimation from binary sequences.
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Chapter 1

Introduction

We briefly sketch the problems that will be considered, outline the

structure of the thesis, and summarize results that appear in the remaining

chapters.

The following chapters concern three problems in extracting continuous

features of a signal from discrete measurements. We consider estimating the

norms of sparse vectors given measurements that are quantized to one-bit

(Chapter 2), inferring continuous-valued event times using discrete dictionaries

with applications to the problem of spike-sorting in processing neural data

(Chapter 3), and estimating entropy rate from binary sequences (Chapter 4).

All of these problems are motivated at least to some extent by questions in

neural coding or the processing of neural data, although they are applicable

to non-neural data as well.

Several common themes emerge from our approaches to these problems.

In each case, the underlying structure of the problem is nonlinear and depen-

dent on continuous variables, yet we gain traction using certain assumptions

of linearity and by discretization. In addition, each of the problems would be

intractable or extremely computationally intensive without some prior infor-
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mation about the structure of the data, and in each case, careful use of prior

information will be of great importance. For example, the one-bit compres-

sive sensing questions considered in Chapter 2 and spike-sorting of Chapter 3

would impossible without assumptions of sparsity. Including prior knowledge

is important in reducing the complexity of each problem, and also in reducing

the effect of the noise that is a ubiquitous feature of (neural) data.

Conveniently, we generally do have prior knowledge about a data source

for a given application, and in particular, for neural data we are aided by the

large body of experimental literature and physiological understanding. We

incorporate such knowledge in the process of recovering relevant features of a

signal in several different ways. For our entropy rate estimation, we proceed by

assuming a certain hierarchical structure in the data, and specifying a prior for

our probabilistic model. In the one-bit compressed sensing and spike-sorting

contexts, we incorporate the assumptions into our recovery algorithm directly,

but without explicitly specifying a prior.

Chapter 2 relates to the recently developed area of one-bit compres-

sive sensing. Compressive sensing more broadly is applicable in Chapters 2

and 3. Compressive sensing, introduced in [17] and [24], typically involves

the recovery of a sparse signal x from linear measurements 〈ai,x〉, where

the number of measurements is less than the dimensionality of the signal (so

that the associated linear system is underdetermined), but still sufficiently

large compared to the sparsity of the signal so that recovery is possible via

various methods. For example, basis pursuit is useful and popular recovery
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method for sparse recovery, which consists of solving the convex optimization

problem: minimize ‖z‖1 subject to Az = y. Greedy and thresholding based

methods can also be used to recover sparse vectors, and will be relevant to the

development in Chapter 4.

Recent research has demonstrated that recovery is also possible when

the observed measurements are quantized to sign(〈ai,x〉) ∈ {±1}; this is the

domain of one-bit compressive sensing. Such severe quantization necessarily

leads to a loss of information, but has the advantage of being extremely fast

and easy to implement in hardware. Since the one-bit measurements give

no information on the norm of x, recovery methods in one-bit compressive

sensing measurements typically assume that ‖x‖2 = 1. We show in Chapter

2 that if one allows more generally for quantized affine measurements of the

form sign(〈ai,x〉+ bi), and if such measurements are random, an appropriate

choice of the affine shifts bi allows norm recovery to be easily incorporated

into existing methods for one-bit compressive sensing. Alternatively, if one is

interested in norm estimation alone, we show that the fraction of measurements

quantized to +1 (versus −1) can be used to estimate ‖x‖2 through a single

evaluation of the inverse Gaussian error function, providing a computationally

efficient method for norm estimation from 1-bit compressive measurements.

All of our recovery guarantees are universal over sparse vectors, in the sense

that with high probability, one set of measurements will successfully estimate

all sparse vectors simultaneously.

Unlike the subsequent chapters, Chapter 2 was not immediately moti-
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vated by an explicit question in computational neuroscience. Still, it relates

to broader issues of neural coding that are relevant to the remaining chapters.

In the nervous system, signals are primarily propagated by neurons experi-

encing what is called an action potential, which is a rapid (∼1 millisecond)

event in which the electric potential across the cell membrane of the neuron

rises and falls in a consistent pattern. Action potentials in neurons are also

called spikes, and when a neuron experiences an action potential, we say that

the neuron fires. We will also discuss spike trains, which are the temporal

sequences of spikes that a neuron generates. Because the action potential of

a neuron proceeds in a consistent way each time the neuron fires, it is usually

assumed that information is not carried in the specific features of the action

potential, but only in the pattern of firing times and rate of firing of neurons

in a population. In particular, when time is discretized, a neuron’s activity

may be characterized by a binary sequence with ones in each time bin in which

the neuron fired, and zeros in each time bin where it does not.

Neural coding therefore necessarily involves continuous quantities (fea-

tures of natural scenes, color, sound qualities) encoded in binary neural re-

sponses (fires or does not fire). Sensory information, such as a visual scene,

that neurons encode are also generally approximately sparse in some properly

chosen basis. In this sense one-bit compressive sensing, which demonstrates

one way in which binary measurements can encode sparse signals, is applicable

to neural coding.

Chapter 3 treats sparsity in a different context than Chapter 2, and with
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the goal of identifying the spikes of individual neurons from data recorded

extracellularly. We consider signals that are a sparse combination of some

translated copies of several known waveforms that may be superimposed and

combined with noise. We seek to sort out the timings of each of the copies

of the waveform that are present in the signal. We are motivated by the

spike-sorting problem in processing neural data, where arrays of electrodes

may be recording a voltage trace that includes firing of multiple neurons, each

of which has its own stereotyped waveform. Of interest is not the aggregate

voltage itself, but rather the times at which each neuron fires. The shape of a

neuron’s spike comes mostly from the shape of its dendritic arbor, its distance

from the recording device, and its orientation relative to the electrode [35].

One seeks to use these differences in the waveforms of different neurons in

order to identify and sort firing events, in the presence superimposed spikes

and noise.

A typical approach to spike sorting is to identify candidate spikes first

and then use a clustering method to categorize the waveforms by shape and as-

sign them to different neurons. However, this approach introduces systematic

errors when different neurons fire simultaneously (so that there are superim-

posed spikes). More principled might be to directly model the signal as the

translated (and possibly scaled) copies of known waveforms, and then seek

to recover them by exploiting sparsity. For example, one could use a dictio-

nary of discretely translated copies of each waveform and see which translation

best matches the signal. While the signal would be sparse in such a basis if
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the timing of each event matched one of the discretely translations exactly,

in general this discrete basis cannot represent the continuous time-shifts of

the true signal. In [29], the authors use an augmented (but still discrete)

dictionary to recover continuous time shifts in a method called Continuous

Basis Pursuit, which leverages sparsity and follows a modified `1 minimization

approach motived by basis pursuit. We build on this approach, introduc-

ing a different discrete basis that can better represent continuous time shifts,

and using a greedy method that speeds up computation time considerably

and avoids certain systematic errors of other methods when applied to neural

data. Our greedy method, continuous orthogonal matching pursuit (COMP),

gives improvements in accuracy and speed over other methods when applied

to simulated and neural data.

In Chapter 4 we consider entropy rate estimation from binary sequences.

Entropy rate is an information theoretic quantity that describes the maximum

information that a sequence can be transmitting in bits per second. Entropy

rate and related information theoretic quantities are of interest in computa-

tional neuroscience as quantifications of the information a neuron or popula-

tion might be passing along. However, entropy rate by definition depends on

infinitely long time dependencies, and there are many difficulties in accurately

estimating it from limited data.

We use a hierarchical prior that is a special case of the hierarchical

Dirichlet process, which has been used effectively in natural language process-

ing. We model the data as a Markov chain, which must be of sufficient depth
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to capture long time dependencies present in the data. Greater depth makes

the model parameters more difficult to estimate from limited data; we address

this by using the hierarchical prior to link transition probabilities from longer

contexts to transition probabilities from shorter contexts. The entropy rate of

a Markov chain can be calculated analytically, so we obtain estimates of the

entropy rate as well as estimates of the transition probabilities, which may

be of interest in their own right. We present a fully Bayesian and empirical

Bayesian estimator, and show them to more accurate than existing methods

when applied to simulated binary sequences and real neural spike train data.

In Chapter 5 we conclude and discuss directions for future research.

7



Chapter 2

One-Bit Compressive Sensing With Norm

Estimation

2.1 Background

1 The field of compressive sensing, as introduced in [17], [24], and [13],

concerns the approximation of a sparse (or approximately sparse) vector x ∈

Rn from linear measurements of the form

yi = 〈ai,x〉 , i = 1, 2, . . . ,m.

The interesting case is when the linear system is underdetermined, when

m < n. Although the signal x is in Rn, if it has no more than s < m nonzero

entries (that is, if the sparsity of x is s), then recovery is still possible under

some conditions on s, n,m and A (where the matrix A ∈ Rn×m has rows ai).

Arbitrary measurement matrices A do not in general provide enough

information about the signal, so the choice of A matters. Moreover, to be of

practical use, reconstruction algorithms must be accurate but also computa-

tionally tractable: in the noiseless case, there exists a matrix A ∈ R2s×N such

1Material in this chapter is based on work by the author, Rayan Saab, and Rachel Ward
[44]
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that for any s-sparse x one can perform exact recovery by finding the spars-

est signal for for which 2.1 holds, but this problem is known to be NP-hard.

Nevertheless, tractable recovery via several different recovery algorithms can

be guaranteed with high probability for classes of random matrices A given

that m is sufficiently large (m ≥ Cs log(n/s)) for C a constant independent of

n,m, s). In particular, A can be chosen to have entries that are independent

and identically distributed according to a Gaussian or Bernoulli distribution.

Moreover, recovery error remains controlled with measurements that are sub-

ject to noise and when the signal x is only approximately (rather than exactly)

sparse. Compressive sensing has found application in image processing, mag-

netic resonance imaging (MRI), statistics, computational neuroscience, and

machine learning, among other areas (see, e.g. [32] [Chapter 1]).

In this chapter, we focus on the related problem of one-bit compressive

sensing as introduced in [11]. The goal in one-bit compressive sensing is to

approximate a sparse (or almost sparse) vector x ∈ Rn from one-bit quantized

measurements of the form

yi = sign(〈ai,x〉), i = 1, 2, . . . ,m, (2.1)

where sign(t) = 1 when t ≥ 0 and sign(t) = −1 when t < 0.

This problem is of practical as well as theoretical interest. In any com-

pressive sensing architecture, measurements yi must be quantized to a finite

number of bits to allow processing using digital computers, so quantization

is necessary to consider. In practice a comparator (one-bit quantizer) is easy

9



to build, fast, and consumes relatively little power, so the extreme quantiza-

tion of one-bit measurements may even be preferable in situations where finer

quantization is expensive relative to additional measurements. One-bit mea-

surements can carry added benefits such as robustness to certain nonlinearities

in the signal acquisition process (saturation, for example). Additionally, recent

research indicates that in some settings, recovery from one-bit measurements

may out-perform multi-bit compressed sensing [46].

In [58], Plan and Vershynin provided the first computationally tractable

method for reconstructing effectively sparse vectors from one-bit measurements

of the form (2.1) via convex optimization (cf. [57]). In this chapter we will

use the following result from [58]:

Theorem 1 (Theorem 1.1 of [58]). Let ai ∈ Rn, i = 1, ...,m, be random vec-

tors with independent and identically distributed standard Gaussian entries and

suppose m > Cδ−5s log2(2n/s). With probability exceeding 1− C exp (−cδm),

the following holds for every x ∈ Rn with ‖x‖2 = 1 and ‖x‖1 ≤
√
s:

The solution x] to the optimization problem

min
x′∈Rn

‖x′‖1 subject to
m∑
i=1

|〈ai,x′〉| = m and sign 〈ai,x′〉 = sign 〈ai,x〉, i ∈ [m]

(2.2)

satisfies ∥∥∥∥x− x]

‖x]‖2

∥∥∥∥
2

≤ δ.

Above, C and c are universal constants, independent of all other parameters.

10



Other recovery algorithms have been explored methods outside of con-

vex optimization based approaches, including greedy methods in [10] and [71]

and other iterative methods in [11], [39], and [51] and a trust region method

in [47]. Fundamental bounds on the best achievable reconstruction error from

noiseless one-bit measurements are discussed in [40].

2.2 Outline and Contributions of Chapter

A limitation of Theorem 1, and in prior results treating the one-bit

compressive sensing problem ([11], [10], [40], [57], [58], [71]) is that ‖x‖2 = 1

must be assumed a priori to guarantee any accuracy in the reconstructed

solution. If one considers only quantized linear measurements yi = 〈ai,x〉,

then such an assumption must be made: quantized linear measurements give

no information about the magnitude of the underlying vector x.

We are concerned with the scenario where the norm of x is not known

a priori, and must be estimated along with the direction from one-bit com-

pressive measurements. Because measurements of the form 〈ai,x〉 give no

information about the norm, we consider the reconstruction of x ∈ Rn from

more general one-bit measurements of the form

yi = sign(〈ai,x〉+ bi), i = 1, 2, . . . ,m, (2.3)

where b = (bi)
m
i=1 is known (such affine shifts should not incur any additional

difficulties in hardware design). We note that the application of affine shifts

before quantization was recently shown to produce more accurate reconstruc-
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tions in the area of one-bit matrix completion [22], but towards a different

purpose. Affine shifts are used for effective recovery from one-bit compressive

measurements in [41]; the approach of this work differs from ours in that it

uses affine shifts that are chosen adaptively, and recovery results are numerical

rather than theoretical. For reconstructing x from the measurements (2.3),

we propose two algorithms: an augmented convex programming approach, and

an empirical distribution function approach.

In the augmented convex programming approach, the shifts bi are stan-

dard Gaussian variables and the measurement vectors ai have i.i.d. standard

Gaussian entries. We can then re-write the affine measurements (2.3) as aug-

mented linear measurements

yi = sign(〈ai,x〉+ bi) = sign(〈ãi, x̃〉),

where ãi = (ai, bi) and x̃ ∈ Rn+1 is given by x̃ = (x, 1). We use a standard

1-bit compressed sensing recovery method, such as that of [58] (2.2) to give

us an estimate x] of x̃, albeit without magnitude information. Defining [n] :=

{1, ..., n} and denoting by xT the restriction of x to T ⊂ [n], we note that if

each ratio x]j/x̃j is roughly the same then the ratio of the norms ‖x][n]‖2/‖x‖2

should be close to the known ratio x]n+1/x̃n+1 = x]n+1/1. Rearranging, this

gives

‖x‖2 ≈
‖x][n]‖2

x]n+1

.

In Section 2.4.1, we formalize this intuition and derive theoretical guarantees

for this method.

12



For the empirical distribution function approach, on the other hand,

the shifts bi are all set to a common, non-random value τ , and we use a

method based on the empirical cumulative distribution function to estimate

the norm of x. This method is motivated by the observation that 〈ai,x〉 is

a Gaussian random variable with mean zero and standard deviation of ‖x‖,

which is the quantity we wish to estimate. Thus, the fraction of measurements

sign(〈ai,x〉 − τ) that are negative should approximate the cumulative distri-

bution function of a N(0, ‖x‖2) random variable evaluated at τ . The accuracy

of the empirical cumulative distribution function (empirical cdf or EDF) is

guaranteed by the Dvoretzky-Keifer-Wolfowitz (DKW) Inequality from [26],

and we use the value of the empirical cdf at τ to obtain an estimate for ‖x‖2.

Section 2.4.1 presents our theoretical results on this method.

Both methods assume a known upper bound on the norm of x and the

EDF method further assumes a known lower bound on ‖x‖2. For each method

we present sufficient conditions on m for universal sparse signal recovery to

hold with high probability (to within a desired accuracy δ > 0). We show that

the performance of the augmented convex programming approach scales like

‖x − x]‖2 . 1/m1/5, similar to the theoretical rate given in [58] in the case

where ‖x‖2 = 1 is assumed. We show that the EDF method is guaranteed to do

at least this well, and in certain regimes even achieves the scaling ‖x−x]‖2 .

1/m1/2.

We find that empirically, the performance of both methods scales like

‖x−x]‖2 . 1/m, matching a known lower bound for the performance for one-
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bit compressive sensing [40]. The numerical experiments suggest that the EDF

method is more sensitive to the choice of parameters such as the lower and

upper bounds on ‖x‖2. At the same time, for norm estimation alone, the EDF

method is much more computationally efficient than solving a convex program,

requiring only a single evaluation of the inverse Gaussian error function, and

not requiring one to store the measurement matrix A but rather just the

proportion of measurements which are quantized to −1 (versus +1).

The structure of the chapter is as follows. In Section 2.3 we present

necessary lemmas. In Section 2.4.1 and 2.4.2, we present each of the two

approaches and associated theoretical guarantees. Finally, in Section 2.5 we

include numerical experiments comparing the accuracy of each norm recovery

method.

2.3 Preliminaries

Throughout, we use C, c, C1, etc. to denote absolute constants whose

values may change from line to line. For integer n we denote [n] = {1, 2, . . . , n}.

Vectors are written in bold italics, e.g. x, and their coordinates written in plain

text so that the ith component of x is xi.

To prove our main results, we will need a few lemmas. The first lemma

is a simple geometric inequality concerning the norm of the difference between

two vectors.

Lemma 2. Consider vectors x1,x2 ∈ Rn and positive scalars t1, t2, α, η ∈ R

14



satisfying

t1 ≥ α > η, ‖x1‖2
2+t21 = 1, ‖x2‖2

2+t22 ≤ 1, and ‖x1−x2‖2
2+(t1−t2)2 ≤

η2. Then ∥∥∥∥x1

t1
− x2

t2

∥∥∥∥2

2

≤ 4η2

α2(α− η)2

Proof. First, define ε = 1− ‖x2‖2
2 − t22. Since√

‖x1‖2
2 + t21 −

√(
‖x2‖2

2 + t22
)
≤
√
‖x1 − x2‖2

2 + (t1 − t2)2 ≤ η,

it follows that 1−
√

1− ε ≤ η, so (1−η)2 ≤ 1−ε and finally ε ≤ 2η−η2 ≤ 2η.

Also by the reverse triangle inequality, t2 ≥ t1 − η ≥ α− η.

Next we note that ‖x1 − x2‖2
2 + (t1 − t2)2 ≤ η2 implies

−2〈x1,x2〉 ≤ η2 − (t1 − t2)2 − ‖x1‖2
2 − ‖x2‖2

2

= η2 − (t21 + ‖x1‖2
2)− (t22 + ‖x2‖2

2) + 2t1t2

= η2 − 2 + ε+ 2t1t2

Now,

∥∥∥∥x1

t1
− x2

t2

∥∥∥∥2

2

=
‖x1‖2

t21
+
‖x2‖2

t22
− 2
〈x1,x2〉
t1t2

≤ 1− t21
t21

+
1− ε− t22

t22
+
η2 − 2 + ε+ 2t1t2

t1t2

=
(t1 − t2)2 − εt21 + η2t1t2 + εt1t2

t21t
2
2

=
(t1 − t2)2

t21t
2
2

+
η2t1t2
t21t

2
2

+
εt1(t2 − t1)

t21t
2
2

≤ 4η2

t21t
2
2
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where in the final inequality we use that 0 < t1 ≤ 1, 0 < t2 ≤ 1, t2 − t1 < η,

and ε < 2η. Over the range α ≤ t1 ≤ 1, and t1 − η ≤ t2 < 1, this expression

attains its maximum at t1 = α, t2 = α − η. Substituting these values for t1

and t2 results in the bound stated in the lemma.

The next lemma gives a bound on the variation of a function with an

inverse dependence on the Gaussian error function.

Lemma 3. Let erf : R → [−1, 1] be the Gaussian error function, and define

h : [0, 1]→ R by

h(u) =

{ 1
erf−1(2u−1)

, u ∈ (0, 1)

0, u ∈ {0, 1}
For η > 0 and a, b ∈

[
1
2

+ η, 1
2
(erf(1) + 1)

)
, we have

|h(a)− h(b)| ≤
∣∣h′(1

2
+ η)(b− a)

∣∣.
Proof. As the derivative of the inverse error function is

d

du
erf−1(u) =

1

2

√
π exp

((
erf−1(u)

)2
)
,

the derivative of h is given by

h′(u) =
−
√
π exp

(
[erf−1(2u− 1)]2

)
[erf−1(2u− 1)]2

,

which is negative and increasing on the interval
(

1
2
, 1

2
(erf(1) + 1)

)
. Thus, for

any η > 0 and a, b in
[

1
2

+ η, 1
2
(erf(1) + 1)

)
, we have |h(a) − h(b)| ≤ |h′(1

2
+

η)||b− a|.
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2.4 Main Results

Here we describe and give guarantees for two methods by which the

norm of an unknown vector x ∈ Rn can estimated, possibly along with the

direction, from one-bit compressive measurements yi = sign(〈ai,x〉+ bi). The

first method augments the convex program (1) to retrieve norm as well as di-

rectional information about the unknown vector, and inherits the error guar-

antees for that approach. The second method estimates the norm directly

from the measured proportion #{i : yi = −1}/m, using the shift bi = τ and

the Gaussianity of ai to obtain a consistent estimator for ‖x‖2 which is an-

alyzed using the Dvoretzky-Keifer-Wolfowitz inequality. This method is very

efficient to implement compared to the convex programming approach, requir-

ing only a single evaluation of the inverse Gaussian error function. At the same

time, it is less robust to parameter uncertainty, as can be seen from numerical

experiments.

2.4.1 Augmented Convex Programming

Our first main result is a bound on the accuracy of approximating a

x ∈ Rn with assumed structural constraint ‖x‖1/‖x‖2 ≤
√
s from one-bit

measurements

yi = sign(〈ai,x〉+ bi), i = 1, 2, . . . ,m. (2.4)

Note that the constraint ‖x‖1/‖x‖2 ≤
√
s describes a class of “approximately”

s-sparse vectors. For reconstruction, we consider an augmented version of the

convex program (2.2) specified below.

17



Theorem 4. For i = 1, ...,m, let the random vectors ai ∈ Rn be indepen-

dent and identically distributed with N(0, 1) entries and let bi be independent

N(0, R) scalars. If for some specified δ < min{1, R/2},

m ≥ Cδ−5R5s log2

(
2n

s

)
,

then with probability exceeding 1−C exp (−c δm
R

) the following holds uniformly

for all vectors x ∈ Rn with ‖x‖1 ≤
√
s‖x‖2 and ‖x‖2 ≤ R: the solution (x], t])

to the optimization problem

min
z∈Rn,u∈R

‖(z, u)‖1 subject to
m∑
i=1

|〈ai, z〉+ ubi| = m

and sign(〈ai, z〉+ ubi) = sign(〈ai,x〉+ bi), i ∈ [m]

satisfies

‖Rx]/t] − x‖2 ≤ 4
√

2δ.

Proof. Let η = δ/(R
√

2). Havingm ≥ Cη−5s log2
(

2n
s

)
≥ C ′η−5(s+1) log2

(2(n+1)
s+1

)
implies by Theorem 1 that

∥∥∥∥∥∥ (x, R)√
‖x‖2

2 +R2
− (x], t])√

‖x]‖2
2 + t]2

∥∥∥∥∥∥
2

≤ η

with high probability on the draw of the matrix, uniformly for all x satisfying

the assumptions of the theorem. Since ‖x‖2 ≤ R by assumption, we choose

α = 1√
2
≤ t1 := R√

‖x‖22+R2
and apply Lemma 2 with x1 = x√

‖x‖22+R2
, x2 =

x]√
‖x]‖22+t]2

, and t2 = t]√
‖x]‖22+t]2

. With our choice of η this yields

18



‖x−Rx]/t]‖2
2 = R2‖x/R− x]/t]‖2

2

≤ R2 4δ2

R2(1/
√

2− δ/(R
√

2))2

=
8δ2

(1− δ/R)2

≤ 32δ2.

To obtain the last inequality above, we used the assumption δ < R/2. It

follows that

‖x−Rx]/t]‖2 ≤ 4
√

2δ. (2.5)

A few remarks are in order.

Remark 5 (Alternative scaling of shift). Recovery in an analogous fashion is

also possible if for τ ≥ δ we sample bi ∼ N(0, τ) instead of bi ∼ N(0, R), as

would be necessary if R is unknown a priori. The proof runs similarly, but

we now estimate x with τx]/t] and apply Lemma 1 with η = δ√
R2+τ2 ≤ α =

τ√
R2+τ2 ≤ t1 = τ√

‖x‖22+τ2
, x1 = x√

‖x‖22+τ2
, x2 = x], and t2 = t]. Then the

error bound (2.5) is replaced with the conclusion that (with high probability)

‖x− τx]/t]‖2 ≤ 2δ
(τ−δ)

√
R2 + τ 2.

Remark 6 (Tightness). For fixed n, s, and R, the parameter λ := δ−5 plays

the role of an oversampling parameter and appears in the rate of decay of the
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reconstruction error as ‖x−Rx]/t]‖2 . λ−1/5. Compared to the known lower

bound of ‖x − x]/t]‖2 & λ−1 for the 1-bit compressive sensing problem in

the case ‖x‖2 = 1 and ‖x‖0 ≤ s, this rate is suboptimal [40]. On the other

hand, this rate matches the error rate achievable using the convex optimization

method (2.2).

Remark 7 (Alternative reconstruction methods). The above theorem can be

easily adapted to alternate reconstruction methods and inherits their associated

error decay rates. For example, using the non-uniform recovery method of [57],

one obtains an error of δ at number of measurements m & δ−4R4s log n/s.

This improves the dependence of the number of measurements on δ, R, and

log n at the expense of losing the uniform recovery guarantee.

2.4.2 Estimating ‖x‖2 Using the Empirical Distribution Function

In this section, we consider an alternate approach to 1-bit compressive

sensing with built-in norm estimation, where now we estimate ‖x‖2 given mea-

surements y = sign(Ax− b) with constant (non-random) b = τ = (τ, ..., τ) ∈

Rm and τ 6= 0. Unlike the previous approach, the method in this section only

approximates the norm of x, and gives no information about its direction.

We consider m measurement vectors ai ∈ Rn whose entries ai,j are i.i.d.

N(0, 1). Note that 〈ai,x〉 ∼ N(0, ‖x‖2
2), and so ‖x‖2 is the standard deviation

of 〈ai,x〉 . Since we only have access to the signs of the samples 〈ai,x〉−τ , and

not the samples themselves, we cannot simply estimate ‖x‖2 via the sample

standard deviation of {〈ai,x〉}mi=1. Instead, we will make use of the empirical

20



cumulative distribution function defined by

Fm(τ) :=
]{i : yi = −1}

m
, (2.6)

which gives the proportion of the m measurements {〈ai,x〉}mi=1 satisfying

〈ai,x〉 ≤ τ . As m increases, the random variable Fm(τ) will approach F (τ) =

1
2
(1+erf τ

‖x‖2
√

2
), where F is the cumulative distribution function of a Gaussian

random variable with mean 0 and variance ‖x‖2
2. Indeed, the empirical dis-

tribution function Fm(τ) is a consistent estimator of F (τ). We note that for

F (τ) 6= 1
2
, we may invert the expression for F (τ) to get ‖x‖2 = τ√

2 erf−1(2F (τ)−1)
,

which motivates, as an approximation of ‖x‖2, the estimator

Λ = Λm(τ) :=
τ√

2 erf−1(2Fm(τ)− 1)
. (2.7)

To help estimate the accuracy of Λ as an approximation to ‖x‖2, we turn to the

Dvoretzky-Keifer-Wolfowitz Inequality [26], which gives the following bound

on the difference between the cumulative distribution function and empirical

cumulative distribution function.

Proposition 8 (Dvoretzky-Keifer-Wolfowitz [26]). Let X1, X2, ..., Xm be i.i.d.

random variables with cumulative distribution function F , and let Fm be the

associated empirical cumulative density function Fm(τ) := 1
m

∑
1Xi≤τ . Then

for any γ > 0,

Prob

(
sup
τ
|Fm(τ)− F (τ)| > γ

)
≤ 2 exp (−2mγ2).
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The DKW inequality will allow us to bound the accuracy of Λm(τ) as

an estimate of ‖x‖2.

Lemma 9. Fix 0 < δ < 1/5, and let x ∈ Rn be such that r ≤ ‖x‖2 ≤ R for

known positive constants r and R. Let A ∈ Rm×n be a matrix with independent

identically distributed N(0, 1) entries. Set τ = r and compute Fm(τ) from

y = sign(Ax− τ ) via (2.6). If

m ≥ πe
R2

r2
δ−2 log

2

ε
,

then with probability at least 1− ε it holds that

|F (τ)− Fm(τ)| < δ√
2π

r

R

and

F (τ) and Fm(τ) ∈
[

1

2

(
1 + erf

(
(1− δ)r√

2R

))
,

1

2

(
1 + erf (1)

)]
.

Proof. By Proposition 8, we have for any choice of γ > 0 , that |F (τ) −

Fm(τ)| ≤ γ with probability at least 1 − 2 exp (−2mγ2). Set τ = r and note

that

F (τ) =
1

2

(
1 + erf

(
τ

‖x‖2

√
2

))
∈
[

1

2

(
1 + erf

(
r√
2R

))
,

1

2

(
1 + erf

(
1√
2

))]
.

For δ < 1, set

η =
1

2
erf

(
(1− δ)r√

2R

)
and

γ =
1

2

(
erf

(
r√
2R

)
− erf

(
(1− δ)r√

2R

))
.
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Noting that

d erf(x)

dx
=

2√
π

exp (−x2), (2.8)

we have for 0 ≤ a ≤ b

(b− a)
2√
π

exp (−b2)x ≤ erf(b)− erf(a) ≤ (b− a)
2√
π

exp (−a2). (2.9)

Consequently

δ√
2πe

r

R
≤ γ ≤ δ√

2π

r

R
.

By the DKW inequality, with probability exceeding

1− 2 exp(−2mγ2) ≥ 1− 2 exp

(
− δ2r2

πeR2
m

)
,

we have

Fm(τ) ∈
[

1

2
+ η,

1

2
+

1

2
erf

(
1√
2

)
+

1

2

(
erf

(
r√
2R

)
− erf

(
(1− δ)r√

2R

))]
.

This yields the conclusion of the lemma provided

2γ = erf

(
r√
2R

)
− erf

(
(1− δ)r√

2R

)
≤ erf (1)− erf

(
1√
2

)
,

which holds when δ ≤ 1/5, and hence γ ≤ δr√
2πR
≤ 1

5
√

2π
≤ 1

2
erf (1)− erf

(
1√
2

)
.

Theorem 10. Fix 0 < δ < 2
√
e

5
R, and let x ∈ Rn be such that r ≤ ‖x‖2 ≤ R

for known strictly positive constants r and R. Let A ∈ Rm×n be a matrix with

independent identically distributed N(0, 1) entries. Set τ = r and compute

Fm(τ) and Λ = Λm(τ) from y = sign(Ax−τ ) via (2.6) and (2.7) respectively.

If

m ≥ 4πe2R
4

r2
δ−2 log

2

ε
,
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then with probability at least 1− ε it holds that∣∣∣‖x‖2 − Λm(τ)
∣∣∣ ≤ δ.

Proof. Define the function h : [0, 1]→ R as in Lemma 3 by

h(u) =

{ 1
erf−1(2u−1)

, u ∈ (0, 1)

0, u ∈ {0, 1}

Then |‖x‖2 − Λm(τ)| = τ√
2
|h(F (τ))− h(Fm(τ))|. If F (τ) and Fm(τ) are in[

.5 + η, 1
2
(erf(1) + 1)

)
for some η > 0, then by Lemma 3 we have:

|‖x‖2 − Λm(τ)| = τ√
2
|h(F (τ))− h(Fm(τ))| ≤ τ√

2
|h′(.5 + η)||F (τ)− Fm(τ)|.

Indeed, provided δ0 := 1
2R
√
e
δ < 1/5, by Proposition 9 we have that |F (τ) −

Fm(τ)| ≤ γ := δ0√
2π

r
R

, and that Fm(τ) and F (τ) do satisfy the assumptions of

Lemma 3 with probability at least 1−ε. So, using Lemma 3 and the definitions

of γ, τ we conclude that

|‖x‖2 − Λm(τ)| =
τ√
2
|h(F (τ))− h(Fm(τ))|

≤ r√
2
· δ0√

2π

r

R
·

2
√
πR2 exp

((
(1− δ0)r/(

√
2R)

)2
)

(1− δ0)2r2

≤ 2R
√
eδ0

= δ.
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The previous theorem gave a bound for norm estimation for a particular

fixed x, and we assumed no particular structural constraints on x. We now

provide a universal norm estimation bound akin to Theorem 4 for the class of

s-sparse vectors: x ∈ Rn satisfying ‖x‖0 ≤ s, r ≤ ‖x‖2 ≤ R.

Theorem 11. For i = 1, . . . ,m, let the random vectors ai ∈ Rn have i.i.d.

N(0, 1) entries. Fix 0 < δ < 1/5 and positive constants r ≤ R. If

m ≥ C1
R4

r2
δ−2s log

(
Rn

δrs

)
then with probability exceeding 1− C2 exp (−c3m),∣∣∣‖x‖2 − Λm

(
3r

5

) ∣∣∣ ≤ 2δ

holds uniformly for all vectors x ∈ Rn in the set {r ≤ ‖x‖2 ≤ R}∩{‖x‖0 ≤ s}.

Here, Λm(3r
5

) is the estimator computed from y = sign(Ax−τ ) via (2.7) with

τ = 3r
5

.

Proof. The idea of the proof is to first show that Theorem 10 holds uniformly

over a sufficiently fine net of points contained in the set of s-sparse vectors

of bounded norm. We then leverage concentration properties of the matrix

A and monotonicity of the function h as defined in Lemma 3 to extend to a

bound which holds uniformly for s-sparse vectors with norm bounded by R.

It will be helpful below to define Fm and Λ now as functions of more

than one argument: Fm(τ, z) := #{i:〈ai,z〉<τ}
m

and Λm(τ, z) := τ√
2erf−1(2Fm(τ,z)−1)

.

First, consider a finite set of points Q such that

Q ⊆ S := {x ∈ Rn : ‖x‖2 ≤ R, ‖x‖0 ≤ s},
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and

min
q∈Q
‖x− q‖2 ≤ ξ/4 for each x ∈ S. (2.10)

By a well-known result in the literature on covering numbers (see, e.g.,[32][

Appendix C.2]) such a set exists. Let Bn
2 denote the unit Euclidean ball in

Rn. Given a fixed s-dimensional linear subspace T of Rn, there exists a finite

set of points QT in Bn
2 ∩ T such that maxx∈Bn

2 ∩Tminq∈QT
‖x− q‖2 ≤ ξ/4, and

such that #(QT ) ≤ (12/ξ)s. Picking such a set of points for each of the
(
n
s

)
≤ (ne

s
)s s-dimensional linear subspaces T whose union is {x ∈ Rn : ‖x‖0 ≤ s},

and rescaling, we arrive at a set of points Q in S of size #(Q) ≤ (ne
s

)s(12R/ξ)s

satisfying (2.10).

Now note that there exists a constant C so that with probability ex-

ceeding 1− 2 exp(− δ2

2C
m), where m > 2Cδ−2s log(n/s), the normalized matrix

1√
m
A ∈ Rm×n has the restricted isometry property of order 2s at level δ, that

is,

(1− δ)‖x‖2 ≤
1√
m
‖Ax‖2 ≤ (1 + δ)‖x‖2 ∀x : ‖x‖0 ≤ 2s

For more details on the restricted isometry property, we refer the reader to

[[32], Theorem 9.2].

We now condition on the event that A has the restricted isometry

property. Let Q′ = {P (q) : q ∈ Q} where P projects radially by P (q) =

q · max{5r
3
, ‖q‖2} . For any x ∈ S ∩ {‖x‖2 ≥ 5r

3
} consider the point q ∈ Q′

realizing (2.10). Note that x − q is 2s-sparse for each x, q ∈ S. Let m∗ =
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#{i : |〈ai,x− q〉|2 ≥ r2/4}.We have then

m∗r2/4 ≤ ‖A(x− q)‖2
2

≤ m(1 + δ)2‖x− q‖2
2

≤ m(1 + δ)2ξ2/16.

It follows that m∗ ≤ ξ2

r2m. Moreover,

m · Fm(r,x) = ]{i : 〈ai,x〉 ≤ r}

≥ ]{i : 〈ai, q〉 ≤ r/2 and 〈ai,x− q〉 ≤ r/2}

= m− ]{i : 〈ai, q〉 ≥ r/2 or 〈ai,x− q〉 ≥ r/2}

≥ m−
(
m(1− Fm(r/2, q)) +m∗

)
≥ m

(
Fm(r/2, q)− ξ2

r2

)
So, repeating this calculation for the upper bound we have

Fm(r/2, q)− ξ2

r2
≤ Fm(r,x) ≤ Fm(3r/2, q) +

ξ2

r2
.

We will now choose ξ small enough to obtain

Fm(r/3, q) ≤ Fm(r,x) ≤ Fm(5r/3, q). (2.11)

In particular, for the right-hand side inequality to hold we desire

ξ2/r2 ≤ Fm(5r/3, q)− Fm(3r/2, q)

=
(
Fm(5r/3, q)− F (5r/3, q)

)
+
(
F (5r/3, q)− F (3r/2, q)

)
+
(
F (3r/2, q)− Fm(3r/2, q)

)
.
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Using Lemma 9 to control the first and third terms and (2.9) for the

middle term, this is achieved if

ξ2/r2 ≤ r

6R
√

2πe
− δ√

2π

19r

6R
.

So if we choose δ < c1 < 1
19
√
e

small enough for the right hand side to be

positive, it suffices to choose ξ ≤ c2r
√
r/R for (2.11) to hold. Here c2 =√

1−19c1
√
e

6
√

2πe
is a sufficiently small constant and is also sufficient to obtain the

left hand side of (2.11).

Since r/3 and 5r/3 are both lower bounds for ‖q‖2, and since we have

invoked Lemma 9, we have by Lemma 3 that t → h(t) is decreasing over the

range t ∈ [Fm(r/3, q), Fm(5r/3, q)]. It follows that

|‖q‖2 − Λm(r,x)| ≤ max {|‖q‖2 − Λm(r/3, q)| , |‖q‖2 − Λm(5r/3, q)|}

and hence

|‖x‖2 − Λm(r,x)| ≤ |‖x‖2 − ‖q‖2|+ |‖q‖2 − Λm(r,x)|

≤ |‖x‖2 − ‖q‖2|+ max{|‖q‖2 − Λm(r/3, q)| , (2.12)

|‖q‖2 − Λm(5r/3, q)|}

≤ ξ/4 + 2R
√
eδ

≤ 3R
√
e · δ. (2.13)

The last inequality is obtained by setting ξ ≤ 4R
√
eδ.

To obtain the bound on m and the probability, note that invoking

Lemma 9 for each individual q, requires

m ≥ πe
R2

r2
δ−2 log

(
2

ε

)
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and yields a probability of failure less than ε. By our choice of ξ, ](Q) ≤

(ne
s

)sCs
0δ
−s(R/r)3s/2 for some positive constant C0, so we pick

m ≥ C1
R2

r2
δ−2s log(

R

r

n

sδ
)

. Consequently by a union bound, and by accounting for the probability that

A satisfies the RIP, our probability of failure is less than C2 exp (−c3m). The

full statement of the theorem follows by rescaling δ and r.

As noted above, this method of norm estimation does not give us an

estimate of the direction x itself; it only yields an estimate of the norm. In or-

der to recover x, we could easily combine the estimated norm with an estimate

of x/‖x‖2 recovered as in Theorem 1.

Corollary 12. Let x ∈ Rn be such that 0 < r ≤ ‖x‖2 ≤ R. Let δ > 0 and

choose τ as in Theorem 10. Suppose we have m = m1 +m2 random Gaussian

vectors and we collect m1 measurements of the form yi = sign(〈ai, x〉 − τ),

and m2 measurements yi = sign(〈ai, x)〉. Suppose Λ is calculated from the m1

measurements as in Theorem 10 and let x] be the solution to the optimization

problem in Theorem 1. If m1 ≥ C0δ
−5R5

(
s log2(n

s
) + log(C/ε)

)
and m2 ≥

4πe2R4

r2 δ
−2 log(4/ε), then with probability at least 1 − ε it holds that ‖Λx] −

x‖2 ≤ δ.

Proof. By Theorem 1, we use a convex optimization problem to obtain x] such

that ∥∥x] − x/‖x‖2

∥∥
2
≤ δ

2
R
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with probability at least 1− ε/2, using only the first m1 ≥ Cδ−5R5(s log(2n
s

))

measurements. With the remaining m2 ≥ CR,rδ
−2 log(8/ε) measurements, we

calculate Λ and have by Theorem 10 that with probability at least 1− ε/2, we

have |‖x‖2 − Λ| ≤ δ
2
. Hence, with probability at least 1 − ε ≤ (1 − ε/2)2, we

have

‖Λx] − x‖2 ≤
∥∥Λx] − ‖x‖2x

]
∥∥

2
+
∥∥x]‖x‖2 − x

∥∥
≤ δ/2 + δ‖x‖2/(2R)

≤ δ.

2.5 Numerical Experiments

Here we test the performance of the two proposed methods for 1-bit

compressive sensing with norm estimation. In all experiments, we consider

s-sparse vectors x ∈ Rn with n = 300 and s = 10 that are constructed by a

uniform draw from the set S = {x : r < ‖x‖2 < R, ‖x‖0 < s} for r = 10,

R = 20. We estimate ‖x‖2 in two ways: (1) using the approximation ‖x̂‖

produced as in Theorem 4, and (2) using the Gaussian empirical cumulative

distribution function (EDF) as in Theorem 10 (Figures 2.1a, 2.2a). The first

estimation method is labeled as PVaug, because it precedes by applying an

augmented version of the optimization problem (2.2) of Plan and Vershynin

[58] as in Theorem 4. In a second set of experiments, we estimate x itself,

rather than just its norm ‖x‖2, with first x̂ as in Theorem 4 (PVaug), and
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second by partitioning the measurements into two sets, estimating the norm

using one set according to the EDF method described in Theorem 10, and

estimating the direction using the remaining measurements, as in Corollary

12. (Figures 2.1b, 2.12b).
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Figure 2.1: Error of the reconstructed norm (left) and reconstructed signal
(right) for values of the number of measurements m. Here, τ is held at r.
Results are averaged over 40 trials.

In Figure 2.1 we plot recovery error for various values of m/n. Note that

the oversampled regime m > n, while uninteresting in classical compressive

sensing setting (with no quantization), is still potentially useful in the one-

bit setting, particularly when measurements are fast or cheap relative to finer

quantization. For each value of m/n we report the average error over a 40

trials in estimating each of x and ‖x‖2. The PVaug method outperforms the

EDF method in the plotted regime, at the cost of more computation time.

We also explore the effect of the choice of threshold τ on the accuracy

of recovery for both methods. In the EDF method, each measurement is

quantized according to whether it is above or below the same threshold τ .
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In the PVaug method, we consider for the same parameter τ the thresholds

bi ∼ N(0, τ). In this case, the expected norm of b equals the norm of the

threshold vector τ = (τ, τ, ..., τ) used in the EDF method.
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Figure 2.2: Error of the reconstructed norm (left) and reconstructed signal
(right), and for values of the thresholding parameter τ relative to ‖x‖2. Here
m/n=6. Results are averaged over 40 trials.

We expect reconstruction to be poor when τ is too large or too small

relative to the true norm of x. As τ goes to zero, the proportion of measure-

ments yi that are −1, |{i:yi=−1}|
m

will approach 1
2

for either fixed τ or random

N(0.τ) thresholds. On the other hand as τ gets large |{i:yi=−1}|
m

will go to 0

for the deterministically thresholded measurements, and to 1
2

for thresholds

∼ N(0.τ). The poor performance at these two extremes yields the U-shaped

error graphs in Figure 2.2. We find that the EDF method may slightly out-

perform the PVaug method at the optimal choice of τ , but that PVaug is more

robust, its error increasing more gradually as τ is increased away from ‖x‖2.
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Chapter 3

Continuous Orthogonal Matching Pursuit

3.1 Background

1 We consider signals that can be represented as the sparse sum of

translated and scaled copies of some known waveforms whose timing and am-

plitudes are of interest. From the aggregate signal one may seek to sort out the

identities, amplitudes, and translations of the waveforms of which the signal

is composed.

Concretely, we suppose that we have a signal y that can be modeled

as:

y(t) =

Nf∑
n=1

J∑
j=1

an,jfn(t− τn,j) (3.1)

We assume that the waveforms fn are known and we seek to recover

positive amplitudes an,j and event times τn,j. We may additionally assume the

presence of an additive noise term η(t). Signals of this form have been studied

in, for example, [69], [56], [29], and [28].

Of particular interest here is the applicability of this recovery problem

to the task of performing spike-sorting on extracellular recordings of neural

1Material in this chapter is based on work by the author with Jacob Yates, Alex Huk,
and Jonathan Pillow to appear in [45]

33



activity (see also Chapter 1). The voltage trace from an electrode (or array

of electrodes) used to measure neural activity in vivo may be recording from

a population of neurons, each of which produces many instances of its own

stereotyped action potential waveform. The timing of each action potential

and which neuron it corresponds to are assumed to be carry the information

that is transmitted, and thus must be extracted from the raw data before ques-

tions of neural coding can be considered. One would thus like to decompose

the analog voltage trace into a list of the timings and amplitudes of action

potentials (spikes) for each neuron.

Recovering amplitudes a and times τ for each instance of each wave-

form from an observed signal y as in (3.1) is difficult in part because of the

nonlinearity of the dependence of y on τ . Moreover, in most applications we

will not have access to y(t) for arbitrary t but rather have a vector of possibly

noisy observations at discrete time points. One way to simplify the problem

is to discretize τ , for example by considering only a finite set of evenly spaced

time shifts τn,j ∈ {∆, 2∆..., N∆∆} and approximating the signal as

y ≈
Nf∑
n=1

J∑
j=1

an,jfn(t− in,j∆), in,j ∈ 1, ..., N∆ (3.2)

Once discretized in this way, the problem is one of sparse recovery: we seek to

represent the observed signal with a sparse linear combination of elements of a

finite dictionary {fn,j(t) : n ∈ 1, ..., Nf , j ∈ 1, ..., N∆} where fn,j(t) := fn(t−

j∆). Framing the problem as sparse recovery, one can then bring tools from

compressed sensing to bear. However, the discretization also introduces several

34



new difficulties. First, with this choice of dictionary, we can only approximate

the true translation τ by values on a discrete grid. Choosing ∆ becomes a

difficult task: small values of ∆ allow us to more closely approximate τ , but

they correspond to larger dictionaries (thus requiring more computation) and

also highly coherent dictionaries (impeding the effectiveness of sparse recovery

algorithms).

A previously introduced algorithm that uses techniques of sparse re-

covery and returns accurate and continuous-valued estimates of a and τ is

Continuous Basis Pursuit (CBP) [29], which we describe in Section 3.3. CBP

proceeds (roughly speaking) by augmenting the discrete dictionary fn,j(t) with

other carefully chosen basis elements, and then solving a convex optimization

problem inspired by basis pursuit denoising. Basis pursuit denoising and other

convex optimization or `1 minimization based methods have been effective in

the realm of sparse recovery and compressed sensing. However, greedy meth-

ods have also been used with great success, and in the regimes considered, and

we will draw on the success of these greedy methods in our own approach. We

extend ideas introduced in CBP to provide a new method for recovering the

desired time shifts τ and amplitudes a that leverages the speed and tractability

of solving the discretized problem while still ultimately producing continuous

valued estimates of τ , and partially circumventing the problem of too much

coherence.
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3.2 Outline and Contributions of Chapter

In this chapter we present fast methods for recovering the identities,

amplitudes, and translations of waveforms present in signals of the form (3.1).

The method proceeds first by greedily identifying rough estimates of the com-

ponent waveforms and then refining the estimates, moving iteratively between

these steps in a process analogous to the well known Orthogonal Matching

Pursuit algorithm [67].. We also draw on Continuous Basis Pursuit (CBP),

which we extend in several ways: by selecting a subspace that optimally cap-

tures translated copies of the waveforms, replacing the convex optimization

problem with a greedy framework, and moving to the Fourier domain to more

precisely estimate time shifts. We test the resulting method, which we call

Continuous Orthogonal Matching Pursuit (COMP) on simulated and neural

data, where it shows gains over CBP in both speed and accuracy.

Broadly speaking, our approach has three parts. First, we augment

the discretized basis in one of several ways. We draw on [29] for two of these

choices, but also present another choice of basis that is in some sense optimal.

Second, we greedily select candidate time bins of size ∆ in which we suspect

an event has occurred. Finally, we move from this rough, discrete-valued

estimate of timing τ to continuous-valued estimates of τ and a. We iterate the

second and third steps, greedily adding candidate time bins and updating our

estimates of τ and a until a stopping criterion is reached.

The structure of the paper is as follows. In Section 3.3 we describe the

method of Continuous Basis Pursuit (CBP), which our method builds upon.
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In Section 3.4 we develop Continuous Orthogonal Matching Pursuit (COMP).

In Section 3.5 we present the performance of our method on real and simulated

data.

3.3 Continuous Basis Pursuit

Continuous Basis Pursuit (CBP) ([29], [28], [30] [27]) is a method for

recovering the time shifts and amplitudes of waveforms present in a signal

of the form (3.1). A key element of CBP is augmenting or replacing the set

{fn,j(t)} with certain additional dictionary elements, such as translated copies

of the waveforms’ derivatives. These additional dictionary elements are chosen

to smoothly interpolate the one dimensional manifold traced out by fn,j(t− τ)

as τ varies in (−∆/2,∆/2).

The benefit of a dictionary that is expanded in this way is twofold.

First, it increases the ability of the dictionary to represent shifted copies of

the waveform fn(t − τ) without introducing as much correlation as would be

introduced by simply using a finer discretization (decreasing ∆)–an advantage

because dictionaries with smaller coherence are generally better suited for

sparse recovery techniques. Second, one can move from recovered coefficients

in this augmented dictionary to estimates an,j and continuous-valued estimates

of τn,j.

In general there are three ingredients for CBP: basis elements, an inter-

polator with corresponding function Φ, and a convex constraint set, C. There

are K basis elements {gn,j,k = gn,k(t− j∆)}k=K
k=1 , for each waveform and width-
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∆ time bin, which together can be used to linearly interpolate fn,j(t−τ), |τ | <

∆/2. The function Φ maps from amplitude a and time shift τ to K-tuples

of coefficients Φ(a, τ) = (c
(1)
n,j, ..., c

(K)
n,j ), so afn,j(t − τ) ≈

∑K
k=1 c

(k)
n,jgn,j,k. The

convex constraint set C is for K-tuples of coefficients of {gn,j,k}k=K
k=1 and cor-

responds to the requirement that a > 0 and |τ | < ∆/2. If the constraint

region corresponding to these requirements is not convex (e.g. in the polar

basis discussed below), its convex relaxation is used.

As a concrete example, let us first consider the dictionary augmented

with shifted copies of each waveform’s derivative: {f ′n,j(t) := f ′n(t − j∆)}.

Assuming fn is sufficiently smooth, we have from the Taylor expansion that

for small τ , afn,j(t− τ) ≈ afn,j(t)−aτf ′n,j(t). If we recover a representation of

y as c1fn,j(t)+c2f
′
n,j(t), then we can estimate the amplitude a of the waveform

present in y as c1, the time shift τ as −c2/c1. Hence, we estimate y ≈ c1fn,j(t+

c2/c1) = c1fn(t− j∆+ c2/c1). Note that the estimate of the time shift τ varies

continuously with c1, c2. In contrast, using shifted copies of the waveforms only

as a basis would not allow for a time shift estimate off of the grid {j∆}j=N∆
j=1 .

Of course, once a suitable dictionary is chosen, one must still recover

coefficients (i.e. c1, c2 in the example above). Motivated by the assumed

sparsity of the signal (i.e. y is the sum of relatively few shifted copies of

waveforms, and so the coefficients of most dictionary elements will be zero), the

CBP algorithm draws on the method of basis pursuit denoising, which has been

effective in the compressive sensing setting and elsewhere [65],[19]. In a typical

compressive sensing setting, basis pursuit denoising produces the following
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estimate of sparse x given that x satisfies the underdetermined system Ax = y:

argminz‖Az− y‖2 + λ‖z‖1.

The `1 penalty encourages sparsity, pushing most of the estimated coefficients

to zero and reflecting the belief that x is sparse, with higher λ encouraging

greater sparsity.

Analogously, CBP (with a first order Taylor basis) recovers coefficients

using the following convex optimization problem:

minimizec(1),c(2)

∥∥∥∥∥∥
Nf∑
n=1

(Fnc(1)
n + F′nc(2)

n )− y

∥∥∥∥∥∥
2

2

+ λ

Nf∑
n=1

∥∥c(1)
n

∥∥
1

(3.3)

subject to c
(1)
n,i ≥ 0 and |c(2)

n,i| ≤
∆

2
c

(1)
n,i ∀n, i

Here we denote by F the matrix with columns {fn,j(t)} and F′ the matrix with

columns {f ′n,j(t)}. Then, for each (n, j) such that c
(1)
n,j 6= 0, one estimates that

there is a waveform in the shape of fn with amplitude â = c
(1)
n,j and time shift

j∆− τ̂ = j∆− c(2)
n,j/c

(1)
n,j present in the signal. Since the c

(1)
n,j terms become the

estimated amplitudes, the `1 penalty on these terms (but not on c
(2)
n,j) encour-

ages sparsity. The inequality constraints in the optimization problem ensure

first that we only recover positive amplitudes â, and second that estimates

τ̂ satisfy |τ̂ | < ∆/2. Requiring τ̂ to fall in this range keeps the estimated τ

in the time bin represented by fn,j and also in the regime where they Taylor

approximation to fn,j(t− τ) is more accurate. Because the objective function

and the constraints are convex, (3.3) is a convex optimization problem.
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One variant of CBP uses this interpolation based on a first-order Tay-

lor expansion (K = 2). However, better results in [29] are obtained for a

second order Taylor interpolation(K = 3), and the best results come from

their polar interpolator, which represents each manifold of time-shifted wave-

forms fn,j(t − τ), |τ | ≤ ∆/2 as an arc of the circle that is uniquely defined

to pass through fn,j(t), fn,j(t − ∆/2), and fn,j(t + ∆/2). Letting the ra-

dius of the circle on which the arc lies be r, and its angle be 2θ we fol-

low [29] and represent points on this arc by linear combinations of func-

tions w, u, v: f(t − τ) ≈ w(t) + r cos(2τ
∆
θ)u(t) + r sin(2τ

∆
)v(t). The functions

w, u and v are themselves linear combinations of fn,j(t), fn,j(t − ∆/2), and

fn,j(t+ ∆/2) given by [w(t), u(t), v(t)]T = A−1[f−∆
2
, f, f−∆

2
]T for matrix A :=1 r cos(θ) −r sin(θ)

1 r 0
1 r cos(θ) r sin(θ)

 .

The Taylor and polar bases both consist of shifted copies of elements

chosen in order to linearly interpolate the curve in function space defined by

fn(t− τ) as τ varies from −∆/2 to ∆/2. CBP is defined more generally given

other choices of interpolator as well. Let Gn,k be the matrix whose columns are

gn,j,k(t) for j ∈ 1, ..., N∆. With basis elements, interpolator, and corresponding

convex constraint set C in place, one proceeds to estimate coefficients in the

chosen basis by solving:

argminc

∥∥∥∥∥∥y −
Nf∑
n=1

K∑
k=1

Gn,kc
(k)
n

∥∥∥∥∥∥
2

2

+ λ‖
Nf∑
n=1

c(1)
n ‖1 (3.4)

subject to (c
(1)
n,j, ..., c

(K)
n,j ) ∈ C ∀(n, j) (3.5)
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Table 3.1: Basis choices (see also [29], Table 1.)

Interpolator Basis Vectors Φ(a, τ) C

Taylor (K=2) {fn,j(t)}, (a,−aτ) c(1) ≥ 0, |c(2)| < c (1) ∆
2

{f ′n,j(t)}

Taylor (K=3) {fn,j(t)}, (a,−aτ, a τ2

2
) c(1), c(3) > 0,

{f ′n,j(t)}, |c(2)| < c(1) ∆
2

{f ′′n,j(t)} |c(3)| < c(1) ∆2

8

Polar {wn,j}, (a, ar cos(2τ
∆
θ), c(1) ≥ 0,

{un,j}, ar sin(2τ
∆
θ)) rc(1) cos(θ) ≤ c(2) ≤ rc(1)

{vn,j}
√

(c(2))2 + (c(3))2 ≤ rc(1)

SVD {u1
n,j}...{uKn,j}. (Section 3.4.1) (Section 3.4.1)

One then maps back from each nonzero set of K recovered coefficients c
(1)
n,j, ..., c

(K)
n,j

to corresponding ân,j, τ̂n,j that represent the precise amplitude and timing of

the nth waveform present in the jth time bin. This can be done by inverting

Φ, if possible, or estimating

(ân,j, τ̂n,j) = argmina,τ‖Φ(a, τ)− (c
(1)
n,j, ..., c

(K)
n,j )‖2

2. (3.6)

3.4 Continuous Orthogonal Matching Pursuit

We now present our method for recovery, which makes use of the idea of

augmented bases presented above, but differs from CBP in several important

ways. First, we introduce a different choice of basis that we find enables more

accurate estimates. Second, we make use of greedy methods that iterates
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between choosing basis vectors and estimating time shifts and amplitudes,

rather than proceeding via a single convex optimization problem as CBP does.

Lastly, we introduce an alternative to the step of mapping back from recovered

coefficients via Φ that notably improves the accuracy of the recovered time

estimates.

Greedy matching pursuit methods such as Orthogonal Matching Pur-

suit (OMP) [67] (and its variants StOMP[25] and ROMP[53]), Subspace Pur-

suit [21], and Compressive Sampling Matching Pursuit (CoSaMP)[52] have

proven to be both fast and effective in the realm of compressed sensing. Since

the number of iterations of these greedy methods tend to go as the sparsity

(at least when the algorithms succeed), they tend to be extremely fast when

a signal is very sparse. Moreover, the greedy methods we use eliminate the

necessity of choosing a regularization constant λ, a choice which can vastly

alter the effectiveness of CBP. (We still need to choose constants K and ∆.)

Our method is most closely analogous to Orthogonal Matching Pursuit, but

recovers continuous valued time estimates, we call it Continuous Orthogonal

Matching Pursuit (COMP).

3.4.1 Choice of Finite Basis

We build upon [29] and, choosing as our basis N∆ shifted copies of a set

of K basis vectors for each waveform in such away that these K basis vectors

can effectively linearly interpolate fn(t−τ) for |τ | < ∆/2. In our method, as in

Continuous Basis Pursuit, these basis vectors allow us to represent continuous
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time shifts instead of discrete time shifts, and expand the descriptive power

of our dictionary without introducing undue amounts of coherence. While

previous work introduced Taylor and polar bases, we obtain the best recovery

from a different basis, which we describe now.

The basis comes from a singular value decomposition of a matrix whose

columns correspond to discrete points on the curve in function space traced

out by fn,j(t− τ) as we vary τ for |τ | < ∆/2. Within one time bin of size ∆,

consider discretizing further into Nδ = ∆/δ time bins of size δ � ∆. Then,

consider the matrix Fδ whose columns come from these (slightly) shifted copies

of the waveform, so that the ith column of Fδ is fn,j(t− iδ+∆/2) for a discrete

vector of time points t. Each column of this matrix is a discrete point on the

curve traced out by fn,j(t− τ) as τ varies.

In choosing a basis, we seek the best choice of K vectors to use to

linearly interpolate this curve. We might instead seek to solve the related

problem of finding the best K vectors to represent these finely spaced points

on the curve, in which case a clear choice for these K vectors is the first K left

singular vectors of Fδ. This choice is optimal in the sense that the singular

value decomposition yields the best rank-K approximation to a matrix. If

Fδ = UΣVT is the singular value decomposition, uk,vk are the columns of U

and V respectively, and sk := Σk,k, then ‖Fδ −
∑K

k=1 uksk(v
k)T‖ ≤ ‖F −A‖

for any rank-K matrix A and any unitarily invariant norm ‖ · ‖.

In order to use this SVD basis with CBP or COMP one must specify

a convex constraint set in RK for the coefficients of this basis. Since afn,j(t−
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iδ) =
∑K

k=1 au
kskv

k
i a reasonable and simply enforced constraint set would

be to assume that the recovered coefficients c(k) corresponding to each basis

vector uk, when divided by c(1) to account for scaling, be between mini skv
k
i and

maxi skv
k
i . Or, more restrictively (but also more computationally intensive)

we can choose the constraint set to be the convex hull (or an approximation to

the convex hull) of the points {(s1v
1
i , .., sKv

K
i )}∆/δ

i=1 . Secondly, we need a way

to recover a and τ . Again two reasonable choices present themselves: we can

τ = iδ and a, i to minimize
∑K

k=1(c(k) − askvki )2, or we can interpolate to find

a function Φ and then find an estimate of a and τ via (3.6).

In Figure 3.1, we compare the error between shifted copies of a sample

waveform f(t− τ) for |τ | < 0.5 and the best (least-squares) approximation of

that waveform as a linear combination of K = 3 vectors from the Taylor, polar,

and SVD bases. Note that the polar basis, as presented in [29] requires K = 3,

while the Taylor and SVD basis can have K ∈ {2, 3, 4...}. The structure of

the error as a function of the time shift τ reflects the structure of the bases.

The Taylor approximation is chosen to be exactly accurate at τ = 0 while the

polar basis is chosen to be precisely accurate at τ = 0,∆/2,−∆/2. The SVD

basis gives the lowest mean error across time shifts.
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Figure 3.1: Using sample waveform f(t) ∝ t exp(−t2), we compare the error
introduced by approximating f(t− τ) for varying τ with a linear combination
of K = 3 basis vectors, from the Taylor, polar or SVD bases. The SVD basis
introduces the least error on average over the shift τ . The average errors for
the Taylor, polar, and SVD bases are 0.026, 0.027, and 0.014 respectively.
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3.4.2 Greedy Recovery

Having chosen our basis, we then greedily recover the time bins in which

an occurrence of each waveform appears to be present. We would like to build

up a set of pairs (n, j) corresponding to an instance of the nth waveform in the

jth time bin. (In our third step, we will refine the estimate within the chosen

bins.)

Our greedy method is motivated by Orthogonal Matching Pursuit (OMP),

which is used to recover a sparse solution x from measurements y = Ax. In

OMP [67], one greedily adds a single dictionary element to an estimated sup-

port set S at each iteration, and then projects orthogonally to adjust the

coefficients of all chosen dictionary elements. After initializing S = ∅,x = 0,

one repeats the following until a stopping criterion is reached:

r = y −Ax

j = argmaxj{|〈aj, r〉| s.t. j ∈ {1, ...J}\S}

S = S ∪ {j}

x = argminz{||y −Az||2 s.t. zi = 0 ∀ i /∈ S}

The stopping criterion could be based on the `2 norm of the residual, or the

number of indices already added to the support set, for example.

We adjust this method to choose at each step not a single additional

element but rather a set of K associated basis vectors. S is again initialized

to be empty, but at each step we add a time-bin/waveform pair (n, j), which
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is associated with K basis vectors. In this way, we are adding K vectors at

each step, instead of one as in OMP. We greedily add the next index (n, j)

according to:

(n, j) = argminm,i

{
min
cm,i

{‖
k∑
i=1

c
(k)
m,ig

(k)
m,i − r‖2

2 s.t. cm,i ∈ C} , (m, i) ∈ Sc
}
(3.7)

Here {g(k)
m,i} are the chosen basis vectors (Taylor, polar, or SVD), and C is

the corresponding constraint set, as in Sections 3.3 and 3.4.1. We proceed by

adding the chosen (n, j) pair to our set S.

In comparison with the greedy step in OMP, we note that choosing j

as in (3.7) is certainly more costly, because we need to perform a constrained

optimization over a K dimensional space for each n, j. If it were necessary

to repeat this optimization for each of the Nf ·N∆ possible indices each time

we added an index, the algorithm would be slow. However, if we assume

waves are localized in time, we need only update the results of the constrained

optimization locally. That is, when we update the residual r by subtracting

the newly identified waveform n in the jth bin, the residual will only change in

the bins at and possibly neighboring the jth bin, and so we need only update

the quantity mincn,j′
{‖
∑k

i=1 c
(k)
n,j′g

(k)
n,j′ − r‖2

2 s.t. cn,j′ ∈ C , } for j′ neighboring

j (for all n).

We remark briefly on the choice of stopping criterion. In the event that

the sparsity (i.e. the number of waveforms present in the signal) is known, one

can simply continue adding (sets of K) basis vectors until the proper number
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of waveforms have been identified. If the sparsity is unknown, as is the case

in spike-sorting, we must choose a different stopping criterion. We could for

example, stop when the `2 norm of the residual drops below a certain threshold,

or when the change in `2 norm of the residual between successive iterations

falls below a certain threshold. In practice below below we will choose our

stopping criterion as follows.

We assume our signal is noisy, and model our observation y as:

y(t) =

Nf∑
n=1

J∑
j=1

an,jfn(t− τn,j) + η(t) (3.8)

evaluated at discrete time points, further that η is Gaussian and independent

at each of the observed time points, with mean 0 and variance σ2. Let us

further assume that a priori, the probability of a waveform occurring in each

bin is distributed as an independent Bernoulli trial with probability of success

p. We assume that the prior probability of (τ, a) depends only on the length of

each of these vectors (i.e. the number of waveforms that have been identified),

so that p(τ, a) = p|a|(1−p)N∆−|a| where here |a| = |τ | is the length of the vector

of amplitudes of identified waveforms a. Then comparing the logarithm of the

posterior probabilities log p(a, τ |y) = log p(y|a, τ) + log p(a, τ)− log p(y), and

noting that at each iteration |anew| = |aold|+1 , we have that log p(τnew, anew)−

log p(τold, aold) is equal to

1

2σ2
(‖rold‖2

2 − ‖rnew‖2
2) + log(p)− log(1− p). (3.9)

Here rnew is the current residual and rold is the residual after the previous

iteration. We then continue while the posterior probability is increasing from
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one iteration to the next, that is, while (3.9) is positive. It is straightforward

to incorporate certain additional prior information into the stopping criterion

if desired; for example, a prior over the amplitudes.

3.4.3 Estimating Time Shifts

Having greedily added a new waveform/timebin index pair (n, j), we

next define our update step, which will correspond to the orthogonal projec-

tion in OMP. We present two alternatives, one of which most closely mirrors

the corresponding step in OMP, the other of which works within the Fourier

domain to obtain more accurate recovery.

To most closely follow the steps of OMP, at each iteration after updat-

ing S we update coefficients c according to:

argminc

∥∥∥∥∥∥
∑

(n,j)∈S

K∑
k=1

c
(k)
n,jg

(k)
n,j − y

∥∥∥∥∥∥
2

2

subject to cn,j ∈ C ∀ (n, j) ∈ S (3.10)

We alternate between the greedily updating S via (3.7), and updating c as in

(3.10), at each iteration finding the new residual r =
∑

(n,j)∈S
∑K

k=1 c
(k)
n,jg

(k)
n,j−y

until the `2 stopping criterion is reached. At this point, one maps back from

the recovered coefficients {cn,j}(n,j)∈S to {a(n,j), τ(n,j)}(n,j)∈S as described in

Section 3.3.

Alternatively we may replace the orthogonal projection step with a

more accurate recovery of spike timings that involves working with the discrete

Fourier transform of the signal. For this, we make use of the following property

of the Fourier transform with respect to translation: (f(t− τ))∧ = e2πiτ f̂ .
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This allows us to estimate a, τ directly via:

argmina,τ‖(
∑
n,j∈S

an,je
2πiωτn,j f̂n,j(ω))− ŷ(ω)‖2 subject to |τn,j| <

∆

2
(n, j) ∈ S

(3.11)

This is a nonlinear and non-convex constrained optimization problem. How-

ever, it can be solved reasonably quickly using, for example, trust region meth-

ods. The search space is dramatically reduced because τ has only |S| entries,

each of which are constrained to be small in absolute value. By searching

directly for a, τ as in (3.11) we sacrifice convexity, but with the benefit of

eliminating from this step the error of interpolation, i.e. the error introduced

as we map back from c to a, τ using Φ−1 or a least squares estimation (recalling

that our signal is only approximately equal to linear combinations of the basis

functions with approximation error as in Figure 3.1),.

We note that if one can define y(t) and fn(t−τ) for any value of t and τ

in the range of interest (for example by using some interpolation method), then

one could also proceed by searching directly in the original time domain for a

and τ that minimize the `2 error. In fact, such search using trigonometrical

polynomials for the interpolation is equivalent to recovering based on the error

in the frequency space as defined above.

Lastly, we observe that while we have bounded τ , it is easy and often

helpful to add inequality constraints to a as well, for example requiring a to

be in some interval around one, and we do impose this in our spike-sorting

simulations and analysis in Section 3.5. Such a requirement effectively imposes
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a uniform prior on a over the chosen interval.

3.5 Application to Data

We apply COMP and CBP for each choice of basis to simulated data

and compare results. We then present a preliminary application of COMP and

CBP to neural data and show how COMP is robust to a certain pathology of

CBP-based spike sorting. In this section, COMP denotes the greedy method

that includes direct estimation of a and τ during the update set as in (3.11).

The convex optimization for CBP is implemented using the cvx package for

MATLAB [38], [36].

3.5.1 Simulated Data

We simulate a signal y as the sum of time-shifted copies of two sample

waveforms f1(t) ∝ t exp(−t2) and f2(t) ∝ e−t
4/16 − e−t2 (Figure 3.2a). There

are s1 = s2 = 5 shifted copies of f1 and f2, respectively. The time shifts are

independently generated for each of the two waveforms using a Poisson process

(which is then trimmed to maintain s1 = s2 = 5), and independent Guassian

noise of variance σ2 is added at each time point. Figure 3.2b shows an example

of the type of noise-free signal (σ = 0), and noisy signal (σ = .2) on which

each recovery method will be run.

We run CBP with the Taylor and polar bases, but also with our SVD

basis, and we run COMP with all three choices of basis. We found λ = .1 to

be an effective regularization parameter for CBP. One can also scale λ with
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Figure 3.2: (a) Waveforms present in the signal. (b) A noise free example
signal (top) and noisy signal (bottom) with σ = .2. (c) Recovery using CBP.
(d) Recovery using COMP. (e) For each recovery method over different values
of the standard deviation of the noise σ, misses plus false positives, divided by
the total number of events present, s = s1 + s2. (f) Average distance between
the true and estimated spike for each hit.
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the known σ2, but found this did not seem to result in improvements over

the data and range of σ considered. Since we did not incorporate knowledge

of σ into our choice of λ, we also did not incorporate it into our stopping

criterion for COMP and instead used a bound on `2 norm of the difference in

residuals from one iteration to the next (rather than incorporate additional

information as in (3.9)). Moreover, since the Fourier update step of COMP

imposes a lower bound on a, we also impose a thresholding step after recovery

with CBP, discarding any recovered waveforms with amplitude less than .3.

We find this thresholding generally improved the performance of the CBP

algorithm by pruning false positives. In all results below, we use K = 3, since

the polar basis requires 3 basis vectors per bin.

We categorize hits, false positive and misses based on whether a time

shift estimate is within a threshold of ε = 1 of the true value. The “average

hit error” of Figure 3.2f, 3.3b is the average distance between the true and

estimated event time for each estimate that is categorized as a hit. Results

are averaged over 20 trials.

We compare CBP and COMP over different parameter regimes, varying

the noise (σ) and the bin size (∆). Figures 3.2e and 3.3a show misses plus

false positives for each method, normalized by the total number of events

present s = s1 + s2. Figures 3.2f and 3.3b show average distance between

the true and estimated spike for each estimate categorized as a hit. The

best performance across by both measures across nearly all parameter regimes

considered is achieved by COMP using the SVD basis. COMP is more robust
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to noise (Figure 3.2f), and also to increases in bin width ∆. (Since both

algorithms increase in speed with higher ∆, robustness with respect to ∆ is an

advantage.) We also note a significant increase in CBP’s robustness to noise

when we implement it with our SVD basis rather than with the Taylor or polar

basis (Figure 3.2e).

A significant advantage of COMP over CBP is its speed. In Figure 3.3c

we compare the speed of COMP (solid) and CBP (dashed) algorithms for each

basis. COMP yields vast gains in speed. The comparison is especially dramatic

for small bin size ∆, where results are most accurate across all methods.

3.5.2 Neural Data

We now present recovery of spike times and sortings from neural data.

Recordings were made using glass-coated tungsten electrodes in the lateral

intraparietal sulcus (LIP) of a macaque monkey performing a motion dis-

crimination task. In addition to demonstrating potential of COMP to bring

improvements to the realm of spike-sorting, this section also demonstrates the

resistance of COMP to a certain kind of error that recovery via CBP can

systematically commit, and which is relevant to neural data.

Spike sorting using CBP may turn out to be unsatisfactory on this data

because one waveform resembles a scaled copy of another waveform (Figure

3.4a). The first waveform (in blue) is similar in shape but larger in amplitude

that the second waveform (in red). This is problematic for CBP or any other `1

minimization based method that penalizes large amplitudes. When the second
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waveform is present with an amplitude of one, for example, CBP is likely to

incorrectly add a lower-amplitude copy of the first waveform to reduce the

penalty on amplitudes, instead of correctly choosing the larger copy of the

second waveform; the amplitude penalty for choosing the correct waveform

can outweigh the higher `2 error caused by including the incorrect waveform.

The limitation of CBP in the face of waveforms that are close to scaled copies

of each other has been observed in [28].

In fact, incorrect assignment by CBP is exactly what we observe, at

least for relatively high values of λ (Figure 3.4). We see that CBP tends

to report small-amplitude copies of the first waveform where COMP reports

large-amplitude copies of the second waveform. Although there is no ground

truth here, the closer match of the recovered signal to the data on the wave-

forms for which the two methods conflict in their identification (Figure 3.4c)

indicates that the waveform identities and amplitudes identified via COMP

better explain the observed signal.

We note that CBP’s mistaken recovery of spurious small-amplitude

copies of the first neuron instead of copies of the second neuron depends on

the weight of the amplitude penalty, determined by λ. The phenomenon will

be observed with relatively high λ values (here λ = .3), but decreasing λ

allows a better explanation of residual to more easily outweigh the choice of

higher amplitude. On the other hand, lowering λ can lead to the recovery of

many spurious smaller amplitude copies of spikes, which must be trimmed via

an appropriate threshold during post-processing. (See [30] for a discussion of
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choosing such a threshold for use with CBP).

As noted in Chapter 1, a typical approach to spike sorting would be

to first pick out candidate spikes from the data, then sort them by applying

some dimensionality reduction and then a clustering algorithm to the observed

waveforms. However, as discussed in [56] [28], this clustering does not deal ef-

fectively with superimposed spikes. When faced with a waveform that is in fact

the the sum of spikes from two different neurons, it typically either dismisses

the event as an outlier, or includes it as an instance of some nonexistent third

neuron. Proceedures like COMP, CBP, or Binary Pursuit [56] that explicitly

model the signal as in (3.1) allow for a principled treatment of superimposed

spikes (quite important if correlations between spike times are of interest, for

example, as is frequently the case). COMP combines a principled approach to

the signal of interest with computational speed and the ability to accurately

recover continuous valued times of waveforms, even in the presence of similarly-

shaped waveforms. Our preliminary applications to data indicate that COMP

could be very useful in practical implementations of spike-sorting.
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Chapter 4

Spike-train Entropy Rate Estimation Using

Hierarchical Dirichlet Process Priors

4.1 Outline and Contributions of Chapter

1 The neural and simulated data considered in this chapter will be

binary sequences that in the neural context represent the spike train of a

neuron, where each symbol represents either the presence of a spike in a bin

(1) or the absence of a spike (0). (In the case of neural data, we assume

that the bins are sufficiently small so that there is not more than one spike

in a bin.) We view the data as a sample path from an underlying stochastic

process. From the finite binary sequence, we seek to compute the entropy

rate of the process, which is an information theoretic quantity that quantifies

average uncertainty of each new symbol (0 or 1) given the previous symbols -

or the amount of new information per symbol.

Information theory is useful in analyzing neural data in part because it

provides quantifications of the amount of information transmitted by a signal

without reference to assumptions about how the information is represented or

used. The entropy rate is of interest as a measure of uncertainty per unit time,

1Material in this chapter is based on published work by the author and Jonathan Pillow
in [43]
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an upper bound on the rate of information transmission, and an intermediate

step in computing mutual information rate between stimulus and neural re-

sponse. However, accurate entropy rate estimation is difficult, and estimates

from limited amounts of data are often severely biased. We present a Bayesian

method for estimating entropy rates from binary data that uses hierarchical

Dirichlet process priors (HDP) to reduce this bias.

Our method proceeds by modeling the source of the data as a Markov

chain, and then using the fact that the entropy rate of a Markov chain is a

deterministic function of its transition probabilities. We thus obtain both an

approximation of the underlying stochastic process as a Markov chain, and an

estimate of the entropy rate of the process. Fitting the model yields parameters

relevant to two different of interest about the statistical properties of a spiking

neuron: (1) what kind of time dependencies are present? and (2) how much

information is the neuron transmitting?

We give a Bayes least squares and empirical Bayesian entropy rate es-

timators for binary spike trains using hierarchical Dirichlet process (HDP)

priors. Our estimator leverages the fact that the entropy rate of an ergodic

Markov Chain with known transition probabilities can be calculated analyti-

cally, and many stochastic processes that are non-Markovian can still be well

approximated by Markov processes of sufficient depth. Choosing the appro-

priate depth of Markov model presents challenges due to possibly long time

dependencies and short data sequences: a deeper model can better account

for long time dependencies, but is more difficult to infer from limited data.
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Our approach mitigates this difficulty by using a hierarchical prior to share

statistical power across Markov chains of different depths. For binary data,

the HDP reduces to a hierarchy of beta priors, where the prior distribution

over each parameter representing the probability of the next symbol given a

long history, is a beta distribution centered on the probability of that symbol

given a truncated, one-symbol-shorter, history. The posterior over symbols

given a certain history is thus “smoothed” by the probability over symbols

given a shorter history. This smoothing is a key feature of the model.

We demonstrate the performance of both the fully Bayesian and em-

pirical Bayes entropy rate estimator based on this model, and demonstrate

their performance on simulated and real neural spike train data. The first

method has the benefit of increased computational efficiency; the second has

the advantage that it provides posterior samples of entropy rate rather than a

point estimate, so we can evaluate Bayesian confidence intervals, for example.

The chapter is structured as follows. We begin in Section 4.2 by dis-

cussing several fundamental information theoretic quantities (including en-

tropy rate, which is our focus here) as well as the relevance of information

theory to neural coding. We discuss the challenges of entropy rate estimation

and existing entropy rate estimators in Section 4.3. In Section 4.4, we review

Markov models in the context of their relationship to entropy rate, and in Sec-

tion 4.5 we discuss the hierarchical Dirichlet process prior. In Sections 4.6 and

4.7, we present two Bayesian estimates of entropy rate using the HDP prior,

one involving a direct calculation of the posterior mean transition probabili-
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ties of a Markov model, the other using Markov Chain Monte Carlo methods

to sample from the posterior distribution of the entropy rate. In Section 4.8

we compare the HDP entropy rate estimators to existing entropy rate esti-

mators including the context tree weighting entropy rate estimator from [42],

the string-parsing method from [49] and [1], and finite-length block entropy

rate estimators that makes use of the entropy estimators of [55] and [50]. We

evaluate the results for simulated and real neural data.

4.2 Background

Information theory was introduced in 1948 by Shannon [60] and an-

swers important questions in communication theory about data compression

and the ability of communication channels to transmit information. Its general

framework and quantification of the limits of communication are relevant to

a broad range of subjects, including statistical mechanics, probability theory,

communication theory, algorithmic complexity in computer science, and neu-

roscience [20]. A fundamental quantity in information theory is the (Shannon)

entropy of a random variable.

Definition 13. The entropy H(X) of a discrete random variable X with values

in X and probability mass function p is:

H(X) = −
∑
x∈X

p(x) log2 p(x)

Elements x with zero probability are permitted, but with the convention

that in this case p(x) log p(x) is interpreted as limε→0+ ε log ε = 0. We use a
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base two logarithm throughout this chapter so that entropy is given in bits.

The natural logarithm can also be used, in which case the entropy would be

in nats.

The entropy quantifies the uncertainty of a random variable. It is

the average length of shortest description of a random variable. If L∗ =∑
x∈X l(x)p(x) is the expected length of an optimal binary code for random

variable X, where l(x) is the length of the binary codeword for x, then

H(X) ≤ L∗ ≤ H(X) + 1 (See, e.g. [20] Theorem 5.4.1).

With more than one random variable, it becomes useful to quantify how

much information one random variable provides about the other. The mutual

information I(X, Y ) for discrete random variables X and Y with probability

mass functions given by p(x) and p(y) is

I(X, Y ) =
∑
x∈X

∑
y∈Y

p(x, y) log
p(x, y)

p(x)p(y)

While entropy characterizes the uncertainty present in a single dis-

tribution, entropy rate quantifies the disorder in a stochastic process. For

a stochastic process {Xi}∞i=1 the entropy of the random vector (X1, ..., Xk)

grows with k; we are interested in how it grows. Define the block entropy

Hk to be the entropy of the distribution of length-k sequences of symbols,

Hk = H(Xi+1, ...Xi+k) Then we define the entropy rate as follows:

Definition 14. The entropy rate of stochastic process {Xi}∞i=1is given by

h = lim
k→∞

1

k
Hk. (4.1)
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There are two other definitions for entropy rate, which are equivalent

to the first for stationary processes:

h = lim
k→∞

Hk+1 −Hk (4.2)

h = lim
k→∞

H(Xi+1|Xi, Xi−1, ...Xi−k) (4.3)

In computational neuroscience, these quantities in information theory

have been used in several ways in the context of neural coding (that is, how a

neuron or population of neurons encodes stimuli). See, for example, [23], [64],

[12], [6],[3] or see [9] for a review. It is useful to quantify how much information

a stimulus or response can provide (to the experimenter, to the organism itself,

or both). Entropy gives a measure of neural response variability, and of the

uncertainty of the stimulus. Mutual information provides a measure of the

response variability that is due to a stimulus, and the reliability of stimulus-

response functions. The mutual information of two different neurons has also

been used as a measure of the redundancy in responses of two neurons or

populations of neurons.

In addition to simply quantifying the amount of information conveyed,

information theoretic analyses have been used to address questions of opti-

mality and efficiency of neural coding. One can compute the responses that

provide maximum mutual information between a given stimulus distribution

and its response, and then compare these ‘optimal’ responses to the true ones

(e.g. [48]). One can also vary the stimulus statistics (e.g. from broadband

noise to naturalistic stimulus statistics), and examine the corresponding vari-
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ation in the amount of information conveyed by neural response (e.g. [59]).

Information theory has also found a use in determining the limiting spike tim-

ing precision of neural encoding– the shortest time scale over which differences

in timing might convey information [54].

While entropy and mutual information are useful for examining the dis-

tribution of responses (in terms of average spike rate of a neuron, for example)

to stimuli, entropy and mutual information rates have been necessary in many

of these applications in order to look at the transfer of information per unit

time in spike trains. This chapter focuses on entropy rate. For spiking neu-

rons, the entropy rate places an upper bound on the rate at which the spike

train can convey stimulus information, and a large literature has focused on

the problem of estimating entropy rate from spike train data.

4.3 Existing Methods of Entropy Rate Estimation

We briefly survey previous methods of entropy rate estimation for bi-

nary (or spike train) sequences, and some of the principal challenges in accu-

rately estimating entropy rates.

4.3.1 Block Entropy Rate Estimators

One class of entropy rate estimators consists of those that we call block

entropy rate estimators, which make use of the existing body of work surround-

ing accurate estimation entropy from data. Equations 4.1 and 4.2 suggest a

simple entropy rate estimator, in which one first selects a block size k and
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then a suitable entropy estimator with which to estimate Hk. The simples

block entropy rate estimator is the plugin entropy estimator, for which one

estimates the probability of each length-k block using the frequency of its ap-

pearance in the data. That is, one estimates the probability of each length-k

block (x1, ..., xk) with the proportion of all observed length-k blocks are equal

to (x1, ..., xk). For binary data there are 2k possible length-k blocks. When

N denotes the data length and ci the number of observations of each block in

the data, the plugin estimator is:

Ĥplugin =
2k∑
i=1

− ci
N

log
ci
N

(4.4)

from which we can immediately estimate the entropy rate with hplugin,k =

Ĥplugin/k, for some appropriately chosen k (the subject of “appropriate choice”

will be taken up in more detail later).

We would expect that using better block entropy estimators would

yield better corresponding entropy rate estimators, and so we also consider two

other block based entropy rate estimators. The first uses the Bayesian entropy

estimator HNSB, named for Nemenman, Shafee and Bialek [55], which gives a

Bayesian least squares estimate for entropy given a mixture-of-Dirichlet prior.

The second uses the Miller and Madow estimator [50], which gives a first-

order correction to the (often significantly biased) plugin entropy estimator of

Equation 4.4:

ĤMM =
2k∑
i=1

− ci
N

log
ci
N

+
A− 1

2N
log(e) (4.5)
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where A is the size of the alphabet of symbols (A = 2 for the binary data

sequences presently considered). For a given k, we obtain entropy rate es-

timators hNSB,k = ĤNSB/k and hMM,k = ĤMM/k by applying the entropy

estimators from [55] and [50] respectively to the empirical distribution of the

length-k blocks.

While we can improve the accuracy of these block entropy rate esti-

mates by choosing a better entropy estimator (e.g. choosing the NSB estimator

instead of the plugin estimator), selecting a block size k remains a challenge. If

we choose k to be small, we miss long time dependencies in the data and tend

to overestimate the entropy; intuitively, the time series will seem more unpre-

dictable than it actually is, because we are ignoring long-time dependencies.

On the other hand, as we consider larger k, limited data leads to underesti-

mates of the entropy rate. See the plots of hplugin, hNSB, and hMM in Figure

4.3d for an instance of this effect of block size on entropy rate estimates. We

might hope that in between the overestimates of entropy rate for short blocks

and the the underestimates for longer blocks, there is some “plateau” region

where the entropy rate stays relatively constant with respect to block size,

which we could use as a heuristic to select the proper block length [42]. Un-

fortunately, the block entropy rate at this plateau may still be biased, and for

data sequences that are short with respect to their time dependencies, there

may be no discernible plateau at all (e.g. [42], Figure 1).
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4.3.2 Other Entropy Rate Estimators

Not all existing techniques for entropy rate estimation involve an ex-

plicit choice of block length. The Lempel-Ziv complexity [49], for example, can

be used to estimate entropy rate [1]. One proceeds by parsing the full string

of symbols in the data by starting from the first symbol, and sequentially re-

moving and counting as a “phrase” the shortest substring that has not yet

appeared. When M is the number of distinct phrases counted in this way (the

Lempel-Ziv complexity), the entropy rate can be estimated as: hLZ = M
N

logN ,

free from any explicit block length parameters.

Another method, proposed in [61], is to extrapolate the linear trend

(if any) in the plot of the inverse block length 1/k versus the plug-in block

entropy rate. The extrapolation to 1/k = 0 is then used as the estimate for

entropy rate.

A fixed block length model like the ones described in the previous sec-

tion uses the entropy of the distribution of all the blocks of a some length -

e.g. all the blocks in the terminal nodes of a context tree like the one in Fig-

ure 4.2a. In the context tree weighting (CTW) framework of [42], one instead

uses a minimum descriptive length criterion to weight different tree topolo-

gies, which have within the same tree terminal nodes corresponding to blocks

of different lengths. This weighting is then used to generate Monte Carlo

samples and approximate the integral
∫
h(θ)p(θ|T, data)p(T|data) dθ dT, in

which T represents the tree topology, and θ represents transition probabilities

associated with the terminal nodes of the tree.
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In our approach, the HDP prior combined with a Markov model of

our data will be a key tool in overcoming some of the difficulties of choosing

a block-length appropriately for entropy rate estimation. It will allow us to

choose a block length that is large enough to capture possibly important long

time dependencies, while easing the difficulty of estimating the properties of

these long time dependencies from short data.

4.4 Markov Models

The usefulness of approximating our data source with a Markov model

comes from (1) the flexibility of Markov models including their ability to well

approximate even many processes that are not truly Markovian, and (2) the

fact that for a Markov chain with known transition probabilities the entropy

rate need not be estimated but is in fact a deterministic function of the tran-

sition probabilities.

A Markov chain is a sequence of random variables that has the property

that the probability of the next state depends only on the present state, and

not on any previous states. That is, P (Xi+1|Xi, ..., X1) = P (Xi+1|Xi). We

consider the state variables to be strings of symbols of length k rather than

individual 0s and 1s, Thus we will discuss depth-k Markov models, where the

probability of the next state depends only previous k symbols, or what we

will call the length-k context of the symbol. With a binary alphabet, we have

2k states the depth-k chain can take, and from each state s, transitions are

possible only to two other states. (So that for, example, 110 can transition to
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state 101 or state 100, but not to any other state). Because we allow only two

transitions from each state, the transition probability distribution from each s

is completely specified by only one parameter, which we denote gs, the proba-

bility of observing a 1 given the context s. A description of the entire Markov

Chain model thus requires 2s parameters: {gs|s a length-k binary word}.

1000101001100010
time

?
1 0 0 1 0 0

g100100

1 0 0 1 0 0 01-g100100

1 0 0 1 0 0 1

Figure 4.1: A neural spike train as a depth-6 Markov chain

The entropy rate of an ergodic Markov chain with finite state set A is

given by:

h =
∑
s∈A

p(s)H(x|s), (4.6)

where p(s) is the stationary probability associated with state s, and H(x|s) is

the entropy of the distribution of possible transitions from state s. The vector

of stationary state probabilities p(s) for all s is computed as a left eigenvector

of the transition matrix T:

p(s)T = p(s) ,
∑
s

p(s) = 1 (4.7)

Since each row of the transition matrix T contains only two non-zero entries,

gs, and 1− gs, p(s) can be calculated relatively quickly for modest values of k.

With equations 4.6 and 4.7, h can be calculated analytically from the vector

of all 2k transition probabilities {gs}. A Bayesian estimator of entropy rate
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based on a Markov model of order k is given by

ĥBayes =

∫
h(g)p(g|data)dg (4.8)

where g = {gs : |s| = k}, h is the deterministic function of g given by Equa-

tions 4.6 and 4.7, and p(g|data) ∝ p(data|g)p(g) given some appropriate prior

over g.

Modeling a time series as a Markov chain requires a choice of the depth

of that chain, so we have not avoided the depth selection problem yet. What

will actually mitigate the difficulty here is the use of hierarchical Dirichlet

process priors.

4.5 Hierarchical Dirichlet Process Priors

We describe a hierarchical beta prior, a special case of the hierarchical

Dirichlet process (HDP), which was presented in [63] and applied to problems

of natural language processing in [62] and [70].

The true entropy rate h = limk→∞Hk/k captures time dependencies of

infinite depth. Therefore to calculate the estimate ĥBayes in Equation 4.8 we

would like to choose some large k. However, it is difficult to estimate transition

probabilities for long blocks with short data sequences, so choosing large k

may lead to inaccurate posterior estimates for the transition probabilities g.

In particular, shorter data sequences may not even have observations of all

possible symbol sequences of a given length.

This motivates our use of hierarchical priors as follows. Suppose we
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have a data sequence in which the subsequence 0011 is never observed. Then

we would not expect to have a very good estimate for g0011; however, we could

improve this by using the assumption that, a priori, g0011 should be similar to

g011. That is, the probability of observing a 1 after the context sequence 0011

should be similar to that of seeing a 1 after 011, since it might be reasonable

to assume that context symbols from the more distant past matter less. Thus

we choose for our prior:

gs|gs′ ∼ Beta(α|s|gs′ , α|s|(1− gs′)) (4.9)

where s′ denotes the context s with the earliest symbol removed. This choice

gives the prior distribution of gs mean gs′ , as desired. The α|s| is a concen-

tration parameter that governs how sharply peaked around gs′ is the prior

distribution of gs. We continue constructing the prior with

gs′′ |gs′ ∼ Beta(α|s′|gs′′ , α|s′|(1− gs′′))

and so on until g[] ∼ Beta(α0p∅, α0(1 − p∅)) where g[] is the probability of a

spike given no context information and p∅ is a hyperparameter reflecting our

prior belief about the probability of a spike. This hierarchy gives our prior

the tree structure as shown in in Figure 4.2. A priori, the distribution of each

transition probability is centered around the transition probability from a one-

symbol-shorter block of symbols. As long as the assumption that more distant

contextual symbols matter less actually holds (at least to some degree), this

structure allows the sharing of statistical information across different contex-

tual depths. We can obtain reasonable estimates for the transition probabilities
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Figure 4.2: A depth-3 hierarchical Dirichlet prior for binary data

from long blocks of symbols, even from data that is so short that we may have

few (or no) observations of each of these long blocks of symbols.

We could use any number of distributions with mean gs′ to center the

prior distribution of gs at gs′ ; we use beta distributions because they are con-

jugate to the likelihood. The α|s|, which control how concentrated the distri-

bution is about its mean, can also be estimated from the data. We assume

that there is one value of α for each level in the hierarchy, but one could also

fix alpha to be constant throughout all levels, or let it vary within each level.

This hierarchy of beta distributions is a special case of the hierar-

chical Dirichlet process. A Dirichlet process (DP) is a stochastic process

whose sample paths are each probability distributions. Formally, if G is a

finite measure on a set S, then X ∼ DP (α,G) if for any finite measurable

partition of the sample space (A1, ...An) we have that X(A1), ...X(An) ∼

Dirichlet(αG(A1), ..., αG(An)). Thus for a partition into only two sets, the

Dirichlet process reduces to a beta distribution, which is why when we spe-

cialize the HDP to binary data, we obtain a hierarchical beta distribution. In
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[63] the authors present a hierarchy of DPs where the base measure for each

DP is again a DP. In our case, for example, we have G011 = {g011, 1− g011} ∼

DP (α3, G11), or more generally, Gs ∼ DP (α|s|, Gs′).

4.6 Empirical Bayesian Estimator

One can generate a sequence from an HDP by drawing each subsequent

symbol from the transition probability distribution associated with its context,

which is given recursively by [62]:

p(1|s) =

{
cs1

α|s|+cs
+

α|s|
α|s|+cs

p(1|s′) if s 6= ∅
c1

α0+N
+ α0

α0+N
p∅ if s = ∅

(4.10)

where N is the length of the data string, p∅ is a hyperparameter representing

the a prior probability of observing a 1 given no contextual information, cs1 is

the number of times the symbol sequence s followed by a 1 was observed, and

cs is the number of times the symbol sequence s was observed.

We can calculate the posterior predictive distribution ĝpr which is spec-

ified by the 2k values {gs = p(1|s) : |s| = k} by using counts c from the data

and performing the above recursive calculation to estimate gs for each of the

2k states s. Given the estimated Markov transition probabilities ĝpr we then

have an empirical Bayesian entropy rate estimate via Equations 4.6 and 4.7.

We denote this estimator hempHDP . Note that while ĝpr is the posterior mean

of the transition probabilities, the entropy rate estimator hempHDP is no longer

a fully Bayesian estimate, and is not equivalent to the ĥBayes of equation 4.8.

We thus lose some clarity and access to the full posterior distribution of the
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entropy rate (which allows us the ability to easily compute Bayesian confi-

dence intervals, for example). However, we gain a good deal of computational

efficiency because calculating hempHDP from ĝpr involves only one eigenvector

computation, instead of the many needed for the Monte Carlo approximation

to the integral in Equation 4.8. We present a fully Bayesian estimate next.

4.7 Fully Bayesian Estimator

Here we return to the Bayes least squares estimator ĥBayes of Equation

4.8. The integral is not analytically tractable, but we can approximate it using

Markov Chain Monte Carlo techniques. We use Gibbs sampling [34],[33] to

simulate NMC samples g(i) ∼ g|data from the posterior distribution and then

calculate h(i) from each g(i) via Equations 4.6 and 4.7 to obtain the Bayesian

estimate:

hHDP =
1

NMC

NMC∑
i=1

h(i) (4.11)

To perform the Gibbs sampling, we need the posterior conditional prob-

abilities of each gs. Because the parameters of the model have the structure

of a tree, each gs for |s| < k is conditionally independent from all but its

immediate ancestor in the tree, gs′ , and its two descendants, g0s and g1s. We

have:

p(gs|gs′ , g0s, g1s.α|s|, α|s|=1) ∝Beta(gs;α|s|gs′ , α|s|(1− gs′))

Beta(g0s;α|s|+1gs, α|s|+1(1− gs))

Beta(g1s;α|s|+1gs, α|s|+1(1− gs))

(4.12)
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and we can compute these probabilities on a discrete grid since they are each

one dimensional, then sample the posterior gs via this grid. We used a uniform

grid of 100 points on the interval [0,1] for our computation in Section 4.8. For

the transition probabilities from the bottom level of the tree {gs : |s| = k}, the

conjugacy of the beta distributions with binomial likelihood function gives the

posterior conditional of gs a recognizable form: p(gs|gs′ , data) = Beta(αkgs′ +

cs1, αk(1− gs′) + cs0).

In the HDP model we may treat each α as a fixed hyperparameter, but

it is also straightforward to set a prior over each α and then sample α along

with the other model parameters with each pass of the Gibbs sampler. The

full posterior conditional for αi with a uniform prior is (from Bayes’ theorem):

p(αi|gs, gs0, gs1 : |s| = i−1) ∝
∏

{|s|=i−1}

(gs1gs0)αigs−1((1− gs1)(1− gs0))αi(1−gs)−1

Beta(αigs, αi(1− gs))2

(4.13)

For Section 4.8 we sampled α by computing the probabilities above on a grid of

values spanning the range [1, 2000]. This upper bound on α is rather arbitrary,

but we verified that increasing the range for α had little effect on the entropy

rate estimate, at least for the ranges and block sizes considered.

In some applications, the Markov transition probabilities g, and not

the entropy rate alone, may be of interest as a description of the time depen-

dencies present in the data. The Gibbs sampler above yields samples from

the distribution g|data, and averaging these NMC samples yields a Bayes least

squares estimator of transition probabilities, ĝgibbsHDP . Note that this esti-
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mate is closely related to the estimate ĝpr from the previous section; with

more MC samples, ĝgibbsHDP converges to the posterior mean ĝpr (when the α

are fixed rather than sampled, to match the fixed α per level used in Equation

4.10).

4.8 Applications to Data

We applied the model to both simulated data with a known entropy

rate and to neural data, where the entropy rate is unknown. We examine the

accuracy of the fully Bayesian and empirical Bayesian entropy rate estimators

hHDP and hempHDP , and compare the entropy rate estimators hplugin, hNSB

[55], hMM [50], hLZ [49] [1], and hCTW [42], which are described in Section 4.3.

We also consider estimates of the Markov transition probabilities g produced

by both inference methods.

4.8.1 Simulation

We considered data simulated from a Markov model with transition

probabilities set so that transition probabilities from states with similar suf-

fixes are similar (i.e. the process actually does have the property that more

distant context symbols matter less than more recent ones in determining

transitions). We used a depth-5 Markov model, whose true transition proba-

bilities are shown in black in Figure 4.3a , where each of the 32 points on the x

axis represents the probability that the next symbol is a 1 given the specified

5-symbol context.
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Figure 4.3: Comparison of estimated (a) transition probability and (b,c,d)
entropy rate for data simulated from a Markov model of depth 5. In (a) and
(d), data sets are 500 symbols long. The block-based and HDP estimators in
(b) and (c) use block size k = 8. In (b,c,d) results were averaged over 5 data
sequences, and (c) plots the average absolute value of the difference between
true and estimated entropy rates.

In Figure 4.3a we compare HDP estimates of transition probabilities

of this simulated data to the plugin estimator of transition probabilities ĝs =

cs1

cs
calculated from a 500-symbol sequence. (The other estimators do not

include calculating transition probabilities as an intermediate step, and so

cannot be included here.) With a series of 500 symbols, we do not expect

enough observations of each of possible transitions to adequately estimate the

2k transition probabilities, even for rather modest depths such as k = 5. And
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indeed, the “plugin” estimates of transition probabilities do not match the true

transition probabilities well. On the other hand, the transition probabilities

estimated using the HDP prior show the kind of “smoothing” the prior was

meant to encourage, where states corresponding to contexts with same suffixes

have similar estimated transition probabilities.

Lastly, we plot the convergence of the entropy rate estimators with in-

creased length of the data sequence and the associated error in Figures 4.3b,c.

If the true depth of the model is no larger than the depth k considered in

the estimators, all the estimators considered should converge. We see in Fig-

ure 4.3c that the HDP-based entropy rate estimates converge quickly with

increasing data, relative to other models.

The motivation of the hierarchical prior was to allow observations of

transitions from shorter contexts to inform estimates of transitions from longer

contexts. This, it was hoped, would mitigate the drop-off with larger block-size

seen in block-entropy based entropy rate estimators. Figure 4.3d indicates that

for simulated data that is indeed the case, although we do see some bias the

fully Bayesian entropy rate estimator for large block lengths. The empirical

Bayes and and fully Bayesian entropy rate estimators with HDP priors produce

estimates that are close to the true entropy rate across a wider range of block-

size.

79



(b)

(a)

(c)

2 4 6 8 10

0.2

0.4

0.6

0.8

1

Block Length

E
n

tr
o

p
y
 R

a
te

 E
s
ti
m

a
te

NSB

MM

plugin

LZ

ctw

empHDP

HDP

converged

0

0.2

0.4

0.6

0.8

1
p

(1
|s

)

0
0

0
0

0

1
0

0
0

0

0
1

0
0

0

1
1

0
0

0

0
0

1
0

0

1
0

1
0

0

0
1

1
0

0

1
1

1
0

0

0
0

0
1

0

1
0

0
1

0

0
1

0
1

0

1
1

0
1

0

0
0

1
1

0

1
0

1
1

0

0
1

1
1

0

1
1

1
1

0

0
0

0
0

1

1
0

0
0

1

0
1

0
0

1

1
1

0
0

1

0
0

1
0

1

1
0

1
0

1

0
1

1
0

1

1
1

1
0

1

0
0

0
1

1

1
0

0
1

1

0
1

0
1

1

1
1

0
1

1

0
0

1
1

1

1
0

1
1

1

0
1

1
1

1

1
1

1
1

1

10
2

0

0.2

0.4

0.6

0.8

1

Data Length

E
s
ti
m

a
te

d
 E

n
tr

o
p

y
 R

a
te

 

10
2

0

0.1

0.2

0.3

0.4

Data Length

M
e

a
n

 A
b

s
o

lu
te

 E
rr

o
r

h
NSB

h
MM

h
plugin

h
LZ

h
ctw

h
empHDP

h
HDP

h
converged

(d)

10
2

10
4

0

0.1

0.2

0.3

0.4

Data Length

A
b

s
o

lu
te

 E
rr

o
r

10
2

10
4

0

0.2

0.4

0.6

0.8

1

Data Length

E
n

tr
o

p
y
 R

a
te

 E
s
ti
m

a
te

2 4 6 8 10 12
0.5

0.6

0.7

0.8

0.9

1

Block Length

E
n

tr
o

p
y
 R

a
te

 E
s
ti
m

a
te

Figure 4.4: Comparison of estimated (a) transition probability and (b,c,d)
entropy rate for neural data. The ‘converged’ estimates are calculated from
700s of data with 4ms bins (167,000 symbols). In (a) and (d), training data
sequences are 500 symbols (2s) long. The block-based and HDP estimators in
(b) and (c) use block size k = 8. In (b,c,d), results were averaged over 5 data
sequences sampled randomly from the full dataset.

4.8.2 Neural Data

We applied the same analysis to neural spike train data collected from

primate retinal ganglion cells stimulated with binary full-field movies refreshed

at 100 Hz [68]. In this case, the true transition probabilities are unknown (and

indeed the process may not be exactly Markovian). However, we calculate

the plug-in transition probabilities from a longer data sequence (167,000 time

bins) so that the estimates are approximately converged (black trace in Figure

4.4a), and note that transition probabilities from contexts with the same most-
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recent context symbols do appear to be similar. Thus the estimated transition

probabilities reflect the idea that more distant context cues matter less, and

the smoothing of the HDP prior appears to be appropriate for this neural data.

The true entropy rate is also unknown, but we estimate it using the

plugin estimator on a large data set. We again note the relatively fast con-

vergence of hHDP and hempHDP in Figures 4.4b,c, and the long plateau of the

estimators in Figure 4.4d indicating the relative stability of the HDP entropy

rate estimators with respect to choice of model depth.

Both estimators show excellent performance on simulated and neural

data in terms of their robustness to the choice of model depth, their accuracy

on short data sequences, and their convergence with increased data. Both

methods of entropy rate estimation also yield estimates of the transition prob-

abilities when the data is modeled as a Markov chain, parameters which may

be of interest in the own right as descriptive of the statistical structure and

time dependencies in a spike train. Our results indicate that tools from mod-

ern Bayesian nonparametric statistics hold promise for revealing the structure

of neural spike trains despite the challenges of limited data.
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Chapter 5

Conclusions and Future Research

In Chapter 2, we showed that norm recovery, while impossible from one-

bit measurements sign(〈ai,x〉), is indeed possible from one-bit measurements

of the form sign(〈ai,x〉+ bi) for known nonzero bi and ai with i.i.d. standard

Gaussian entries. We presented two methods for norm recovery, the first of

which also produces an estimate of x and uses randomly chosen bi, and the

second of which uses fixed, deterministic bi and produces estimates of ‖x‖2

only. In both cases, we gave uniform guarantees of accurate recovery (with

high probability) given sufficient a number of measurements and provided we

had some prior upper bound (or upper and lower bound) for the norm of x.

We presented the augmented convex program method making use of the

reconstruction algorithm of [58], but the resulting norm recovery method can

easily adapted by substituting a different reconstruction method, as mentioned

in Remark 6. Thus, improvements in guarantees for the recovery of signals

assumed to have norm of one will correspond directly to improvements in our

reconstruction guarantees for vectors of unknown (but within known bounds)

norm. In particular, as mentioned in Remark 7, the rate of decay of the

upper bound on reconstruction error is suboptimal with respect to the lower
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bound of [39] (it goes roughly as m−1/5 compared to m−1). It would thus

be interesting and useful to see if this upper bound on reconstruction error

could be decreased. Numerical experiments show the rate of the decrease of

error with increasing measurements to be faster than the theoretical bound,

indicating that this increase in tightness may indeed be possible.

More generally, quantization to one-bit is just one of many nonlin-

earities that could be applied to compressive measurements and potentially

used for reconstruction. Compressive sensing with nonlinear measurements

has been recently addressed in [57] and [7], and the success of reconstruction

from one-bit compressed sending suggests that this will be a fruitful avenue to

pursue.

In Chapter 3, we presented a new greedy method (COMP) for iden-

tifying the timings and amplitudes for waveforms from a signal that has the

form of a (noisy) sum of shifted and scaled copies of several known waveforms.

We drew upon the method of Continuous Basis Pursuit, and then extended it

in several ways. We leveraged the success of greedy methods in the realm of

sparse recovery, used a different basis derived from a singular value decompo-

sition, and moved to the frequency domain with the discrete Fourier transform

in order to to fine-tune the recovered time shifts. Our SVD basis can also be

used within the CBP framework and in our simulations it increased perfor-

mance of CBP as compared to previously used bases. Our results for simulated

and neural data indicated that COMP obtains increased accuracy as well as

greatly increased speed over CBP across nearly all regimes tested.
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These results suggest that greedy methods of the type introduced here

may be quite promising for, among other applications, spike-sorting during the

processing of neural data. An immediate extension would be to analyze exten-

sions of other greedy algorithms, like CoSaMP, using the same basis choices

and modified projection and greedy steps developed in COMP. Moreover, while

a previous method considered a method based on basis pursuit, and we con-

sider extensions of the greedy algorithm OMP, the use of thresholding-based

methods such as iterative hard thresholding (IHT) and hard thresholding pur-

suit (HTP) in the same context have not been considered and may prove

useful. It would be fairly straightforward to use the basis we present and

adapt these thresholding methods to parallel COMP and CBP and recover

continuous times and amplitudes of events.

Another direction of research would be to provide theoretical guarantees

of recovery using COMP. Guarantees for OMP exist in terms of the restricted

isometry constant or the coherence of the measurement matrix. While the

constraint set on the coefficient make close parallels of these proofs difficult,

it may still be possible to make guarantees.

In Chapter 4, we presented two estimators of the entropy rate of a

spike train or arbitrary binary sequence. The true entropy rate of a stochastic

process involves consideration of infinitely long time dependencies. To make

entropy rate estimation tractable, one can try to fix a maximum depth of

time dependencies to be considered, but it is difficult to choose an appropriate

depth that is large enough to take into account long time dependencies and
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small enough relative to the data at hand to avoid a severe downward bias of

the estimate. We approached this problem by modeling the data as a Markov

chain and estimating transition probabilities using a hierarchical prior that

links transition probabilities from longer contexts to transition probabilities

from shorter contexts. This allowed us to choose a large depth even in the

presence of limited data, since the structure of the prior allowed observations

of transitions from shorter contexts (of which we have many instances in the

data) to inform estimates of transitions from longer contexts (of which we may

have only a few instances).

An interesting next step would be to extend our entropy rate estimator

to a mutual information rate estimator. This would be useful in examining

redundancy of the spike trains of several neurons, or in quantifying the amount

of information provided by a neuron about a signal. More broadly, we point

out that our entropy rate estimator involved adapting hierarchical Dirichlet

process priors that are used in nonparametric Bayesian methods. Nonpara-

metric Bayesian methods show promise in the analysis of neural data and

deserve further study in this context.
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