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Preface

A young cup maker by the name of Hasan

In a new place, making his wine-cups, celebrating his love

has been strung with us by the strings of time

He has merged into us, as if our soul

For we are like raindrops pouring all night

(the night that has stretched over a thousand epochs)

falling against a windowpane, making snake-slithers

And now at this place at the dawn of eternity

We and this young cup maker

have been woven together into a dream!

—from “Hasan the cup maker - IV” by Noon Meem Rashid

Allow me to start this dissertation with a cliché: when it comes to com-

municating, a picture is worth a thousand words. It may be a cliché, but one

that has scientific truth in it because the enormous amount of vision circuitry

that we humans have, allows information to flow into us at a tremendous rate.

Vision is the highest bandwidth sensory channel that we have for receiving

input from, and gaining awareness of, our environment. A subtler side of the

cliché is usually taken for granted, that being our ability to store and repro-

duce information in the form of a picture or a thousand words. Unlike other
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animals, not only can we sense information, we can also express it through

various forms, be it words, sounds, gestures, music, pictures, or dissertations.

Our intelligence is what sets us apart from animals. One product of this

intelligence is that we are able to store and retrieve information outside our

physical forms, in the form of writings, sketches, audio, images, videos, and

what not. It is possible for us to sense or conceive information at some time,

save it outside our physical forms, forget it, and then retrieve it later if need

be. This dissertation could serve as an example, in which I have attempted to

preserve what I have learned during years of gut-wrenching, hair-greying, and

buttock-growing labor (please do not laugh). And while I am trying to forget

the ‘information’ that I have saved in it, you, the reader, are trying to make

sense out of it.

Time and again you will ask yourself ‘what is he saying?’ This unfortu-

nately is a fundamental question that is inextricably tied with the whole notion

of information reproduction: the question of information fidelity, whether or

not the information retrieved from a reproduction is a true replica of the orig-

inal source. There are many reasons why this may not be so, and while this

could be out of deceit as well, we as engineers are more interested in the loss

of information due to the limits imposed by devices and processes used during

the creation of, and retrieval from, information storage. Unfortunately, due

to the omnipresence of noise, there is only a faint asymptotic hope in being

able to convey information exactly from a source to the receiver. So when I

see this quote by L. Ron Hubbard outside the Church of Scientology that I
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often pass by when I walk to school: “On the day we can learn to fully trust

each other, there will be peace on Earth,” I cannot help but feel that only

asymptotically this could happen, since trust comes from communication, and

communication is thwarted by noise, and that the day that the honorable Ron

Hubbard desires might be a tad late!

Thankfully, this dissertation concerns fidelity of information in images

only. Images are a part of our daily lives now; we come across them a little

too much in our everyday experience with the television, Internet, and print

media. All these images (and videos) are reproductions of light stimuli that

once existed in space-time, and the idea is for these frozen moments to be

recaptured by those who view them. Being reproductions that they are, we

have grown accustomed to not expecting too much out of them. We do not

expect the richness of information that comes from ‘being there’ to come from

looking at a picture or a video. Nevertheless, we have learned to have some

use for images as sources of information, and our expectation of what an image

should be is what could be called image quality. Thus, aesthetics aside, we

consider an image or a video to be of high quality if it can evoke cognitive

processes that are as close as possible to the ones caused by the original visual

source within the limits of engineering and visual acuity.

Many things could happen to an image that could degrade its quality.

These sources of distortions plague all practical systems right from the point

where the light signal enters a camera, through different stages of processing,

and finally to reproduction on paper or screen. People who design systems
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dealing with pictures and videos are invariably interested in measuring the

effect of their designs on the quality of these signals, since they try to maximize

visual quality at a given cost. Humans can judge image quality almost as a

reflex action, but researchers want computers to replace humans in this realm,

not only due to vocational reasons, but also because there are too many images

and videos out there, and it is just not economical, or even possible, to solicit

human input at every moment of need.

Unfortunately, machine evaluation of image quality is a treacherously

difficult problem that has yet to be solved satisfactorily. Researchers have been

trying to develop quality assessment algorithms for the last three decades, and

so far have been able to achieve only limited success. One of the biggest hurdles

in their pursuit of a solution is that the problem involves understanding and

modeling of not only human perception of visual stimuli, but also the behavior

of humans when they interact with them. And to tell the truth, there is no

consensus on what constitutes a ‘solution’ to the problem, or even what exactly

the ‘problem’ is in the first place! Nevertheless, these algorithms improve

each time a pertinent discovery is made by researchers in human vision and

behavior, and inch closer to human ability by a few näıve, yet quantifiable,

criteria of correspondence with human beings.

In this dissertation, I approach the quality assessment problem by as-

serting that distortions make images look unnatural, and that algorithms could

be designed for quantifying the unnaturalness of images for machine evaluation

of image quality.
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Poets have always fascinated me with their ability to save information

in mystical and mysterious ways. I have tried to adorn this dissertation with

my translations of some pieces that have struck a soul-chord within me. Hope-

fully, my translation channel has enough capacity to allow readers to recover

the messages with sufficient fidelity!

Hamid R. Sheikh

May, 2004.

xii



Image Quality Assessment Using Natural Scene

Statistics

Publication No.

Hamid Rahim Sheikh, Ph.D.

The University of Texas at Austin, 2004

Supervisors: Alan C. Bovik
Lawrence K. Cormack

Measurement of image quality is crucial for designing image process-

ing systems that could potentially degrade visual quality. Such measurements

allow developers to optimize designs to deliver maximum quality while mini-

mizing system cost. This dissertation is about automatic algorithms for quality

assessment of digital images.

Traditionally, researchers have equated image quality with image fi-

delity, or the closeness of a distorted image to a ‘reference’ image that is

assumed to have perfect quality. This closeness is typically measured by mod-

eling the human visual system, or by using different mathematical criteria for

signal similarity.

In this dissertation, I approach the problem from a novel direction. I

claim that quality assessment algorithms deal only with images and videos
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that are meant for human consumption, and that these signals are almost

exclusively images and videos of the visual environment. Image distortions

make these so-called natural scenes look ‘unnatural’. I claim that this depar-

ture from ‘expected’ characteristics could be quantified for predicting visual

quality.

I present a novel information-theoretic approach to image quality as-

sessment using statistical models for natural scenes. I approach the quality

assessment problem as an information fidelity problem, in which the distor-

tion process is viewed as a channel that limits the flow of information from a

source of natural images to the receiver (the brain). I show that quality of a

test image is strongly related to the amount of statistical information about

the reference image that is present in the test image.

I also explore image quality assessment in the absence of the refer-

ence, and present a novel method for blindly quantifying the quality of images

compressed by wavelet based compression algorithms. I show that images

are rendered unnatural by the quantization process during lossy compression,

and that this unnaturalness could be quantified blindly for predicting visual

quality.

I test and validate the performance of the algorithms proposed in this

dissertation through an extensive study in which ground truth data was ob-

tained from many human subjects. I show that the methods presented can

accurately predict visual quality, and that they outperform current state-of-

the-art methods in my simulations.
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Chapter 1

Introduction

O Born of Time, tonight, down in your street,

in the icy darkness of the night,

I stand in front of your door, my hair in a mess

From the window above those enchanting eyes gaze upon me again tonight

Time, O Born of Time, is a potter’s wheel on which

like decanters, goblets, wine-cups, candlesticks and vases,

men are made and unmade

I too am a human,

but the years that I passed in the incarceration of suffering!

Hasan the cup maker is a mound of dust today

without a trace of dampness

O Born of Time, in the morning, at Yusuf’s perfumery

your eyes said something to me again

By the sparkling radiance of your eyes

has quivered in this dust-mound a soft throb of moisture

This, perhaps, will turn this dust into pliant clay!
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Who knows the infiniteness of desire, O Born of Time, but

if you wish, I could be once again,

the same cup maker whose goblets

were the pride of every tavern of every city and town

Which lit up the abodes of the rich and poor.

Who knows the infiniteness of desire, O Born of Time, but

if you wish, I could turn once again to my long forsaken wine-cups

to the dry pits of clay and dust

to the means of sustenance and expression of my art.

That from this very clay, from this paint and polish

I shall conjure up the sparks with which

the ruins of hearts could be enlightened!

—from “Hasan the cup maker - I” by Noon Meem Rashid

1.1 What Quality?

Measurement of image quality is crucial to many image and video pro-

cessing systems. Due to inherent physical limitations and economic reasons,

the quality of images and videos could visibly degrade right from the point

when they are captured to the point when they are viewed by a human ob-

server. Examples of such distortions are numerous.

Examples of Distortions During Acquisition: Sources of distortions such

as improper focusing, exposure, or camera movement (motion blur) are well
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known even among nontechnical people. Other distortions that are equally

prevalent, although less known to the general public, include light diffraction

at the aperture, optical blur due to the lens, internal reflections inside the

camera, chromatic abberations in the lens, photosensor noise, loss of chromatic

calibration, sampling noise, quantization noise etc. Most of these distortions

could be minimized to acceptable levels for everyday use by investing time,

effort, and money into the acquisition process. Yet some sources of distortions

existing in other scenarios plague images to a much greater degree than what

we are used to in our everyday experience, such as non-optical imaging devices

used for medical image processing applications, astronomy, seismology, radar,

sonar, etc.

Examples of Distortions During Processing: While there is an infinite

number of ways in which image quality could degrade during processing, ex-

amples of a few practical distortion types include compression artifacts due

to lossy compression, distortion resulting from transmission errors and packet

losses during communication, and loss of quality due to changes in resolution,

format, color conversion, and enhancement operations.

Examples of Distortions During Reproduction: These distortions occur

when an image is displayed to a human observer. They include display nonlin-

earities, resolution limitations of the display devices, loss of chrominance and

luminance calibration, dithering and halftoning for printing, etc.

Since image and video quality could degrade in almost all systems of

practical importance, it is crucial for designers and developers to keep the
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tradeoffs between visual quality and system cost in mind, and to optimize sys-

tems for providing maximum visual quality at a minimum cost. For example,

it is common knowledge that the quality of DVD videos is much superior to

the old analog VHS videos. This is because distortions have been significantly

reduced due to advances in technology, and the resulting improvement in vi-

sual quality of DVD videos easily offsets the additional cost that consumers

have to pay over VHS.

So it is all about the delicate balance between quality and cost. Obvi-

ously this cost could be in monetary terms: there is only X amount of money

that could be spent on a device, and the consumer who pays those X dollars

requires the best visual quality for his money. As members of a conscientious

capitalist society, the goal of a designer and engineer is to present possibilities

of profits to the entrepreneur who sells these image and video systems and the

associated content to consumers. Such profits could only come from efficient

design of these systems by utilizing the explosion in knowledge and technology

to drive the cost down and the quality up.

As another example, the cost and benefit equation could be far more

complex in systems used to capture and process medical images for diagnosis.

In such applications, it is not a matter of profits by reducing the cost and

increasing quality. Rather it is a matter of saving lives by enabling doctors to

elicit greater diagnostic information from images by keeping the distortions to

a minimum. For such systems, the aim of the designer is to maximize image

quality at whatever cost that is humanly possible to incur.
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1.2 Why Measure Quality?

Now that I have explained the importance of quality of images and

videos and the associated cost-quality balance, the obvious question that arises

is why do we need to measure quality. The answer is simple and could be

illustrated by a few examples. If a designer is designing this high-end television,

and wants to know what does the quality-cost curve look like, he obviously

needs a mechanism for measuring the quality of the output video when his

design is running at certain configuration costing a certain resource. In another

scenario, a designer of a medical imaging device may want to decide which of

the two alternative X-ray devices gives better results. He too needs a way

of scientifically comparing the quality of the two systems. Another situation

could be that of an entrepreneur, who sells entertainment content over cable,

satellite, or the Internet, and wants to monitor the quality of the content that

is delivered to his customers.

Thus, quality assessment algorithms are needed for three types of ap-

plications:

1. For optimization purposes, where one maximizes quality at a given cost.

2. For comparative analysis between different alternatives.

3. For quality monitoring in real-time applications.
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1.3 Measuring Quality

The obvious way of measuring image or video quality is to solicit human

opinion. This is known as subjective quality assessment method and the aver-

age opinion about quality of a group of human subjects is sought. However,

such evaluations are time-consuming, cumbersome, and expensive to conduct,

and the methodology is difficult to embed into real-world applications. For

example, a researcher developing a state-of-the-art television system could not

request two-dozen subjects for quality evaluation each time he tweaks a param-

eter in his design. Neither could a service provider place a group of employees

at each point where the quality of the video service is to be monitored. More

importantly, such subjective evaluation methods can not be embedded into

image and video processing algorithms that trade-off resources for quality in

real-time, for example, a video streaming server providing content over the

Internet may want to adjust itself based on the real-time resource load, and

may want to do so optimally.

What we really need are automatic algorithms for objective quality as-

sessment that could analyze images and videos and report their quality without

human involvement. The goal is to design methods whose evaluations are in

close agreement with human judgements. Such methods could eliminate the

need for expensive subjective studies. Unfortunately, the problem of machine

evaluation of quality has turned out to be surprisingly difficult!
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1.4 Objective Full-Reference Quality Assessment

Researchers in the field of image quality assessment (QA) have at-

tempted to measure quality using the so-called full-reference (FR) framework.

This framework is a consequence of our limited understanding of human per-

ceptions of quality. It involves the following hypothesis: The quality of an

image could be evaluated by comparing it against a reference signal of perfect

quality. A measure of the similarity between the reference image and the image

being evaluated could be calibrated to serve as a measure of perceptual quality.

A full-reference algorithm therefore computes the similarity between the im-

age or video whose quality is to be evaluated (called the test signal) and the

associated reference signal.

1.4.1 The Mean Squared Error

One obvious way of measuring this similarity is to compute an error

signal by subtracting the test signal from the reference, and then computing

the average energy of the error signal. The mean-squared-error (MSE) is the

simplest, and the most widely used, FR QA method. Unfortunately, MSE

correlates poorly with subjective image quality, and the goal of researchers

over the past three decades has been to design algorithms that can predict

quality much more accurately than MSE.
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1.4.2 Incorporating Human Visual System Modeling

Researchers assume that incorporating knowledge of the human visual

system (HVS) and human perception into objective quality assessment algo-

rithms could increase their accuracy. This HVS-based FR paradigm has been

the dominant paradigm for the last three decades. The underlying premise is

that humans do not perceive images as signals in a high-dimensional space, but

are interested in various attributes of those images, such as brightness, con-

trast, shape and texture of objects, orientations, smoothness, etc. Since the

sensitivity of the HVS is different for different aspects of images, it makes sense

to account for these sensitivities while making a comparison between the test

and the reference signals. Thus, HVS-based methods involve extensive model-

ing of the human visual system and the perceptual behavior of humans. Such

methods, while somewhat successful, are plagued by the complexity of HVS

models and the need for robust and accurate calibration, which may render

practical implementations difficult.

1.4.3 Signal Fidelity and Structural Approaches

Other researchers try to circumvent the challenges of modeling the HVS

by exploring mathematical distance measures other than the MSE that would

correlate better with subjective quality. Such methods have also achieved

limited success. Recently, a novel similarity measure was proposed that aims

to follow a new approach to the quality assessment problem [131]. This method

claims that the purpose of the HVS is to extract cognitive information from
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images, which almost exclusively comes from the structure of objects in images.

Thus, one should quantify structural distortion in images instead of quantifying

error strength. This approach has also achieved reasonable success.

1.4.4 Natural Scene Statistics

In this dissertation, I follow a different approach to the quality assess-

ment problem. I assert that QA algorithms are involved with signals that are

meant for human consumption, and such images and videos almost exclusively

come from the so-called set of natural signals. Researchers have long known

that natural images1, that is images and videos of the three dimensional visual

environment, are extremely rare in the set of all possible images, just as works

of English literature are extremely rare in the set of all possible combinations

of the English alphabet. I claim that it is necessary to exploit the sparseness

of this space of natural images, whose statistical characteristics could be dis-

turbed by the distortions occurring in image processing systems. Thus, I claim

that distortion processes make distorted images and videos look ‘unnatural’

to human observers, and this departure from expected natural behavior could

be quantified for measurement of image quality.

I further propose to approach the quality assessment problem from a

novel perspective: an information-theoretic perspective based on natural scene

1In my treatment of natural images for quality assessment, I define natural images as ‘high
quality’ images of the visual environment, including images of outdoor scenes, manmade
objects and indoor environments, although the scope of the algorithms presented in this
dissertation could be specialized to subclasses of natural images, or to other scenarios such
as medical images, Radar, Sonar, computer generated graphics etc.
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statistics (NSS). In this approach, the quality assessment problem is viewed as

an information fidelity problem rather than a signal fidelity problem, in which

a source of natural images tries to communicate to a receiver (the human

brain) through a channel that imposes limitations (by introducing distortions)

on how much information could flow through it. I formalize this perspective

using well-known information theoretic techniques, that is, by quantifying the

mutual information between the input and the output of the channel. Thus

I claim that this mutual information, which quantifies the information about

the reference image (the source) that could ideally be extracted by the receiver

(the brain) from the test image (the output of the channel), is one aspect

of statistical information fidelity that should relate well with visual quality.

Moreover, I also view the HVS as a channel limiting the flow of information to

the brain due to inherent physiological reasons. Using a channel model for the

HVS as well, I quantify the statistical information content of an image, that

is, the information that could ideally be extracted from the reference image

by the brain. Thus, one fundamental contribution of this dissertation is the

exploration of the connections between image information and visual quality.

1.4.5 Three Approaches to Quality Assessment

The approaches discussed above describe three ways in which one could

look at the visual image quality assessment problem. One viewpoint is struc-

tural, from the image-content perspective, in which images are considered to

be projections of objects in the three dimensional environment, which could
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come from a wide variety of lighting conditions. Such variations constitute

non-structural distortion that should be treated differently from structural

ones, e.g., blurring or blocking, that could hamper identification of objects in

the image. The second viewpoint is psychophysical, from the human visual

receiver perspective, in which researchers simulate the processing of images by

the human visual system, and predict visibility and perceptual significance of

errors. The third viewpoint, the one that I take in this dissertation, is the

statistical viewpoint that considers natural images to be signals with certain

statistical properties. These three views are fundamentally connected with

each other by the following hypothesis: the physics of image formation of the

natural three dimensional visual environment leads to certain statistical prop-

erties of the visual stimuli, in response to which the human visual system has

evolved over eons. However, different aspects of each of these perspectives

may have different complexities when it comes to analysis and modeling. In

this dissertation, I show that the statistical approach to image quality assess-

ment requires few assumptions, is simple and methodical to derive, and yet

it outperforms the other two approaches. Also, it is reassuring to discover

that the statistical approach to quality assessment is indeed a dual of the

psychophysical approach to the same problem.

1.5 No-Reference Quality Assessment

Providing the reference signal to the quality assessment algorithm ren-

ders such algorithms infeasible for most applications. FR QA methods are
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basically useful only as a ‘lab tool’ for designing systems since the resource

challenges in providing the reference signal in, say, a quality monitoring ap-

plication, are virtually insurmountable. Thus, a different framework is needed

for objective quality assessment, in which the algorithm does not rely on the

availability of the reference signal to evaluate the quality of the test signal.

This is the so-called no-reference (NR) quality assessment problem. It is obvi-

ous that human observers can easily evaluate the quality of images or videos

without needing to view the reference signal. This inspires me into believing

that the design of NR QA should theoretically be possible. Unfortunately,

the NR problem is, as yet, an unsolved problem with no known generic NR

QA algorithm that exists today. Only limited success has been achieved by

limiting the scope of NR methods to specific distortion types.

In this dissertation, I claim that statistical models for natural images

could provide the ‘reference’ against which test images could be compared for

evaluation of their quality. Thus, I claim again that the unnaturalness of the

test images could be quantified without the reference image for the evaluation

of image quality by using NSS models.

1.6 Outline of the Dissertation

In Chapter 2, I present the background of the QA problem by discussing

the HVS, FR, and NR methods for image quality assessment. I also discuss

natural scene statistics models in Chapter 2. In Chapter 3, I talk about the

limitations of the previous approaches and present my proposed solution. In
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Chapters 4 and 5, I present two methods based on an information-theoretic

setup for FR QA using NSS modeling, while in Chapter 6 I present a new NR

QA method for images compressed by the JPEG2000 distortion. I conclude

the dissertation in Chapter 7.
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Chapter 2

Background

May the Lord on the Day of Reckoning be my redeemer

For I have seen Mrs. Salamanca’s eyes

Mrs. Salamanca’s eyes

whose horizons stretch beyond the blue vastness of the southern seas

The blue vastness of the southern seas

The islands of which sparkle in the abundance of morning light

In the sparkling islands are playgrounds of golden, maroon, and red birds

Stretched as if the plains of paradise

Birds flexing their wings in the endlessness of eternity!

May the Lord on the Day of Reckoning be my redeemer

For I have planted kisses on Mrs. Salamanca’s lips

The kisses the springs of whose sweetness

Lie beyond the drunken gardens of golden, maroon, and red trees of the

northern lands

Where, from the breasts of life’s fragrant blossoms

Terrified dream-bees suck nectar, and sip from that
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with whose ecstatic vividness,

beneath the two ends of time’s unseen arch,

resound the symphonies of the wetlands of matter and space

The songs of the wetlands with each other entwine

like the lips of Mrs. Salamanca with mine!

May the Lord on the Day of Reckoning be my redeemer

For I have seen

Mrs. Salamanca naked in the bed all night

That neck, those arms, those legs, those breasts

Which heave with the tempests of the southern seas

And effuse the fragrance of the gardens of the northern lands

Where every moment perfumes and tempests embrace and refrain

The uncovered body of Mrs. Salamanca

From horizon to horizon as if a grapevine

whose nourishment is the heavenly light, and the fruit:

Ecstasy that is truly boundless

Who, except the Lord, is flawless!

—“Mrs. Salamanca” by Noon Meem Rashid
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2.1 Image Quality Assessment

There are two dominant types of quality assessment algorithms in the

literature: the full-reference methods and the no-reference methods. As ex-

plained in Chapter 1, full-reference methods rely on the availability of a refer-

ence image, assumed to have perfect quality, against which a test (distorted)

image is compared for evaluation of its quality. Researchers have primarily

focused on FR methods that rely on modeling the human visual system to

achieve accuracy in quality prediction, or by using various signal fidelity cri-

teria to measure the ‘closeness’ of the test image to the reference. In this

chapter, I will present an overview of some of the FR literature that belongs

to both of these classes, as well as other application-dependent methods.

In no-reference quality assessment, the algorithm does not have access

to the reference image, and only the test image could be processed to assess

its quality. From an application point of view, NR methods are more desir-

able than FR methods, which are primarily meant for testing and validation

applications. FR methods cannot be used for, say, monitoring video quality

over a lossy network. Unfortunately, the NR quality assessment problem is

largely unsolved, with limited success achieved by restricting the scope of the

algorithms to specific distortion types, such blocking due to block-based com-

pression algorithms, or blurring etc. Only a handful of NR methods have been

proposed in the literature, and they too are mostly meant for the blocking

artifact in images and videos. I will also review some NR QA methods in this

chapter.
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As mentioned in Chapter 1, I claim that image and video processing

algorithms almost exclusively deal with signals that are meant to convey repro-

ductions of visual information for human consumption. These signals belong

to the class of the so-called natural images. The distortions present in real-

world image and video processing systems make these signals look unnatural

to human beings, and this unnaturalness could be quantified using statistical

models for natural images. I will present some statistical properties of natural

images later in this Chapter.

Section 2.2 provides a brief introduction to the human visual system,

and its modeling for quality assessment purposes. This will lay a foundation

for better understanding of the material in Section 2.3, where I present some

full-reference quality assessment methods that have been proposed in the lit-

erature. Section 2.4 provides an overview of some no-reference methods. In

Section 2.5 I will present an overview of natural scene statistics models.

2.2 The Human Visual System

Figure 2.1 schematically shows the early stages of the HVS. The func-

tioning of higher levels of HVS is increasingly complicated, and is rarely mod-

eled for image processing systems, primarily due to the lack of a complete

understanding and the complexity of such models. However, the components

of HVS depicted in Figure 2.1 are fairly well understood and accepted by the

vision science community, and frequently used for image processing applica-

tions. A more detailed description of HVS may be found in [13, 126].
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Figure 2.1: Schematic diagram of the eye and the human visual system.

2.2.1 Anatomy of the HVS

The visual stimulus in the form of light coming from objects in the

environment is focussed by the optical components of the eye onto the retina,

a membrane at the back of the eye that contains several layers of neurons,

including photoreceptor cells. The optics consist of the cornea, the pupil (the

aperture that controls the amount of light entering the eye), the lens and

the fluids that fill the eye. The optical system focusses the visual stimulus

onto the retina, but in doing so blurs the image slightly due to the inherent

limitations and imperfections. The blur is low-pass, typically modeled as a

linear space-invariant system characterized by a Point Spread Function (PSF).

Photoreceptor cells sample the image that is projected onto the retina.

There are two types of photoreceptor cells in the retina: the cone cells
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and the rod cells. The cones are responsible for vision in normal light condi-

tions, while the rods are responsible for vision in very low light conditions, and

hence are generally ignored in the modeling. There are three different types of

cones, corresponding to three different light wavelength bands to which they

are most sensitive. The L-cones, M-cones and the S-cones (corresponding to

the Long, Medium and Short wavelengths at which their respective sensitivi-

ties peak) split the image projected onto the retina into three visual streams.

The signals from the cone cells pass through several layers of interconnecting

neurons in the retina before being carried off to the brain by the optic nerve.

The photoreceptor cells are non-uniformly distributed over the surface

of the retina. The region of the retina that lies on the visual axis has the

highest density of cone cells and is called the fovea (Figure 2.1). This density

falls off rapidly with distance from the fovea. The distribution of the ganglion

cells, the neurons that carry the electrical signal from the eye to the brain

through the optic nerve, is also highly non-uniform, and drops off even faster

than the density of the cone receptors. The net effect is that the HVS does

not process the entire visual stimulus at uniform resolution.

The visual streams originating from the eye are reorganized in the Optic

Chiasm and the Lateral Geniculate Nucleus (LGN) in the brain, before being

relayed to the Primary Visual Cortex. The neurons in the visual cortex are

known to be tuned to various aspects of the incoming streams, such as spatial

and temporal frequency, orientation, and direction of motion. Typically, only

spatial frequency and orientation selectivity is modeled by QA metrics. The
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neurons in the cortex have receptive fields that are well approximated by two-

dimensional Gabor functions. The ensemble of these neurons may be modeled

as an octave-band Gabor filter bank [13, 126], where the spatial frequency

spectrum (in polar representation) is sampled at octave intervals in the radial

frequency dimension and uniform intervals in the orientation dimension [6].

Another aspect of the neurons in the visual cortex is their saturating response

to stimulus contrast, where the output of a neuron saturates as the input

contrast increases.

Many aspects of the neurons in the primary visual cortex are not mod-

eled for quality assessment applications. The visual streams generated in the

cortex project to other parts of the brain for further specialized processing of

such attributes as motion and color. The functionality of the higher layers of

the HVS is currently an active research topic in vision science.

2.2.2 Modeling HVS Function for QA Purposes

Optics and the PSF. The optics of the HVS are typically modeled as

a linear space-invariant filter. Prior to applying the PSF, however, the pixel

values may need to be converted into luminance values to reflect the intensity

of light coming off from the display screen, which is typically accomplished by

performing a point-wise non-linear operation on the digital pixel values.

Foveal and Peripheral Vision. As stated above, the densities of the

cone cells and the ganglion cells in the retina are not uniform, peaking at the

fovea and decreasing rapidly with distance from the fovea. A natural result
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is that whenever a human observer fixates at a point in his environment, the

region around the fixation point is resolved with the highest spatial resolution,

while the resolution decreases with distance from fixation point. The high-

resolution vision due to fixation by the observer onto a region is called foveal

vision, while the progressively lower resolution vision is called peripheral vision.

Most image quality assessment models work with foveal vision only, while some

may incorporate peripheral vision as well [48, 53, 54, 127]. Models may also

re-sample the image with the sampling density of the receptors in the fovea

in order to provide a better approximation of the HVS as well as to provide

more robust calibration of the model [53, 54].

Light Adaptation. The HVS operates over a wide range of light inten-

sity values, spanning several orders of magnitude from a moonlit night to a

bright sunny day. It copes with such a large range by a phenomenon known

as light adaptation, which operates by controlling the amount of light entering

the eye through the pupil, as well as adaptation mechanisms in the retinal

cells that adjust the gain of post-receptor neurons in the retina. The result is

that the retina primarily encodes the contrast of the visual stimulus instead of

coding absolute light intensities. Many models work with band-limited con-

trast for complex natural scenes [68], which is tied with the channel (subband)

decomposition (see below).

Contrast Sensitivity Functions. The Contrast Sensitivity Function mod-

els the variation in the sensitivity of HVS to different spatial and temporal

frequencies that are present in the visual stimulus. This variation may be
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Figure 2.2: Normalized Contrast Sensitivity Function [4]

explained by the characteristics of the ganglion cells and the cells in the Lat-

eral Geniculate Nucleus, or as internal noise characteristics of HVS neurons.

Consequently, some models of HVS choose to implement CSF as a linear fil-

tering operation, while others implement CSF through weighting factors for

subbands after a frequency decomposition. The CSF varies with distance from

the fovea as well, but for foveal vision, the spatial CSF is typically modeled as

a space-invariant band-pass function (Figure 2.2).

Channel (Subband) Decomposition. While the cortical receptive fields

are well represented by 2D Gabor functions, the Gabor decomposition is dif-

ficult to compute and lacks some of the mathematical conveniences that are

desired for simple implementation, such as invertibility, reconstruction by ad-

dition etc. Watson constructed the Cortex Transform [142] to model the fre-

quency and orientation selective channels (or subbands), which have similar

profiles as 2D Gabor functions but are more convenient to implement. Chan-
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nel decomposition models used by Watson [142], Daly [16, 17], Lubin [53, 54]

and Heeger and Teo [32], Teo and Heeger [112, 113] attempt to model the HVS

as closely as possible without incurring prohibitive implementation difficulties.

Simpler transforms such as the Wavelet transform, or even the Discrete Cosine

Transform have been reported in the literature primarily due to their suitabil-

ity for certain applications rather than their accuracy in modeling the cortical

neurons. The subband configuration for some of the models described in this

chapter is given in Figure 2.3.

Masking and Facilitation. Masking and facilitation are important as-

pects of the HVS in modeling the interactions between different image com-

ponents present at the same spatial location. Masking/facilitation refers to

the fact that the presence of one image component (called the mask) will

decrease/increase the visibility of another image component (called the test

signal). The mask generally reduces the visibility of the test signal in compar-

ison with the case when the mask is absent. However, the mask may sometimes

facilitate detection as well. Usually, the masking effect is strongest when the

mask and the test signal have similar frequency and orientation.

Masking is typically implemented within each channel. Most models

implement masking in the form of a gain-control mechanism that weights the

error signal (between the distorted and the reference images) in a channel

by a space-varying visibility threshold for that channel [144]. The visibility

threshold adjustment at a point is calculated based on the energy of the ref-

erence signal (or the reference and the distorted signals) in the neighborhood

23



Lubin Daly

Wavelet DCT

f
x

f
y

f
x

f
y

f
x

f
y

f
x

f
y

Figure 2.3: Frequency decompositions of various models.
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of that point, as well as the HVS sensitivity for that channel in the absence

of masking effects (also called the base-sensitivity). Figure 2.4(a) shows how

masking is typically implemented in a channel. For every channel the base

error threshold (the minimum visible contrast of the error) is modified (typi-

cally by elevating it) to account for the presence of the masking signal. The

threshold elevation is related to the contrast of the reference (or the distorted)

signal in that channel through a relationship that is depicted in Figure 2.4(b).

The elevated visibility threshold is then used to normalize the error signal.

This normalization typically converts the error into units of Just Noticeable

Difference (JND), where a JND of 1.0 means that the distortion at that point

in that channel is just at the threshold of visibility.

Some methods implement masking and facilitation as a manifestation

of contrast response saturation. Figure 2.5 shows a set of curves each of which

may represent the saturation characteristics of neurons in the HVS. Mask-

ing can be explained by the need for greater input stimulus (target contrast)

needed for the detection of the target in the presence of the mask since the

neuron operates closer to the saturation region in the presence of the mask

than in its absence. Metrics may model masking with one or more of these

curves.

Pooling. Pooling refers to the task of arriving at a single measurement

of quality, or a decision regarding the visibility of the artifacts, from the visual

streams. Most quality assessment metrics use Minkowski pooling to pool the

error signal from the different frequency and orientation selective streams, as
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Figure 2.5: Non-linear contrast response saturation effects in neurons.

well as across spatial coordinates, to arrive at a fidelity measurement. For

most quality assessment methods, pooling takes the form:

E =

(∑

l

∑

k

|el,k|β
) 1

β

(2.1)

where el,k is the normalized and masked error of the k-th coefficient in the

l-th channel, and β is a constant typically between 1 and 4. This form of

error pooling is commonly called Minkowski error pooling. Minkowski pooling

may be performed over space (index k) and then over frequency (index l), or

vice-versa, with some non-linearity between them, or possibly with different

exponents β. A spatial map indicating the relative importance of different

regions may also be used to provide spatially variant weighting to different el,k

[66, 151].

Summarizing the above discussion, an elaborate quality assessment al-

gorithm may implement the following HVS features (apart from modeling
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display device characteristics):

1. Eye optics modeled by a low-pass PSF.

2. Non-uniform retinal sampling.

3. Color processing.

4. Light adaptation (luminance masking).

5. Contrast sensitivity functions.

6. Spatial frequency, temporal frequency (for video QA) and orientation

selective signal analysis.

7. Masking and facilitation.

8. Contrast response saturation.

9. Pooling.

2.3 Full-Reference Image Quality Assessment Methods

The standard paradigm for quality assessment (QA) of images has been

to assume the availability of a reference image of perfect quality. An image

whose quality is to be evaluated is considered to be a sum of the perfect

reference signal and an error signal. The loss of quality is assumed to be

directly related to the strength of the error signal, and the error strength is

quantified in a meaningful way. The simplest implementation of the concept
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is the MSE and the corresponding fidelity metric, the Peak Signal to Noise

Ratio (PSNR):

MSE =
1

N

N∑
i=1

(xi − yi)
2 (2.2)

PSNR = 10 log10

L2

MSE
(2.3)

where N is the number of pixels in the image, and xi and yi are the i-th pixels

in the original and the distorted images respectively. L is the dynamic range of

the pixel values. For 8bits/pixel monochromatic signal, L is equal to 255. MSE

and PSNR are widely used for quality assessment because they are simple to

calculate, and are mathematically easy to deal with for optimization purposes

(MSE is differentiable, for example). However, they have been widely criticized

as well for not correlating well with perceived visual quality [21, 67, 130]. There

are a number of reasons why PSNR may not correlate well with the human

perception of quality:

1. Digital pixel values on which the MSE is typically computed, may not

exactly represent the light stimulus entering the eye.

2. The sensitivity of the HVS to the errors may be different for different

aspects of the error signal, such as its spatial frequency, orientation,

spatial position and extent, and may also vary with visual context. Such

aspects may not be captured adequately by the global difference operator

in the definition of MSE.
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3. Simple error summation, like the one implemented in the MSE formu-

lation, may be markedly different from the way the HVS and the brain

arrives at an assessment of the perceived distortion.

4. Two distorted image signals with the same amount of error energy may

have very different structure of errors, and hence different perceptual

quality.

Image and video quality metrics in the last three decades have tried to

improve upon the MSE by addressing the above issues. Perhaps the earliest

such attempt was made by Mannos and Sakrison [56], which has been extended

by other researchers over the years by incorporating more knowledge about the

HVS.

In this section, I present a review of some FR image QA metrics that

are based on quantifying the error between the reference and the distorted

images in a perceptually meaningful way. A more detailed review of image

QA metrics may be found in [21, 67, 134].

Perhaps the earliest attempt to improve upon the MSE by incorporating

HVS modeling was made by Mannos and Sakrison [56]. The HVS modeling

employed was a simple point non-linearity and CSF weighting. Some of the

more recent HVS based FR quality metrics employ more sophisticated models

for improving quality predictions.

The Visible Differences Predictor (VDP) by Daly [16, 17] aims to com-

pute a probability-of-detection map between the reference and the distorted
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signals. The value at each point in the map is the probability that a human

observer will perceive a difference between the reference and the distorted

images at that point. The reference and the distorted images (expressed as

luminance values instead of pixels) are passed through a series of processes:

point non-linearity, CSF filtering, channel decomposition, contrast calculation,

masking effect modeling, and probability-of-detection calculation. A modified

Cortex Transform [142] is used for channel decompositions, which transforms

the image signal into five spatial levels followed by six orientation levels, lead-

ing to a total of 31 independent channels (including the baseband). For each

channel, a threshold elevation map is computed from the contrast in that chan-

nel. A psychometric function is used to convert error strengths (weighted by

the threshold elevations) into a probability-of-detection map for each channel.

Pooling is then carried out across the channels to obtain an overall detection

map.

Lubin [53, 54] presents an algorithm that too attempts to estimate a

detection probability of the differences between the original and the distorted

images. A blur is applied to model the PSF of the eye optics. The signals

are then re-sampled to reflect the photoreceptor sampling in the retina. A

Laplacian pyramid [9] is used to decompose the images into seven resolutions

(each resolution is one-half of the immediately higher one), followed by band-

limited contrast calculations [68]. A set of orientation filters implemented

through steerable filters of Freeman and Adelson [26] is then applied for ori-

entation selectivity in four orientations. The CSF is modeled by normalizing
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the output of each frequency-selective channel by the base-sensitivity for that

channel. Masking is implemented through a sigmoid non-linearity, after which

the errors are convolved with disk-shaped kernels at each levels before being

pooled into a distortion map using the Minkowski pooling across frequency.

An additional pooling stage may be applied to obtain a single number for the

entire image. The work in [53, 54] forms the basis for the famous Sarnoff JND

Vision Model [83].

Teo and Heeger’s metric [32, 112, 113] uses PSF modeling, luminance

masking, channel decomposition, and contrast normalizations. The channel

decomposition process uses the Quadrature Steerable Filters [99] with six ori-

entation levels and four spatial resolutions. A detection mechanism is imple-

mented based on squared error. Masking is modeled through contrast nor-

malization and response saturation. The contrast normalization is different

from Daly’s or Lubin’s method in that they take the outputs of channels at all

orientations at a particular resolution to perform the normalizations. Thus,

this model does not assume that the channels at the same resolution are inde-

pendent. Only channels at different resolutions are considered to be indepen-

dent. The output of the channel decomposition after contrast normalization

is decomposed four-fold by passing through four non-linearities of shapes as

illustrated in Figure 2.5, the parameters for which are optimized to fit the data

from psychophysical experiments.

Watson’s DCT metric [138] is based on 8×8 DCT transform commonly

used in image and video compression. Unlike the models above, this method
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partitions the spectrum into 64 uniform subbands (8 in each Cartesian di-

mension). After the block-based DCT and the associated subband contrasts

are computed, a visibility threshold is calculated for each subband coefficient

within each block based on the base-sensitivity for that subband. The base sen-

sitivities are derived empirically. The thresholds are corrected for luminance

and texture masking. The error in each subband is weighted by the corre-

sponding visibility threshold and pooled using Minkowski pooling spatially.

Pooling across subbands is then performed using Minkowski formulation with

a different exponent. Another HVS based QA method in the DCT domain

is presented in [55], and generalized to multidimensional contrast perception

models in [70].

Safranek-Johnston’s perceptual image coder [81] incorporates a quality

metric using a similar strategy as in Watson’s DCT metric. The channel

decomposition uses a Generalized Quadrature Mirror Filter (GQMF) [149] for

analysis and synthesis. This transform splits the spectrum into 16 uniform

subbands (four in each Cartesian dimension). Masking and pooling takes

similar approaches as in Watson’s DCT metric.

Bradley [7] reports a Wavelet Visible Difference Predictor (WVDP),

which is a simplification of Daly’s VDP described above. He uses Watson

et al. [141] derivation of 9/7 Wavelet quantization-noise detection thresholds

for a 9/7 biorthogonal wavelet and combines it with a threshold elevation and

psychometric detection probability scheme similar to Daly’s. Another Wavelet

based metric has been proposed by Lai and Kuo [45]. Their metric is based on

33



the Haar Wavelet and their masking model incorporates channel interactions

as well as suprathreshold effects (modeling the HVS when the distortion is

much larger than the threshold of distortion visibility).

The quality metrics proposed above are scalar valued metrics. Damera-

Venkata et al. [18] proposed a metric for quantifying the performance of image

restoration systems, in which the degradation is modeled as a linear frequency

distortion and additive noise injection. They develop two complementary met-

rics that separately quantify these distortions. They observed that if the addi-

tive noise is uncorrelated with the reference image, then an error measure from

an HVS based metric will correlate well with the subjective judgement. Using

a spatially adaptive restoration algorithm [43] (which was originally designed

for inverse-halftoning), they isolate the effects of noise and linear frequency

distortion. The noise is quantified using a multichannel HVS based metric.

A Distortion Measure quantifies the spectral distortion between the reference

and the model restored image.

Some researchers have attempted to measure image quality using single-

channel models with the masking-effect models specifically targeting certain

types of distortions, such as the blocking artifact. Blocking is recognized as

one of the most annoying artifacts in block-DCT based image/video compres-

sion such as JPEG, especially at high compression ratios. Karunasekera and

Kingsbury [38, 39] proposed a quality metric for blocking artifact. Edge detec-

tion is performed first on the error image. An activity map is calculated from

the reference image in the neighborhood of the edges, and an activity-masked
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edge image is computed such that edges that occur in high activity areas are

de-emphasized. The activity-masked edge image is adjusted for luminance

masking. A non-linear transformation is applied before pooling. The parame-

ters for the model are obtained from experiments that measure the sensitivity

of human observers to edge artifacts embedded in narrow-band test patterns.

In [11] a Peak Signal to Perceptible Noise Ratio (PSPNR) is defined,

which is also a single-channel metric. They model luminance masking and

activity masking to obtain a JND profile. The PSPNR has the same definition

as given in (2.3) except that the MSE expression is adjusted for the JND profile.

Another single-channel metric is the Objective Picture Quality Scale (PQS)

by Miyahara [62], a number of features that can capture various distortions

are combined into one score.

A novel single channel FR quality assessment metric is proposed in

[128], where the metric attempts to measure the structural correlation between

the reference and the distorted images. The metric performs quite well across

image types and distortions. An interesting feature of this metric is that its

output is between 0 and 1, where 1.0 implying perfect matching with the

reference and 0 implies no structural match with the reference. The metric

was improved later into the Structural Similarity (SSIM) metric by resolving

some numerical instability issues [131].

A number of comparative studies have been undertaken in the liter-

ature that compare the relative performance of different FR QA methods

[3, 23, 27, 49, 57, 59, 80, 137]. In my view, all except the recent study by
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VQEG, involved a validation study that was not comprehensive enough to

draw solid conclusions. This is evidenced by the fact that researchers claimed

good performance of their methods on small scale studies, but many such

methods did not perform as well as previously reported under more stringent

testing conditions. The Phase-I of VQEG study concluded, after extensive

psychometric testing, that all of the ten video quality assessment algorithms

that were tested, which included some of the most sophisticated video quality

assessment algorithms of the time1, were ‘statistically indistinguishable’ from

one another [22, 120]. Unfortunately, this group included the PSNR! In the

Phase-II of testing [121], two (four) of the six proponents were declared to be

statistically better than the rest in the 525 (625)2 test cases. The Phase-II also

concluded that none of the methods tested was statistically the same as the

‘null model’, or an ideal quality assessment algorithm that predicts the mean

subjective quality exactly. This means that there is still a lot of improvement

to be made.

2.4 No-Reference Image Quality Assessment methods

No-reference quality assessment for images and videos has recently re-

ceived a great deal of attention since providing the reference signal for FR

1Some description of the proponent methods has been provided in the final reports, as
well as at the VQEG web site. Since almost all of the proponents were from the industry,
the technical details provided in these documents are scanty.

2This refers to the number of horizontal lines in the display devices used for the testing.
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quality metrics is simply impossible in almost all applications3. The main phi-

losophy of previous NR quality assessment has been that of blind distortion

measurement. In this section I will review some of the background work on

NR quality assessment.

In [150] a blocking artifact measurement method is described for video

signals. The algorithm assumes that the blocking edge occurs every eight

pixels, and the measure of blocking artifact is the luminance-weighted norm of

the pixel difference across block boundaries. This is then adjusted by activity

based normalization. Liu et al. [52] describe another NR blocking artifact

measurement algorithm, which is also based on measuring the edge strength

at the expected block location. Once again, their method assumes the presence

of the block boundary every eight pixels, and the blocking metric measures

the average gray-level slope at the block boundary adjusted by the average

gray-level slope at other locations.

Frequency domain blocking artifact metrics have also been investigated

by Wang et al. [129] and Tan and Ghanbari [108]. The algorithm described in

[129] assumes that the presence of a blocky-signal will introduce spikes in the

Power Spectral Density (PSD) of the edge-enhanced image at known frequen-

cies. The strength of these spikes relative to a median-smoothed version of the

PSD (median smoothing will remove these spikes) quantifies the strength of

3If one has the resources to provide a reference image or video for FR QA, why use the
distorted version at all? FR QA is therefore mostly used for in-lab testing and design, and
not for tasks such as quality assessment at the user end, or quality monitoring over video
broadcasting networks etc.
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the blocking artifact. Masking effects are also incorporated by using the JND

profile as described by Chou and Li [11]. In [108], a similar technique for mea-

suring the strengths of frequencies present in the image gradient that can be

attributed to the blocking artifact, relative to the strengths of other frequen-

cies, is described. Both these methods assume periodicity (with a period of

eight pixels) of the blocking artifact but unlike the spatial domain techniques

described above, they are robust to shifts in the block-boundary grid.

A DCT-domain approach for measuring the blocking artifact blindly

in images is described by Bovik and Liu [5]. The algorithm estimates the

amplitude of a discontinuity between two adjacent 8×8 blocks using the DCT

coefficients of those blocks. This is then normalized by the local activity. An

efficient implementation is also described.

Although the methods described above measure the blocking distortion,

no attempt is made to relate the measurement to perceptual quality or annoy-

ance for human observers. In [133] activity and blocking artifact measures are

calibrated against results from subjective quality experiments to yield a NR

perceptual quality assessment algorithm. Meesters and Martens [60] also pro-

pose a blockiness measurement algorithm whose output is designed to conform

with subjective judgements of blockiness in images.

Kayargadde and Martens [41] present an NR QA scheme that measures

noise and blur in images blindly. They first degrade images using white noise

and Gaussian blur and then construct a psychometric space using Multidi-

mensional Scaling (MDS). MDS technique constructs alternate spaces from
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the noise and blur measurement data, in which the positions of the images

are related to their noisiness and blur measures (subjective or objective), with

respect to those of other images in that set. Based on MDS analysis on subjec-

tive noise and blur measures [40], they derive quality predictions from the MDS

analysis of the objective noise and blur measures. However, as pointed out by

the authors as well, the distortions targeted by their method are contrived,

independent of the images and stationary, and hence are easier to quantify,

whereas the distortion occurring in most practical systems is image dependent

and spatially varying.

Oguz et al. [64] propose a Visible Ringing Measure (VRM) that cap-

tures the ringing artifact around strong edges. The algorithm is based on

constructing an image mask that exposes only those parts of the image that

are in the vicinity of strong edges, and the ringing measure is considered to be

the pixel intensity variance around the edges in the masked image. However,

the results are only reported as part of a ringing artifact removal algorithm on

one graphics image (a cartoon), no results are reported on natural images, and

VRM has not been compared to (or calibrated against) human judgements of

quality. The VRM was used as an alternative to MSE for quantifying the

performance of the post-processing algorithm in [153].

Marziliano et al. [58] present a NR blur metric that is based on mea-

suring average edge transition-widths as an indication of blur in an image.

Subjective experiments using JPEG2000 distortion on five images (total of 25

distorted images) and ten subjects were used to test the metric. The metric
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performs much better on the Gaussian blur since it is a stationary, image-

independent distortion. However when tested on the LIVE image quality as-

sessment database [93], its performance is much poorer [58]. This is because

JPEG2000 causes blur in a nonuniform manner in addition to ‘ringing’ arti-

facts around strong edges, and the diversity of image content and quality range

in the LIVE database highlights the limitations of [58]. The authors also tested

their algorithm on their own subjective study with JPEG2000 compressed im-

ages, and the performance of their algorithm on JPEG2000 images has room

for improvement.

Li [50] presents an algorithm that aims to measure several distortions

present in an image blindly: global blur (based on assumed Gaussian blurs

of step edges), additive white and impulse noise (based on local smoothness

violation), blocking artifact (based on simple block boundary detection), and

ringing artifact (based on anisotropic diffusion). The paper reports results

of individual distortion measurements on one image only, with no subjective

validations of the metrics reported.

All the techniques mentioned above have the following theme: distor-

tion statistics are known. No explicit modeling of the natural scene statistics

are done, rather an attempt is made to quantify distortion based on the statis-

tics of the distortion alone. Jannsen and Blommaert [36] present a novel way

of interpreting image quality in terms of the ‘naturalness’ (the degree to which

an image conforms to the ‘expected’) and ‘usefulness’ (the degree to which

objects in an image can be discriminated). In a nutshell, their predictions for
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image quality, for images distorted by chroma scaling and variations in the

color temperatures of the display devices, are based on the statistical distribu-

tions of the brightness and chrominance components of natural images4, and

the degree to which a given image matches the set in distribution. While the

NR reported results still have much room for improvement in terms of pre-

diction accuracy and the target distortion types (the authors only worked on

luminance and chrominance distortion), and the authors have not proposed

extensions of using naturalness measures to quantify FR image quality, the

concept of using statistics of natural images for quality assessment, together

with knowledge about the distortion process, is the main theme of the research

presented in this dissertation.

2.5 Natural Scene Statistics

The key emphasis of this dissertation is to the exploit the fact that im-

age and video quality assessment algorithms almost exclusively operate upon

so-called natural scenes. One could easily imagine an experiment in which

a human subject is asked to judge the quality of random noise, or to decide

whether one patch of random noise looks better than another patch. Such

quality assessment tasks have no meaning. Yet these questions are valid in the

previous FR framework since no modeling of the image source is employed.

The crucial fact is that human viewers are primarily interested in the quality of

images that have cognitive relevance, and such images are, almost exclusively,

4Assumed to be given by the normalized histograms of a set of natural images.
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pictures and videos of the natural three-dimensional visual environment. It

should be obvious that the subspace of natural signals is an exceedingly tiny

subset in the set of all possible images. It is easy to imagine the sparseness

of this subspace by hypothetically considering how long it would take for a

random image generator to generate anything that looks like a natural scene

(more traditionally, the time required for a monkey on a typewriter to repro-

duce Shakespeare!). For researchers pursuing evermore efficient systems, it

makes sense to exploit the sparseness of this subspace if it leads to algorithmic

advantages.

More specifically, images and videos of the visual environment cap-

tured using high quality capture devices operating in the visual spectrum are

broadly classified as natural scenes. This differentiates them from text, com-

puter generated graphics, cartoons and animations, paintings and drawings,

random noise, or images and videos captured from non-visual stimuli such

as Radar and Sonar, X-Rays, ultra-sounds etc. Natural scenes form an ex-

tremely tiny subset of the set of all possible images [25, 78]. Many researchers

have attempted to understand the structure of this subspace of natural im-

ages by studying their statistics [8, 25, 33, 47, 78, 97, 101, 104, 114, 122–125].

Researchers believe that the visual stimulus emanating from the natural en-

vironment drove the evolution of the HVS, and that modeling natural scenes

and the HVS are essentially dual problems [102]. While many aspects of the

HVS have been studied and incorporated into quality assessment algorithms,

a usefully comprehensive (and feasible) understanding is still lacking. NSS
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modeling may serve to fill this gap.

An important property of natural scenes is scale invariance, which

means that the statistics of natural scenes are approximately constant with

respect to changes in scale (zooming in or zooming out) up to a multiplicative

constant [25, 78]. This property manifests itself in simple image models, such

as the approximately 1/f fall-off of the amplitude spectral density, and has

been hypothesized to occur due to the distribution of the sizes of objects in nat-

ural images [79]. Other interesting invariances have also been reported, such

as the invariance of the image intensity histograms’ shape, and the histograms

of image gradient with scale. Non-linear multiresolution models [8, 96, 125].

capture those non-linear statistical dependencies that cannot be analyzed us-

ing linear methods. It has been claimed that these nonlinear dependencies

could be explained solely by the presence of edges in natural images [20]. Fur-

thermore, researchers have claimed that scaling of many statistics of natural

images could be explained by the so-called dead leaves model, which is an

image formation model where objects occlude one another [47, 114]. Localized

models using Principal Components Analysis (PCA) and Independent Com-

ponents Analysis (ICA), including local statistics that attract human gaze,

have revealed insightful similarities between the statistics of natural scenes

and the physiology of the HVS [31, 75, 76, 119]. Researchers have also pro-

posed that the HVS has evolved to efficiently code the natural stimulus. This

‘efficient coding hypothesis’ has been analyzed using mathematical as well as

physiological methods [65].
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The FR methods that I propose in this dissertation model natural im-

ages in the wavelet domain using Gaussian Scale Mixtures (GSM) [122]. Scale-

space-orientation analysis (loosely referred to as a wavelet decomposition) of

images has been found to be useful for many applications, and researchers have

found it useful for natural image modeling as well. It is well known that the

coefficients of a subband in a wavelet decomposition are neither independent

nor identically distributed, though they may be approximately second-order

uncorrelated [97], and a coefficient is likely to have a large variance if its

neighborhood has a large variance. Also the marginal densities of the wavelet

coefficients are sharply peaked around zero with heavy tails, which are typi-

cally modeled as Laplacian density functions, while the localized statistics of

wavelet coefficients, such as local mean and variance, are highly space-varying.

Researchers have characterized this behavior of natural images in the wavelet

domain by using GSMs [122, 125], which could be thought of as Gaussian

random fields (RF) whose space-varying variance is also a random field [2]. A

more detailed introduction to GSM’s will be given in the following chapters.

Natural scene statistics have been explicitly incorporated into a num-

ber of image processing algorithms. Image compression algorithms, such as

EZW [88], SPIHT [82] or JPEG2000 [111] make use of multiscale coefficient

trees to capture non-linear redundancies. Kivanç et al. use a doubly stochastic

statistical model of wavelet coefficients of natural images to design denoising

algorithms [61]. Lam and Goodman present doubly stochastic models for the

Discrete Cosine Transform (DCT) coefficients of natural images using Gener-

44



alized Gaussian Distributions [46]. Romberg et al. present a two-state hidden

Markov model for the wavelet coefficients of images and use this model for im-

age denoising [77]. The model was also used for segmentation [10]. Wainwright

et al. use a multiscale Gaussian scale mixture model for denoising [124, 125].

The model has also been used for denoising in [71, 74]. In [72], an iterative

projection technique is used to project noisy images onto the space of images

having autocorrelations expected from noise-free natural images. Buccigrossi

and Simoncelli use a multiscale NSS model for designing optimal bit alloca-

tion schemes for a wavelet based image compression algorithm [8], while similar

models using complex wavelets have been used for image texture analysis and

synthesis [73].

While the characteristics of the human visual systems and properties of

certain distortion types have been explicitly incorporated into quality assess-

ment algorithms, assumptions made about the statistics of images are usually

quite simplistic. Specifically, most algorithms suffice to assume that images are

smooth and low-pass in nature. In this dissertation, I claim that distortions

present in real-world systems make the images look unnatural, and that this

departure from an expected natural behavior could be quantified in various

ways for a variety of QA applications.

Using this philosophy, I present an information-theoretic setup in which

I quantify the unnaturalness of images using a well-known statistical distance

criterion: the mutual information. I use the information-theoretic framework

to design two full-reference quality assessment algorithms that are based on

45



various aspects of image information and information fidelity, that not only

constitute a novel approach to the quality assessment problem, but are also

highly competitive with the state-of-the-art methods, and outperform them in

my simulations (Chapters 4 and 5). I also adapt an NSS model using prior

information about the distortion process (and hence incorporating distortion

modeling as well) to construct a simplified model that can characterize images

compressed by wavelet based compression algorithms, such as JPEG2000, as

well as uncompressed natural images. I use this model to quantify the de-

parture of an image from natural behavior, and make no-reference quality

predictions (Chapter 6).

The success of these methods show that human perceptions of image

quality in the presence of perceptible distortions are indeed related to the nat-

uralness of images. This observation has similarly been reported by Jannsen

and Blommaert [36] for images distorted by chroma scaling and color tem-

peratures of the display devices, where the researchers blindly measured the

departure from naturalness by using chroma statistics of natural images.
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Chapter 3

Information-Theoretic Methods for Image

Quality Assessment Using Natural Scene

Statistics

You would laugh, O Born of Time, isn’t it strange?

That I am a treasure trove of passion

and a worshipper of worldliness as well

and the greatness I don’t have, I seek that as well!

You who laughed that night at my hesitations

laugh again at my duality!

But what has anyone ever gained from love except for himself?

O Born of Time

Every love is question to which, except the lover,

there is no answer

It is enough if the call of the soul reverberates!

O Born of Time

It was indeed the call of my soul

that reverberated against the icy rims of centuries of my art
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And it was indeed the shore of the ocean of your eyes

engulfing the centuries gone by

This ocean, which, to my soul, is a mirror

This ocean, which, to my ever forming,

ever un-forming wine-cups, is a mirror

This ocean, which, to every art,

every lover of art,

is a mirror.

—from “Hasan the cup maker - II” by Noon Meem Rashid

3.1 Introduction

The dominant paradigm in the field of full-reference quality assessment

has been that of modeling the human visual system and taking into account

its different sensitivities to different characteristics of images and distortions

when a measure of ‘signal error’ is computed. Some methods also utilize signal

fidelity criteria not based on HVS modeling to measure the closeness of a test

image to the corresponding reference. Recently, a structural approach to the

quality assessment problem has been proposed that claims to quantify the loss

of image structure instead of measuring just the error strength. Moreover, cer-

tain application dependent methods exploit special distortion characteristics

to design quality assessment algorithms. Many such methods were reviewed

in Chapter 2.
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No-Reference quality assessment methods are more desirable from an

application perspective, since they do not rely on the availability of the refer-

ence image. Most of the NR methods proposed in the literature have focused

on measuring the blocking artifact. A number of NR methods proposed in the

literature were reviewed in Chapter 2.

3.2 Limitations of Previous Full-Reference Methodolo-
gies

I explained in Chapter 2 that the full-reference quality assessment al-

gorithms proposed in the literature lack any modeling of image sources, and

the sparseness of the subspace of natural images is not exploited. This means

that under the existing framework, a question like ‘what is the quality of a

randomly generated image corrupted by JPEG distortion?’ or a statement

like ‘the quality of a random image with reference to another random image

is really bad’ have valid and quantifiable meanings, but subjectively these two

statements are irrelevant, since human beings are not interested in the quality

of random images, or the loss of fidelity in them. Moreover, most of the previ-

ous methods view the QA problem as a signal fidelity problem, where images

are deterministic points in a multidimensional space and image differences are

measured using distance metrics, ignoring the inherently statistical nature of

the quality assessment problem. For example, not only are images themselves

less yielding to deterministic modeling, but many physiological processes in

the brain, human behavior, and unpredictable environmental factors, call for
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a statistical approach.

Many limitations of HVS based full reference methods are well known,

and some of them have been discussed in [131]:

The Quality Definition Problem. The assumption that image fidelity

is the same as image quality is only loosely true. In [95], this assumption

is questioned in the light of empirical evidence. As will become apparent

later, one FR method that I propose in this dissertation has the ability to

discriminate quality improvements over the reference image! Thus, the very

assumption that fidelity or ‘closeness’ to the reference image relates with image

quality is not always true, and ‘distance’ may sometimes imply improvement

in visual quality.

The Suprathreshold Problem Most HVS models are based on psy-

chophysical experiments that deal with signals at the threshold of visual acu-

ity. The generalizations of these models to the case where the distortions and

degradations are typically much greater than the visibility threshold is hard

to justify.

The Natural Image Complexity Problem The psychophysical experi-

ments from which almost all HVS models are derived use simple patterns such

as sinusoids, Gabors, noise patches, lines, boxes, etc. and hence the gener-

alizations of such models for use in QA algorithms that deal with complex

natural scenes is again hard to justify.

The Cognitive Interaction Problem QA algorithms assume homogene-
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ity of visual information and are blind to the fact that human observers may

base their judgements of quality on the content of the image. Also, perceptual

quality is dependent on the task that the human subject needs to perform.

Such contextual effects are also very hard to model in any QA algorithm.

Apart from the ‘philosophical’ limitations of the HVS-based quality as-

sessment framework, there are some practical limitations as well. The strong

dependence of these methods on data obtained from careful psychophysical

experiments, the need for knowledge of the viewing conditions such as the

viewing distance, ambient light levels, screen resolution, screen type and il-

lumination settings, as well as the need to calibrate HVS models, hampers

practical implementation of these methods.

Signal fidelity methods that rely solely on mathematical similarity mea-

sures also have their limitations. Their main disadvantage is that it is hard to

analyze the reasons of failure or success of such methods, and their design is

basically a trial-and-error exercise. In [23], fourteen of such methods were eval-

uated in a single study in hopes of discovering a metric that predicts quality

well. In [3] also , twenty-two signal fidelity criteria are tested, along with four

HVS based methods. However, such measures are generally attractive since

they do not require any modeling of the HVS, calibration, or psychophysical

data. They are typically faster in processing as well, and may have nice math-

ematical properties, such as differentiability, that could make them amenable

to analysis and optimizations.

In [131], it was claimed that structural QA methods avoid some of the
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limitations of HVS based methods since they are not based on threshold psy-

chophysics or the HVS models derived thereof. However they have some limi-

tations of their own. Specifically, although the structural paradigm for QA is

an ambitious paradigm, there is no widely accepted definition of structure and

structural distortion that is perceptually meaningful and quantifiable. In [131],

the SSIM was constructed by conjecturing the functional forms of structural

and non-structural distortions and the interaction between them. Although

these forms are intuitive, and the resulting SSIM performs remarkably well

for its simplicity, yet the precise formulations of structural and non-structural

distortions leaves one wondering if it is the structural framework leads to the

good performance of SSIM, or is it because of the specific equations used in

it, and whether or not other formulations for ‘structure’ and ‘non-structure’

would also yield good quality assessment metrics. Furthermore, SSIM also re-

quires optimization of some parameters for accuracy and numerical stability,

and the exact ‘physical’ interpretation of these parameters is a tad unclear.

In this dissertation, I take a new approach to the quality assessment

problem. As mentioned in Chapter 1, the third alternative to QA, apart

from HVS based, signal fidelity and structural approaches, is the statistical

approach, which I use in an information-theoretic setting. Needless to say,

even my approach will make certain assumptions, but once assumptions re-

garding the source and distortion models and the suitability of the Shannon

information as a valid measure of perceptual information fidelity are made,

the components of the proposed algorithms and their interactions fall through
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with minimal reliance on arbitrary formulations. Moreover, I will show that

this new approach is a dual of the HVS based QA approach, with key simi-

larities and contrasts between the two. This duality is a manifestation of the

duality between NSS and HVS models.

3.2.1 Proposed FR Solution

In this dissertation, I propose a novel approach to the full-reference

quality assessment problem. Instead of a signal fidelity framework for quanti-

fying image quality, I propose to use an information-theoretic framework based

on natural scene statistics. Specifically, I model the problem as a source of nat-

ural images communicating to a receiver (the human brain) through a channel

(the distortion operation) that imposes limits on how much information could

flow through it. I claim that the amount of information shared between the

input and the output of the channel (the information that actually makes it

through the channel) should relate well with visual quality. Moreover, I will

also quantify the amount of information that the brain could extract from

the reference image given the limitations of the human visual system. I will

present two methods based on this new framework, each having its own merit

and scope of application. They are presented in the Chapters 4 and 5.
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3.3 Limitations of Previous No-Reference Methodolo-
gies

The field of NR quality assessment is far from being a mature topic,

with the current research leaving much to be desired. One obvious shortcoming

of the existing methodologies is their inability to cope with anything other

than the blocking artifact1. With the emerging compression technologies that

avoid the blocking artifact, such as the JPEG2000 image compression standard

and the H.264 video compression standard [1, 85], as well as certain types of

distortion not arising from lossy compression becoming more common, such as

channel errors in wireless communications, there is a need to conduct research

into expanding the scope of current NR QA algorithms.

Current algorithms for doing NR QA are specific to the blocking dis-

tortion. The explicit use of natural scene statistics models is absent from

almost all current methodologies. Only rudimentary image statistics models

are employed in the design of the QA algorithms: natural images are smoothly

varying with most of their spectral energy concentrated in the lower spatial

frequencies, or that natural images do not have blocking artifacts or white

noise. More explicit models for natural images could be used for designing

current NR QA metrics.

1Stationary, image independent distortions such as Gaussian blurs and white noise are
contrived problems and do not arise in most applications, and hence doing NR QA for such
types of distortions is not very useful.
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3.3.1 Proposed NR Solution

In this dissertation, I propose to use explicit natural scene statistics

model for NR quality assessment as well. I propose to adhere to the philoso-

phy of doing NR QA by doing blind distortion measurement with respect to a

statistical model for natural images. Thus I assume that the image whose qual-

ity is being evaluated is a distorted reproduction of a natural scene, and that a

priori information about the distortion process is known as well. Using source

and distortion models, I quantify the unnaturalness of images compressed by

wavelet based compression methods, and relate this unnaturalness to image

quality. In Chapter 6, I will present some research that I have completed for

NR QA for JPEG2000 compressed images.
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Chapter 4

An Information Fidelity Criterion for Image

Quality Assessment Using Natural Scene

Statistics

O Born of Time

That pool at the caravanserai of Aleppo, the night and its stillness

In which we swam in harmony together

Like a circumference circumscribes a circle

We swam together all night

our souls and bodies in unison

We swam away from a self-fulfilling apprehension

Like water moves inside a tear-drop

Content with each other we swam

against the currents of declining youth

And you had exclaimed: “Hasan, it has brought you here as well,

the thirst in your soul!”

(And as I recalled the thirst in my soul

my throat was blessed by the munificence of my tears!)

—from “Hasan the cup maker - III” by Noon Meem Rashid
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4.1 Introduction

In this chapter, I explore a novel information theoretic criterion for

image fidelity using Natural Scene Statistics (NSS)1. Images and videos of the

three dimensional visual environment come from a common class: the class of

natural scenes. Natural scenes form a tiny subspace in the space of all possible

signals, and researchers have developed sophisticated models to characterize

the statistics of this subspace. Most real-world distortion processes disturb

these statistics and make the image or video signals unnatural. I propose to

use natural scene models in conjunction with distortion models to quantify the

Shannon information shared between the test and the reference images, and

posit that this shared information is an aspect of fidelity that relates well with

visual quality [90].

Section 4.2 presents the development of the information fidelity crite-

rion. Implementation and subjective validation details are provided in Sec-

tions 4.3 and 4.4, while the results are discussed in Section 4.5. In Section 4.6

I compare and contrast the proposed method with HVS based methods, and

conclude the chapter in Section 4.7.

1Copyright 2004 IEEE. Some of the material in this chapter has been reproduced, with
permission, from: H. R. Sheikh, A. C. Bovik, and G. de Veciana, “An Information Fidelity
Criterion for Image Quality Assessment Using Natural Scene Statistics,” IEEE Trans. Image
Processing, accepted March 2004.
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Source

(natural images)

Channel

(distortions)

Receiver

(human)

Figure 4.1: The quality assessment problem could be analyzed using an infor-
mation theoretic framework in which a source transmits information through
a channel to a receiver. The mutual information between the input of the
channel (the reference image) and the output of the channel (the test image)
quantifies the amount of information that could ideally be extracted by the
receiver (the human observer) from the test image.

4.2 Information Fidelity Criterion for Image Quality
Assessment

In this chapter, I propose to approach the quality assessment problem

as an information fidelity problem, where a natural image source communicates

with a receiver through a channel. The channel imposes fundamental limits

on how much information could flow from the source (the reference image),

through the channel (the image distortion process) to the receiver (the human

observer). Figure 4.1 shows the scenario graphically. A standard way of dealing

with such problems is to analyze them in an information-theoretic framework,

in which the mutual information between the input and the output of the

channel (the reference and the test images) is quantified using a model for the

source and a distortion model. Thus, my assertion in proposing this framework

is that the information that a test image has of the reference is a good way of

quantifying fidelity that could relate well with visual quality.
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4.2.1 The Source Model

The NSS model that I use for the development of the proposed FR

method is the Gaussian Scale Mixture (GSM) model in the wavelet domain.

It is convenient to deal with one subband of the wavelet decomposition at this

point and later generalize this for multiple subbands. I model one subband of

the wavelet decomposition of an image as a GSM random field (RF), C = {Ci :

i ∈ I}, where I denotes the set of spatial indices for the RF. C is a product of

two stationary RF’s that are independent of each other [122, 125]:

C = S · U = {Si · Ui : i ∈ I} (4.1)

where S = {Si : i ∈ I} is an RF of positive scalars and U = {Ui : i ∈ I}
is a Gaussian scalar RF with mean zero and variance σ2

U . Note that for the

GSM defined in (4.1), while the marginal distribution of Ci may be sharply-

peaked and heavy-tailed, such as those of natural scenes in the wavelet domain,

conditioned on Si, Ci are normally distributed, that is,

pCi|Si
(ci|si) ∼ N(0, s2

i σ
2
U) (4.2)

where N(µ, σ2) denotes a Gaussian density with mean µ and variance σ2.

Another observation is that given Si, Ci are independent of Sj ∀ j 6= i, meaning

that the variance of the coefficient Ci specifies its distribution completely.

Additionally, if the RF U is white, then the elements of C are conditionally

independent given S. The GSM framework can model the marginal statistics

of the wavelet coefficients of natural images, the non-linear dependencies that
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are present between the coefficients, as well as the space-varying localized

statistics, by introducing correlations in the RF S [51].

4.2.2 The Distortion Model

The distortion model that I use in my work is also described in the

wavelet domain. It is a simple signal attenuation and additive Gaussian noise

in each subband:

D = GC + V = {giCi + Vi : i ∈ I} (4.3)

where C denotes the RF from a subband in the reference signal, D = {Di : i ∈
I} denotes the RF from the corresponding subband from the test (distorted)

signal, G = {gi : i ∈ I} is a deterministic scalar attenuation field and V = {Vi :

i ∈ I} is a stationary additive zero-mean Gaussian noise RF with variance σ2
V .

The RF V is white, and is independent of S and U. This model captures two

important, and complementary, distortion types: blur and additive noise. I

assume that most distortion types that are prevalent in real world systems

could roughly be described locally by a combination of these two. In this

model, the attenuation factors gi can capture the loss of signal energy in a

subband to the blur distortion, while the process V can capture additive noise

components separately. Additionally, changes in image contrast that result

from variations in ambient light are not modeled as noise since they too can

be incorporated into the attenuation field G.

The choice of a proper distortion model is crucial for image fidelity as-

sessments that are expected to reflect perceptual quality. In essence we want
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the distortion model to characterize what the HVS perceives as distortion.

Based on my experience with different distortion models, I am inclined to hy-

pothesize that the visual system has evolved over time to optimally estimate

natural signals embedded in natural distortions : blur, white noise, and bright-

ness and contrast variations due to changes in ambient lighting. The visual

stimulus that is encoded by the human eyes is blurred by the optics of the eye

as well as the spatially-varying sampling in the retina. It is therefore natural

to expect evolution to have worked towards near-optimal processing of blurry

signals, say for controlling the focus of the lens, or guiding visual fixations.

Similarly, white noise arising due to photon noise or internal neuron noise (es-

pecially in low light conditions) affects all visual signals. Adaptation in the

HVS to changes in ambient lighting has been known to exist for a long time

[126]. Thus the HVS signal estimators would have evolved in response to nat-

ural signals corrupted by natural distortions, and would be near-optimal for

them, but sub-optimal for other distortion types (such as blocking and colored

noise) or signal sources. Hence ‘over-modeling’ the signal source or the dis-

tortion process is likely to fail for QA purposes, since it imposes assumptions

on the existence of near-optimal estimators in the HVS for the chosen signal

and distortion models, which may not be true. In essence distortion model-

ing combined with NSS source modeling is the dual of HVS signal estimator

modeling.

Another hypothesis is that the field G could account for the case when

the additive noise V is linearly correlated with C. Thus if Dk = Ck + Vk and
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Vk = aCk + Nk, where a is some constant and Nk is another noise RF un-

correlated with Ck, then gk = 1 + a. Previously researchers have noted that

as the correlation of the noise with the reference signal increases, the MSE

becomes poorer in predicting perceptual quality [18]. While the second hy-

pothesis could be a corollary to the first, I feel that both of these hypotheses

(and perhaps more) need to be investigated further with psychophysical ex-

periments so that the exact contribution of the distortion model in the quality

prediction problem could be understood properly. For the purpose of image

quality assessment presented in this dissertation, the distortion model of (4.3)

is adequate, and works well in my tests.

4.2.3 The Information Fidelity Criterion

Given a statistical model for the source and the distortion (channel),

the obvious information fidelity criterion is the mutual information between

the source and the distorted image. Mutual information captures the infor-

mation (in bits) that the source (the reference image) and the distorted (the

test image) signals have in common, and it is one way of characterizing image

fidelity. In a medical imaging application, Garcia et al. [28] show that the

mutual information between a reference and a distorted mammogram image is

strongly correlated with the ability of a human radiologist to correctly identify

tumors. Thus, a statistical measure of information has been shown to affect

semantic, task dependent, understanding of images. This evidence, together

with the results in this dissertation, give faith to the hypothesis that statis-
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tical measures of information (such as the mutual information) could form a

measure of the semantic information in an image.

In this section, I derive the mutual information between the test and the

reference signals in the wavelet domain. I first derive the mutual information

for one subband and later generalize for multiple subbands.

Let CN = (C1, C2, . . . , CN) denote N elements from C. In this section

I will assume that the underlying RF U is uncorrelated (and hence C is an

RF with conditionally independent elements given S), and that the distortion

model parameters G and σ2
V are known a priori. Let DN = (D1, D2, . . . DN)

denote the corresponding N elements from D. The mutual information be-

tween these is denoted I(CN ; DN), and it quantifies the information in bits

that is shared between the corresponding N coefficients in the two RFs.

Due to the availability of the reference image, it makes sense to tune

the source model specifically for the reference image. I propose to do this

by considering conditional mutual information. Incidentally, due the non-

linear dependance among the CN by way of S, it is much easier to analyze

the mutual information assuming S is known. This is also in line with some

divisive normalization based HVS models, which process the input signals

after ‘conditioning’ them with division by local standard deviation estimates

[103, 125]. Thus the information criterion that I propose for FR QA in this

chapter is the conditional mutual information I(CN ; DN |SN = sN), where

SN = (S1, S2, . . . , SN) are the corresponding N elements of S, and sN denotes

a realization of SN . I will denote I(CN ; DN |SN = sN) as I(CN ; DN |sN)

63



throughout the rest of this dissertation. With the stated assumptions on C

and the distortion model (4.3), one can show:

I(CN ; DN |sN) =
N∑

i=1

I(Ci; D
N |Ci−1, sN) (4.4)

=
N∑

j=1

N∑
i=1

I(Ci; Dj|C i−1, Dj−1, sN) (4.5)

=
N∑

i=1

I(Ci; Di|Ci−1, Di−1, sN) (4.6)

=
N∑

i=1

I(Ci; Di|si) (4.7)

where I get (4.4) and (4.5) by the chain rule [15], and (4.6) and (4.7) by

conditional independence of C given S, independence of the noise V, the fact

that the distortion model keeps Di independent of Cj, ∀j 6= i, and that given

Si, Ci and Di are independent of Sj ∀ j 6= i. Using the fact that Ci are

Gaussian given Si = si with variance s2
i σ

2
U , and Vi are also Gaussian with

variance σ2
V , we get:

I(CN ; DN |sN) =
N∑

i=1

I(Ci; Di|si) (4.8)

=
N∑

i=1

(h(Di|si)− h(Di|Ci, si)) (4.9)

=
N∑

i=1

(h(giCi + Vi|si)− h(Vi)) (4.10)

=
1

2

N∑
i=1

log2

(
1 +

g2
i s

2
i σ

2
U

σ2
V

)
(4.11)
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where h(X) denotes the differential entropy of a continuous random variable

X, and for X distributed as N(µ, σ2), h(X) = 1/2 log2 2πeσ2 [15].

Equation (4.11) was derived for one subband. It is straightforward to

use separate GSM RF’s for modeling each subband of interest in the image. I

will denote the RF modeling the wavelet coefficients of the reference image in

the k-th subband as Ck, and in test (distorted) image as Dk, and assume that

Ck are independent of each other. I will further assume that each subband

is distorted independently. Thus, the RF’s Vk are also independent of each

other. The information fidelity criterion (IFC) is then obtained by summing

over all subbands:

IFC =
∑

k∈subbands

I(CNk,k; DNk,k|sNk,k) (4.12)

where CNk,k denotes a vector of Nk coefficients from the RF Ck of the k-th

subband, and similarly for DNk,k and sNk,k.

Equation (4.12) is the proposed information fidelity criterion that quan-

tifies the Shannon information that is shared between the source and the dis-

torted images. An attractive feature of this criterion is that like MSE and some

other mathematical fidelity metrics, it does not involve parameters associated

with display device physics, data from visual psychology experiments, viewing

configuration information or stabilizing constants that dictate the accuracy of

HVS based FR QA methods (and some structural ones too). The IFC does

not require training data either. However some implementation parameters
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will obviously arise once (4.12) is implemented. I will discuss implementation

in the next section.

The IFC is not a distortion metric, but a fidelity criterion. It theoreti-

cally ranges from zero (no fidelity) to infinity (perfect fidelity within a non-zero

multiplicative constant in the absence of noise2). Perfect fidelity within a mul-

tiplicative constant is something that is in contrast with the approach in SSIM

[131], in which contrast distortion (multiplicative constant) was one of the

three attributes of distortion that was regarded as a visual degradation, albeit

one that has a different (and ‘orthogonal’) contribution towards perceptual

fidelity than noise and local-luminance distortions. The IFC views multiplica-

tive constants (contrast stretches) as signal gains or attenuations interacting

with additive noise. Thus, with this approach, the same noise variance would

be perceptually less annoying if it were added to a contrast stretched image

than if it were added to a contrast attenuated image. Since each subband has

its own multiplicative constant, blur distortion could also be captured by this

model as the finer scale subbands would be attenuated more than coarser scale

subbands.

2Differential entropy is invariant to translation, and so the IFC is infinite for perfect
fidelity within additive constant in the absence of noise as well. However since we are
applying the IFC in the wavelet domain, the zero-mean assumptions on U and V imply that
this case will not happen.
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4.3 Implementation Issues

In order to implement the fidelity criterion in (4.12) a number of as-

sumptions are required about the source and the distortion models. I outline

them in this section.

4.3.1 Assumptions about the Source Model

Note that mutual information (and hence the IFC) can only be calcu-

lated between RF’s and not their realizations, that is, a particular reference

and the test image under consideration. I will assume ergodicity of the RF’s

and that reasonable estimates for the statistics of the RF’s can be obtained

from their realizations. I then quantify the mutual information between the

RF’s having statistics obtained from particular realizations.

For the scalar GSM model, estimates of s2
i can be obtained by localized

sample variance estimation, since for natural images S is known to be a highly

spatially correlated field, and σ2
U can be assumed to be unity without loss of

generality.

4.3.2 Assumptions about the Distortion Model

The IFC assumes that the distortion model parameters G and σ2
V are

known a priori, but these would need to be estimated in practice. I propose to

partition the subbands into blocks and assume that the field G is constant over

such blocks, as are the noise statistics σ2
V . Localized treatment (by ‘blocking’)

of image distortions is necessitated by their non-stationary nature. The value
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of the field G over block l, which I denote as gl, and the variance of the RF

V over block l, which I denote as σ2
V,l, are fairly easy to estimate (by linear

regression) since both the input (the reference signal) as well as the output

(the test signal) of the system (4.3) are available [37]:

ĝl = Ĉov(C, D)Ĉov(C,C)−1 (4.13)

σ̂2
V,l = Ĉov(D, D)− glĈov(C, D) (4.14)

where the covariances are approximated by sample estimates using sample

points from the corresponding blocks in the reference and test signals.

4.3.3 Wavelet Bases and Inter-coefficient Correlations

The derivation leading to (4.11) assumes that U is uncorrelated, and

hence C is independent given S. In practice, if the wavelet decomposition

is orthogonal, the underlying U could be approximately uncorrelated. In

such cases, one can use (4.11) for computing the IFC. However real cartesian-

separable orthogonal wavelets are not good for image analysis since they have

poor orientation selectivity. In my implementation, I chose the steerable pyra-

mid decomposition with six orientations [98]. This gives better orientation

selectivity than possible with real cartesian separable wavelets. However the

steerable pyramid decomposition is over-complete, and the neighboring coeffi-

cients C from the same subband are linearly correlated. In order to deal with

such correlated coefficients, I propose two simple approximations that work

well for quality assessment purposes.
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4.3.3.1 Vector GSM

The first approximation is to partition the RF into non-overlapping

block-neighborhoods and then assume that the neighborhoods are uncorrelated

with each other. One could then use a vector form of the IFC by modeling

each neighborhood as a vector random variable. This ‘blocking’ of coefficients

results in an upper bound on the IFC:

I(CN ; DN |sN) ≤
N/M∑
j=1

I(
−→
C j;

−→
D j|sN)

≤
N/M∑
j=1

I(
−→
C j;

−→
D j|sj)

where
−→
C j = (Cj,i, i = 1 . . . M) is a vector of M wavelet coefficients that

form the j-th neighborhood. All such vectors, associated with non-overlapping

neighborhoods, are assumed to be uncorrelated with each other. I then model

the wavelet coefficient neighborhood as a vector GSM. Thus, the vector RF

C = {−→C i : i ∈ I′} on a lattice I′ is a product of a scalar RF S and a zero-mean

Gaussian vector RF U = {−→U i : i ∈ I′} of covariance C−→
U

. The noise V is

also a zero-mean vector Gaussian RF of the same dimensionality as C, and has

covariance C−→
V

. If we assume that
−→
U i is independent of

−→
U j, ∀i 6= j, it is quite

easy to show (by using differential entropy for multivariate Gaussian vectors)

that:

I(CN ; DN |sN) ≤
N/M∑
j=1

I(
−→
C j;

−→
D j|sj) (4.15)

=
1

2

N/M∑
j=1

log2

( |g2
j s

2
jC−→

U
+ C−→

V
|

|C−→
V
|

)
(4.16)
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where the differential entropy of a continuous vector random vector
−→
X dis-

tributed as a multivariate Gaussian N(−→µ ,Σ), h(
−→
X ) = 1/2 log2 (2πe)d|Σ| where

|.| denotes the determinant and d is the dimension of
−→
X [15]. Recalling that

C−→
U

is symmetric and can be factorized as QΛQT with orthonormal Q (that

is QQT = QTQ = I, and |Q| = |QT| = 1) and eigenvalues λk [105], and that

for a distortion model where C−→
V

= σ2
V I, the IFC simplifies as follows3:

I(CN ; DN |sN) ≤
N/M∑
j=1

I(
−→
C j;

−→
D j|sj) (4.17)

=
1

2

N/M∑
j=1

log2

( |g2
j s

2
jC−→

U
+ σ2

V I|
|σ2

V I|
)

(4.18)

=
1

2

N/M∑
j=1

log2

(
|g2

j s
2
jQΛQT + σ2

V I|
σ2M

V

)
(4.19)

=
1

2

N/M∑
j=1

log2

(
|Q||g2

j s
2
jΛ + σ2

V I||QT|
σ2M

V

)
(4.20)

=
1

2

N/M∑
j=1

log2

( |g2
j s

2
jΛ + σ2

V I|
σ2M

V

)
(4.21)

=
1

2

N/M∑
j=1

M∑

k=1

log2

(
1 +

g2
j s

2
jλk

σ2
V

)
(4.22)

where the numerator term inside the logarithm of (4.21) is the determinant of

a diagonal matrix and hence equals the product of the diagonal terms. The

bound in (4.17) shrinks as M increases. In my simulations I use vectors from

3 × 3 spatial neighborhoods and achieve good performance. Equation (4.22)

3Utilizing the structure of C−→
U

and C−→
V

helps in faster implementations through matrix
factorizations.
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is the form that is used for implementation.

For the vector GSM model, the maximum-likelihood estimate of s2
j can

be found as follows [106, 122]:

ŝ2
j =

−→
C T

j Cu
−1−→C j

M
(4.23)

where M is the dimensionality of
−→
C j. Estimation of the covariance matrix

C−→
U

is also straightforward from the reference image wavelet coefficients [106]:

Ĉ−→
U

=
M

N

N/M∑
j=1

−→
C j
−→
C T

j (4.24)

In (4.23) and (4.24), E[S2
i ] is assumed to be unity without loss of generality

[106, 122].

4.3.3.2 Downsampling

The second approximation to obtain uncorrelated GSM is to use a sub-

set of the coefficients obtained by downsampling C. Downsampling reduces

the correlation between coefficients. I assume that the downsampled subband

is approximately uncorrelated, and then use (4.11) for scalar GSM on the

downsampled subband. The underlying assumption in the downsampling ap-

proach is that the quality prediction from the downsampled subbands should

be approximately the same as the prediction from the complete subband. This

downsampling approach has an additional advantage that it makes it possible

to substantially reduce the complexity of computing the wavelet decomposi-

tion, since only a fraction of the subband coefficients need to be computed. In
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Figure 4.2: Downsampling a subband for reducing correlation between coeffi-
cients. The orientation selective filters in the steerable pyramid decomposition
select image frequencies along the principal orientation (left). Downampling
along and across the principal orientation is a good way of reducing correla-
tions in the filtered signal (right). In my simulations, I downsample by 3 along
orientation and by 5 across orientation.

my simulations I discovered that the wavelet decomposition is the most com-

putationally expensive step. Significant speedups are possible with the typical

downsampling factors of twelve or fifteen in my simulations. Since the filters

in the analysis filter-bank are orientation selective, a subband is downsampled

along and across the principal orientations of the respective filters. This is

shown in Figure 4.2. In my simulations, the downsampling was done using

nearest-neighbor interpolation.

Further specifics of the estimation methods used in my testing are given

in Section 4.5.
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4.4 Subjective QA Study for Validation

In order to calibrate and test the algorithm, an extensive subjective

QA study was conducted. In these experiments, a number of human subjects

were asked to assign each image with a score indicating their assessment of

the quality of that image, defined as the extent to which the artifacts were

visible and annoying. The details of the study are given in Appendix A. A

total of 982 images, out of which 203 were the reference images, were evaluated

by human subjects, and the raw scores were processed to give Mean Opinion

scores (MOS) and Difference Mean Opinion Scores (DMOS) for all distorted

image.

In order to compare one quality assessment algorithm against another

the subjective database on which they are evaluated needs to be the same.

Most researchers report the performance of their methods on their own small-

scale studies that sometimes do not provide a diverse enough set of distortion

types, image content or quality range. It therefore becomes difficult to compare

methods across databases. One of my goals was to provide a larger data sets

for QA researchers. It is my hope that the freely available database would be

used by other researchers to compare and contrast quality assessment methods

[93].

4.5 Results

In this section I present results on validation of the IFC on the database

presented in Section 4.4, and comparisons with other quality assessment algo-
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rithms. Specifically, I will compare the performance of the proposed algorithm

against PSNR, SSIM [131], and the well known Sarnoff model (Sarnoff JND-

Metrix 8.0 [84]). I present results for different versions of the IFC: scalar GSM,

scalar GSM with downsampling by three along the principal orientation and

five across, vector GSM, and vector GSM using the horizontal and vertical ori-

entations only, vector GSM using horizontal and vertical orientations and only

one eigenvalue in the summation of (4.22). Table 4.1 and 4.2 summarize the

results for the quality assessment methods for MOS and DMOS respectively.

Although the tables lead to identical conclusions regarding the performance

of different methods, some readers may prefer comparisons with MOS instead

of DMOS.

4.5.1 Simulation Details

Some additional simulation details are as follows. Although full color

images were distorted in the subjective evaluation, the QA algorithms (except

Sarnoff’s) operated upon the luminance component only. For the scalar GSM

with no downsampling, a 5 × 5 moving window was used for local variance

estimation (ŝ2
i ), and 16× 16 non-overlapping blocks were used for estimating

parameters gl and σ2
V,l. The blocking was done in order for the stationarity

assumptions on the distortion model to approximately hold. For the scalar

GSM with downsampling, all parameters were estimated on the downsampled

signals. A 3× 3 window was used for variance estimation, while 8× 8 blocks

were used for the distortion model estimation. For vector GSM, vectors were
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constructed from non-overlapping 3 × 3 neighborhoods, and the distortion

model was estimated with 18 × 18 non-overlapping blocks. In all versions of

the IFC, only the subbands at the finest level were used in the summation of

(4.12). Since the sizes of the images in the database were different, the IFC

was normalized by the number of pixels in each image. MSSIM (Mean SSIM)

was calculated on the luminance component after decimating (filtering and

downsampling) it by a factor of 4 [131].

4.5.2 Calibration of the Objective Score

It is generally acceptable for a QA method to stably predict subjective

quality within a non-linear mapping, since the mapping can be compensated

for easily. Moreover, since the mapping is likely to depend upon the subjective

validation/application scope and methodology, it is best to leave it to the

final application, and not to make it part of the QA algorithm. Thus in

both the VQEG Phase-I and Phase-II testing and validation, a non-linear

mapping between the objective and the subjective scores was allowed, and all

the performance validation metrics were computed after compensating for it

[120, 121]. This is true for the results in tables 4.1 and 4.2, where a five-

parameter non-linearity (a logistic function with additive linear term) is used

for all methods except IFC, for which I used the mapping on the logarithm of

IFC. The fitting of the logistic curve to some of the methods tested is shown in

Figure 4.3, while the quality predictions after compensating for the mapping

are shown in Figure 4.4. The mapping function used is given in (4.25), while
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Validation against MOS
Model CC MAE RMS OR SROCC

PSNR 0.828 7.244 8.999 0.217 0.821
Sarnoff 0.899 5.305 7.007 0.086 0.899
MSSIM 0.912 4.977 6.592 0.076 0.910
IFC (no ds) 0.907 5.129 6.753 0.098 0.903
IFC (ds 3/5) 0.909 5.030 6.667 0.096 0.904
IFC (vec) 0.913 4.955 6.527 0.091 0.911
IFC (h/v, vec) 0.915 4.897 6.467 0.089 0.913
IFC (h/v, 1 ev) 0.928 4.538 5.980 0.058 0.925

Table 4.1: Validation scores for different quality assessment methods. The
methods tested were PSNR, Sarnoff JND-Metrix 8.0 [84], MSSIM [131], IFC for
scalar GSM without downsampling, IFC for scalar GSM with downsampling
by 3 along orientation and 5 across, IFC for vector GSM, and IFC for vector
GSM using horizontal and vertical orientations only, IFC for vector GSM and
horizontal/vertical orientations with only the smallest eigenvalue in (4.22).
The methods were tested against MOS from the subjective study after a non-
linear mapping. The validation criteria are: correlation coefficient (CC), mean
absolute error (MAE), root mean squared error (RMS), outlier ratio (OR) and
spearman rank-order correlation coefficient (SROCC).

the fitting was done using MATLAB’s fminsearch.

Quality(x) = β1logistic (β2, (x− β3)) + β4x + β5 (4.25)

logistic(τ, x) =
1

2
− 1

1 + exp(τx)
(4.26)

4.5.3 Discussion

Tables 4.1 and 4.2 show that the IFC, even in its simplest form, is

competitive with all state-of-the-art FR QA methods presented in this chap-

ter. The comparative results between MSSIM and Sarnoff’s JND-Metrix are
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Validation against DMOS
Model CC MAE RMS OR SROCC

PSNR 0.826 7.272 9.087 0.114 0.820
Sarnoff 0.901 5.252 6.992 0.046 0.902
MSSIM 0.912 4.979 6.616 0.035 0.910
IFC (no ds) 0.911 5.078 6.652 0.041 0.908
IFC (ds 3/5) 0.913 5.009 6.587 0.041 0.909
IFC (vec) 0.917 4.919 6.437 0.039 0.915
IFC (h/v, vec) 0.919 4.855 6.366 0.032 0.918
IFC (h/v, 1 ev) 0.929 4.523 5.941 0.059 0.928

Table 4.2: Validation scores for different quality assessment methods. The
methods tested were PSNR, Sarnoff JND-Metrix 8.0 [84], MSSIM [131], IFC for
scalar GSM without downsampling, IFC for scalar GSM with downsampling
by 3 along orientation and 5 across, IFC for vector GSM, and IFC for vector
GSM using horizontal and vertical orientations only, IFC for vector GSM and
horizontal/vertical orientations with only the smallest eigenvalue in (4.22).
The methods were tested against DMOS from the subjective study after a
non-linear mapping. The validation criteria are: correlation coefficient (CC),
mean absolute error (MAE), root mean squared error (RMS), outlier ratio
(OR) and spearman rank-order correlation coefficient (SROCC).
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Figure 4.3: Scatter plots for the four objective quality criteria: PSNR,
Sarnoff’s JND-Metrix, MSSIM, and log(IFC) for vector GSM using horizon-
tal/vertical orientations. The IFC shown here uses only the horizontal and
vertical subbands at the finest scale, and only the smallest eigenvalue in (4.22).
The distortion types are: JPEG2000 (red), JPEG (green), white noise in RGB
space (blue), Gaussian blur (black), and transmission errors in JPEG2000
stream over fast-fading Rayleigh channel (cyan).
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Figure 4.4: Scatter plots for the quality predictions by the four methods after
compensating for quality calibration: PSNR, Sarnoff’s JND-Metrix, MSSIM,
and IFC for vector GSM using horizontal/vertical orientations. The IFC shown
here uses only the horizontal and vertical subbands at the finest scale, and only
the smallest eigenvalue in (4.22). The distortion types are: JPEG2000 (red),
JPEG (green), white noise in RGB space (blue), Gaussian blur (black), and
transmission errors in JPEG2000 stream over fast-fading Rayleigh channel
(cyan).
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qualitatively similar to those reported in [131], only that both of these meth-

ods perform poorer in the presence of a wider range of distortion processes

than reported in [131]. However, MSSIM still outperforms JND-Metrix by a

sizeable margin using any of the validation criteria in Tables 4.1 and 4.2.

The IFC also performs demonstrably better than Sarnoff’s JND-Metrix

under all of the alternative implementations of IFC. The vector-GSM form

of IFC outperforms even MSSIM. Note that the downsampling approxima-

tion performs better than scalar IFC without downsampling, even though the

downsampled version operates on signals that are fifteen times smaller, and

hence it is a computationally more feasible alternative to other IFC imple-

mentations at a reasonably good performance. Also note that IFC as well

as MSSIM use only the luminance components of the images to make quality

predictions, whereas the JND-Metrix uses all color information. Extending

the IFC to incorporate color could further improve performance.

An interesting observation is that when only the smaller eigenvalues are

used in the summation of (4.22), the performance increases dramatically. The

last rows in Table 4.1 and 4.2, and Figures 4.3 and 4.4 show results when only

the smallest eigenvalue is used in the summation in (4.22). The performance

is relatively unaffected up to an inclusion of six smallest eigenvalues (out of

a total of nine). One hypothesis that could explain this observation is that

a systematic measurement noise could be present in the IFC whose strength

depends upon the strength of the signal used in the computation of IFC. Thus,

ignoring components with high signal strength (corresponding to summing over
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low eigenvalues only in (4.22)) could lower the noise in IFC if the relationship

between the measurement noise variance and the signal variance is super-

linear. Thus, an increase in signal strength would cause a decrease in the

signal-to-noise ratio in such a case.

Another interesting observation is that when only the horizontal and

vertical subbands are used in the computation of the IFC in (4.12) for the

vector GSM IFC, the performance increases remarkably4. I first thought that

this was due to the presence of JPEG distorted images in the database since

the blocking artifact is represented more in the horizontal and vertical sub-

bands than at other orientations. However, I discovered that the performance

increase was consistent for all distortion types present in the database, and

most notably for the JPEG2000 distortion. Also I do not get this increase in

performance when I sum over other subbands; the performance in fact worsens.

Table 4.3 gives the performance change of the IFC for horizontal and vertical

subbands and the corresponding performance change when orientations of ±60

degrees were summed in (4.12). I feel that this performance increase is due to

the importance that the HVS gives to horizontal and vertical edge informa-

tion in images in comparison with other orientations. I will discuss similarities

between the IFC and the HVS later in Section 4.6.

I would like to point out the most salient feature of the IFC: it does not

require any parameters from the HVS or viewing configuration, training data

4It does so for other IFC forms but I will not report those results here since they are
mirrored by the ones presented.
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RMS in prediction against DMOS
Distortion All orientations Hor./Vert. ±60 deg.

JPEG2000 6.899 6.017 7.565
JPEG 6.542 6.237 6.927
White Noise 3.589 3.444 3.698
Gauss. Blur 4.166 3.873 4.521
Fast-fading 4.448 4.416 4.661

Table 4.3: Validation scores for the vector GSM IFC using all orientations
versus using: only the horizontal and vertical orientations, and the subbands
oriented at ±60 deg. Only the smallest eigenvalue has been used in (4.22) for
generating this table.

or stabilizing constants. In contrast, the JND-Metrix requires a number of

parameters for calibration such as viewing distance, display resolution, screen

phosphor type, ambient lighting conditions etc. [84], and even SSIM requires

two hand-optimized stabilizing constants. Despite being parameterless, the

IFC outperforms both of these methods. It is reasonable to say that the

performance of the IFC could improve further if these parameters, which are

known to affect perceptual quality to some degree, were incorporated into the

IFC as well.

4.6 Similarities with HVS Error-Sensitivity Based QA
Methods

I will now compare and contrast IFC with HVS error sensitivity mea-

sures. Figure 4.5 shows an HVS error sensitivity based quality measurement

system that computes the error signal between the processed reference and
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Figure 4.5: An HVS error-sensitivity based quality measurement system. I
show that this HVS model is the dual of the IFC under the assumptions
regarding source and distortion models.

test signals, and then processes the error signal before computing the final

perceptual distortion measure. A number of key similarities with most HVS

QA methods are immediately evident. These include a scale-space-orientation

channel decomposition, response exponent, masking effect modeling, localized

error pooling, suprathreshold effect modeling and a final pooling into a quality

score.

In Appendix B show the following relationship between the scalar ver-

sion of IFC in (4.11) and the HVS model of Figure 4.5 for one subband:

I(CN ; DN |sN) ≈ α

N∑
i=1

log2(MSE(Wi,W
′
i |si)) + β (4.27)

where Wi and W ′
i are as shown in Figure 4.5. The MSE computation in Figure

4.5 and (4.27) is a localized error strength measure. The logarithm term can

be considered to be modeling of the suprathreshold effect. Suprathreshold ef-

fect is the name given to the fact that the same amount of distortion becomes

perceptually less significant as the overall distortion level increases. Thus a
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change in MSE of, say, 1.0 to 2.0 would be more annoying than the same

change from 10.0 to 11.0. Researchers have previously modeled suprathresh-

old effects using visual impairment scales that map error strength measures

through concave non-linearities, qualitatively similar to the logarithm map-

ping, so that they emphasize the error at higher quality [140]. Also, the pool-

ing in (4.27) can be seen to be Minkowski pooling with exponent 1.0. Hence

with the stated components, the IFC can be considered to be a particular HVS

error-sensitivity based quality assessment algorithm, the Perceptual Distortion

Criterion (PDC), within multiplicative and additive constants that could be

absorbed into the calibration curve:

PDC =
∑

k∈subbands

Nk∑
i=1

log2(MSE(Wk,i,W
′
k,i|sk,i)) (4.28)

IFC ≈ α(PDC) + Nsubβ (4.29)

where k denotes the index of the k-th subband, and Nsub is the number of

subbands used in the computation.

One could make the following observations regarding the perceptual

distortion criterion (PDC) of (4.28), which is the HVS dual of the IFC (using

the scalar GSM model), in comparison with other HVS error sensitivity based

FR QA methods:

• Some components of HVS are not modeled in Figure 4.5 and (4.29), such

as the optical point spread function and the contrast sensitivity function.

• The exponent of the non-linearity is 2. Different researchers choose dif-

ferent values (2 or 3) for the response exponent [144].
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• The masking effect is modeled differently from some HVS based methods.

While the divisive normalization mechanism for masking effect modeling

has been employed by some QA methods [32, 70, 113], most methods

divisively normalize the error signal with visibility thresholds that are

dependent on the neighborhood signal strength.

• Minkowski error pooling occurs in two stages: first a localized pool-

ing in the computation of the localized MSE (with exponent 2) and

then a global pooling with an exponent of unity after the suprathreshold

modeling. Thus the perceptual error calculation is different from most

methods, in that it happens in two stages with suprathreshold effects in

between.

• In (4.28), the non-linearity that maps the MSE to a suprathreshold-MSE

is a logarithmic non-linearity and it maps the MSE to a suprathreshold

distortion that is later pooled into a quality score. Watson et al. have

used threshold power functions to map objective distortion into subjective

JND by use of two-alternative forced choice experiments [140]. However,

their method applies the suprathreshold non-linearity after pooling, as if

the suprathreshold effect only comes into play at the global quality judge-

ment level. The formulation in (4.28) suggests that the suprathreshold

modeling should come before a global pooling stage but after localized

pooling, and that it affects judgement of quality at a local level.

• One significant difference is that the IFC using the scalar GSM model, or
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the perceptual distortion criterion of (4.28), which are dual of each other,

is notably inferior to the vector GSM based IFC. I believe that this is

primarily due to the underlying assumption about the uncorrelated na-

ture of the wavelet coefficients being inaccurate. This dependence of

perceptual quality on the correlation among coefficients is hard to inves-

tigate or model using the HVS error-sensitivity paradigm, but the task is

greatly simplified by approaching the same problem with NSS modeling.

Thus I feel that HVS based QA methods need some modifications to

incorporate the fact that natural scenes are correlated within subbands,

and that this inter-coefficient correlation affects human perception of

quality5.

• Another significant difference between IFC/PDC, and other HVS based

methods is distinct modeling of signal attenuation. Other HVS based

methods ignore signal gains and attenuations, constraining g = 1, whereas

a generalized attenuation value g in IFC/PDC allows for signal attenu-

ations to be handled differently from the additive noise components.

• One could conjecture that the conditioning on S in the IFC is paral-

leled in the HVS by the computation of the local variance and divisive

normalization. Note that the high degree of self-correlation present in

S enables its adequate estimation from C by local variance estimation.

5Equation (4.22) suggests that the same noise variance would cause a greater loss of
information fidelity if the wavelet coefficients of the reference image were correlated than if
they were uncorrelated.
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Since this divisive normalization occurs quite early in the HVS model

6 and since the visual signal is passed to the rest of the HVS after it

has been conditioned by divisive normalization by the estimated s2
i , one

could hypothesize that the rest of the HVS analyzes the visual signal

conditioned on the prior knowledge of S, just as the IFC analyzes the

mutual information between the test and the reference conditioned on

the prior knowledge of S.

• One question that should arise when one compares the IFC against the

HVS error model is regarding HVS model parameters. Specifically, one

should notice that while functionally the IFC captures HVS sensitivi-

ties, it does so without using actual HVS model parameters. I believe

that some of the HVS model parameters were either incorporated into

the calibration curve, or they did not affect performance significantly

enough under the testing and validation experiments reported in this

chapter. Parameters such as the characteristics of the display devices

or viewing configuration information could easily be understood to have

approximately similar affect on all images for all subjects since the ex-

perimental conditions were approximately the same. Other parameters

and model components, such as the optical point spread function or the

contrast sensitivity function, which depend on viewing configuration pa-

rameters as well, are perhaps less significant for the scope and range of

6Divisive normalization has been discovered to be operational in the HVS [102, 103].
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quality of my validation experiments. It is also reasonable to say that

incorporating these parameters could further enhance the performance

of IFC. In the next chapter, I present an extension of IFC using a unified

model that consists of source, distortion and HVS models, and this ex-

tension indeed gives improvements in the performance of the algorithm.

• I would like to emphasize at this point that although the IFC can be

shown to be similar to an HVS error sensitivity based distortion measure,

it has not been derived using any HVS knowledge, and its derivation is

completely independent. The similarities exist due to the similarities

between NSS and HVS models. The difference is subtle, but profound!

• The relationship (4.29) between the IFC of (4.11) and (4.12) and the HVS

based perceptual distortion criterion of (4.28) is based on assumptions

regarding the source and the distortion models. It may not hold for

other sources or distortions and the IFC and the perceptual distortion

criterion of (4.28) may be quantifying different aspects of distortion and

fidelity.

In this section I have demonstrated the dual nature of the visual qual-

ity assessment problem. It could be approached from an HVS based error-

sensitivity paradigm as well as from an NSS based information fidelity paradigm.

Even in its rudimentary form, the IFC outperforms the current state of the

art QA methods under the testing conditions. And despite all the similarities

that the IFC has with HVS based methods, the IFC is parameterless: it does
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not need training data, psychophysical experiment data, viewing configuration

measurements or stabilizing constants.

4.7 Conclusions

In this chapter I presented an information fidelity criterion for image

quality assessment using natural scene statistics. I showed that using sig-

nal source and distortion models, one could quantify the Shannon informa-

tion between the reference and the test images, and that this quantification,

the information fidelity criterion, quantifies perceptual quality. The IFC was

demonstrated to be better than a state-of-the-art HVS based method, the

Sarnoff’s JND-Metrix, as well as a state-of-the-art structural fidelity criterion,

the structural similarity (SSIM) index in my testing. I showed that despite its

competitive performance, the IFC is parameterless. I also showed that the IFC,

under certain conditions, is quantitatively similar to an HVS error-sensitivity

based QA method, and I compared and contrasted the two approaches and

hypothesized directions in which HVS based methods could be refined and

improved.

In the next chapter, I take the notion of information fidelity one step

further and propose a novel visual information fidelity measure. This new

measure not only performs better than the IFC, but it also has interesting

properties that, to the best of my knowledge, are not present in any other QA

method.
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Chapter 5

Image Information and Visual Quality

Scattered all over the city are

worn out and disfigured dreams

of which the city dwellers are oblivious!

I roam around the city day and night to collect them

Heat them in the furnace of my heart

so that the old rust on them comes off

Their limbs come out nice and clean

Their lips, cheeks and heads start shimmering

Like the desires of freshly dressed bridegrooms.

So that once again these dreams may find a direction!

“Dreams for sale, dreams ...”

As the morning dawns I go calling out in the streets....

“Are these dreams real or fake?”

They check them out as if there isn’t anyone more adept at judging them!

A dream maker I’m not either, just a face-lifter....

But yes dreams are the source of my livelihood!
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Evening settles in and I call out again....

“Free everyone, free, these dreams of gold...”

Hearing “free”, people get even more frightened

and slip away lip-tightened...

“Well he says they are ‘free’

“Could it be a sham?

“Some hidden deception?

“They may break on reaching home, or just melt away, these dreams?

“Disappear with a pop somehow, or cast upon us some spell, these

dreams?

“No sir, what use could they be?

“Dreams of this hawker?

“Junk dreams of this blind hawker!!”

Night sets in

carrying heaps of dreams over my head, I reach home disappointed

Mumble all night again “Take these dreams...

“and take from me their price as well

“Take these dreams, dreams... my dreams ...

“dreams .... my dreams .... dr..ee..eaams ...

“their pr...iii...ceee as welllll.....”

—“The blind hawker” by Noon Meem Rashid
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5.1 Introduction

In the previous chapter, I presented and information fidelity criterion

for image quality assessment. In this FR QA method, the quality assessment

problem is treated as an information fidelity problem in which a source sends

data to a receiver through a channel that limits the amount of information

that could flow through it. The source is a stochastic natural image source

whose output is the reference image, the channel is the image distortion oper-

ator, and the receiver is a human observer. The output of the channel is the

test image, and mutual information between the input and the output of the

channel quantifies how much information about the reference image is present

in the test image. In contrast to the HVS error-sensitivity and the structural

approaches, the statistical approach, used in an information-theoretic setting,

yielded an FR QA method that did not rely on any HVS or viewing geometry

parameters, nor any constants requiring optimization.

In this chapter, I further explore the connections between image in-

formation and visual quality1. Specifically, I will model the reference image

as being the output of a stochastic natural source that passes through the

HVS channel and is processed later by the brain. Thus I consider the HVS

to be a channel as well that imposes limits on how much information could

pass through it to the brain (receiver). I quantify the information content of

1Copyright 2004 IEEE. Some of the material in this chapter has been reproduced, with
permission, from: H. R. Sheikh and A. C. Bovik, “Image Information and Visual Quality,”
IEEE Trans. Image Processing, submitted December 2003.
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Natural image

source

Channel

(Distortion)
HVS

HVS

C D F

E

Receiver

Receiver

Reference

Test

Figure 5.1: Mutual information between C and E quantifies the information
that the brain could ideally extract from the reference image, whereas the
mutual information between C and F quantifies the corresponding information
that could be extracted from the test image.

the reference image as being the mutual information between the input and

output of the HVS channel. This is the information that the brain could ide-

ally extract from the output of the HVS. I then quantify the same measure

in the presence of an image distortion channel that distorts the output of the

natural source before it passes through the HVS channel, thereby measuring

the information that the brain could ideally extract from the test image. This

is shown pictorially in Figure 5.1. I then combine the two information mea-

sures to form a visual information fidelity measure that relates visual quality

to relative image information [89].

Section 5.2 presents the development of the image information measure

and the proposed visual information fidelity criterion. Implementation and

subjective validation details are provided in Sections 5.3 and 5.4, while the

results are discussed in Section 5.5. I conclude the chapter in Section 5.6.
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5.2 Visual Information Fidelity for Image Quality As-
sessment

Natural images of perfect quality can be modeled as the output of a

stochastic source. In the absence of any distortions, this signal passes through

the HVS channel of a human observer before entering the brain, which extracts

cognitive information from it. For distorted images, I assume that the reference

signal has passed through another ‘distortion channel’ before entering the HVS.

This is shown pictorially in Figure 5.1. The visual information fidelity criterion

that I propose in this chapter is derived from a quantification of two mutual

information quantities: the mutual information between the input and the

output of the HVS channel when no distortion channel is present (I call this

the reference image information) and the mutual information between the

input of the distortion channel and the output of the HVS channel for the test

image. I discuss the components of the proposed method in this section.

5.2.1 The Source Model

As in the case of IFC, (Section 4.2), the NSS model that I use is the

GSM model in the wavelet domain. In this chapter I will only consider the

vector GSM model. It is convenient to deal with one subband of the wavelet

decomposition at this point and later generalize this for multiple subbands.

A GSM is a random field (RF) that can be expressed as a product of two

independent RFs [125]. That is, a GSM C = {−→C i : i ∈ I}, where I denotes
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the set of spatial indices for the RF, can be expressed as:

C = S · U = {Si · −→U i : i ∈ I} (5.1)

where S = {Si : i ∈ I} is an RF of positive scalars and U = {−→U i : i ∈ I}
is a Gaussian vector RF with mean zero and covariance CU .

−→
C i and

−→
U i are

M dimensional vectors, and I assume that for the RF U,
−→
U i is independent of

−→
U j, ∀i 6= j,. Each subband of a scale-space-orientation wavelet decomposition

(such as the steerable pyramid [98]) of an image is modeled as a GSM. I

partition the subband coefficients into non-overlapping blocks of M coefficients

each, and model block i as the vector
−→
C i.

One could easily make the following observations regarding the above

model: C is normally distributed given S (with mean zero and covariance

S2
i CU), Ci are independent of Sj ∀ j 6= i given Si, and given S,

−→
C i are

conditionally independent of
−→
C j, ∀i 6= j [125].

5.2.2 The Distortion Model

As in the case of the IFC, the distortion model that I use in this chapter

is also the signal attenuation and additive noise model in the wavelet domain:

D = GC + V = {gi
−→
C i +

−→
V i : i ∈ I} (5.2)

where C denotes the RF from a subband in the reference signal, D = {−→D i : i ∈
I} denotes the RF from the corresponding subband from the test (distorted)

signal, G = {gi : i ∈ I} is a deterministic scalar gain field, and V = {−→V i :
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i ∈ I} is a stationary additive zero-mean Gaussian noise RF with covariance

CV = σ2
vI. The RF V is white, and is independent of S and U. I constrain the

field G to be slowly-varying.

5.2.3 The Human Visual System Model

The HVS model that I use is also described in the wavelet domain.

Since HVS models are the dual of NSS models [102], many aspects of the HVS

are already modeled in the NSS description, such as a scale-space-orientation

subband decomposition, response exponent, and masking effect modeling [90].

The components missing include, among others, the optical point spread func-

tion (PSF), luminance masking, the contrast sensitivity function (CSF) and

internal neural noise sources. I found from experiments that just modeling the

distortions in the HVS channel as additive noise gives marked improvement in

performance in terms of the ability of the overall algorithm to predict visual

quality.

The model for the HVS channel noise that I use is a stationary, zero

mean, additive white Gaussian noise model in the wavelet domain. It is

widely known that the neurons of the primary visual cortex are orientation

and frequency selective, much like the subbands in a wavelet decomposition

[126]. Thus I model the HVS noise in the wavelet domain as a stationary

RF N = {−→N i : i ∈ I}, where
−→
N i are zero-mean uncorrelated multivariate
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Gaussian with the same dimensionality as
−→
C i:

E = C + N (reference image) (5.3)

F = D + N (test image) (5.4)

where E and F denote the visual signal at the output of the HVS model from

the reference and the test images in one subband respectively, from which

the brain extracts cognitive information (5.1). The RF N is assumed to be

independent of U, S, and V. I model the covariance of the additive noise as:

CN = σ2
nI (5.5)

where σ2
n is a model parameter (variance of the HVS noise).

5.2.4 The Visual Information Fidelity Criterion

With the source, distortion, and HVS models as described above, the

visual information fidelity criterion that I propose can be derived. Let
−→
C N =

(
−→
C 1,

−→
C 2, . . . ,

−→
C N) denote N elements from C. Let SN ,

−→
DN ,

−→
E N and

−→
F N

be correspondingly defined. In this section I will assume that the model pa-

rameters G, σ2
v and σ2

n are known. As in the case of IFC, I will analyze the

conditional mutual information between C and E (or F) given S.

For the reference image, I can analyze I(
−→
C N ;

−→
E N |sN), where sN de-

notes a realization of SN . With the stated assumptions on C and the distortion
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model (5.2), I get:

I(
−→
C N ;

−→
E N |sN) =

N∑
j=1

N∑
i=1

I(
−→
C i;

−→
E j|−→C i−1,

−→
E j−1, sN) (5.6)

=
N∑

i=1

I(
−→
C i;

−→
E i|si) (5.7)

=
N∑

i=1

(h(
−→
C i +

−→
N i|si)− h(

−→
N i|si)) (5.8)

=
1

2

N∑
i=1

log2

( |s2
i CU + σ2

nI|
|σ2

nI|
)

(5.9)

where we get (5.6) from chain rule [15], and (5.7) from the conditional inde-

pendence of C and N given S, and |.| denotes the determinant. Similarly one

could show that for the test image

I(
−→
C N ;

−→
F N |sN)

=
N∑

i=1

(h(gi
−→
C i +

−→
V i +

−→
N i|si)− h(

−→
V i +

−→
N i|si)) (5.10)

=
1

2

N∑
i=1

log2

( |g2
i s

2
i CU + (σ2

v + σ2
n)I|

|(σ2
v + σ2

n)I|
)

(5.11)

Since CU is symmetric, it can be factored as CU = QΛQT, where Q is an

orthonormal matrix, and Λ is a diagonal matrix of eigenvalues λk. As in

Section 4.3.3.1, one can use this matrix factorization to show:

I(
−→
C N ;

−→
E N |sN) =

1

2

N∑
i=1

M∑

k=1

log2

(
1 +

s2
i λk

σ2
n

)
(5.12)

I(
−→
C N ;

−→
F N |sN) =

1

2

N∑
i=1

M∑

k=1

log2

(
1 +

g2
i s

2
i λk

σ2
v + σ2

n

)
(5.13)
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I(
−→
C N ;

−→
E N |sN) and I(

−→
C N ;

−→
F N |sN) represent the information that could

ideally be extracted by the brain from a particular subband in the reference

and the test images respectively. I call I(
−→
C N ;

−→
E N |sN) the reference image

information. Intuitively, visual quality should relate to the amount of image

information that the brain could extract from the test image relative to the

amount of information that the brain could extract from the reference image.

For example, if the information that could be extracted from the test image is

2.0 bits per pixel, and if the information that could be extracted from the cor-

responding reference image is 2.1 bits per pixel, then most of the information

content of the reference image has been communicated by the test image. By

contrast, if the corresponding reference image information were, say, 5.0 bits

per pixel, then 3.0 bits of information have been lost to the distortion channel,

and the visual quality of the test image should be inferior.

I discovered that a simple ratio of the two information measures relates

very well with visual quality. It is easy to motivate this choice of relationship

between image information and visual quality. When a human observer sees

a distorted image, he has an idea of the amount information that he expects

to receive in the image (modeled through the known S field), and it is natural

to expect the proportion of the expected information actually received from

the distorted image to relate well with visual quality. This motivation is also

strengthened by empirical evidence in terms of the excellent performance of

the quality assessment algorithm.

Also I have only dealt with one subband so far. One could easily in-
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corporate multiple subbands by assuming that each subband is completely

independent of others in terms of the RFs as well as the distortion model

parameters. Thus, the VIF that I propose in this dissertation is given by:

VIF =

∑
j∈subbands I(

−→
C N,j;

−→
F N,j|sN,j)

∑
j∈subbands I(

−→
C N,j;

−→
E N,j|sN,j)

(5.14)

where we sum over the subbands of interest, and
−→
C N,j represent N elements

of the RF Cj that describes the coefficients from subband j, and so on.

The VIF given in (5.14) is computed for a collection of N ×M wavelet

coefficients that could either represent an entire subband of an image, or a

spatially localized region of subband coefficients. In the former case, the VIF

is one number that quantifies the information fidelity for the entire image,

whereas in the latter case, a sliding-window approach could be used to compute

a quality map that could visually illustrate how the visual quality of the test

image varies over space. Note that in contrast with most previous quality

assessment methodologies, the VIF is not a Minkowski norm of the quality

map. Thus, say, a mean of the VIF quality map is not the correct measure of

image quality.

The VIF has a number of interesting features. Firstly, note that VIF is

bounded below by zero (such as when I(
−→
C N ;

−→
F N |sN) = 0 and I(

−→
C N ;

−→
E N |sN) 6=

0), which indicates that all information about the reference image has been

lost in the distortion channel. Secondly, in case the image is not distorted

at all, and VIF is calculated between the reference image and its copy, VIF
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is exactly unity2. This is because gi = 1 ∀i, and σ2
v = 0, and therefore

I(
−→
C N ;

−→
F N |sN) = I(

−→
C N ;

−→
E N |sN). Thus for all practical distortion types, VIF

would lie in the interval [0, 1]. Thirdly, and this is where I feel that VIF has

a distinction over traditional quality assessment methods, a linear contrast

enhancement of the reference image that does not add noise to it will result

in a VIF value larger than unity, thereby signifying that the enhanced image

has a superior visual quality than the reference image! It is common obser-

vation that contrast enhancement of images increases their perceptual quality

unless quantization, clipping, or display non-linearities add additional distor-

tion. Theoretically, contrast enhancement results in a higher signal-to-noise

ratio at the output of the HVS neurons, thereby allowing the brain to have a

greater ability to discriminate objects present in the visual signal. The VIF is

able to capture this improvement in visual quality. To the best of my knowl-

edge, no other quality assessment algorithm has the ability to predict if the

visual image quality has been enhanced by a contrast enhancement operation.

I envision extending the notion of quantifying improvement in visual quality of

2The keen reader would have noticed that a constant mean-shift will also result in VIF
being exactly unity signifying zero loss of visual quality. However, perceptual quality does
vary with mean-shifts. One reason that this loss of quality is not captured by VIF measure is
that I have not included any modeling of display non-linearities and luminance adaptations
in the HVS model. It is well known that the response of many display devices to increasing
pixel values is sub-linear. Hence a positive mean shift would reduce the contrast of the
image, and this reduction of contrast would then be captured by VIF. Similarly, an increase
in the luminance (average value) without increase in the contrast would cause the luminance
adaptation mechanisms in the HVS to reduce the perceived contrast. However, for practical
distortion types, I discovered that one could use a simpler HVS model that does not include
display device modeling or luminance adaptation and still get good performance. Note also
that the VIF has been derived in the wavelet domain, and the kernels are zero-mean. This
means that the version of the VIF presented here would ignore mean shifts completely.
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images by image enhancement operations using a similar information-theoretic

paradigm.

It is interesting to see a few test cases that illustrate these properties

of VIF visually. The implementation details of VIF are given in the next

section; here I only wish to illustrate the above discussion pictorially. Figure

5.2 shows a reference image that has been distorted with three different types

of distortion, all of which have been adjusted to have about the same mean

squared error with the reference image. The distortion types illustrated are

contrast stretch, Gaussian blur and JPEG compression. In comparison with

the reference image, the contrast enhanced image has a better visual quality

despite the fact that the ‘distortion’ (in terms of a perceivable difference with

the reference image) is clearly visible. A VIF value larger than unity captures

the improvement in visual quality. In contrast, both the blurred image and

the JPEG compressed image have clearly visible distortions and poorer visual

quality, which is captured by a low VIF measure for both. Notice that VIF has

an interesting information-theoretic interpretation: VIF indicates the relative

image information that is present in the distorted image. Thus, for example in

Figure 5.2, VIF indicates only 7% of the reference image information is present

in the blurred image.

Figure 5.3 illustrates the behavior of VIF with spatial quality maps.

Figure 5.3(a) shows a reference image and Figure 5.3(b) the corresponding

JPEG2000 compressed image. Note that the distortions are clearly visible.

Figure 5.3(c) shows the reference image information map in the same loca-
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(a) Reference (VIF = 1) (b) Contrast enhancement (VIF = 1.1)

(c) Blurred (VIF = 0.07) (d) JPEG (VIF = 0.10)

Figure 5.2: The VIF can capture the quality improvement from linear contrast
enhancement. A VIF value greater than unity indicates this improvement,
while a VIF value less than unity signifies a loss of visual quality. The MSE
between the reference image and the test images is approximately the same in
this figure.
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tion. The information map shows the spread of structural information in the

reference image. In flat image regions, the information content of the image is

low, whereas in textured regions and regions containing strong edges, the im-

age information is high. The quality map in Figure 5.3(d) shows the proportion

of the image information that has been lost to JPEG2000 compression.

5.3 Implementation Issues

In order to implement VIF criterion in (5.14) a number of assumptions

are needed about the source, distortion, and HVS models. I outline them in

this section.

5.3.1 Assumptions About the Source Model

Ergodicity assumptions about the RF’s is the same as in the previous

chapter in Section 4.3.

The source model parameters that need to be estimated from the data

consist of the field S. For the vector GSM model, the maximum-likelihood

estimate of s2
i can be found as follows [106]:

ŝ2
i =

−→
C T

i C−1
U

−→
C i

M
(5.15)

Estimation of the covariance matrix CU is also straightforward from the ref-

erence image wavelet coefficients [106]:

ĈU =
1

N

N∑
i=1

−→
C i
−→
C T

i (5.16)
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(a) Reference image (b) JPEG2000 compressed

(c) Reference image info. map (d) VIF map

Figure 5.3: Spatial maps showing how VIF captures spatial information loss.
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In (5.15) and (5.16), E[S2
i ] is assumed to be unity without loss of generality

[106].

5.3.2 Assumptions About the Distortion Model

In order for the assumptions on the distortion operator to hold, I es-

timate the parameters of the distortion channel locally. Hence I will use a

B ×B window centered3 at coefficient i to estimate gi and σ2
v at i. The value

of the field G over the block centered at coefficient i, which I denote as gi, and

the variance of the RF V, which I denote as σ2
v,i, are fairly easy to estimate

(by linear regression) since both the input (the reference signal) as well as the

output (the test signal) of the system (5.2) are available:

ĝi = Ĉov(C,D)Ĉov(C, C)−1 (5.17)

σ̂2
v,i = Ĉov(D, D)− ĝiĈov(C, D) (5.18)

where the covariances are approximated by sample estimates using sample

points from the corresponding blocks centered at coefficient i in the reference

and the test signals.

5.3.3 Assumptions About the HVS Model

The only parameter that I need to use in the HVS model is σ2
n. I chose

to hand-optimize the value of the parameter σ2
n in my simulations by running

3A computationally simpler approach is to partition the subbands into non-overlapping
blocks and assume that the field G is constant over such blocks, as are the noise statistics
σ2

v . This approach was taken for the IFC in Chapter 4, and causes a slight degradation in
performance.
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the algorithm over a range of values and observing its performance. I noted

that while the performance is affected by the choice of σ2
n, the algorithm’s

overall performance continues to be highly competitive with other methods

for a wide range of values. I will discuss the dependence of the performance

of VIF later in Section 5.5.3.3.

Further specifics of the estimation methods used in my testing are given

in Section 5.5.

5.4 Subjective QA Study for Validation

In order to calibrate and test the algorithm, an extensive subjective

quality assessment study was conducted. In these experiments, a number of

human subjects were asked to assign each image with a score indicating their

assessment of the quality of that image, defined as the extent to which the

artifacts were visible and annoying. The details of the study are given in

Appendix A. In this study, a total of 982 images, out of which 203 were the

reference images, were evaluated by human subjects, and the raw scores for

each subject processed to give Mean Opinion scores (MOS) and a Difference

Mean Opinion Score (DMOS) for each distorted image.

5.5 Results

In this section I present results on validation of VIF on the database pre-

sented in Section 5.4, and present comparisons with other quality assessment
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algorithms. Specifically, I compare the performance of VIF against PSNR,

SSIM [131], and the well known Sarnoff model (Sarnoff JND-Metrix 8.0 [84]).

I present results for two versions of VIF: VIF using the finest resolution at

all orientations, and using the horizontal and vertical orientations only. Ta-

ble 5.1 summarizes the results for the quality assessment methods, which are

discussed in Section 5.5.3.

5.5.1 Simulation Details

Some additional simulation details are as follows. Although full color

images were distorted in the subjective evaluation, the QA algorithms (except

Sarnoff’s) operated upon the luminance component only. GSM vectors were

constructed from non-overlapping 3 × 3 neighborhoods, and the distortion

model was estimated with an 18 × 18 sliding window. Only the subbands at

the finest level were used in the summation of (5.14). MSSIM (Mean SSIM)

was calculated on the luminance component after decimating (filtering and

downsampling) it by a factor of 4 (see [131]).

5.5.2 Calibration of the Objective Score

A calibration procedure similar to the one described in Section 4.5.2

was used, except that instead of fminsearch, I used fminunc for numerical

curve-fitting.
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Figure 5.4: Scatter plots for the four objective quality criteria: PSNR,
Sarnoff’s JND-Metrix, MSSIM, and log(VIF) for VIF using horizontal/vertical
orientations. The distortion types are: JPEG2000 (red), JPEG (green), white
noise in RGB space (blue), Gaussian blur (black), and transmission errors in
JPEG2000 stream over fast-fading Rayleigh channel (cyan).
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Figure 5.5: Scatter plots for the quality predictions by the four methods after
compensating for quality calibration: PSNR, Sarnoff’s JND-Metrix, MSSIM,
and VIF using horizontal/vertical orientations. The distortion types are:
JPEG2000 (red), JPEG (green), white noise in RGB space (blue), Gaussian
blur (black), and transmission errors in JPEG2000 stream over fast-fading
Rayleigh channel (cyan).
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Validation against DMOS
Model CC MAE RMS OR SROCC

PSNR 0.826 7.272 9.087 0.114 0.820
Sarnoff 0.901 5.252 6.992 0.046 0.902
MSSIM 0.912 4.979 6.616 0.035 0.910
VIF 0.949 3.878 5.083 0.013 0.949
VIF (hv) 0.950 3.820 5.025 0.013 0.950

Table 5.1: Validation scores for different quality assessment methods. The
methods tested were PSNR, Sarnoff JND-Metrix 8.0 [84], MSSIM [131], VIF,
and VIF using horizontal and vertical orientations only. The methods were
tested against DMOS from the subjective study after a non-linear mapping.
The validation criteria are: correlation coefficient (CC), mean absolute error
(MAE), root mean squared error (RMS), outlier ratio (OR) and spearman
rank-order correlation coefficient (SROCC).

5.5.3 Discussion

5.5.3.1 Overall performance

Table 5.1 shows that VIF is competitive with all state-of-the-art FR

QA methods presented in this chapter and outperforms them in my simu-

lations by a sizeable margin. Also note that VIF and MSSIM use only the

luminance components of the images to make quality predictions, whereas the

JND-Metrix uses all color information. Extending VIF to incorporate color

could further improve performance.

As noted in Chapter 4, the performance of VIF improves slightly when

only the horizontal and vertical orientations are used in the summation in

Chapter (5.14), although the improvement is less marked than in Chapter 4.

Nevertheless, the reduced computational complexity makes this a much more
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RMSE performance on specific distortions.
Distortion PSNR Sarnoff MSSIM VIF

JPEG2000 7.187 5.028 4.693 4.873
JPEG 8.173 5.451 5.511 5.366
White noise 2.583 3.967 2.702 2.338
Gaussian blur 9.774 5.104 5.178 3.446
FF 7.517 6.713 6.990 4.000

Table 5.2: RMSE performance of the QA methods on individual distortion
types.

attractive implementation option.

5.5.3.2 Cross-distortion performance

It is interesting to study the performance of VIF on specific distortion

types. Many image QA methods perform well on single distortion types, but

their limitations show up on a broader validation study involving different

distortion types. Nevertheless, it is sometimes interesting from an applica-

tion perspective to restrict the quality measures to a single distortion type.

Table 5.2 shows the performance of VIF and other measures on each of the

five distortion types. Note that while the JND-Metrix, MSSIM and VIF per-

form quite well on individual distortion types, their performance worsens in

cross-distortion validation, with VIF’s worsening the least. Note that VIF per-

forms better than (or at par with) JND-Metrix and MSSIM in cross-distortion

validation (Table 5.1) as well as for individual distortion types (Table 5.2).

Figure 5.6 shows graphically why is it important for a QA measure

to perform well across distortions. Figure 5.6 shows the DMOS calibration
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curves for each of the five distortion types present in the database 4. Ideally

for a QA method, these curves should lie on top of each other. If this were

the case, then the QA measure could stably predict quality across distortion

types. For the PSNR scale for example, we see that good quality images

(where DMOS is around 20), have PSNR values that lie in the approximate

interval from 40 to 50 dBs, which is roughly 25% of the entire range of values

that the PSNR takes. In contrast, we see that for good to medium quality

images (DMOS values between 20 and 40), VIF curves are very close to each

other, signifying that the mapping of VIF to visual quality is more stable, and

has a smaller dependence on the underlying distortion type. Note that the

distortion types present in the database are quite diverse, including linear blur,

blocking, white noise as well as blurring/ringing from JPEG2000 compression,

and transmission error in JPEG2000 bit stream.

At poorer quality ranges, the calibration curves for all four methods

diverge, as shown in Figure 5.6 (one could note by visual inspection that the

curves for VIF diverge far less than those for PSNR). One reason for this could

be the lack of proper judgement scales in human observers for bad quality

images, or psychometric scale warping effects at the lower end of quality.

4The non-linearity used for MSSIM is different from the one used in Figure 5.4 and Table
5.2 for illustrative purposes.
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Figure 5.6: Calibration curves for the four quality assessment methods for
individual distortion types. The distortion types are: JPEG2000 (red), JPEG
(green), white noise in RGB space (blue), Gaussian blur (black), and transmis-
sion errors in JPEG2000 stream over fast-fading Rayleigh channel (cyan). Note
that VIF can be stably calibrated for predicting quality for a wider range of dis-
tortion types. The mapping used for MSSIM in this figure is log10(1−MSSIM)
for illustrative purposes.
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5.5.3.3 Dependence on the HVS parameter

It was mentioned in Section 5.3 that the value of HVS noise variance,

σ2
n was hand-optimized. It is instructional to study the dependence of the

performance of VIF on σ2
n. Ideally, σ2

n should depend on the dynamic range

of the input, and a multiplicative constant should instead be tuned, as was

done in [131], but here I only wish to show that the performance of VIF is

relatively robust to small changes in the value of the parameter σ2
n. Figure

5.7 shows how the RMSE varies with σ2
n. It can be seen that VIF performs

better than all the methods compared against in this chapter for the entire

range of values of σ2
n shown in Figure 5.7 (see Table 5.1), with an approximate

minimum occurring at 0.10.
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5.5.3.4 Computational Complexity

The VIF has one disadvantage when compared against PSNR or MSSIM:

it has a higher computational complexity. Most of this complexity comes from

computing the wavelet decomposition, and the parameters of the distortion

model. In Chapter 4, one version of the fidelity criterion using downsampling

was presented, which has the potential to substantially reduce the computa-

tional complexity of the algorithm. Also, many estimation methods presented

in the chapter could be simplified greatly at the cost of slight reduction in per-

formance. Nevertheless, even without these improvements, the VIF using the

horizontal and vertical subbands with MATLAB implementation takes about

16 seconds to run for a 512× 768 image on a Pentium III, 1 GHz Machine.

5.6 Conclusions

In this chapter I presented a novel notion of image information and

demonstrated its relationship with image quality. The VIF, which was derived

from a statistical model for natural scenes, a model for image distortions, and a

human visual system model in an information-theoretic setting, outperformed

traditional image QA methods in our simulations by a sizeable margin. The

VIF was demonstrated to be better than a state-of-the-art HVS based method,

the Sarnoff’s JND-Metrix, as well as a state-of-the-art structural fidelity cri-

terion, the structural similarity (SSIM) index, in my testing. I demonstrated

that VIF performs well in single-distortion as well as in cross-distortion sce-

narios.
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The IFC presented in Chapter 4, and the VIF presented in this chapter

are both full-reference quality assessment methods that are based on natural

scene statistics. In the next chapter, I show how NSS models could be used

for NR QA of images using a priori information about the distortion process

as well.
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Chapter 6

No-Reference Quality Assessment Using

Natural Scene Statistics: JPEG2000

There is no evil in the world

It’s just a joy-ride of continuity, that’s what I am saying

I am not evil, I am not the world

I am not a joy-ride of continuity

What would I know what’s with evil or what’s with the world

And I would go on to say that whatever stays alone is destined to perish!

Evil, goodness, world, continuity,

all of these come from the House of Immortality,

and I don’t have anything to do with any such place!

I am one, and I am alone, I am a stranger

This city, this wilderness, these flowing roads and rivers

This horizon

A tall building suddenly coming into vision

These decaying cemeteries, and in them

like ever-coming death itself, undertakers

These innocent laughing children
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Run over by a car this dying blind traveler

The winds, the greenery, and clouds in the skies floating from here to there

What’s all this?

This is what the world is!

It is a joy-ride of continuity!

The city, the wilderness, the roads and rivers,

the skies, the buildings, undertakers, travelers,

winds, greenery, and clouds in the skies floating from here to there,

all of these, each one of them,

comes from MY creed

I AM the world

My existence fuels an endless joy-ride of continuity!

But there is no evil in me

How should I say that?

That in me both mortality and eternity have come together.

—“Uniqueness” by Meeraji

6.1 Introduction

The standard approach for quality assessment over the years has been

that of image fidelity measurement using the full-reference quality assessment

paradigm. But human beings do not need to have access to the reference

to make judgements about quality. Given that human beings can do quality
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assessment so easily without the reference image, can we design computer

algorithms to do the same? This is the problem of blind or No-Reference (NR)

quality assessment, and it has recently received a great deal of attention, since

the reference signal may not be available for many applications, or may be too

expensive to provide. But given the limited success that FR quality assessment

has achieved, it should come as little surprise that NR quality assessment is a

very hard problem indeed, and is far from being a mature research area.

The problem of NR quality assessment may seem hopelessly difficult

at first. How can a computer be expected to assess the quality of an image

or video and to ascertain the degradation in its information content with-

out understanding it first? There is solace, however, in the fact that natural

scenes belong to a small set in the space of all possible signals, and many

researchers have developed statistical models to describe natural scenes, and

that most distortions that are prevalent in image/video processing systems

are not natural in terms of such statistics. Thus, one could consider the fol-

lowing alternative philosophy for NR QA: all images are perfect, regardless of

content, unless distorted during acquisition, processing or reproduction. This

philosophy assigns equal quality to all natural visual stimuli that human be-

ings could possibly encounter, and the task of NR QA is reduced to blindly

measuring the distortion (using signal or distortion models) that has possibly

been introduced during the stages of acquisition, processing or reproduction,

and then calibrating this measurement against human judgements of quality.
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In this chapter1, I propose to use natural scene statistics models for

assessing the quality of images and videos blindly. Using the above philosophy,

I will demonstrate the use of an NSS model for blindly measuring the quality

of images compressed by JPEG2000 [91, 92, 94].

6.2 The JPEG2000 Image Compression Standard

Among the important compression algorithms that one encounters daily

is the (lossy) JPEG image compression standard [69]. The JPEG compression

algorithm is based on the block-based Discrete Cosine Transform (DCT). Over

the years researchers have found that greater compression could be achieved

at the same visual quality if the DCT is replaced by the Discrete Wavelet

Transform (DWT). The research activity in wavelet based image compression

techniques has resulted in the JPEG2000 compression standard [111], stan-

dardized and approved only recently.

While there are many interesting features of the JPEG2000 image com-

pression algorithm, we are only interested in the distortion process that occurs

during compression, which is the chief source of artifacts in most cases. Al-

though other sources may also be present, such as distortions resulting from

bit errors during transmission, I ignore them in this work. In brief, JPEG2000

compression, operating in the baseline lossy mode, computes the DWT using

1Copyright 2004 IEEE. Some of the material in this chapter has been reproduced, with
permission, from: H. R. Sheikh, A. C. Bovik and L. K. Cormack, “No-Reference Quality
Assessment Using Natural Scene Statistics: JPEG2000,” IEEE Trans. Image Processing,
revised December 2003.
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Figure 6.1: Uncompressed image.

the biorthogonal 9/7 wavelet [12, 111]. The DWT coefficients are quantized

using a scalar quantizer, with possibly different step sizes for each subband.

This quantization causes many small DWT coefficients to become zero. The

result is that the reconstruction from the quantized DWT coefficients contains

blurring (since small high-frequency DWT coefficients, which are responsible

for image details and sharpness, may have become zero) and ringing artifact

(due to zeroing of coefficients and mapping of actual DWT coefficients to quan-

tized values). Figure 6.4 shows the reconstruction from the quantized DWT

coefficients.

The key difference between the distortion introduced by JPEG2000 and
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Figure 6.2: Four-level DWT coefficients (magnitude) of the uncompressed im-
age using the 9/7 biorthogonal Wavelet. The subband coefficients are contrast
stretched and non-linearly enhanced for better display.
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Figure 6.3: DWT coefficients (magnitude) of the image after compression by
JPEG2000. The subband coefficients are contrast stretched and non-linearly
enhanced for better display.
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Figure 6.4: Image compressed by JPEG2000
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that by JPEG is that in the case of JPEG2000, the distortion does not show

regularity, such as periodic occurrences or directional preference (blocking oc-

curs as horizontal/vertical edges every eight pixels). Rather, the distortion is

image dependent, occurring mostly in highly textured areas or around strong

edges, with the structure of the distortion being locally dependent on the image

structure and the compression ratio. This lack of regularity in the distortion

complicates the task of quantifying it without reference. However, if one were

to use natural scene statistics models, especially those in the wavelet domain,

one could identify and quantify the distortion introduced by the quantization

of the wavelet coefficients.

6.3 Blind Measurement of Image Naturalness

6.3.1 Statistical Model for Natural Images in the Wavelet Domain

One particularly useful model for natural scene statistics has been pre-

sented in [8, 96]. It captures the statistics of wavelet coefficients of natural

images in a given subband and their correlations with other wavelet coefficients

across scales and orientations. I noted that this model is suitable for measur-

ing the effect of quantization of wavelet coefficients of natural images, since

quantization pushes wavelet coefficients at finer scales towards zero. This re-

sults in a greater probability of zero coefficients in any subband than expected

for natural images.

The statistical model proposed in [8, 96] models the wavelet coeffi-

cient’s magnitude, C, conditioned on the magnitude of the linear prediction
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of the coefficient, P , and is given in (6.1) where M and N are assumed to be

independent zero mean random variables:

C = MP + N (6.1)

P =
n∑

i=1

liCi (6.2)

where the coefficients Ci come from an n coefficient neighborhood of C in

space, scale, and orientation, and li are linear prediction coefficients [8].

In [8, 96], the authors use an empirical distribution for M and assume

N to be Gaussian of unknown variance. The linear prediction, P , comes from a

set of neighboring coefficients of C at the same scale and orientation, different

orientations at the same scale, and coefficients at the parent scales. Zero-tree

based wavelet image coding algorithms [82, 88, 111] also try to capture the

non-linear relationship of a coefficient with its parent scales, and hence are

conceptually similar to (6.1).

Figure 6.5 shows the joint histograms of (log2(P ), log2(C)) of an image

at different scales and orientations. The strong non-linear dependence between

C and P is clearly visible on the logarithmic axes. As can be seen from the

figure, the model can describe the statistics across subbands and orientations.

The authors of [8, 96] report (and I observed) that the model is stable across

different images as well.
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Figure 6.5: Joint histograms of (log2 P, log2 C) for an uncompressed natural
image at different scales and orientations of its wavelet decomposition. Top
left: Diagonal subband at the finest scale. Top right: Horizontal subband
at the finest scale. Bottom left: Vertical subband at the second-finest scale.
Bottom right: Diagonal subband at the third-finest scale.
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6.3.2 Compressed Natural Images

The model in (6.1) (Figure 6.5) is not very useful for modeling com-

pressed images however, since quantization of the coefficients significantly af-

fects the distribution. Figure 6.6 shows the joint histograms of a subband

from the uncompressed and compressed versions of an image at different bit

rates. The effects of the quantization process are obvious, in that quantization

pushes the coefficients towards zero, and disturbs the dependencies between

C and P 2.

I propose to use a simplified two-state model of natural scenes in the

wavelet domain. These two states correspond to a coefficient or its predictor

being significant or insignificant. The joint two-state model is motivated by the

fact that the quantization process in JPEG2000, which occurs in all subbands,

results in more of P and C values being insignificant than expected for natural

images. Hence, a good indicator for unnaturalness and the perceptual effects of

quantization is the proportion of significant P and C. Thus, if the proportion

of significant P and C is low in an image, it could be a result of quantization

in the wavelet domain.

The details of the model are as follows: Two image-dependent thresh-

olds, one for P and the other for C, are selected for each subband for bina-

2The histograms for compressed images shown in Figure 6.6 have open bins to take
care of log2(0). Since I computed the DWT on reconstructed JPEG2000 images, the bulk
of the insignificant coefficients are not exactly zero due to computational residues in the
calculations of DWT/inverse-DWT and color transformations. However, the algorithm will
not be affected by these small residues, as will become apparent shortly.
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Figure 6.6: Joint histograms of (log2 P, log2 C) for one subband of an image
when it is compressed at different bit rates using the JPEG2000 compression
algorithm. Top left: No compression. Top right: 2.44 bits/pixel. Bottom left:
0.78 bits/pixel. Bottom right: 0.19 bits/pixel.

rization. The details of threshold computation will be given in Section 6.3.4.

A coefficient (or its predictor) is considered to be significant if it is above

the threshold3. Consequently, we obtain a set of four empirical probabilities,

pii, pis, psi, pss, corresponding to the probabilities that the predictor/coefficient

3The binarized model may remind some readers of two-state hidden Markov tree models
for the wavelet coefficients of images, in which a coefficient is associated with the state of a
two-state Markov process describing whether the coefficient is insignificant or significant [77].
However, the proposed model is conceptually and computationally simpler, since it does not
require complicated parameter estimation associated with hidden Markov tree models, but
still provides good performance.
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Figure 6.7: Partition of the (P,C) space into quadrants. Also, the set of
coefficients from which P is calculated in my simulations.

pair lies in one of the four quadrants, as depicted in Figure 6.7. Obviously

the sum of all these probabilities for a subband is unity. The set of neighbors

from which P is calculated in my simulations is also shown in Figure 6.7.

6.3.3 Features for Blind Quality Assessment

I observed from experiments that the subband probabilities pss give

the best indication of the loss of visual quality, in terms of minimizing the

quality prediction error. In my simulations, I compute the pss feature from

six subbands: horizontal, vertical and diagonal orientations at the second-

finest resolution; horizontal, vertical and diagonal orientations at the finest

resolution. Since the subband statistics are different for different scales and

orientations, a non-linear combination of these features is required. This is

because the pss feature from a finer subband decreases faster with increas-
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ing compression ratio than the pss feature from a coarser subband. In order

to compensate for these differences, I propose to nonlinearly transform each

subband feature independently, before combining them linearly. The nonlin-

ear transformations is designed to improve correspondence among the features

coming from different subbands before a simple average rule is applied.

I train the transformations using training data by fitting image quality

to the pss features from individual subbands as follows:

qi = Ki

(
1− exp

(
−(pss,i − ui)

Ti

))
(6.3)

where qi is the transformed feature (predicted image quality) for the i-th sub-

band, pss,i is the pss probability for the i-th subband, and Ki, Ti and ui are

curve fitting parameters for the i-th subband that are learned from the train-

ing data. Since each subband feature is mapped by a nonlinearity for that

subband to subjective quality, the transformed features from all subbands are

approximately aligned with subjective quality, and hence with each other as

well.

A weighted average of the transformed feature is used for quality predic-

tion. Due to the similarity in the statistics of horizontal and vertical subbands

at a particular scale, I constrain the weights to be the same for these orien-

tations at a given scale. Thus, the six-dimensional subband quality vector,

q = {qi|i ∈ 1 . . . 6}, is modified into a four-dimensional vector q′ by averaging

the quality predictions from horizontal and vertical subbands at a given scale,
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and the final quality prediction is taken to be a weighted average of q′:



q′1
q′2
q′3
q′4


 =




(q1 + q2)/2
q3

(q4 + q5)/2
q6




Q = q′T w (6.4)

where the weights w are learned by minimizing quality prediction error over

the training set.

6.3.4 Image-dependent Threshold Calculations

One important prerequisite for a feature for quality assessment is that

it should adequately reflect changes in visual quality due to compression while

being relatively robust to changes in the image content. However, the feature

proposed in Section 6.3.2 varies not only with the amount of quantization, but

also with the variation in image content. For example, if the thresholds were

held constant, then a low pss feature could either signify a heavily quantized

image, or a relatively smooth image (say the sky and the clouds) that was

lightly quantized. In order to make the QA features more robust to changes

in the image content, I propose to adapt the thresholds with image content, so

that they are lower for smooth images, and higher for highly textured images.

Once again I will use NSS models in conjunction with distortion modeling to

achieve this goal.

An interesting observation is that when the means of (log2 of) subband

coefficient amplitudes are plotted against an enumeration of the subbands,

133



the plot is approximately linear. This is shown in Figure 6.8(b) for a number

of uncompressed natural images. The graphs have approximately the same

slope, while the intercept on the y-axis varies from image to image. This

approximately linear fall-off is expected for natural images since it is well

known that natural image amplitude spectra fall off approximately as 1
f
, which

is a straight line on log-log axes. Another aspect of NSS is that horizontal and

vertical subbands have approximately the same energy, whereas the diagonal

subbands have lower energy at the same scale. The interesting observation is

that a diagonal subband sits between the horizontal/vertical subband at its

scale and the one finer to it.

Quantized images are not natural however, and hence the correspond-

ing plots for them will not have approximately linear fall-off (Figure 6.8(c),

solid lines). However, we know that the quantization process in wavelet based

compression systems (such as the JPEG2000) is designed in such a way that

the subband means for coarser subbands are less affected by it, whereas the

means for finer subbands are affected more. Hence, from the coarser subbands,

one could predict the line that describes the energy fall-off for the image by es-

timating its intercept (assuming that all natural images have the same slope).

This line yields the estimated means for the finer subbands in the unquantized

image from which the compressed image whose quality is being evaluated was

derived. This is shown in Figure 6.8(c) as well, where the means of (log2 of)

subband coefficients are plotted for an image compressed at different bit rates

(as well as the uncompressed image). Notice that predicted subband means
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(shown by dotted lines) are quite close to the actual means of the uncompressed

image (top solid line).

I use the above observation to calculate the image dependent thresholds

as follows:

Threshold = Estimated Subband Mean + Offset (6.5)

The slope of the line can be learned from uncompressed natural images in

the training set, while the offsets (one for P and one for C for each subband)

can be learned by a minimization process that attempts to minimize the error

in the quality predictions over the training set (using MATLAB’s command

fminsearch). In this way, the proposed algorithm utilizes NSS models in con-

cert with modeling the salient features of the distortion process to make the

QA feature more robust to changes in the image content.

6.3.5 Simplified Marginal Model

Since the computation of coefficient predictions P is expensive, I also

consider the marginal distribution of the binarized wavelet coefficients C, as

opposed to the joint distribution of binarized P and C. Figure 6.9 shows the

histogram of the logarithm (to the base 2) of the horizontal wavelet coefficient

magnitude for one image, and the histogram for the same compressed image at

the same scale and orientation. Quantization shifts the histogram of log2(C)

towards lower values. I divide the histogram into two regions: insignificant

coefficients and significant coefficients. Again, the probability of a coefficient

being in one of the regions at a certain scale and orientation is a good feature
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to represent the effect of quantization. I map the probabilities by (6.3) and

then take a weighted average as in (6.4).

6.4 Results

In this section I will present the performance of the methods presented

in this chapter.

6.4.1 Subjective QA Study for Training and Testing

In order to calibrate, train, and test the NR QA algorithm, an extensive

subjective QA study was conducted. Details of the study are provided in

Appendix A. In these experiments, a number of human subjects were asked

to assign each image with a score indicating their assessment of the quality of

that image, defined as the extent to which the artifacts were visible. A total

of 198 JPEG2000 images were ranked in the study (including the reference

images).

6.4.2 Simulation Details

For training and testing, the database was divided into two parts. The

training database consisted of fifteen randomly selected images (from the total

29) and all of their distorted versions. The testing database consisted of the

other fourteen images and their distorted versions. This way there was no

overlap between the training and the testing databases. The algorithm was

run several times, each time with a different (and random) subset of the original
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29 images for training and testing, with 15 and 14 images (and their distorted

versions) in the training and testing sets respectively.

The algorithm was run on the luminance component of the images

only, which was normalized to have a Root-Mean-Squared (RMS) value of 1.0

per pixel. The biorthogonal 9/7 wavelet with four levels of decomposition

is used for the transform. The slope of the line for estimating the subband

coefficient means in (6.5) is learned from the uncompressed images in the train-

ing set. The weights w in (6.4) are learned using non-negatively constrained

least-squares fit over the training data (MATLAB command lsqnonneg). The

minimization over the threshold offsets in (6.5), as well as for the fitting pa-

rameters in (6.3) is done by unconstrained non-linear minimization (MATLAB

command fminsearch).

6.4.3 Quality Calibration

The quality calibration used for the NR simulations is the same as in

Section 4.5.2.

6.4.4 Quality Prediction Results

Figure 6.10(a) shows the predictions of the algorithm on the testing

data for one of the runs against the MOS for the joint binary simplification

of the model. Figure 6.10(b) shows the normalized histogram of the RMSE

(which I use as a measure of the performance of the NR metric) between

the quality prediction and the MOS, for a number of runs of the algorithm.
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The mean RMSE is 8.05, with a standard deviation of 0.66. Figure 6.11(a)

shows the histogram of the linear correlation coefficient for the joint model.

The average linear correlation coefficient between the prediction and the MOS

for all the runs is 0.92 with a standard deviation of 0.013. Figure 6.10(c)

shows the RMSE histogram for the marginal binary simplification of the model.

The mean RMSE is 8.54 and the standard deviation is 0.83. Figure 6.11(b)

shows the histogram of the linear correlation coefficient for the joint model.

The average linear correlation coefficient is 0.91 with a standard deviation of

0.018. Figure 6.12 shows how the RMSE varies with the threshold offset for

one simulation for the binarized marginal model.

6.4.5 Discussion

It is apparent from the above figures that the proposed NR algorithm is

able to make predictions of the quality of images compressed with JPEG2000

that are consistent with human evaluations. The average error in quality as-

signment for a human subject is 7.04, while for the algorithm it is 8.05. It

is therefore performing close to the limit imposed on useful prediction by the

variability between human subjects, that is the variability between the pro-

posed algorithm and MOS is comparable to the variability between a human

and the MOS on average. The average gap between the quality prediction

ability of an average human and the algorithm is only about 1.0 on a scale of

1 - 100. Another interesting figure is the standard deviation of the RMSE of

0.66 on a scale of 1 - 100, which indicates that the algorithm’s performance is
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stable to changes in the training database. As a comparison, we can compare

the performance of the algorithm against a recent no-reference perceptual blur

metric presented in [58]. The blur metric reports an average correlation coef-

ficient of 0.86 on the same database 4. This shows that the blur caused by the

JPEG2000 is of a much different nature than that caused by linear kernels,

and is much more difficult to quantify using blur detection algorithm. Quan-

tization in the wavelet domain, as in the JPEG2000, not only causes blur, but

also introduces ringing distortion, which is in fact a high-frequency distortion

close to strong edges, that would fool blur detection algorithms.

It is also interesting to analyze the performance of the algorithm for

different images in order to expose any content-dependence. Figure 6.13(a)

shows the prediction-MOS graph for one image for which the algorithm con-

sistently performed well over the entire range of quality. Figure 6.13(b) shows

the case where the algorithm consistently over-predicts the quality and Figure

6.14 shows the case where the algorithm consistently under-predicts the qual-

ity. I believe that the spatial spread of image details and texture over the image

affects the performance of the algorithm and makes it content dependent.

6.4.6 Implementation Complexity

The computational complexity of the proposed NR algorithm is small,

especially the simplification based on the wavelet coefficients marginals. The

4The authors did not report partitioning the database into non-overlapping sets for train-
ing and testing. They randomly chose training and testing sets without specifying if the
source images for the two sets were disjoint or not.
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proposed algorithm takes about 20 seconds per image for the joint model and

about 5 seconds per image for the marginal model with un-optimized MAT-

LAB implementation running on a Pentium-III, 1 GHz machine. If the DWT

coefficients are already available, say directly from the JPEG2000 stream, the

marginal model computation reduces essentially to counting the number of

significant coefficients, which is computationally very efficient.

6.5 Conclusions

In this chapter, I proposed to use Natural Scene Statistics for measuring

the quality of images and videos without the reference image. I claimed that

since natural images and videos come from a tiny subset of the set of all possible

signals, and since the distortion processes disturb the statistics that are ex-

pected of them, a deviation of a signal from the expected natural statistics can

be quantified and related to its visual quality. I presented an implementation

of this philosophy for images distorted by JPEG2000 (or any other wavelet

based) compression. JPEG2000 compression disturbs the non-linear depen-

dencies that are present in natural images. Adapting a non-linear statistical

model for natural images by incorporating quantization distortion modeling,

I presented an algorithm for quantifying the departure of compressed images

from expected natural behavior, and calibrated this quantification against hu-

man judgements of quality. I demonstrated the metric on a data set of 198

images, calibrated and trained the algorithm on data from human subjects,

and demonstrated the stability and accuracy of the algorithm to changes in the
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training/testing content. The algorithm performs close to the limit imposed

by variability between human subjects on the prediction accuracy of an NR

algorithm. Specifically, I achieved an average error of 8.05 (on a scale of 1-100)

from the MOS, whereas subjective human opinion is expected be deviant by

7.04 from the MOS on average.

I feel that NSS modeling should be an important component of image

and video processing algorithms that operate on natural signals. Efforts need

to be made into designing NR QA algorithms that can predict quality for a

broader class of distortion types, such as noise, wireless channel errors, wa-

termarking etc., by posing the problem in an estimation-theoretic framework

based on statistical models for natural scene.
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Figure 6.8: Mean(log2(C)) versus subband enumeration index. The means
of horizontal and vertical subbands at a given scale are averaged. (a) The
subband enumeration n used in (b) & (c). (b) Uncompressed natural images.
Mean(log2(C)) falls off approximately linearly with n. (c) Mean(log2(C)) for
an image at different bit rates (solid) and the corresponding linear fits (dotted).
The fits are computed from n = 1 . . . 4 only. Note that the estimated fits are
quite close to the uncompressed image represented by the top most solid line.
These linear fits are used for computing the image-dependent thresholds for
the corresponding images.
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Figure 6.9: Histograms of the logarithm (to the base 2) of the horizontal
subband the finest scale for one image, before and after compression (at 0.75
bits per pixel). The dotted line denotes the threshold at -6.76.
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(c) RMSE histogram for marginal
model

Figure 6.10: Results: (a) Quality predictions versus MOS for one run of the
algorithm. Normalized histograms of the RMSE for several runs of the algo-
rithm using the joint statistics of P and C (b) and using the marginal statistics
of C only (c). The dotted line in the histograms show the mean value, while
the dashed line shows the standard deviation of human scores.

144



0.8 0.85 0.9 0.95 1
0

0.1

0.2

0.3

0.4

Lin. Corr. Coeff.

R
e

l. 
F

re
q

.

(a) CC histogram for joint model

0.8 0.85 0.9 0.95 1
0

0.05

0.1

0.15

0.2

0.25

0.3

Lin. Corr. Coeff.

R
e

l. 
F

re
q

.
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Figure 6.11: Results: Normalized histograms of the linear correlation coeffi-
cient for several runs of the algorithm using the joint statistics of P and C
(b) and using the marginal statistics of C only (c). The dotted lines in the
histograms show the mean value.
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Figure 6.12: Variation of the RMSE with threshold offset in (6.5) for one
simulation involving the entire database.

145



20 40 60 80 100

20

40

60

80

100

MOS

P
re

di
ct

io
n

(a)

20 40 60 80 100

20

40

60

80

100

MOS

P
re

di
ct

io
n

(b)

Figure 6.13: Content-dependence of the performance of the proposed NR QA
algorithm over the quality range: (a) Algorithm performs consistently well
over the range of quality. (b) The algorithm consistently over-predicts the
quality. The MOS-Prediction point ‘×’ and the ±2 standard deviation inter-
vals are shown for each figure. The variance in the MOS is due to inter-human
variability and the variation in the prediction is due to changes in the training
set.
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Figure 6.14: Content-dependence of the performance of the proposed NR QA
algorithm over the quality range: The algorithm consistently under-predicts
the quality. The MOS-Prediction point ‘×’ and the ±2 standard deviation
intervals are shown for each figure. The variance in the MOS is due to inter-
human variability and the variation in the prediction is due to changes in the
training set.
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Chapter 7

Conclusions and Future Work

So you think I am

Senseless with drunken arrogance

Consumed by a burning vengeance

Or drenched in destructive intolerance!

Listen warriors, soldiers!

Betray not the meekness of my desires

For if I stumble to the mountain foot, I fear

that I would eat you all alive!

For you are all syrupy men of self-righteousness!

You would laugh at my helplessness, laugh on

I would pray: O Lord of light and color and music

have mercy on their souls!

(Lord, Lord of the new light, the new song, the new scent!

Lord, Lord of the winds, Lord of the waters, Lord of the unsaid words!

Lord of the pen, Lord of the flute!

Lord of the new miracle of life!)

—from “Men of self-righteousness” by Noon Meem Rashid
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7.1 Dissertation Summary

In this dissertation, I presented image quality assessment algorithms,

full-reference and no-reference, that were based on statistical models for nat-

ural images. Images of the three dimensional visual environment constitute a

very tiny subset in the set of all possible images. I claimed that the distortions

present in real-world image processing systems make these images unnatural,

and that the departure from expected natural behavior could be quantified for

prediction of visual quality.

In this direction, I proposed two FR and one NR method for image

quality assessment. The FR methods were based on a novel information theo-

retic framework based on natural scene statistics, which posed the QA problem

as an information-fidelity problem rather than a signal fidelity problem. This

novel approach yielded FR methods that outperformed state-of-the-art meth-

ods in my simulations.

I also proposed using NSS models for NR quality assessment. In this di-

rection, I presented an algorithm for NR QA of JPEG2000 compressed images

that was based on adapting a wavelet-domain NSS model using characteristics

of the distortion process. This joint modeling of source and distortion yielded

a QA algorithm whose predictions of image quality were in close agreements

with human judgements.

For the purpose of training and validating the QA methods, I conducted

an extensive subjective quality assessment study that resulted in a large set of
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images that were ranked by a number of human observers. The database was

diverse in terms of the image content, distortion type as well as the distortion

range. It proved to be of fundamental importance in my study of the QA

problem.

7.2 Contributions

The specific contributions of this dissertation are as follows:

1. For full-reference quality assessment, I proposed a novel information-

theoretic framework based on natural scene statistics, which approached

the QA problem as an information fidelity problem. In this framework, a

source of natural images communicates to a receiver (cognitive processes

in the brain) through a channel that imposes limitations on the amount

of information that could flow through it. I claimed that visual quality

should relate with a measure of success of this communication. Using

natural scene statistics models and a channel model that I proposed in

this dissertation, I showed that the mutual information, which quantifies

the amount of information about the source that is received by the re-

ceiver, is a good measure of image information fidelity that relates with

visual quality.

2. I proposed an image degradation model that consisted of describing im-

age distortions locally as combinations of blur and additive noise. This

model, being in the wavelet domain, is especially suited for use in concert
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with popular wavelet based NSS models for analytical purposes.

3. I proposed the use of conditional mutual information given the knowledge

of the ‘hidden variance field’. I hypothesized that such a conditioning has

two advantages: it tunes the source model to suit a particular reference

image in question, and also allows analytical tractability.

4. I derived closed-form conditional mutual information expressions for the

chosen source and distortion models.

5. The IFC that I proposed in Chapter 4 quantified the amount of informa-

tion shared between a reference and a test image. I demonstrated that

IFC is competitive with state-of-the-art quality assessment algorithms,

and outperformed them in my simulations. Furthermore, the proposed

IFC is parameterless like MSE, being independent of training data, data

from psychometric experiments, viewing configuration information, or

stabilizing constants.

6. I showed that IFC is a dual of a QA method based on the human visual

system. This duality of two QA methods derived from entirely different

perspectives is certainly reassuring. Based on IFC and this duality, I

hypothesized directions in which HVS based methods could be improved.

7. I extended the notion of quantifying information fidelity by proposing

to view the HVS as a channel as well that places limits on the amount

of information that could flow through it to the rest of the brain. This
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allows one to define the notion of image information, which quantifies the

statistical information content of the reference image. I thus combined

source, distortion, and HVS models in one framework that related visual

quality to the relative image information present in the test image.

8. The VIF presented in Chapter 5 utilized two aspects of image informa-

tion: the information fidelity between the test and the reference image,

and the information content of the reference image itself. The VIF, being

a ratio of these two information quantities, had the desirable property

of lying in the interval [0, 1] for distorted images, and being larger than

unity for contrast enhanced images.

9. For the first time in the field of image quality assessment, to my knowl-

edge, a QA method (the VIF) was able to quantify improvements in

visual quality over the reference image.

10. I showed via simulations that VIF outperformed state-of-the-art QA

methods by a sizeable margin.

11. I proposed an NR quality assessment method for measuring the quality of

images distorted by JPEG2000 compression. The wavelet quantization

in JPEG2000 is especially hard to quantify without a reference since it

causes two perceptual distortion artifacts: blurring and ringing. By using

joint modeling of natural images and characteristics of the distortion

process, I designed a feature that quantified the degree of unnaturalness
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in an image caused by wavelet quantization, and used it to predict visual

quality.

12. In order to train and test the algorithms presented in this dissertation, I

conducted extensive experiments to collect subjective quality scores for a

diverse set of images distorted using five distortion types. To my knowl-

edge, this study is one of the most extensive studies conducted in the

QA literature, containing about 22,000 subjective quality evaluations by

human subjects. This database proved to be of fundamental importance

to my exploration of the quality assessment problem.

7.3 Future Work

7.3.1 Full-Reference Image Quality Assessment

There are a number of directions in which my dissertation research on

full reference image quality assessment could be extended:

• The distortion model that I used for the development of IFC and VIF

needs to be examined more closely. In particular, I feel that the rela-

tionships between the model that I chose, ‘natural distortions’, that is

image distortions that are present in nature, and natural scene statistics

need to be explored further.

• The HVS model presented in Chapter 5 for the development of image

information measures and the VIF needs to be more sophisticated. In

particular, I feel that the optics of the eye and the contrast sensitivity
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function (CSF) could be explicitly modeled in addition to the noise model

already used in Chapter 5. Furthermore, a more sophisticated noise

model should also be explored. It is well known that the noise in the

neurons depends upon the signal as well [30]. This signal dependence

could be further explored for QA purposes.

• A display device model could also be incorporated into the development

of IFC and VIF.

• In the development of both IFC and VIF, inter-subband correlations were

ignored, and different subbands of an image were treated as being inde-

pendent. It is common knowledge that subbands are not independent,

and this dependence needs to be incorporated into IFC and VIF.

• The estimation method used for estimating the distortion parameters

G and σ2
v , as well as the hidden field S, was the maximum-likelihood

method. Researchers have worked on MAP estimates for estimating S

using different prior distributions for S [123, 125]. Similar estimates could

also be explored for distortion model parameters, and incorporated into

IFC and VIF.

• A more sophisticated approach for handling correlations between the

wavelet coefficients within a subband could be explored. The ‘block-

ing’ approach provides great improvements over those versions of IFC in

which the correlations were ignored. This leads one to wonder if further
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improvements are possible by reducing the correlations between subband

coefficients even more.

• The IFC and VIF could be optimized for faster implementation and

reduced complexity by exploring different transforms, such as the DCT,

or separable wavelet decompositions.

• Recently, complex wavelet analysis for natural scene models has gained

popularity [42, 86, 87]. These models introduce another statistic, local

phase, that has recently been shown to play important role in modeling

natural image characteristics [135], as well as texture synthesis [73]. Such

models could also be explored for quality assessment.

• Color is an important component of visual stimulus that was unfortu-

nately ignored in my treatment for the sake of simplicity. The QA meth-

ods presented in this dissertation should certainly be extended using

color NSS and HVS models.

7.3.2 No-Reference Image Quality Assessment

No-reference quality assessment methods are most desirable for quality

monitoring applications in multimedia systems. But unfortunately, the generic

NR QA problem is largely unsolved. People have resorted to restricting the

scope of these methods to, say, the blocking artifact, or, as in my dissertation,

to blurring and ringing caused by wavelet domain quantization.

The reason NR problem is so hard is that distortions occurring in image
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and video processing systems are manmade, and it is quite likely that some

hitherto unknown distortion would appear due to the processing systems of

the future. This generality in distortion type may not bother a human ob-

server however. It is easy to imagine a thought experiment in which an image

distorted by some unknown distortion is shown to a human observer. It would

be a trivial task for the human observer to say if the quality of the image is

good or bad. This motivates one to consider the possibility of generic NR QA

algorithms.

A set of complementary image features that could construct a multidi-

mensional space in which natural images reside in one subspace and unnatural

images in another should be explored. Such an approach of heuristically con-

structing spaces for image representation has been used effectively in [73] for

texture analysis and synthesis, and I feel that the generic paradigm could be

used for NR QA methods as well. Once such a space is constructed, one could

then quantify the distance between a test image and the subspace of natural

images. The underlying assumption here is that a set of image features exists

that would allow the construction of such a space. However, finding this set of

features and the subspace of natural images in the space spanned by these fea-

tures would basically be a trial-and-error exercise based on existing distortion

types, and still no guarantees could be given regarding the generic applicabil-

ity of QA methods based on this approach. Hopefully, such an undertaking

would give further insights into solving the generic NR problem.

One thing is however certain in my mind: natural scene models would
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be at the heart of any generic NR QA method.

7.3.2.1 Future Improvements for NR QA of JPEG2000

A number of ideas could be used for improving the performance of the

NR QA algorithm for JPEG2000 compressed images presented in Chapter 6

to further narrow the gap between the human and machine assessment. To

this end, I propose investigating a number of extensions:

1. Although NSS models are global, images seldom have stationary charac-

teristics. The algorithm is, as yet, blind to the spread of spatial detail in

images, or to the presence of different textures within an image, which

may have different statistics from one another. Incorporation of spa-

tial adaptation into the algorithm by constructing ‘quality maps’, and

investigations into optimal pooling methods could improve algorithm

performance.

2. The proposed simplification of the NSS model reduces continuous vari-

ables to binary ones. More sophisticated models for characterizing nat-

ural images and their compressed versions could result in more stable

features and improved algorithm performance.

7.3.3 Reduced-Reference Image Quality Assessment

A compromise between the infeasibility of FR methods and the un-

availability of NR methods is the so called reduced-reference (RR) approach

to the QA problem. In this approach, some information extracted from the
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reference image is made available to the QA algorithm. The whole idea is that

the amount of information should be much smaller than the reference signal

for the sake of feasibility. Research into RR methods requires identification of

features to be extracted from the reference image as well as the actual quality

assessment algorithms. Limited amount of work has been done in RR QA, with

basically two kinds of approaches. In the first approach, information is hidden

in the reference image before it is processed by the distorting system. The

output, the test image, is used to recover this information. The RR method

consists of comparing the extracted information against the originally inserted

information, which is made available through the RR channel [24, 107]. In the

second approach, image features are extracted from the reference image and

transmitted to the RR algorithm running at the output of an image distorting

system [145, 148], and compared for QA.

Once again, RR methods proposed so far do not make explicit use of

NSS models, and the use of these models for RR QA needs to be explored.

7.3.4 Video Quality Assessment

One of the aims of research into image quality assessment is to discover

feasible methods for video quality assessment. Due to the tremendous resource

demands that realtime video processing systems have, research into efficient

systems is in dire need of accurate, yet feasible, video quality assessment al-

gorithms. Many researchers have worked in the past on the problem of FR

QA for video using HVS models [109, 110, 115, 116, 139, 143, 147, 155] as
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well as using signal fidelity or feature based methods [152]. A survey of video

distortions can be found in [134, 156], while a review of HVS modeling for

video quality metrics is presented in [146]. A structural approach for video

QA has also been attempted [132], while a hybrid HVS-structural measure has

been presented in [154]. Some RR and NR methods for video for the blocking

artifact have also been explored [29, 44, 107, 145, 148, 150]. I feel that the

information-theoretic framework that I presented in this dissertation is ripe

for extensions to video QA. This would require incorporation of the temporal

dimension into the analysis, for the source model as well as for the distor-

tion and HVS models. Researchers have worked on discovering the temporal

characteristics of natural ‘videos’ [19, 100], which could prove helpful.

7.3.5 Image Information Metrics

An interesting byproduct of my dissertation research is the develop-

ment of a statistical measure for image information. This measure represents

the amount of information that could ideally be extracted from an image by

the brain. This metric is a combination of NSS and HVS models in an in-

formation theoretic settings, and is an intriguing entity in itself. Combined

with other features of the HVS, such as foveation (nonuniform sampling of the

visual stimulus in the retina), color, motion, and stereo NSS and HVS mod-

els, this framework for quantifying statistical image information might have a

much wider impact beyond the quality assessment problem. Perhaps it could

help us explore attraction of human gaze by image features, or help us in
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understanding how humans solve the stereo correspondence problem.
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Appendix A

Subjective Quality Assessment Study

In this appendix I will describe the details of the psychometric exper-

iments used for training and testing the algorithms proposed in this disserta-

tion.

A.1 Scope of the Subjective QA Study

The design of a subjective study needs to accurately reflect the intended

scope of application of the quality assessment algorithms that would be trained

and tested on it. For example, if a QA method is required to operate only

on JPEG compressed images of human faces in the FR framework, then the

subjective study should only involve images of human faces that have been

compressed using JPEG. Training and testing such an algorithm using generic

images distorted by blurring artifacts would obviously be useless. Unfortu-

nately, this dependence on the final application limits the scope of subjective

studies. Subjective QA studies are cumbersome and resource-consuming, and

a compromise between the applicability of its results and the cost of the study

is unavoidable.

In the ideal situation, a generic QA algorithm is sought that can predict
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image quality with high accuracy for all types of images and image distortions.

For the FR case, such a generic method is highly desirable since a tremendously

large amount information (the reference image) is made available to the QA

method at a substantial resource cost. Thus, the subjective study designed for

testing and validating a generic FR metric should be as diverse as possible,

both in terms of the image content as well as the distortion types. For NR

methods, it is generally acceptable to limit the scope of the algorithm to

a specific distortion type, primarily because the NR problem is largely an

unsolved problem. The corresponding experiments would therefore involve

only the target distortion type at the target distortion range.

The scope of the QA algorithms that I had envisioned for my disser-

tation was multifarious. I was aiming for a study that could simultaneously

be useful for the FR methods proposed in this dissertation, as well as NR

methods. Moreover, I sought a database with generic photographic images

depicting various scenes containing different types of content, and which were

distorted using a wide variety of distortion types. If the testing were however

conducted in several sessions, each with only one distortion type, then such

a database could simultaneously prove useful for generic FR as well as NR

algorithms, and my testing methodology reflects this desire.

A.2 Subjective Quality Assessment Methodologies

A number of alternative methodologies are available for doing subjec-

tive quality assessment studies, each having its own domain and advantages

163



[14, 57, 117, 118, 140]. A set of standardized methodologies are also available

for subjective quality assessment of television pictures [34, 35].

There are three main types of experimental methodologies that could

be used for subjective quality assessment studies: double-stimulus methods,

single-stimulus methods, and forced-choice methods. Double-stimulus meth-

ods are specifically suited for testing and validating FR QA methods. In this

method of testing, the test and the corresponding reference image or video are

shown one after the other1, and the human assessor assigns a quality score

to both signals. This way the relative quality of the test image or video can

be ascertained, and any systematic sources of error that could result from,

say, the variation in image content, are minimized. Double-stimulus methods

have the advantage of being more robust to contextual effects, and the results

are considered to be more stable and reproducible. However, double-stimulus

methods assign each distorted video with a quality difference score, and as

such these methods are not suited for scenarios where a quality score is to be

assigned to an image or video in the absence of the reference. Single-stimulus

methods, in which only the test image or video is evaluated for quality by the

human assessor, are more suitable for such tasks.

The third subjective test methodology is a two-alternative forced-choice

(2AFC) setup between two images or videos that could be perceptually dif-

ferent from each other. The goal is to make a judgement whether they are

1The order of the presentation of the reference and the test signals is randomized.
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different or not. The two signals are shown one after the other in a random or-

der, and the subject chooses one of the two alternative choices to rank them,

such as better/worse, good/bad, undistorted/distorted etc. Thus a quality

evaluation is not made, only a quality comparison, and the test and the ref-

erence images cannot be assigned a quality score. Such methods are known

to be most stable to contextual effects, and are the most reliable among the

three types of testing. However, the 2AFC methods are very cumbersome, and

require many trials, and its hard to convert these results into a quality scale.

An interesting stimulus synthesis methodology for comparison of two

image quality assessment metrics against one another has recently been pro-

posed, but is limited in application to differentiable QA methods [136], and

in my view, local minima/maxima and limitations of finite precision during

iterative minimization and maximization in very high dimensional spaces may

render this method inconclusive.

The details of the experimental procedure that I chose for my research

is presented in Section A.4.

A.3 Designing the Image Database

A.3.1 Choice of Input Images

Since I sought to design QA methods that had generic applicability,

I chose to use a set of images that reflected adequate diversity in image

content. Twenty-nine high resolution and high quality (as per my personal

judgement) color images were collected from the Internet and photographic
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CD-ROMs. These images included pictures of faces, people, animals, close-up

shots, wide-angle shots, nature scenes, man-made objects, images with dis-

tinct foreground/background configurations, and images without any specific

object of interest. Some of the images had high activity, while some were

mostly smooth. These images were resized to a reasonable size for display

on the screen resolution of 1024× 768 that I had chosen for the experiments.

Most images were 768× 512 pixels in size.

A.3.2 Distortion Types

I chose to distort the images using five different image distortion types

that could occur in real-world applications. The distortion types were: JPEG

compression, JPEG2000 compression, additive white Gaussian noise in the

RGB components, Gaussian blur in the RGB components, and bit errors in the

JPEG2000 bitstream when it is transmitted over a simulated wireless channel

(more specifically, a fast-fading Rayliegh channel). The distortion parameters

varied for generating the database are listed in Table A.1. These distortions

reflect a broad range of image impairments, from smoothing, to structured

distortion, image-dependent distortions, and random noise. The level of dis-

tortion was varied to generate images at a broad range of quality, from imper-

ceptible levels to high levels of impairment that would significantly hamper

cognitive understanding of image content. Moreover, I ensured that each im-

age was distorted by each distortion type over the entire range of quality. I

also tried to keep the distribution of scores over the quality range as uniform as
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Distortion Parameter

JPEG2000 Bit rate
JPEG Bit rate
White Noise Noise variance
Gaussian Blur Gaussian kernel variance
Fast-fading wireless Receiver SNR

Table A.1: Distortion types and parameter used to control the degree of dis-
tortion. A JPEG2000 bitstream at a rate of 2.5 bits per pixel was transmitted
over a simulated channel for the wireless channel distortion.

possible. In all, a total of 982 images, out of which 779 were distorted images

and 203 were reference images, were evaluated in the study.

A.4 Details of the Experiments

A.4.1 Test Methodology

The experimental setup that I used was derived from standardized rec-

ommendations according to my specific needs and resources. In particular, I

chose to use a single stimulus methodology in which the reference images were

also evaluated for quality by the human assessors in the same experimental

session as the test images. Since reference images were also evaluated by each

subject in each session, a quality difference score can be derived for all dis-

torted images. This approach is a midway approach between single stimulus

methods and double stimulus methods, and allows me to use the database for

training and validation of no-reference methods, as well as for full-reference

methods.
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A.4.2 Equipment and Display Configuration

The experiments were conducted using identical Microsoft Windows

workstations. A web-based interface showing the image to be ranked and a

Java scale-and-slider applet for assigning a quality score was used to mimic

real-world quality judgement conditions as closely as possible. The worksta-

tions were placed in an office environment with normal indoor illumination

levels. The display monitors were all 21-inch CRT monitor displaying at a

resolution of 1024 × 768 pixels. Although the monitors were not calibrated,

they were all approximately the same age, and set to the same display settings.

Subjects were requested to view the monitors from an approximate viewing

distance of 2-2.5 screen heights. The software slider included features that

would not allow users to skip an image without making a judgement, and

would also reset the slider to zero when a new image was displayed. Figure

A.1 shows the user interface of the quality assessment software.

The experiments were conducted in seven sessions: two sessions for

JPEG2000, two for JPEG, and one each for white noise, gaussian blur, and

channel errors. Each session included the full set of reference images randomly

placed among the distorted images. The number of images in each session are

shown in Table A.2.

A.4.3 Human Subjects, Training, and Testing

The bulk of the subjects taking part in the study were recruited for

course credit from the Digital Image and Video Processing (undergraduate)
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Figure A.1: Interface for the subjective study.

Session Number of images Number of Subjects

JPEG2000 #1 116 29
JPEG2000 #2 111 25
JPEG #1 116 20
JPEG #2 117 20
White Noise 174 23
Gaussian Blur 174 24
Fast-fading wireless 174 20

Total 982 22.8 (average)

Table A.2: Subjective evaluation sessions: number of images in each session
and the number of subjects participating in each session. The reference images
were included in each session.
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and the Digital Signal Processing (graduate) classes at the University of Texas

at Austin. The subject pool consisted of mostly male students inexperienced

with image quality assessment and image impairments. Due to resource con-

straints, the subjects were not screened for color blindness or vision problems,

and their verbal expression of the soundness of their (corrected) vision was

considered sufficient. I decided to compensate for this shortcoming by increas-

ing the number of subjects ranking each image to about 25, whereas experts

consider 15 subjects to be the minimal requirement [35]. Some expert viewers

(members of LIVE) were also requested to participate in the study.

Each subject was individually briefed about the goal of the experiment,

and given a demonstration of the experimental procedure. A short training

showing the approximate range of quality of the images in each session was also

presented to each subject. Generally, each subject participated in one session

only. Subjects were shown images in a random order; the randomization was

different for each subject. Subjects usually took about twenty minutes per

session, including the time used for briefing and the training. This is well

within the 30 minute limit considered appropriate by QA experts [35].

The subjects reported their judgments of quality by dragging a slider

on a quality scale. The quality scale was unmarked numerically. It was divided

into five equal portions, which were labeled with adjectives: “Bad”, “Poor”,

“Fair”, “Good”, and “Excellent”. The position of the slider after the subject

ranked the image was converted into a quality score by linearly mapping the

entire scale to the interval [1, 100], rounding to the nearest integer. In this
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way, the raw quality scores consisted of integers in the range 1− 100.

A.5 Processing of Raw Scores

The processing of the raw scores was adapted to the type of quality

assessment algorithms that were to be trained and validated. The processing

of raw scores was done to compute the mean opinion score (MOS) and the

difference mean opinion score (DMOS) for each image. MOS was used for

training and validation of NR methods, while DMOS was used for training

and testing FR methods.

A.5.1 Outlier Detection and Subject Rejection

A simple outlier detection and subject rejection algorithm was chosen.

A raw score for an image was considered to be an outlier if it was outside an

interval of width ∆ standard deviations about the mean score (computed from

the raw scores from all subjects) for that image, and all quality evaluations of

a subject were rejected if more than R of his evaluations were outliers. This

outlier rejection algorithm was run twice. A minimization algorithm was run

for each distortion type that varied ∆ and R to minimize the average width of

the 95% confidence interval for each distortion type. A total of three subjects

from all sessions were rejected.
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A.5.2 MOS Scores

For the calculation of MOS scores, the raw scores (after outlier removal

and subject rejection) rij for the i-th subject and j-th image were converted

into Z-scores [117]:

zij =
rij − ri

σi

(A.1)

where ri is the mean of the raw score over all images ranked by the subject i,

and σi is the standard deviation. The Z-scores were then re-scaled to 1− 100

range before being averaged across subjects to give the MOS scores.

A.5.3 DMOS Scores

The procedure of calculating the DMOS score was similar to that for

the MOS scores, except that the raw scores were first converted to difference

quality scores between the distorted images and their corresponding reference

images:

dij = riref(j) − rij (A.2)

where riref(j) denotes the raw quality score assigned by the i-th subject to the

reference image corresponding to the j-th distorted image. Outliers were then

removed (a total of four subjects were rejected in all sessions), and Z-scores

were calculated using dij with (A.1), linearly re-scaled to 1 − 100 range and

then averaged across subjects to yield the DMOS scores.

172



A.6 Results

In this section, I will discuss some characteristics of the study and the

quality scores.

A.6.1 Sample Images

Figure A.2 show some sample images from the twenty-nine reference

images used to derive the database.

A.6.2 Confidence Interval and RMS Error

The confidence interval is an indication of the confidence in the estimate

of the MOS or DMOS. For a normally distributed process (with 25 sample

points), the 95% confidence interval about the mean µ, [µ− δ, µ + δ] is [63]:

δ ≈ 2.1σ√
N

(A.3)

where σ is the standard deviation of the samples, and N is the number of sam-

ples used in the calculation of the mean. The average width of the confidence

interval (average δ for all images) is shown in Table A.3 for MOS and DMOS.

The RMS error between the MOS and human subjects is an indication

of the spread of the human quality score of an image about its MOS value.

It indicates the degree of disagreement between an ideal quality predictor

that exactly predicts the MOS/DMOS (also known as the null predictor) and

individual human assignments. Table A.3 gives the RMSE between the null

model (MOS and DMOS) and human subjects.
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Figure A.2: Sample pictures from the set used to derive the database.

δ (MOS) 2.53
δ (DMOS) 2.74
RMSE (MOS) 5.49
RMSE (DMOS) 5.92

Table A.3: Average size of the 95% confidence interval about the mean µ,
[µ− δ, µ + δ] and RMSE for MOS and DMOS on a 1-100 quality scale.
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A.6.3 Dependence of Quality on Distortion Parameters

It is interesting to note the relationship between image quality and

the distortion parameters. Figures A.3 through A.5 graphically show these

relations.
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(b) JPEG2000: DMOS vs. rate
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(c) JPEG: MOS vs. rate
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(d) JPEG: DMOS vs. rate

Figure A.3: Dependence of quality on distortion parameters for different dis-
tortion types: JPEG2000 and JPEG.
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(d) Gaussian blur: DMOS vs. σ

Figure A.4: Dependence of quality on distortion parameters for different dis-
tortion types: White Noise and Gaussian Blur.
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(b) FF channel errors: DMOS vs. Re-
ceiver SNR

Figure A.5: Dependence of quality on distortion parameters: bit errors in the
JPEG2000 bit stream in a fast-fading Rayleigh channel.
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Appendix B

Similarities between IFC and HVS based FR

QA Methods

In this appendix I will quantify the similarities between the scalar GSM

version of the IFC of (4.11) and the HVS based QA assessment method shown

in Figure 4.5. The model in Figure 4.5 is based on calculating MSE in the

perceptual space and then processing it further to yield the final perceptual

distortion measure. Here I will only deal with coefficients in one subband and

with the scalar GSM model.

I start by giving the formulation for the divisive normalization stage,

which divides the input by its localized average. Considering the input to

the squaring block, this turns out to be normalization by the estimated local

variance of the input of the squaring block:

Wi = C2
i


 1

K

∑

j∈N(i)

C2
j



−1

≈ C2
i

s2
i

= U2
i (B.1)

W ′
i = D2

i


 1

K

∑

j∈N(i)

D2
j



−1

≈ D2
i

g2
i s

2
i + σ2

V

(B.2)

Here I have assumed that sj ≈ si for j ∈ N(i), that is, the variance is

approximately constant over the K pixels neighborhood of i, which I denote
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by N(i). Also note that the term inside the parentheses in an estimate of

the conditional local variance of C (or D) at i given Si = si, which could

be approximated by the actual value when considered in concert with the

expectation operator below; I make this approximation here in order to avoid

clutter. I have also assumed, without loss of generality, that E[U2
i ] = σ2

U = 1,

since any non-unity variance of U could be absorbed into S. The MSE between

Wi and W ′
i given Si = si could now be analyzed:

MSE(Wi,W
′
i |si) = E[(W ′

i −Wi)
2|si] (B.3)

≈ E

[(
D2

i

g2
i s

2
i + σ2

V

− U2
i

)2

|si

]
(B.4)

= E

[
(V 2

i + 2giCiVi − σ2
V U2

i )
2

(g2
i s

2
i + σ2

V )
2 |si

]
(B.5)

where I have used Di = giCi+Vi and that given Si = si, Ci = siUi. Expanding

the above expression and taking expectation, and using independence between

U and V, the fact that C, U, and V are all zero-mean, and the fact that for

zero-mean Gaussian variables E[X4] = 3σ4, where σ2 is the variance of X, we

get:

MSE(Wi, W
′
i |si) ≈ 4σ2

V

g2
i s

2
i + σ2

V

(B.6)

The goal of this derivation is to compare the information fidelity crite-
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rion of (4.11) and HVS based MSE criterion:

I(CN ; DN |sN) =
1

2

N∑
i=1

log2

(
1 +

g2
i s

2
i

σ2
V

)
(B.7)

= −1

2

N∑
i=1

log2

(
σ2

V

g2
i s

2
i + σ2

V

)
(B.8)

≈ −1

2

N∑
i=1

(log2(MSE(Wi,W
′
i |si))− log2 4) (B.9)

Hence we have an approximate relation between the information fidelity cri-

terion and the HVS based MSE:

I(CN ; DN |sN) ≈ α

N∑
i=1

log2(MSE(Wi,W
′
i |si)) + β (B.10)

where α and β are constants.
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