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Our ability to learn about sequences of events allows us to perceive melody in mu-

sic, to coordinate the movement of our bodies, and to understand spoken language.

Much of this sequential behavior proceeds outside of our conscious awareness. In

this dissertation, I consider two questions: 1. What is the nature of the processes

underlying our implicit sequence learning behavior? 2. To what degree does sequen-

tial behavior in different domains and tasks rely on similar underlying mechanisms?

A cross section of current theories of sequential learning are evaluated in their ability

to account for human learning studies drawn from both serial reaction time (SRT)

and statistical word learning tasks. Five novel experiments are reported which differ-

entiate between competing theories concerning the mechanisms underlying implicit

sequence learning. A view emerges which describes implicit sequence learning as

a relatively simple and limited process with a memory substrate utilizing distinct

spatial codes for events in time as opposed to aggregate context.
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Chapter 1

Introduction

Human behavior is intrinsically linked to the temporal and sequential characteristics

of the environment. Our ability to induce structure from the continuous stream of

events we experience allows us to perceive melody and rhythm in music, to coordi-

nate the movement our bodies, to understand spoken language, and forms the basis

of our ability to predict and anticipate. For example, we know that when we put

our keys into the ignition of a car and turn them, lights on the dash flash before the

sound of the engine can be heard and felt. When events violate that sequence, our

expectations are broken and our behavior shifts accordingly.

Understanding how our behavior is sequentially and temporally organized

has been an important theme in many areas of psychological research. For exam-

ple, William James (1890) coined the term “stream of consciousness” to describe

the sequential flow of thought and awareness in the mind. Cognitive researchers

have explored how the causal sequence of events can constrain possible meanings of

ambiguous actions (Read, Druian, & Miller, 1989) and how mental representations

support sequential planning and problem solving (Shank & Abelson, 1997). The

gambler’s fallacy and belief in the “hot hand” (i.e, streaks) demonstrate that peo-

ple are biased towards certain sequential interpretations of events even when they
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occur at random (Gilovich, Vallone, & Tversky, 1985; Tversky & Kahneman, 1971).

Even creative human processes such as metaphor seem to rely on specific mental

representations of both time and sequence (Boroditsky, 2000).

Similarly, research on social behavior has highlighted the intrinsically sequen-

tial nature of communication and interaction (Bakeman & Gottman, 1986; Gottman

& Roy, 1990). From the level of phonemes to sentences, practically all aspects of

language are structured sequentially and there is considerable evidence that human

listeners and speakers can make use of this sequential structure (Miller & Selfridge,

1950; Shannon, 1951; Gentner, Larochelle, & Grudin, 1988; Saffran, Newport, &

Aslin, 1996). Evidence even suggests that linguistic impairments such as dyslexia

may reflect more general sequential learning deficiencies (Nicolson & Fawcett, 1990,

but see Kell, Griffiths, & Frith, 2002 for arguments against this view).

Research in movement, motor control, and skill learning have also dealt di-

rectly with sequential aspects of behavior. Neuropathologies such as apraxia and

action disorganization syndrome (ADS) highlight the behavioral consequences re-

sulting from impairments in the ability to select and sequence movement (Heilman,

Rothi, & Valenstein, 1982; Schwatrz, Reed, Montgomery, Palmer, & Mayer, 1991).

Species-specific movements (such as grooming behavior in rats or birdsong) conform

to predictable sequences described as “syntactic chains” (Fentress, 1972; Richmond

& Sachs, 1978; Berridge KC, 1987; Margoliash et al., 1994; Yu & Margoliash, 1996;

Aldridge & Berridge, 1998). Other work has highlighted the importance of cogni-

tive constraints on movement selection and sequencing (Franz, Zelaznik, Swinnen, &

Walter, 2001; Mechsner, Kerzel, Knoblich, & Prinz, 2001; Diedrichsen, Ivry, Hazel-

tine, Kennerley, & Cohen, 2003).

Since Lashley’s seminal (1951) paper, considerable work has been directed

at understanding the processes and representations which underly this sequential

behavior in humans and it has proven to be a challenging area of study. One reason
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for this difficulty is anticipated by the preceding paragraphs: the prevalence of

sequential processing in our mental lives. Memory, language, motor control, decision

making, navigation, and planning are just a few domains in which the the order and

timing of events plays a critical role. While this clearly highlights the importance

of sequential learning behavior, it also makes it difficult to develop appropriate

frameworks for research. For example, do findings concerning sequential processing

in language reflect more general principles concerning motor control? As of yet,

the degree to which sequential or temporal processing in one domain generalizes

to another is generally unknown although some recent work attempts to address

this issue (Nicolson & Fawcett, 1990; Saffran, 2002; Saffran, Johnson, Aslin, &

Newport, 1999; Kelly, Burton, Riedel, & Lynch, 2003). One of the major goals of

this dissertation is to investigate if sequential processing in different domains and

modalities might be appropriately described with a single underlying mechanism.

A second challenge for studying sequential learning concerns theoretical con-

straints. In contrast to the progress made in understanding the representational

strategies of, for example, the visual cortex (Hubel & Wiesel, 1959, 1968), little is

known about how the nervous system processes temporal streams of information

(see Frezza-Buet, Rougier, & Alexendre, 2000, Ivry & Spencer, 2004, or Keele, Ivry,

Mayr, Hazeltine, & Heuer, 2004, for recent work). As a result, considerable debate

exists about the nature of sequential representations. Some theorists describe se-

quential behavior as a dynamical system where continuous feedback guides process-

ing through time (Jordan, 1986; Elman, 1990; Kelso, 1995; Botvinick & Plaut, 2004)

while others highlight the need for hierarchical sequential representations largely in-

dependent of external control (Lashley, 1951; Keele & Summers, 1976; Shank &

Abelson, 1997). Research in this area has often lacked the kind of empirical con-

straints which might restrict the range of theories proposed to account for human

performance. In this dissertation, we focus sharply on key empirical findings which
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differentiate between competing theories concerning sequential processing.

1.1 Overview, Scope, and Contribution

One of the most striking aspects of our sequential behavior is how much of it proceeds

outside of our conscious awareness (Lashley, 1951; Reber, 1989; Willingham, Nissen,

& Bullemer, 1989). The complex motor skills we utilize when riding a bike, typing on

our keyboard, or in speaking and listening seem take place with little mental effort.

The goal of this dissertation is to contribute to a better understand the mechanisms

and representations which underly this type of implicit sequence learning ability. In

particular, we focus on the statistical learning of action and event sequences which

are largely implicit in nature (Lewicki, Czyzwska, & Hoffman, 1987; Lewicki, Hill,

& Bizot, 1988; Nissen & Bullemer, 1987).

After reviewing the types of sequential information which influence cognitive

processing and major areas of previous research, we consider a range of theoreti-

cal approaches which have been used to account for our implicit sequence learning

ability. Our analysis concentrates on computational models of learning which are

specified in enough detail to be programmed on a computer. Theories of this type

make explicit claims about the type and amount of information which humans use

while learning (Palmer, 1978; Marr, 1982). Through this analysis, we explore some

foundational issues about how time and sequence are represented in memory. We

show how different assumptions concerning such memory lead to significantly differ-

ent predictions about what types of sequences are learnable and the difficulty with

which they are learned. The goal of this analysis is to differentiate between compet-

ing theories concerning the mechanisms underlying human sequence learning ability.

What emerges from this analysis is a description of implicit sequence learning as

a simple and limited associative process operating on a memory substrate which

utilizes distinct spatial codes for past events as opposed to aggregate context (Jor-
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dan, 1986; Elman, 1990). In addition, our results suggest that in previous modeling

accounts of implicit sequence learning, the complexity of theories have not been well

matched to the demonstrated learning ability of humans.

Extending this analysis, we explore sequence learning in a variety of situ-

ations including implicit learning via the serial reaction time (SRT) task and sta-

tistical word learning. One important question is whether sequential processing

in different tasks relies on similar underlying mechanisms. The modular hypothe-

sis suggests that people may have developed modality and task specific processing

mechanisms (Fodor, 1983). If this were true we would expect that the mechanisms

underlying sequential processing in language should differ from those involved in

learning simple motor sequences such as required in the SRT task or in learning

event probabilities. On the other hand, sequential processing across these domains

could share many commonalities or result from a single and perhaps more general

underlying process. Our results favor similarities in processing which have interest-

ing implications for the connections between language, movement, and skill learning.

The contribution of this dissertation is three fold. First, our analysis inte-

grates existing literatures on sequential learning, highlighting similarities between

various empirical areas with a single theoretical approach. We show how empir-

ically identified constraints in different research areas can be used to narrow the

types of models used to account for human behavior. Second, our analysis points

to limitations in the currently dominant theories of sequential processing and rep-

resentation. Third, we draw from our results to make new suggestions about how

research in this area might best proceed. The ultimate goal being to contribute to

a better understanding of how we acquire knowledge about the unfolding of events

in time.
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Chapter 2

Background

In the following chapter, we set the stage for our analysis by reviewing the types

of sequential effects which have been shown influence learning behavior. We then

provide a short review of previous research which has been specifically directed at

understanding our implicit sequential learning ability. We identify key similarities

between both the empirical findings and theoretical proposals which have defined

each area.

2.1 Types of Sequential Learning Effects

Many different types of sequential information inform our behavior, and as a result

it is unlikely that any one theory or approach will provide an complete description.

As mentioned in the introduction, the focus of this dissertation is on the statistical

learning of sequences which generally results in implicit knowledge. We argue that

this type of learning underlies a wide variety of interesting human behaviors. How-

ever, to help better define our focus, it is worthwhile to briefly review the full range

of sequential learning effects which have been traditionally studied.

Perhaps the simplest and most transient sequential learning effects deal with
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simple recency. A foundational axiom in psychology is that the most recently expe-

rienced information often has the strongest influence on behavior (Thorndike, 1911;

Murdock, 1968; Baddeley, 1986). For example, in persuasion, the most recent ar-

guments often have the most influence on opinion change and attitude (Miller &

Campbell, 1959). Similarly, when given a list of things to remember, people show a

strong memory advantage for the most recently presented information at test (Mur-

dock, 1968; Baddeley, 1986). Numerous aspects of recently experienced stimuli

may influence responding on the current trial in serially presented tasks including

the similarity between the previous stimuli and the present one (Jones & Sieck,

2003; Jones, Maddox, & Love, 2005) and the response made to the previous stimu-

lus (Stewart, Brown, & Chater, 2002). For example, when asked to make repeated

choices, subjects have a tendency to use the same response they used on the previ-

ous trial when they are rewarded on the previous trial (i.e. a “win-stay” strategy).

Even when simply asked to judge the magnitude of a stimulus without feedback,

subject’s responses often become contaminated by their previous response (Luce,

Nosofsky, Green, & Smith, 1982; Petrov & Anderson, 2005). This behavior persists

when the scheduling of stimuli and reinforcement is random and independent from

trial to trial (Jarvik, 1951; Nicks, 1959).

Many learning models used to account for performance in such tasks natu-

rally predict such local recency effects. For example, Estes (1957) points out that

the trial-by-trial nature of most learning rules naturally predict recency effects in

that the most recent weight update has the most influence on current prediction

(see also Jones & Sieck, 2003 for a discussion). However, the effect of the imme-

diately preceding event on behavior is not limited to passive response biases and

memory facilitation. Recency effects may adapt to the structure of the task and en-

vironment (Anderson, 1960; Anderson, Tweney, Rivardo, & Duncan, 1997; Jones &

Sieck, 2003), or may facilitate heuristic responding. For example, Stewart, Brown,

7



and Chater (2002) and Palmeri and Flannery (2001) have shown that subjects can

perform well on some perceptual categorization tasks using a simple strategy which

requires a one-trial memory for preceding events (i.e. if the current stimulus is sim-

ilar enough to last stimulus repeat the same response otherwise switch responses).

While recency effects are clearly influenced by learning, they are typically

simple and short-lived in that they are the immediate influence of the most recently

experienced material on current behavior. However other types of sequential in-

formation are more complex in nature and may imply more sophisticated forms of

memory. For example, Gilden (2001) describes sequential correlations in a wide

range tasks which extend well beyond the last few trials which are usually consid-

ered in recency and priming studies. Similarly, the complex statistical relationships

that underly some aspects of language demonstrate the immense capabilities of the

human mind to processes sequential material. Research in this area is reviewed in

more detail in a later section, but consider for example the work of Saffran, et al.

(Saffran, Newport, Aslin, Tunisk, & Barrueco, 1997; Saffran, Aslin, & Newport,

1996; Saffran et al., 1996) showing that infants and adults can extract word-like

knowledge from simple exposure to sequences of nonsense syllables.

Other types of sequential behavior allow us to solve problems and reason

about the world. For example, classic theories of spatial navigation involve the

integration of distinct spatial landmarks into ordered sequences called routes (Siegel

& White, 1975). Similarly, theorists have described the type of sequential knowledge

which allows us to follow our daily routine (i.e. wake up → make coffee → take

shower, etc.) as complex set of sequenced behaviors involving explicit planning and

goal directed action (Norman & Shallice, 1986; Shank & Abelson, 1997; Botvinick

& Plaut, 2004). These type of sequential representation support complex cognitive

processes including reasoning, planning, and problem solving. For example, Seigel

and White (1975) describe how the sequential representations of routes become
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integrated into a survey-level cognitive maps of the environment.

In addition to these higher-level processes, people routinely make use of rela-

tively complex sequential information which they acquire in relatively short learning

episodes. Work in probability learning has shown that subjects are sensitive to and

make use of patterns in responding (see Myers, 1976 for a review). These patterns

are more complex than simple recency effects, yet are typically learned within a few

hundred experimental trials. Studies designed to test implicit learning via the serial

reaction time (SRT) paradigm have also found that human subjects are capable

of rapidly learning complex sequential relationships between recent events without

conscious awareness (Lewicki et al., 1987, 1988; Nissen & Bullemer, 1987). Knowl-

edge acquired in such situations could be considered a simple adaptation to the

immediate temporal environment supporting skill learning and motor control.

This later type of sequence learning is the primary focus of this paper. This

is not to say our theory may not apply more generally. In fact, some aspects of

more complex sequential behavior (such as route knowledge described above) maybe

become proceduralized with extensive training via the same statistical learning pro-

cesses we develop here. However, this level of analysis is an interesting starting point

because it depends upon an efficient learning mechanism which is capable of appre-

ciating complex dependencies with limited exposure. Furthermore, analysis at this

level necessarily highlights the role of short-term memory processes in facilitating

the learning of local sequential dependences. Finally, we will show how behaviors

related to such statistical learning underlie a wide range of human learning.

2.2 Previous work on implicit sequence learning

The goal of this report is to better understand the learning mechanisms and memory

processes which underly implicit sequence learning. The following section reviews

past work on implicit sequence learning in three main areas: probability learning, im-
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plicit learning via the serial reaction time (SRT) task, and statistical word learning.

Our review highlights both the empirical paradigms, key findings, and theoretical

models developed in each area. While often times distinct, we will show how these

three areas describe human sequence learning in surprisingly similar ways.

2.2.1 Probability Learning

Starting in the 1950s and 1960s, a considerable body of research was generated

studying behavior in repeated choice experiments. In a typical version of these

tasks, a participant is repeatedly asked to predict whether a stimulus would appear

on the left or the right of a display. One each trial, the subject is given feedback

about the correct response. These experiments were designed to assess if subjects

were able to discern the relative likelihood of each response being correct (i.e., prob-

ability learning). The key finding has been that subjects allocate their responses

to each option in proportion to the true underlying probabilities of reinforcement

for each option, a phenomena called probability matching. This is in someways

counterintuitive because subjects could maximize their accuracy by choosing the

highest probability option on each trial (Vulkan, 2000). Although some authors

have argued that the standard probability learning task encourages a more explicit

form of processing (Cleeremans, 1993; Reber; 1989), early conceptions of the task

assumed a more implicit basis, suggesting that prediction was supported by an un-

derlying representation of event probability which was acquired through associative

learning (Myers, 1976).

While probability matching is in itself interesting (as evidenced by the recent

revival of interest in such tasks with respect to the Bechara gambling task, Bechara,

Damasio, Damasio, & Lee, 1994; Busemeyer & Stout, 2002), most relevant to our

discussion was the gradual shift in probability learning research towards an appre-

ciation of sequential processing in binary choice tasks. In his review of the area,
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Myers (1976) writes, “In contrast to earlier research in probability learning, which

was primarily concerned with the validity of a general theory of learning for which

choice behavior was a convenient testing ground, current studies are focused on

such issues as the acquisition and representation of sequential information in mem-

ory and the way in which such information influences choice behavior” (p. 172).

The reasons for this are quite obvious to anyone who has ever participated in such a

task. When given a long series of successive judgements, it is quite natural to detect

incidental patterns of responding. For example, subjects were shown to be sensitive

to patterns of alternation (Gellermann, 1931; Schoonard & Restle, 1961), runs and

trills (Jarvik, 1951; Nicks, 1959), and other, more complex patterns (Restle, 1961).

Other researchers directly manipulated the conditional probability of events in the

standard probability learning task such that the probability of a repetition of an

event was different from the probability of a switch. They found that subject’s

responses came to approximate both the first-order conditional probability of the

events as well as the overall base rates of the two options (Hake & Hyman, 1953;

Engler, 1958; Anderson, 1960).

Research in this area confirmed that subjects were naturally sensitive to

statistical dependencies in learning materials extending back many trials. However,

little was resolved about the types of sequences people were capable of learning and

the conditions under which sequence learning was likely to be present. In addition,

less work was directed at what this phenomena might imply psychologically outside

of developing more realistic models of human learning.

Probability Learning Models

The paradigmatic model of probability learning situations was derived under the

Stimulus Sampling Theory (SST) framework developed by Estes (1950) (see also

Niekmark and Estes, 1967 and Bush and Mosteller, 1955). The basic idea is that
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prediction in a probability learning task develops via a simple conditioning process.

These models assumed that on each trial, some subset of a large population of “stim-

ulus elements” were randomly sampled. The proportion of elements in this random

sample which are conditioned to a particular response specifies the probability of

that response on the current trial. After the presentation of feedback, the entire

sample becomes conditioned to the correct response on that trial.

Models of this type naturally predict asymptotic probability matching after

a large number of trials because the number of stimulus elements in the entire

population associated with each response begin to reflect the underlying probabilities

of those responses (Myers, 1976). However, these early models were limited because

they were not sensitive to sequential structure (i.e., there is nothing in the model

which would allow it to prefer a particular response dependent on the last response).

The degree to which subjects showed such sequential sensitivity experimentally was

typically discounted as the influence of pre-exisiting cognitive biases.

To address the shortcomings in SST models and in recognition of the fact

that subjects routinely do make use of sequential information in informing their

predictions, a number of alternate theories were proposed. Burke and Estes (1957)

extended the SST framework to include an additional set of stimulus elements repre-

senting the trace of the immediately preceding event, allowing the model to account

for simple alternation effects. Of particular interest is the k-span model of Restle

(1961, pp. 109-111) which assumed that subjects maintained memory about the

last k experienced events. On each trial, some subset of these elements were condi-

tioned to the correct response. This model could effectively deal with more complex

pattern learning. Similar to the Restle k-span model, Feldman and Hanna (1966)

proposed that subjects maintain estimates of the conditional probability of each

event following all possible event patterns up to a fixed length, k.

Other models, such as Restle’s (1961) schema model and the Gambino and
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Myers (1961) generalization model, assumed subject’s encode the sequence in terms

of runs and alternations of events. One criticism of these models was that they lack a

reference to an underlying process and instead provide a normative characterization

of learning performance. In some cases, these models make unrealistic demands on

the learner. For example, according to Restle’s schema model, subjects maintain

individual counters for the frequency of all possible patterns up to length k and

to use these estimates in generating choice probabilities. As the number of choice

options increase, the number of possible patterns for the learner to track quickly

grows.

A key observation concerning these early models of sequential processing is

that they all assumed a memory composed of distinct traces of past events. For ex-

ample, the k-span models of Restle (1961) and Feldman and Hanna (1966) assumed

that learning operates on what is essentially a literal buffer of recently experienced

events. Similarly, the schema model assumed that literal aspect of a sequence might

be recoded in terms of larger information or “chunks” such as trills of runs and al-

ternations. In later sections, we will compare this representational strategy against

others proposed to account for sequential learning ability.

2.2.2 Implicit Learning via the Serial Reaction Time (SRT) Task

A second research area where sequential learning phenomena have been studied

concerns how people acquire sequences simple skills without conscious awareness,

referred to as implicit or procedural learning (Reber, 1965, 1967). The basic and

sometimes controversial finding from this literature is that people are able to ac-

quire complex, abstract knowledge implicitly and are able to demonstrate this per-

formance at test, despite an inability to verbally express the basis of their own

behavior (see Perruchet & Amorim (1992) and Shanks and St. John (1994), for a

different interpretation). These finding have argued for a distinction between proce-
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dural and declarative learning processes (Willingham et al., 1989; Maddox & Ashby,

2004).

Sequence learning has proven to be a paradigm of great success for researchers

studying this type of learning. In a classic study, Lewicki, Czyzwska, & Hoffman

(1987) presented subjects with a visual search task where they were asked to locate

a target digit in a complex matrix. The location of the target in every seventh trial

was predictable based on the specific sequence of target locations in four of the six

preceding trials. Over the course of learning blocks, subjects’ response time (RT)

became faster. In transfer, the relationship between successive trials were altered

so that that any knowledge acquired during the learning phase would be of no use.

RT increased significantly as the structure of the task changed demonstrating that

performance depended to some degree upon the specific structure of the sequence.

Despite this, subjects appeared unaware of the nature of the sequence when queried

in a post-experimental survey.

Similarly, Lewicki et al. (1988) used a four choice reaction time task. The

sequential structure of the materials was manipulated by generating sequences of

five elements according to a set of simple rules. Each rule defined where the next

stimulus could appear as a function of the locations of the two previous stimuli had

appeared. As the set of sequences was randomized, the first two elements of each

sequence was randomized, the first two elements of each sequence were determined

by their predecessors. Lewicki et al. (1988) hypothesized that this difference would

be reflected in response latencies to the extent that subjects are uding the sequential

structure to respond to successive stimuli. The results confirmed the hypothesis: A

progressively widening difference between the number of fast and accurate responses

elicited by predictable and unpredicatable trials emeraged with practice.

Growing from this original study, a large literature has emerged attempting

to understand the learning processes underlying performance in the SRT task (Nis-
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sen & Bullemer, 1987; Willingham et al., 1989; Cleeremans, 1993; Keele et al.,

2004). Many studies have examined the effect of sequence structure on learning

performance (Stadler, 1992; Reed & Johnson, 1994; Lee, 1997; Cleeremans, De-

strebecqz, & Boyer, 1998). A few research groups have attempted to characterize

implicit sequence learning in the SRT task as a powerful learning mechanism which

is able to acquire complex knowledge such as that required to learn artificial gram-

mars (Cleeremans & McClelland, 1991; Jimenez, Mendez, & Cleeremans, 1996).

Others have investigated the role of awareness and attention in sequence learning

(Nissen & Bullemer, 1987; Nissen, Knopman, & Schacter, 1987; Cohen, Ivry, &

Keele, 1990). The task has also been used to investigate the procedural learning

deficits associated with Parkinson’s disease (Ferraro, Balota, & Connor, 1995; Jack-

son, Jackson, Harrison, Henderson, & Kennard, 1995; Kelly, Jahanshahi, & Dirn-

berger, 2004) and Huntington’s disease (Willingham & Koroshetz, 1990; Knopman

& Nissen, 1991).

While the growing consensus suggests humans may possess an unconscious

learning mechanism which is able to learn about sequentially structured materials,

there have been few constraints on what that learning process might involve. Many

studies follow the paradigm adopted by Nissen and Bullemer (1987) where partic-

ipants are transfered to pseudo-random sequences after exposure to a structured

sequence (Cohen et al., 1990; Curran & Keele, 1993). Increased RT during the

pseudo-random sequence blocks suggests some degree of learning, but fails to give

a description of exactly what is learned (see Perruchet, Gallego, & Savy (1990),

Stadler (1992), and Reed and Johnson (1994) for related discusion).

2.2.3 Models of Implicit Sequence Learning

Perhaps the most popular modern approach to modeling sequential learning in the

SRT is through recurrent neural network (RNN) architectures. Figure 2.1 shows
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Jordan Network Elman Network (SRN)

Output Units (t+1)

Hidden Units

Input Units (t) Context Units

Copy

Input Units (t)

State UnitsPlan Units

Output Units (t+1)
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Figure 2.1: Two recurrent network architectures. The Jordan network (right) is
based on the recurrent network first reported by Jordan (1986) and is illustrated as
used in Keele and Jennings, 1992. The Elman network or Simple Recurrent Network
(SRN) (left).

examples of two popular recurrent network architectures. A point of commonality

between these networks is that the history of past processing is used to modulate

current prediction. For example, in the Jordan network (borrowed from Keele and

Jennings, 1992), a standard multi-layer back-propogation network is modified such

that on each time step the target values are fed back into the model as input. These

recurrent connections are what given the model memory (in contrast to the explicit

traces assumed by early probability learning theories). The popularity of these mod-

els is tied to their interesting computational properties and their compact, dynamic

memory representation. In addition, the knowledge acquired by such networks is

stored in connection weights and can only be expressed via performance, a feature

which commonly plays into definitions of implicit knowledge (Berry & Dienes, 1993;

Lebiere & Wallach, 2001).
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Jordan Networks

One of the first recurrent network architectures proposed was the Jordan network

which is illustrated in the left panel of Figure 2.1 (Jordan, 1986; Jordan, Flash, &

Arnon, 1994). Input to the Jordan network typically consists of a set of plan units

and a set of state units. When applied to continuous prediction tasks such as the

SRT, the plan units are typically not used or are set to a constant value. On each

trial, the target value associated with the previous stimulus is fed back into the state

units and blended with the decaying trace of the activation on those units on the

last trial (the amount of decay is controlled by a parameter). After a number of

trials, the input pattern on the state units becomes representative of the sequence

of inputs that the model has experienced. This “time-averaged” trace on the input

becomes the basis of future prediction in the model.

There were a number of interesting early applications of the Jordan network

including learning to the control the trajectories of robotic arms (Jordan et al.,

1994). The Jordan network has also been applied to a number of findings concerning

implicit sequence learning. For example, Keele and Jennings (1992) used a Jordan

network similar to the one described above to model the effects of attention on

sequence learning. Cleeremans (1993) also applied the Jordan network to SRT data

with some success.

Simple Recurrent Network

The most dominant model of learning in the SRT has been the simple recurrent

network (SRN) first proposed by Elman (1990) and extended for SRT tasks by

Cleeremans and McClelland (1991). The SRN is a recurrent network architecture

which learns via back-propagation to predict successive sequence elements on the

basis of the last known element and a representation of the current context. As

shown in Figure 2.1, the SRN is a simple twist on the Jordan network. Instead
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of recurrent activation connecting output at the last time step with input on the

current time step, the SRN passes a copy of it’s hidden unit activations on the pre-

vious time step back in as input. The hidden units in the SRN correspond to an

“encoding” of the current input pattern. Because hidden units from the previous

time step are passed back as input, these hidden unit activations not only encode

information about the current event, but also about the hidden layer representation

the model used in predicting the current event from it’s predecessor. In this way,

the SRN represents the serial order of events as associative chains by strengthen-

ing associations between successive sequence elements (Lashley, 1951; Houghton &

Hartley, 1995; Henson, 1998).

The processing principles of the SRN have been applied widely in psychology

including natural language processing (Elman, 1990, 1991), implicit sequence learn-

ing (Cleeremans, 1993), and routine sequential action (Botvinick & Plaut, 2004).

Furthermore, considerable research has been directed at understanding the compu-

tational properties of the SRN. For example, it has been shown that the SRN can

act as a “universal approximator” of arbitrary finite state machines (Cleeremans,

Servan-Schreiber, & McClelland, 1989; Servan-Schreiber, Cleeremans, & McClel-

land, 1991). Similarly, SRNs can learn deterministic context-free languages (CFL)

because network states can evolve to represent counters, a necessary component for

learning CFLs (Rodriguez, Wiles, & Elman, 1999).

Dominey (1995) Network

Another recurrent architecture which has been successfully applied to implicit se-

quence learning data is reported by Dominey (1995) (see left side of Figure 2.2).

The Dominey network is unique from other recurrent model discussed because it

makes stronger predictions about the role of time in sequence learning (Dominey,

1995; Dominey, Arbib, & Joseph, 1995; Dominey, 1998). Each layer in the model is
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Dominey (1995) Network Cleeremans’ Buffer Network
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Figure 2.2: A simplified version of the Dominey (1995) model and Cleeremans’
(1993) Buffer network

an array of leaky integrator neurons who’s response properties are modified by their

current input and by a time constant which controls their dynamics. Activation in

the Dominey network cycles through until a response reaches some threshold. The

number of cycles it takes to settle on a response is then directly related to reac-

tion time. While the model has shown some success accounting for findings such

as Stadler’s (1995) observation that dual-task SRT performance can be simulated

by exposing subjects to random inter-trial pauses, the Dominey network is com-

putationally very similar to a Jordan network restricted to only a single layer of

processing units. A model based on the computational aspects of this architecture

is developed and tested more generally in later chapters.

Buffer Networks

While recurrent network architectures are among the most well tested and popular

models of sequential processing in the SRT, a number of other approaches have

been elaborated. In evaluating the SRN against alternative theories, Cleeremans

(1993) describes a model of implicit sequence learning which relies on shift-register
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memory representation. New events encountered in time are inserted at one end of

the register and all past events are accordingly shifted one time slot. Thus, the most

recent event is always located in the right-most slot of the register (see Figure 2.2).

Learning in the buffer network is implemented using a three layer back-propogation

network operating over this shift-register input layer.

Notice that this type of memory representation differs in a number of ways

from the recurrent architectures reviewed above. For example, the buffer network

maintains a distinct trace for individual elements, even when the are repeated. In

contrast recurrent architectures, such as the Jordan network or Dominey network

average over past traces to create an aggregate context. This aggregation process

necessarily looses information about repeated elements in the sequence. The repre-

sentation in the Buffer Network actually shares more in common with the models

of probability learning behavior described above (i.e. the k-span model of Restle,

1961). The dichotomy between a memory substrate based on distinct traces and

aggregate context is examined in more detail later.

Other Approaches

Other approaches include proposals which were developed to address slightly or-

thogonal issues such as the CLARION (Connectionist Learning with Adaptive Rule

Induction ONline) architecture (Sun, Slusarz, & Terry, 2005). The CLARION model

was developed to account for the interaction between implicit and explicit learning

processes in a variety of tasks, including sequence learning via the SRT. As such,

the model combines two processing levels, a simple three-layer back-propogation

network which maps onto an implicit system, and an explicit rule induction sys-

tem which extracts more abstract knowledge (Bruner, Goodnow, & Austin, 1956;

Nosofsky, Palmeri, & McKinley, 1994). According to CLARION, implicit learning is

triggered by a situation that is too complex to be handled by the explicit processes
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at the top level and is thus processed by the bottom level which can better cope with

complex relations in the environment. While developed to address a slightly differ-

ent issues, processing assumptions in the CLARION model bear many resemblance

to the proposals reviewed above. In particular, the implicit system is assumed to

be a simple connectionist network which associatively learns to associate particular

actions with particular stimuli.

Similarly, Leiviere & Wallach (2001) apply the ACT-R architecture to im-

plicit sequence learning data. Like CLARION, their model also focuses on the inter-

play of procedural and explicit knowledge in the SRT task. In ACT-R, procedural

knowledge is encoded using simple condition-action rules called productions which

specify potential actions to be taken when certain conditions are met. Declarative

structures called chunks are used to store factual knowledge in declarative memory.

Subsymbolic associative strengths associated with both productions and chunks in

memory control which are used on a particular trial. Learning involves adjusting

these weights to reflect past statistics of use of the respective symbolic knowledge

structures and are learned by Bayesian learning mechanisms derived from a rational

analysis of cognition (Anderson 1990).

Taken as a whole, findings in this area suggest that people can acquire proce-

dural knowledge about sequences of objects and events apparently with out aware-

ness. There is some ambiguity about the precise nature of the learning mechanisms

underlying performance in the SRT, however both behavioral studies (Stadler, 1992;

Reed & Johnson, 1994) and theoretical approaches (Cleeremans, 1993) describe

learning as largely statistical in nature and potentially driven by simple associative

processes.
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2.2.4 Statistical Word Learning

Perhaps the most well studied domain in which sequential structure is implicated

is language although considerable debate on role of learning in language acquisition

exists (see Chomsky, 1980; Crain, 1991; and Lightfoot, 1980 for examples). From

the level of phonemes to sentences, practically all aspects of language are structured

sequentially and there is considerable evidence that human listeners and speakers

can make use of this sequential structure (Miller & Selfridge, 1950; Shannon, 1951;

Gentner et al., 1988; Saffran et al., 1996). For example, Miller and Selfridge (1950)

showed that memory for a list of words improved when the order of the words

approximated the sequential regularity of English. Similarly, Gentner, Larochelle,

and Grudin (1988) found that the linguistic structure of letters in English influenced

typing performance.

Of particular interest are the studies conducted by Saffran and her colleagues

concerning statistical word learning (Saffran et al., 1997, 1996, 1996). A critical

problem faced by developing infants is in isolating linguistically relevant structures

such as words out of a continuous stream of speech. In most languages, there is

no single cue (such as pauses or other prosodic cues) which reliably signifies word

boundaries. However, one source of information which may help to define word

boundaries is the statistical structure of sounds in the language. Within a particular

language, the transitional probabilities between two syllables will generally be higher

between two sounds which commonly occur within a word than between two sounds

which occur between words (Harris, 1955; Brent & Cartwright, 1996). For example,

the sequence of sounds contained in the words “soccer” and “practice” are more

likely to occur in English than the sound sequence “cerprac” which spans the two

words.

In a novel study, Saffran, Aslin, & Newport (1996) incidentally exposed 8-

month-old infants to a 2-minute recording of a computer-synthesized voice evenly
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reading a continuous stream of syllables. The stream was composed of four three-

syllable nonsense words such as “tu-pi-ro” and “go-la-bu” in a random order. Within

each artificial word the transition probability from one syllable to the next was al-

ways 1.0 (thus “tu” was always followed by “pi” in the recording) whereas between

words the transition probability was 0.33 (“ro” could be followed by the first syllable

of any other word). After listening, infants demonstrated the ability to differenti-

ate between words and non-words. Since no other discriminative information was

contained in the recording other than the transition probabilities between syllables,

the finding suggests that infants are able to appreciate the statistical relationship

between events arranged in sequence and could potentially use such information to

isolate words in speech.

It is important to point out that the Saffran experiments demonstrate only a

sufficiency argument. In the absence of any other information, such as prosodic cues

or metrical structure, infants and adults are able to extract meaningful features of

language using only information about the serial order of sounds in the language.

2.2.5 Models of Statistical Language Learning

The surprising ability of humans to utilize statistical information in language has

lead to a number of studies which explore the degree to which learning algorithms

can mimic this ability. For example, Brent and Cartwright (1996) develop a model

which attempts to account for the ability of human learners to segment words in

speech. Their model describes word segmentation as a complex optimization pro-

cesses. Starting with an initial “hypothesis space” consisting of all possible segmen-

tations of a particular segment of speech, the model gradually narrows in on possi-

ble segmentations via statistical optimization along a number of criteria including

a preference for maximizing the length of novel words and minimizing the number

of novel words. Their approach has been applied with some success to parsing pho-

23



netic transcripts of child-directed speech, and has been influential in understanding

the role of statistical information in assisting speech perception. However, the B&C

model is formalized at a rather abstract level. Considering the full space of possi-

ble segmentations (or even a restricted subset) might be beyond the capacity of an

individual leaner.

Perruchet and Vinter (1999) proposed a model called PARSER which learns

to segment words from continuous speach streams such as in the Saffran task using a

form of competitive chunking. The model begins with simple features representing

single syllables in the task. During learning, chunks of 3-4 experienced syllables

are stored in memory. These chunks in memory compete and interfere with each

other during learning. Perruchet and Vinter (1999) show how a model based on

such principles eventually settles on sequence chunks that correspond to words in

the language, developing an emergent congruence between internal representation

in the model and the structure of the environment. In contrast o the Brent and

Cartwright model, only a limited subset of chunks is available at any time due to

capacity restrictions, reflecting perhaps more realistic processing assumptions.

Other approaches use the same types of models used to account for SRT task

performance to account for statistical word learning ability. For example, Elman

(1990,1991) has shown how training upon the sequential information contained in a

corpus of english sentences is enough to allow the SRN to predict the next element

of a test sentence given the first part and allows it to judge between grammatical

and ungrammatical sentences. Both of these results are surprising in the sense that

they revealed that a sufficiently complex learning mechanism is capable of acquiring

complex grammatical knowledge from simple exposure to the sequential structure

of language. Models based on the SRN have directly explored the type of statistical

word learning demonstrated in the Saffran studies (Allen & Christiansen, 1996;

Gasser & Colunga, 1999), some extending to natural language corpora (Christiansen,

24



Allen, & Seidenberg, 1998).

The majority of recent models proposed to account for language learning

have relied on such statistical and distribution approaches embodied in learning

algorithms such as the SRN or the Brent and Cartwright model (Redington &

Chater, 1997). They all fundamentally agree in their description of language learners

as being sensitive to the sequential structure of grammatical and phonetic elements

in their language, and that this knowledge might be primarily statistical in nature.

2.3 Similarities

Each of these three research areas was originally of interest to psychologist for sepa-

rate reasons. Early work with repeated choice tasks (probability learning) sought a

testing ground for general theories of learning, and has recently reemerged as a do-

main for exploring theories concerning rational decision making. Sequence learning

via the SRT was originally a tool for dissociating implicit and explicit learning pro-

cesses and for assessing the role of awareness and attention in learning. Statistical

word learning was developed as a paradigm to test theories of language acquisition,

largely to counter arguments concerning the innate basis of language. However, all

three of these areas have gravitated towards tasks and theories which at a more fun-

damental level highlight the importance of statistical sequence learning in cognitive

processing.

The research reviewed depicts sequence learning as a ever present phenom-

ena. People seem to be able to quickly learn about sequential relationships between

events with or without explicit awareness or intention to do so. The evidence re-

viewed suggests that people can use such knowledge to predict and anticipate future

events as well as to extract important environmental features from continuous event

streams. The overlap in these three research areas suggest there may be value in

studying statistical sequence learning as a phenomena in and of itself.
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In addition, there is some convergent evidence in support of the idea that

learning in these tasks might reflect more general aspects of behavior. For ex-

ample, recent work suggests that the learning of motor sequences and linguistic

material may rely on similar processing features. Agrammatic aphasics who have

trouble representing the sequential structure of sentences also have problems in

other sequential learning tasks (Conway & Christiansen, 2001). Similarly, the type

of learning demonstrated with artificial syllable languages have replicated to more

general auditory stimuli such as tones (Saffran et al., 1999) and to motor sequences

in the SRT task (Hunt & Aslin, 2001) suggesting that this type of processing is

not specific to linguistic material. Cross-species comparisons show that non-human

primates are also able to discriminate words and non-words in the artificial syllable

tasks (Hauser, Newport, & Aslin, 2001), again in support of the idea that statistical

sequence learning in such tasks is not a property of a specific language processing

system (Conway & Christiansen, 2001).

In the following chapters, we further trace these similarities in two ways.

First, we integrate across the different theoretical proposals put forward in each lit-

erature. In the following chapter, we identify a number of possible dimensions along

which theories of sequential processing might differ. We then test these distinctions

through a number of simulations. A theme that emerges is that the representation

which underlies sequence learning will heavily influence both what is learnable and

the speed at which it can be learned. After identifying what we consider to be the

key characteristics of sequential learning behavior in humans, we test the general-

ity of our theory by applying it to results in a number of literatures. Our results

show how a single computational mechanism can account for a variety of sequential

learning behavior.
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Chapter 3

Models of Sequential Learning

In Chapter 2, we reviewed a wide range of theoretical proposal concerning our im-

plicit sequence learning ability. Each model makes assumptions about the processes

and representations which support learning. However, there are been few attempts

at directly comparing competing models (see Cleeremans, 1993 for an exception).

Further progress in this area will require integration and rigorous testing in order

to clearly isolate the key features of learning performance.

In this chapter, we attempt to identify some meaningful distinctions between

these different approaches. Broadly, our initial classification makes two distinctions.

The first deals with the nature of the memory representation underlying sequential

learning. Some of the models reviewed rely on a memory substrate composed of

distinct traces of past events, while others used a more aggregate representation.

The second distinction we draw deals with the complexity of the learning processes.

Later, we compare the ability of various proposed models to account for human

learning.
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Table 3.1: Overview of sequence learning models.

Area Name Short Description
Prob. Learn. Trace Model Generaliztion of SST to include trace for

immediately preceding event (Burke &
Estes, 1957)

k-span Based on memory for last k events,
matched with set of stimulus elements
which are conditioned to the correct re-
sponse (Restle, 1961; Feldman & Hanna,
1966)

Schema,Gen.
Model

Based on matching particular patterns of
runs and alternations in memory (Restle,
1961; Gambino & Myers, 1967)

SRT Jordan Net Target value associated with the previous
stimulus is fed back as input and blended
with the decaying trace of previous in-
put (Keele & Jennings, 1992; Cleeremans,
1993)

Dominey Net Computationally equivalent to a Jor-
dan network with a single processing
layer (Dominey, 1995)

SRN Passes a copy of it’s hidden unit activa-
tions on the previous time step back in
as input (Elman, 1990; Cleeremans & Mc-
Clelland, 1991)

Buffer 3-layer backprop network operating over
shift-register memory (Cleeremans, 1993)

CLARION Implicit connectionist network with Ex-
plict hypothesis system (Sun et al., 2005)

ACT-R Cognitive architecture based on produc-
tion rules and adaptive memory (Lebiere
& Wallach, 2001)
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Table 3.2: Overview of sequence learning models (cont.)

Area Name Short Description
Stat. Lang.
Learn.

SRN Passes a copy of it’s hidden unit activa-
tions on the previous time step back in as
input (Elman, 1990, 1991; Allen & Chris-
tiansen, 1996)

B&C Normative model based on finding optimal
segmentation of speech stream (Brent &
Cartwright, 1996)

PARSER Competitive chunking (Perruchet & Vin-
ter, 1998a)

3.1 Overview of Models

We can begin by listing the various model reviewed in Chapter 2. Tables 3.1 and

3.2 lists the major theoretical proposal for each research area along with a short

description. There are many ways to group this set of models. For example, many

of the models listed (such as the Jordan network, CLARION, SRN) are based on

connectionist learning principles, while others (ACT-R, B&C) are not easily formu-

lations in connectionist terms. In this disseration, we focus on the following two

distinctions:

1. Distinct versus Aggregate Memory Representations

2. Learning Complexity

Distinct versus Aggregate Representations of Sequence

One potential distinction between the models reviewed concerned the nature of their

sequential representation. Some models assume that learning takes place using a

memory composed of distinct traces of past events. Models of this type include the
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Buffer network of Cleeremans (1993), and early probability learning models such as

Restle’s (1961) k-span pattern model. Memory in these models relies on a “buffer”

which directly encodes the serial order of the last few events in memory. The Buffer

network makes this explicit in the architecture of the model. Likewise, in order to

match the appropriate pattern or memory schema in the Restle model, the learner

must represent the last few experienced events in a veridical way.

In contrast, other models assume that learning is based on an aggregate con-

text of past events, which is essentially “averaged” over a number of trials. Models

of this type include recurrent networks such as the Jordan network and the SRN

where memory takes the form of recurrent cycles of activation in the network. To

conceptualize the difference between these two types of memory one might draw

an analogy to the distinction between exemplar or instance based theories of pro-

cessing (Medin & Schaffer, 1978; Logan, 1988) and prototype theories (Posner &

Keele, 1968), or between positional and associative chain theories of short-term list

memory (Henson, 1998). In one case, information about distinct episodic traces are

maintained in memory and used to support learning, while in the other, information

about the current trial is combined with abstracted, or averaged information about

previous stimuli.

The distinction between these two types of representation are not quite so

clear cut, however. For example, in the Buffer network there is some degree of

abstraction in form of the learning weights, so responses are based not only on the

specific traces of the last few events, but on knowledge which is embodied in the

learning weights. A more precise way to envision the distinction concerns how these

models deal with repeated sequence elements. In the distinct, buffer-based networks,

repeated elements of the same type are represented separately with a distinct trace in

memory. In contrast, with aggregate memories repeated elements are time averaged

together. Such memories can typically represent the overall frequencies of particular
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Figure 3.1: Differences in the representation of sequence using either distinct or
aggregate memories. The sequence presented is BBAACAABB.

events in the last few trials, but cannot learn unique relationships between specific

repeated traces.

Consider, for example, Figure 3.1 which compares the memory representa-

tions in the Buffer network and in an aggregated memory. The distinct memory

keeps individual repeated elements separate in time, while the aggregate memory

uses a single set of context units to represent a decaying trace of previous activation.

Notice how the aggregate memory representation maintains some information about

the prevalence of element A in the sequence, and the recent exposure to element

B, however serial order information is lost when events repeat. The memory repre-

sentation of elements which are frequent (A) and those which recent (B) becomes

highly similar. In addition, aggregate learning mechanisms usually use a single set

of weights, so the associative value of any particular item cannot be learned inde-

pendently of the complete history of processing. In effect, aggregate memories posit

that previous memory traces interfere with each other as they are forgotten while

distinct memories assume past traces simply decay.

The representational efficiency of aggregate memories like the ones used in

the Jordan network and the SRN has often been seen as an advantage for using
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them as a psychological model. For example, Elman (1990) argues against models

which use memory buffers on the basis that they impose a rigid limit on the length of

patterns the learner can process. With a memory buffer with k elements, patterns of

length k+1 are un-learnable. While such limits are undesirable in certain situations,

the following chapters will present evidence suggesting that such representational

flexibility is generally unnecessary in implicit learning situations. Experimentally,

subjects show sensitivity to only about 4-5 trials of context, well within the practical

limits of a limited-capacity memory buffer (Millward & Reber, 1968; Cleeremans &

McClelland, 1991; Jimenez et al., 1996; Remillard & Clark, 2001). Typically, the

number of memory slots in a buffer needed to represent a sequence is not a pure

function of the length of the sequence itself. Instead, a learning mechanism may take

advantage of the statistical redundancy of the sequence and thus extracts a more

compact representation. Overall, arguments discounting the psychological validity

of distinct, buffer-like representations may not be warranted. Instead we examine

the degree to which models based on these representational approaches can account

for human performance. The goal is to uncover which type of memory substrate

accurate describes human learning.

Learning Complexity

Another dimension along which to compare models is their computational flexibility.

Models proposed to account for sequential learning behavior range from relatively

simple (such as the Estes and Burke (1957) trace model), to relatively complex

(such as the ACT-R architecture or the Brent and Cartwright model of word seg-

mentation). How well does the computational flexibility of the model reflect the

constraints operating in human learning? One way to assess this is to compare

the ability of similar, but more limited models to account for human performance.

Models should be preferred which share both the capabilities of human learners,
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along with the limitation and constraints.

For example, while considerable research has highlighted the complex com-

putation properties of recurrent networks such as the SRN (Cleeremans et al., 1989;

Servan-Schreiber et al., 1991; Rodriguez et al., 1999), it is not always clear that they

are well suited as psychological model of implicit sequence learning. First, recurrent

networks require a considerable amount of training in order to properly elaborate

their hidden unit representations. In contrast, people are able to quickly learn about

complex sequential dependencies with limited training or exposure.

Second, it is not clear that recurrent networks such as the SRN appropri-

ately describe the capabilities and limitations of human sequence learning ability.

As Cleeremans (1993) points out, the SRN has difficulty learning sequences in which

there are long-distance sequential contingencies between events. For example, se-

quences which have embedded clauses (such as the sequence T-E*-T or P-E*-P,

where E* represents a number of irrelevant embedded elements) present difficulty

for the SRN. This is because the model requires that each event in the sequence be

prediction relevant. When learning sequences with even a relatively small number of

irrelevant contingencies, the model has trouble maintaining the representation of the

“head” of the sequence (the first “T” or “P”) in it’s context unit activations. Thus,

the model is unable to accurately predict the tail of the sequence (the final “T” or

“P”). As Simulation 2 demonstrates, humans show little difficulty in learning such

sequences in an SRT task (Cleeremans, 1993; Cleeremans & Destrebecqz, 1997).

How then can we characterize the “complexity” of “flexibility” of a model?

One short-hand for model complexity concerns the space of sequences which the

model is able to learn. In the models reviewed so far, there are almost no constraints

on the space of computable sequences. For example, the Restle pattern model and

the schema model compute the conditional probability of each possible successor

element in the sequence following all patterns of length k. Thus, the only sequences
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these models are unable to learn are those which have contingencies which extend

back longer than k units. However, given the above discussion, limitations in human

memory capacity make such long-distance contingencies difficult for human learners

as well. Similarly, the hidden unit representations in the Jordan network, the SRN,

and the Buffer network allow them to also represent the full space of sequences based

on a limited memory of past events.

3.2 Two new models

For comparison, we propose two new models of sequence learning. These models

draw considerably from previously described models, however are more limited. The

first model, called the linear associative shift-register (LASR) model, is essentially

equivalent to the Buffer network. However, memory in the shift-register memory is

directly associated with responses, without mediation by an internal abstraction or

recoding using hidden units. Similarly, the linear associative time-averaged register

(LATAR), is essentially a Jordan network with inputs directly connected to output

responses. These models are limited versions of their more flexible counterparts

because they lack hidden unit representations which limit the space of sequences they

can learn (Minsky & Papert, 1969, 1998). It is argued, on the basis of human data,

that experiments conducted so far fail to differentiate between this more complex

form of processing and a simpler, more limited learning mechanism in these models.

3.2.1 The Linear Associative Shift-Register (LASR) Model

LASR is a mechanistic model of implicit sequence learning. The model describes

implicit sequence learning as the task of appreciating the associative relationship

between past events and future ones. LASR assumes that subjects maintain a lim-

ited memory for the sequential order of past events and that they use a simple

error-driven associative learning rule (Widrow & Hoff, 1960; Rescorla & Wagner,
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Figure 3.2: A shift-register memory. New events encountered enter into the register
from the right and are stored in the sequence they arrived in the memory register.

1972) to incrementally acquire information about sequential structure. Despite it’s

simplicity, the model can very quickly learn to appreciate rather complex dependen-

cies between events which are structured in time. The model is organized around 3

simple principles:

1. Past events are stored in a temporary buffer

The model begins by assuming a simple shift-register memory for past events1.

Individual elements of the register are referred to as slots. New events encountered

in time are inserted at one end of the register and all past events are accordingly

shifted one time slot. Thus, the most recent event is always located in the right-most

slot of the register (see Figure 3.2). This form of memory maintains the sequential

order of recent events using spatial position (see Sejnowski and Rosenberg (1987),

Hanson and Kegl (1987), Elman and Zipser (1988), and Cleeremans’ (1993) buffer

network for similar approaches).
1Like other models of human learning, the model makes no strong assumptions about what

constitutes an “event”. An event might be a salient aspect of the environment (such as a particular
stimulus or a choice outcome), a more complex memory structure such as a “chunk” (Miller, 1956),
or the output of another cognitive process (such as a categorization response). The only commitment
is that the model learns about a series of psychologically relevant events which are temporally
ordered.
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2. Learning to predict what comes next

This simple memory mechanism forms the basis of a detector (see Figure 3.2). A

detector is a simple, single-layer network or perceptron (Rosenblatt, 1958) which

learns to predict the occurrence of a single future event based on past events. Be-

cause each detector predicts only a single event, a separate detector is needed for

each possible event. Each detector has a weight from each event outcome at each

time slot. On each trial, activation from each memory-register slot is passed over a

connection weight and summed to compute the activation of the detector’s predic-

tion unit. The task of a detector is to adjust the weights from individual memory

slots so that it can successfully predict the future occurrence of it’s response. Each

detector learns to strengthen the connection weights for memory slots which prove

predictive of the detector’s response while weakening those which are not predictive

or are counter-predictive. A positive weight between a particular time slot and a de-

tector’s response unit indicates a positive cue about the occurrence of the detector’s

response, whereas a negative weight acts as an inhibitory cue.

For example, consider a simple sequence in which every third element is an

“A” whereas every other element of the sequence is chosen at random, (i.e. A X X

A X X A X X ..., where X represents an event chosen at random from the set of all

possible events). In order to successfully predict the occurrence of “A” events, the

detector shown in Figure 3.3 must increase the weight on the “A” outcome of every

third slot (i.e., t− 3n, for n=1,2,3,...) while moving weights from other slots toward

zero. Thus, every time an “A” event appears in any of the t− 3n slots, the detector

will be strongly activated to respond “A”.

3. Recent events have more influence on learning than past events

The model assumes that events in the recent past are remembered better than

events which happened long ago. This effect is implemented by attenuating the
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activation strength of each register position by how far back in time the event

occurred. Because of this, an event which happened at time t−1 has more influence

on future predictions than events which happened at t − 2, t − 3, etc... Similarly,

learning is reduced for slots which are positioned further in the past because their

activation strength is reduced (see Equation 3.4). The LASR model assumes an

exponential forgetting rate for past events, thus events which happened long ago

may have little to no influence over current behavior.
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3.2.2 Model Formalism

The following section describes the mathematical formalism of the model2. As

discussed in the model overview, the LASR model borrows from many familiar

concepts in connectionist modeling.

Input Representation

The input to the LASR model on each time step is a simple binary vector represent-

ing which of a set of events occurred at the current time step, t. Given N possible

events, input to the model is a N -dimensional vector mt where each entry mt
i cor-

responds to the presence (mt
i = 1) or absence (mt

i = 0) of event i on the current

trial, t. For example, given three possible events (A, B, and C) an input vector [100]

would encode that event A occurred on the present trial, while input vector [010]

would encode that event B occurred, and [011] would encode that event B and C

occured (as illustrated at the top of Figure 3.3)3.

The model maintains a simple shift-register memory of past events which

are indexed based on the current time t. Thus, mt−1 refers to the input vector

experienced on the previous time step, and mt−2 refers to the input experienced

two time steps in the past. The complete history of past events is a NxP matrix,

M, where N is the number of possible events, and P is the number of events so far

experienced and stored in memory4.
2A couple of simple notation conventions: uppercase bold letters (M) are used to refer to

matrices, lowercase bold letter (m) refers to vectors, and regular script with a subscript (mi) refers
to individual elements of a vector.

3The model formalism described here is tailored toward discrete representations of both events
and time, however the section on future work discusses how the ideas of the LASR could be ex-
tended to situations involving the prediction of continuous valued stimuli and with more continuous
representations of time.

4Note that while this formalism allows for an infinite memory for past events attenuated only
by the exponential decay (i.e., P=∞), in practice, only a limited number of past event slots will
have a significant activations (due to the exponential forgetting curve). In all simulations reported
here the length of the register P was set to a large value (approximately 30 or larger), and it was
verified that adding more elements to the register had little effect on the results.
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Response

Given N possible events or choice options, the model has N detectors. The activa-

tion dk of the detector k at the current time t is computed as the weighted sum of

all past events for all time steps multiplied by an exponential attenuation factor:

dk =
P∑

i=1

N∑
j=1

w(t−i)jk ·mt−i
j · e−α·(i−1) (3.1)

where mt−i
j is the outcome of the jth option at time t − i, w(t−i)jk is the weight

from the jth outcome at time slot t − i to the kth detector, and e−α·(i−1) is the

exponential attenuation factor. The α is a free parameter (constrained to be posi-

tive) which controls the forgetting rate of the model. When α is large, the model

has a steep forgetting curve and thus only events in the very recent past influence

future prediction, while small settings of alpha cause a less steep forgetting function

(see Figure 3.4). Considerable debate exists in the memory literature concerning

the functional form for the forgetting curve for both explicit and implicit mate-

rial (Anderson & Schooler, 1991; Wixted & Ebbesen, 1991; Rubin & Wenzel, 1996;

Wixted, 2004). At this point, we remain uncommitted with regard to this issue

although future work might explore the precise expression of this function in im-

plicit sequence learning situations. The general form of Equation 3.1 shares much

in common with well established single-layer feed-forward networks (McCulloch &

Pitts, 1943; Rosenblatt, 1958; Minsky & Papert, 1969, 1998).

ok =
1

1 + e−dk
(3.2)

As is standard in most connectionist-type models, the final output of each

detector, ok, is a sigmoid transform of the activation, dk, of each detector, ok =

(1 + e−dk)−1. The use of sigmoid transfer function has a number of desirable prop-

erties. First, it makes the formalism used in LASR identical to other comparable
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Figure 3.4: Memory attenuation in the LASR model as a function of time. When α
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models such as the simple recurrent network (Elman, 1990) and standard back-

propagation (Rumelhart, McClelland, & the PDP Research Group, 1986). The goal

being to highlight substantive differences in the learning processes between differ-

ent models rather than differences in the output function. However, as reported

in Gureckis and Love (2005), completely linear outputs provide a similar account.

Second, the sigmoid transfer function restricts the final output of each detector to

a value between 0 and 1. This creates a continuous error signal which seems most

appropriate in many of the tasks modeled in this report. Simulations verified that

using other training signals such as the “humble teachers” used by Krushcke (1992)

make negligible differences in the overall behavior of the model. Finally, the sigmoid

function is a differentiable output transform, allowing learning in the model to be

formulated as gradient descent.

Like other models of sequential learning, when comparing the model’s re-

sponse to human data, the absolute activations of each detector are converted into
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response probabilities using the Luce choice rule (Luce, 1959):

pk =
ok∑N

j=1 oj

(3.3)

where pk represents the probability of response k on the current time step. Reaction

time is assumed to be inversely related to pk so that fast reaction times correspond to

high response probabilities (Cleeremans & McClelland, 1991) (see Chapter 3.2.4).

Equation 3.3 implements a simple form of response competition since the most

activated response probability is reduced in the presence of other responses with a

large detector outputs.

Learning

Learning in the model is implemented using the well known delta-rule for training

single layer networks (Widrow & Hoff, 1960; Rescorla & Wagner, 1972; Wagner

& Rescorla, 1972; Sutton & Barto, 1981) with a small modification introduced by

Rumelhart and McClelland (1986) which accounts for the sigmoid transform at the

output of each detector (sometimes referred to as the generalized delta-rule for single

layer networks). For each detector, the difference between the actual outcome of

the current trial gk and the detector output ok is computed and used to adjust the

weights:

∆wijk = η · (gk − ok) ·mi
j · e−α·(i−1) · dk(1− dk) (3.4)

The ∆wijk value is added to the corresponding weight after each learning episode.

The η is a learning rate parameter and e−α·(i−1) is the exponential forgetting factor.

The dk(1−dk) is a factor representing the derivative of the sigmoid transfer function

with respect to the weights and moves the weights in the direction of gradient descent

on the error. The complete model has only two free parameters: α (forgeting rate)

and η (learning rate).

41



3.2.3 The Linear Associative Time-Averaged Register (LATAR)

Model

One key aspect of the LASR model is the use of a shift-register to represent past

events. To better evaluate the role of this representational strategy, a very similar

but simpler model will be also be tested in the reported simulations. In this model,

referred to as the Linear Associative Time-Averaged Register (LATAR), a single

memory slot will be used to represent past events. Instead of keeping a separate

trace for each past event in a memory register, activation on this single memory slot

is defined to be a decaying time-averaged history of past inputs to the model.

Input to the LATAR model on each time step is identical as in LASR. How-

ever the length of the memory register is now limited to one (i.e., P=1) and the

activation of this single memory slot is no longer simply a function of the imme-

diately preceding input to the model. Instead, the activation of the t − 1 memory

slots is determined by the following equation:

mt−1
new = mt + (1− µ) ·mt−1

old (3.5)

where mt is vector of input on the current trial (as described in section 2.2.1),

mt−1
old is the previous activation of the single memory slot, mt−1

new is the new value of

the memory slot, and µ is a parameter (bounded between 0 and 1) which controls

the rate of decay for past inputs. Thus, on each trial the current input is combined

with a decaying trace of the activation of the memory slot on the previous trial.

The parameter µ in this model controls the rate of forgetting in the model much

like the α parameter in LASR. A large value of µ causes past activation to decay

quickly, whereas a small value of µ results in a slower rate of decay. This simple

time-averaging process gives the LATAR model a similar but not quite equivalent

memory to that used in LASR (see section 2.2.3 on Jordan networks and Dominey

networks for a similar representational strategy). In all other ways the LASR and
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LATAR model are equivalent (i.e., learning algorithm, response procedure, etc..).

As discussed previous, there are key representational differences between

the two models. In LASR, events are held distinct in memory as they decay, thus

repeated events in a sequence are maintained in isolation across a number of different

slots, each with a separate set of modifiable weights. In contrast, the LATAR model

averages the activation based on the past history of events and only uses a single

set of weights to relate past events to predicted events.

There are a few motivations for evaluating this alternative model. First, the

LATAR model is identical to the LASR model in almost every way except in it’s

memory representation, thus comparing the two models in their ability to account of

human data provides a good test of the assumptions in each. Second, some authors

have argued that sequential effects utilize an aggregate representation such as that

employed by LATAR. For example, Jones and Sieck (2003) showed how a sequential

recency effect in a probabilistic category learning was adaptive to both a one-step

positive recency effect, a one-step negative recency effect, but disappeared when a

1-step positive recency effect and a 2-step negative recency effect were combined.

They argued that this was evidence for an aggregate sequential representation unlike

the one used in LASR. Testing the LATAR model in implicit sequence learning

could differentiate between these competing theories and test the generality of the

aggregation hypothesis.

3.2.4 Relating Models to Human Performance

In the following chapters, a number of different models are used to account for

human reaction time performance, response accuracy, and infant looking time in

a habituation task. Before describing these studies, it is worth considering the

nature and justification for the mapping between the model and measures of human

performance.
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In all of the models considered here, responses are indicated by a set of

output units. On each trial of the simulated task, input is provided to the model

and these output nodes are activated to various degrees as a function of model

architecture, the learning weights, and the value of the input. The activation of

these nodes is then converted into a choice probability (pk) using Equation 3.3.

When viewed as a probability, the pk for each choice option reflects an anticipation or

expectation about the next stimulus in the task. A high value of pk indicates that the

given response was strongly anticipated (and was thus judged more likely to appear

on the next trial), while a low value reflects more uncertainty. Learning in these

models is thus conceptualized as learning to correctly anticipate the next response

by reducing prediction error for predictable elements of the sequence. This approach

follows a common convention to modeling performance in such tasks. For example,

Cleeremans and McClelland (1991) assume a linear reduction in RT proportional to

the strength of the output unit corresponding to the correct response.

However, this assumption hinges on the idea that prediction performance and

RT are related, but what evidence exists to support this relationship? Visser, Raij-

makers, & Molenaar (2000) directly tested the relationship between RT facilitation

and prediction accuracy. In their study, a standard probabilistic SRT experiment

following a simple finite-state grammar was presented to participants. However on

certain randomly interspersed trials, instead of simply responding to the stimulus

on the screen, subjects were asked to predict which stimulus would be next. They

were instructed to “type whatever key first comes to mind without pausing to think

what it should be.” On such prediction trials, they were not given feedback. Results

indicated that RT was faster to predictable versus unpredictable (random) sequence

elements. Similarly, on prediction trials accuracy improved over time for grammat-

ical but not random sequence elements. Finally, they found that faster RT’s on

SRT trials were directly associated with correct predictions on specific trials in the
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grammar.

These results are in line with the idea that RT facilitation reflects an underly-

ing anticipation or prediction of the next element of the sequence. The precise form

of this relationship is typically assumed to be linear. Sun, Sulsarz, & Terry (2005)

provide a concise explanation for the linear model. To summarize their argument,

in the CLARION model, prediction error in the model is related to reaction time

through a linear transformation:

RTi = a · (1− pki) + b (3.6)

where RTi is the reaction time (in ms) on trial i, (1− pki) is the predicted error on

trial i, and a and b are free parameters (Sun et al., 2005). One way to interpret

this linear transform is that it specifies the time needed by a subject on any given

trial to search for, locate, and respond to a stimulus item along with the time

needed by a subject to respond to a target item without searching through correctly

predicting it’s location. For example, when pki = 1.0 (prediction error is zero), RT

is simply a function of the intercept, b, which is the time needed to respond to an

item without searching. Parameter a thus sets the cost for searching for an item

prior to responding which is scaled according the the degree of uncertainty in the

prediction. Other approaches rely on the additional assumption of a power function

to account for unspecific practice effects as in Ling & Marinov (1994).

In the studies considered here, the focus is on ordinal predictions concerning

RT within a single experiment. Thus the additional assumptions included by di-

rectly fitting the linear model are not necessary. Within a particular experiment or

condition the particular value of a and b can be used to scale the model response to

fit any particular ordinal pattern of RT that is captured by the underlying values of

pk. In addition, because the relation of model prediction to RT is similar between

all the models, it’s not a factor which differentiates between models (instead the

learning process and memory representation used in the model is critical). So for
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the reported simulations we use the model’s predicted error, 1− pk, as the measure

of interest in predicting ordinal patterns of RT.

While this assumption maybe justified for the studies considered one limita-

tion of the the models is that their operation isn’t specified in real time. For example,

the flow of activation from input to output in the SRN has no specific relationship to

real-time stimulus-response processing. There are a few notable exceptions to this

general rule. For example, the Dominey (1995) network reviewed earlier includes

leaky integrator neurons and recurrent cycles of activation which cycle until they

reach some threshold. The number of cycles needed to reach threshold is then a

more direct measure of processing and reaction time. The model has been applied

with some success to modeling the specific effects of longer inter-trial intervals on

predicted RT. However, computationally the model is very similar to the LATAR

model in that it uses a single memory “slot” and a single layer of prediction weights,

and thus while it provides a more dynamic account of learning, it falls within the

general class of models considered here. It is an open issue if models which make

real-time, dynamic predictions concerning reaction time can provide a theoretical

improvement in our understanding of the processes supporting learning beyond the

approach advocated here.

3.3 Model Comparisons

Having identified key dimensions along which to compare models, and proposing two

new models which enable us to systematically compare various aspects of learning

models, we now set up the model comparisons which are use in later chapters. As

shown in Figure 3.5, we compare models based on aggregate memory representations

(LATAR, SRN, Jordan network) with models based on distinct memory represen-

tations (LASR, k-span approaches, Buffer networks). Similarly, we compare models

which have hidden unit representations (Buffer networks, Jordan nets, SRN) with
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Figure 3.5: Model comparisons used in later chapters.

simpler models based on direct, linear association of memory traces and responses

(LASR and LATAR). The formalisms and implementation details for the Jordan net-

work and the SRN are based on standard implementations of these models, while

the details of LASR and LATAR are described above.

This analysis is unique because theorists typically do not systematically ex-

plore the space of possible models when accounting for their data. By identifying

and testing these distinct classes of models, we hope to arrive at a more accurate

description of human learning in these situations. Furthermore, we are able to focus

our simulation and empirical work on experiments which truly differentiate between

competing theories.

3.3.1 Benchmark Comparisons

With these four classes of models in mind we can identify a number of benchmark

empirical findings which we will explore in the following chapters.

• Simulation 1: Fast adaptation to local context

We hypothesize the models based on complex learning mechanism will have

trouble learning sequences with well-defined structure but which have little

predictability from item to item.
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• Simulation 2: Non-adjacencies

We hypothesize the models based on aggregate memory representations will

have difficulty learning associative relationships between stimulus elements

that span a number of irrelevant items.

• Experiment 1, 2, 3, & 4: Conditional Learning

We hypothesize the models based on complex learning mechanisms will find

certain sequences easier to learn than humans do. In particular, sequences in

which the identity of predictable elements are uniquely conditionalized on two

or more elements of previous context.
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Chapter 4

Evaluating Models

In the following chapter, I present simulations and empirical data which explore the

ability of the distinct classes of model identified in the previous chapter to account

for human sequence learning. Simulation 1 & 2 and Experiments 1, 2, 3 & 4 test the

benchmark phenomena described in Chapter 3 for differentiating between the four

classes of models identified. Simulation 3 expands the scope of the models by using

them to account for findings from the statistical word learning literature (Saffran

et al., 1996).

4.1 Simulation 1

As noted in the introduction, the overwhelming majority of SRT studies have used

simple repeating sequences of various lengths. Knowledge of the sequence is demon-

strated by increased reaction time when participants are transferred to pseudo-

random sequences. However, such psuedo-random transfer tasks typically do not

describe what information subjects actually learn about the sequence (Reed & John-

son, 1994). Thus, while it’s often clear that participants are able to learn something

during the SRT task, what it is they actually learn is often an open question.
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One proposal for learning in the SRT is that participants become explicitly

aware of simple fragments or runs of elements without becoming aware of the entire

sequence. For example, when exposed to the repeating sequence, 1324243, subjects

might become explicitly aware of some small fragment of the sequence (i.e., the

alternation 2424). This fragmentary knowledge could drive reaction-time improve-

ment in the learning phase of the experiment, and it’s absence in pseudo-random

transfer blocks could account for demonstrated learning. This theory advocates a

limited role for statistical learning processes.

In a series of experiments designed to more carefully assess explicit sequence

knowledge in the SRT task, Perruchet and Amorim (1992) showed that when sub-

jects were asked to generate (without feedback) a sequence of elements that “looked

like” the events they responded to in the learning phase, their responses were driven

by such fragmentary knowledge. Furthermore, the degree to which sequence frag-

ments reliably appeared in subject’s responses to the generate task correlated with

the amount of learning they demonstrated in the SRT task.

Lee (1997) ran an unique SRT study designed to control for explicit frag-

mentary sequence learning. In his study, participants were presented with a screen

displaying six empty circles arranged horizontally on the screen. On each trial, one

of the six circles would become solid and participants were instructed to quickly

and accurately press a key corresponding to the location of the filled-in circle. The

pattern of stimuli (and consequentially, responses) was determined by a simple rule:

each of the six choice options had to be visited once in each block of six trials in a

random order. Examples of legal six-element sequence blocks are 132546, 432615,

and 546123. What is unique about this sequence is that while it has a well-defined

structure generated by a simple rule, explicit knowledge about fragments or in-

stances of particular runs is of no use. This is because any particular subsequence

of elements is equally likely to be followed by any other stimulus element. Further-
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more, the large space of possible sequences (6! = 720) guarantees that repetitions

of sequences of length six are highly unlikely.

Participants completed 7 training blocks, each consisting of 30 random six-

element sequence blocks or 180 trials. Each six-element sequence block was gener-

ated at random with the constraint that the last element of one block could not be

first element of the next block (to prevent event repetitions). The key finding was

that subjects were faster to respond to the last element of each 6-element sequence

than to the first. This increase in response time could relate to the difference in

the predictability between the first and last element. In each block of 6 elements,

the first element is chosen at random from the full set of 6 possible events. The

next element is chosen randomly from the remaining set of 5 elements and so on.

The sixth and final element of each sequence was then completely determined by

the preceding elements. Boyer, Destrebecqz, and Cleeremans (1998) provide a repli-

cation of Lee (1997) and showed that reaction time monotonically decreases as a

function of sequence position (see Figure 4.1A). In their replication, participants

were trained for 24 blocks rather than the 7 blocks used in the original Lee (1997)

study, otherwise the two studies were identical.

Besides providing a unique control for explicit sequence learning strategies,

this study provides an interesting test case for the LASR model. LASR describes

sequence learning as a simple processes of associating past events with future ones.

Because each choice outcome is equally likely to be followed by every other choice

option it may at first seem like LASR could not learn this sequence without some

knowledge about the repeating 6-element structure of the sequence. This is the in-

terpretation Lee provides of his results when he suggested that no purely associative

mechanism could account for the pattern of results because there were no unique

associations between elements within a random block of six trials. According to

this, LASR may not be able to learn the structure this sequence, because it has no
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Figure 4.1: The results of Boyer, Destrebecqz, and Cleeremans’ (1998) replication
of Lee (1997). Panel A: Reaction time monotonically decreases as a function of
sequence position. Panel B : Reaction time as a function of the lag between two
repeated stimuli. Reaction time is generally faster as lag increases. Panel C : The
distribution of lags associated with each position. Panel D : Reaction time for each
sequence position as a function of lag (see main text).
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mechanism for parsing or grouping elements.

Simulation Results: LASR

LASR was applied to the task in a similar manner to how participants were trained

with the same number of trials and the same sequential structure as the Boyer,

et. al. replication (α = 0.2, η = 0.9). On each trial, the luce choice ratio (pk)

of the correct response was recorded. As described in Chapter 3, reaction time is

assumed to relate directly to the value of 1 − pk (larger values of 1 − pk predict

slower reaction times). Figure 4.2A shows the average value of 1− pk as a function

of position averaged over many simulated runs of the model. At the first sequence

position, 1− pk is about 0.83 which is chance (i.e, 5/6). As more of the sequence is

discovered, the model continues to reduce this probability until at the last position

it is about 0.7. Note how the serial position effect is present even in the first six

blocks of learning, and continues to improve with further training.
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Figure 4.2: LASR response as a function of Panel a: sub-sequence position (1-6),
Panel b: the lag (1-10) separating two repeated stimuli, and Panel c: both position
(1-6) and lag (1-10).

Perhaps surprisingly, the model is able to replicate the key qualitative results

of the study despite having no mechanism for parsing or grouping sequence elements.

Looking closer at how the model solves the problem gives some insight into the
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Figure 4.3: The final LASR weights for the Lee (1997) sequence learning problem.
Negative weights are darker red. Positive weights are darker blue. The weights
leaving each memory slot (t− 1, t− 2, etc...) are shown as a separate matrix. Each
matrix shows the weights from each stimulus element to each detector. For example,
the red matrix entry in the top left corner of t-1 slot is the weight from event “1”
to the detector for event “1”. Likewise, the white cell to the immediate right of this
cell represents the weight from event “1” to the detector for event “2”.

structure of the task. Figure 4.3 shows the setting of each of the weights in the

model at the end of learning. The key pattern to notice is that the diagonal entries

for each past time slot are strongly negative while all other weights are close to zero.

The diagonal of each weight matrix represents the weight from each event to it’s

own detector. Thus, the model attempts to inhibit any response that occurred in

the last few trials.

The impact of this is demonstrated in Figure 4.2B which shows the model’s

response as a function of the number of trials between two repeated events or lag.

Since the same event could not repeat on successive trials, repeated events were

at minimum separated by 1 event (lag-1). This might happen if the 5th event of

one sequence repeated as the first element of the next sequence. The longest lag

possible was lag-10 which occurs when the first event of a sequence is repeated as the

last event of the following sequence. Figure 4.2B shows that as the lag between two

repeated events increases, 1−pk decreases predicting faster responses. This lag effect

naturally occurs because the model tries to inhibit all recent responses. However,

the memory attenuation of past events causes them to become less inhibited as

they move further into the past. Thus, events occurring at lag-10 become much

more likely while events occurring at lag-1 are more strongly inhibited. Boyer, et al.

examined this same lag effect in the reaction time of participants in their replication
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and found a similar effect (see Figure 4.1B). Participants were generally faster to

respond to two stimuli the longer the lag between the two events, providing further

support for LASR’s account. The model describes performance in the task as a

simple negative recency effect. The limited memory capacity of the model allows it

to learn the repeating structure of the sequence via a simple associative process and

without any explicit parsing mechanism.

Simulation Results: SRN

Boyer, et al. explored how the SRN accounted for human performance in this

task. The SRN provides a similar conceptual account by learning to increase the

likelihood of an response as a function of the number of events since last experienced

(see Figure 4.4, Panels a-c). However, the learning mechanism of the SRN is much

more complicated than that of LASR because the model must acquire appropriate

hidden unit representations in addition to adjusting weights in the upper layer of

the network. As a result, Boyer, et al. had to train the SRN on considerably more

trials than humans or LASR. Both humans and LASR were trained for 4,320 trials

(24 blocks of 180 trials each), whereas the SRN was trained for 30,240 trials (the

model was trained on 7 sessions consisting of a random ordering of all 720 possible

6-element sequences). In addition, they utilized 80 hidden units in their simulations

(η = 0.04, momentum = 0.9). To see if this was a true limitation of the SRN

model or a modeling peculiarity, a number of follow-up simulations using the SRN

were tested. Using a wide range of parameters, we were unable to find substantial

learning in this model if it was simulated with the same number of trials as human

subjects (i.e. none of the simulations were able to account for the simple position

effect in Figure 4.1A). The results of the best fit are shown in Figure 4.4, Panels d-f.

Why is the SRN so slow to learn this negative recency effect? In general, the

operation of the SRN is somewhat more opaque compared the simple description
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Figure 4.4: SRN network response as a function of Panel a: sub-sequence position
(1-6). Colored lines show learning averaged for each of the 7 simulated passes
through the training material. Panel b: the lag (1-10) separating two repeated
stimuli. Panel c: both position (1-6) and lag (1-10). Panels d-f show the same
results when the SRN is trained on the same number of trials as human subjects.
Colored lines in Panel d show learning averaged over a number of successive training
blocks.

of negative recency provided by LASR. Due to the dynamic nature of the SRN,

it is impossible to meaningfully look at the final setting of the learning weights in

the model in order to determine how the model solves the problem. However, it is

possible to get some sense of what the SRN “knows” about the sequence at any time

by recording it’s pattern of hidden unit activations after the presentation of some

part of the training sequence. After the presentation of each sequence item, the SRN

develops a pattern of activation across it’s hidden layer. This pattern depends not

only on the current input, but also on the past history of processing via the context

56



−0.4 −0.2 0.0 0.2 0.4

3.0−
2.0−

1.0−
0.0

1.0
2.0

3.0

MDS Dim 1

2 
mi

D S
D

M

−0.5 0.0 0.5

5.0−
0.0

5.0

MDS Dim 1

2 
mi

D S
D

M

a b

1
2
3
4
5
6

Figure 4.5: Panel a: Map of hidden unit similarity space after the presentation
of 3,000 individual sequence elements but prior to any training. Panel b: Map
of hidden unit similarity space after the presentation of 3,000 individual sequence
elements after training on 30,240 trials.

units. To understand what the model has learned at any point during learning,

we can freeze the learning weights in the model and present a long string of the

training sequences. After the presentation of each item in this sequence, we record

the pattern of activation across the hidden units in the model (in this case a 80-

dimensional vector). By plotting these vectors in a 2-D multi-dimensional scaling

(MDS) space we can uncover what the model knows at any particular time during

learning. Sequence paths which lead to similar predictions (i.e. similar items should

follow) should be located in similar regions of the hidden unit space.

Figure 4.5a shows a “map” of the hidden unit activations in the SRN network

after the presentation of 3000 elements of the Lee (1997) sequence, but prior to any

training. Each point in the graph represents the pattern of activation observed in the

model after the presentation of each of the 3000 sequence item (i.e., one point may

represent the hidden unit activation after the presentation of the sequence 3,4,5,1,2,6

while a nearby point may represent the hidden unit state after the presentation of
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1,2,3,5,4,6). Each point is colored according to the element last item presented to

the model (i.e. the current input). So for instance each blue point represents the

hidden unit activation of in the model after being presented with any number of

previous items, followed by a ’3’.

Prior to training, the hidden space in the model is largely organized around

the last input to the model (thus the points cluster strongly on the basis of color).

However, after training for 7 passes through all 720 subsequences, the organization

of this hidden space changes. Instead of being clustered on the basis of the last

input, the model groups sequence paths which are similar in the same regions of the

space. Notice there is still a small amount of clustering (i.e. sequence paths ending

in ’5’ are generally located in the lower right corner of Figure 4.5b). However,

unlike the untrained network, the clusters are now overlap. Closer analysis reveals

that after training, sequence paths which are similar such as 1,2,3 and 2,1,3 end up

in a similar region of the hidden unit space compared to highly dissimilar sequences

like 5,4,6 or 6,3,5.

This analysis gives some insight into the challenges facing the model in learn-

ing the Lee material. At the start of learning the model is heavily biased towards it’s

current input despite the random initialization of the weights. However, after learn-

ing, the model learns to combine multiple elements of context in it’s representation.

Subsequence paths which lead to similar future predictions are gradually mapped

into similar regions of the hidden unit space. Uncovering this representation of the

sequence is a challenge for the SRN, and takes many trials to properly elaborate.

In addition to the general trends in the human RT data described above, it

is informative to consider in detail the pattern of reaction time data reported by

Boyer, et al.. Notice in Figure 4.1B that there is relatively strong and constant RT

improvement for the first 5 lag positions, whereas RT improvement levels off for lags

6-10 (lag 9 and 10, which show a slight facilitation are less likely to occur overall in
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the experiment and thus reflect a smaller number of observations). Comparing this

trend with the results of the LASR simulation in Figure 4.1B reveals that LASR

also predicts a point of inflection at lag-5.

Another way of looking at this effect is to consider the distribution of lags

as a function of sequence position. As shown in Figure 4.1C, each position in the

sequence (1-6) is associated with a different distribution of lags (1-10). Thus, at

position 1 only lags of length 1-5 are possible while at position 2, lags of length 1-6

are possible. Figure 4.1D shows the RT in the Boyer, et al. experiment as a function

of both lag and sequence position. It is clear that RT facilitation occurs for stimuli

up to lag-5, regardless of their position, after which facilitation tapers off and the

graph becomes compressed. A similar effect is observed with LASR (Figure 4.2c).

In contrast, as reported by Boyer, et. al. the SRN shows constant improvement for

RT across all lags (see Figure 4.4b and c).

What contributes to this prediction? It could be that in the reported simu-

lations, the SRN “overlearned” the problem, and thus demonstrates an sensitivity

to lag events which extend beyond the range of humans. This is certainly possible

since it was given more training than either humans or LASR. However, it is not

clear under what training conditions the SRN would make the correct predictions

since it shows no learning when given the same number of trials as humans. Thus

we are forced to conclude that the SRN might show similar lag effects given some

training process which is greater than that used by human subjects, but less than

that reported by Boyer, et al.. The SRN model is a much more flexible model than

LASR, so it is not surprising that under some situations it might mimic LASR. How-

ever, we argue that LASR provides a better match to the demonstrated complexity

of humans in the task.

Boyer, et al. (1998)’s point out that in both their replication and in the orig-

inal Lee study, participants demonstrate the RT position effect even in the first few
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blocks of learning and that the magnitude of this effect remains relatively constant

throughout the task (note that LASR also predicts that the position effect appears

early in learning). They suggest that performance in this task is driven less by

learning, than by initial task biases. Given the natural prevalence of the gambler’s

fallacy (i.e. negative recency) in sequential decision making tasks, it’s likely that

participants preexisting biases influenced their performance in the task (Gilovich

et al., 1985; Tversky & Kahneman, 1971; Jarvik, 1951; Nicks, 1959). In fact, the

task actually reinforces properties that humans believe random sequences possess

making it even more unlikely that they would be able explicitly detect any structure

in the task. Assuming this interpretation of the effect is correct (and not simply a

floor effect of RT as participants gain experience in the task), it would be straight-

forward to simulate an initial bias in LASR by initializing the learning weights with

a slightly negative value instead of zero at the beginning of learning. However, it is

less clear in the SRN how such an initial response bias could be accounted for.

In conclusion, the LASR model provides a detailed account of the findings

from Boyer, et al.. The simple associative learning process in LASR can account for

a sequence with a non-obvious structure without explicit parsing of the sequence.

Starting with the assumptions of a limited capacity shift-register memory and a

simple associative learning mechanism, the model provides a concise understanding

of learning in the task. This account contrasts with the one provided by the SRN

which fails to account for some of the more subtle aspects of the data, and suffers

from a complex training procedure. However, is LASR the only model which can

account for this lag effect?

Simulation Results: Buffer Network/Jordan Network

Figure 4.6 and 4.7 shows the learning performance for the Buffer and Jordan net-

work, respectively. In contrast to the results obtained with the SRN, both the Buffer
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Figure 4.6: Buffer network response as a function of Panel a: sub-sequence position
(1-6). Panel b: the lag (1-10) separating to repeated stimuli, and Panel c: both
position (1-6) and lag (1-10).
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Figure 4.7: Jordan network response as a function of Panel a: sub-sequence position
(1-6). Panel b: the lag (1-10) separating to repeated stimuli, and Panel c: both
position (1-6) and lag (1-10).

network and Jordan networks show learning even when trained on the same number

of trials as human subjects. Both models had a harder time picking up on the neg-

ative recency effect than the LASR model in the sense that the best fit parameter

predict a smaller position effect in the first few blocks of learning. However, both

show at least some effect early in learning and are sensitive to lags up to about 5.

One conclusion to draw from this is that the limitations described earlier concerning

the SRN are not simply due to the back-propgation learning algorithm in the model

or due to the random initialization of the weights in the model.
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Simulation Results: LATAR
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Figure 4.8: LATAR response as a function of Panel a: sub-sequence position (1-6).
Panel b: the lag (1-10) separating to repeated stimuli, and Panel c: both position
(1-6) and lag (1-10).

Could an even simpler model provide an account of this data? To evalu-

ate this possibility we applied the LATAR model to the data in exactly the same

way as was used to evaluate the LASR model (µ = 0.6, η=0.9). The results were

qualitatively similar. The weights for the single memory slot evolve in a similar

way as the LASR model and inhibit all responses, giving a strong negative recency

effect. Likewise, the forgetting parameter (µ) in the LATAR model places similar

constraints on the lags that the model is sensitive to as demonstrated by LASR and

human participants.

Conclusions

The results of the reported simulations offer a number of conclusions. First, in

contrast to the speed at which human subjects adapt to the negative recency effect,

the SRN takes a considerable number of trials in order to learn the task. The

learning process in the SRN must overcome a considerable representational bias

early in learning in order to represent the sequence efficiently. The ability of the

Jordan and Buffer network to account for the data suggest that the limitations in the
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SRN are not simply due to the need to train hidden units or the use of a multi-layer

gradient-descent training procedure. In this case, the complexity of the SRN may

not be well matched to the complexity of processing in humans. On the other hand,

the LASR and LATAR models, utilizing only a single layer of weights can quickly

adapt to the sequence structure, much like humans. However, this experiment in

and of itself cannot distinguish between a number of alternative models. Since both

LASR, LATAR, and (to a less degree) the Jordan and Buffer networks all show

learning on a similar time scale to humans, we cannot differentiate between these

alternatives. We will focus on this issue in Simulation 2 were we consider a direct

test of these models.

4.1.1 Simulation 2

As Simulation 1 demonstrated, LASR is able to provide a detailed account of learn-

ing in the Lee (1997) task. However in that experiment, the pattern of sequential

relations was relatively simple and uniform: across all lags there was a strong nega-

tive recency effect. This is evident in Figure 4.3 because each memory cell extracts

the same pattern of negative recency (each memory cell has a red diagonal). With

a simple negative recency relationship, as long as some vague memory for recent

events is available and those events can be inhibited, then the model can learn the

sequence. This is why the LATAR model is also successful in accounting for the

data. LATAR’s time averaging of recent events provides just enough information to

be effective. How then can we differentiate these two theories?

A critical difference between LASR and LATAR is that the LASR model

assumes that experienced events are individuated in memory. The memory slots

in the model hold distinct representations of past events. In contrast, memory

processes in the LATAR model are not unique and instead represent an average of

the recent event history. In addition, the LATAR model has only a single set of
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modifiable weights. Because of this, the LATAR model can only appreciate a single

mapping from its aggregate context in order to generate predictions. In contrast,

LASR’s distinct memory cells can adapt independently for past events at different

lags. One way to differentiate these two accounts is to examine performance in a

situation in which the sequential contingencies are not the same across all lags in

the sequence. In this case, the learner must make use of different learning weights

at different lags in the sequence.

For example, consider the sequence AXXXAXXXAXXXA (where X is a

random event which can include event “A”). In this sequence, there is a clear re-

lationship between events such that if event “A” appeared 4 trials back, the next

item will also be an “A”. For a learning mechanism to appreciate such a sequence,

it must be able to represent the relationship between every 5th sequence element

independent of a large number of other, irrelevant contingencies. This type of se-

quential structure is sometimes referred to as non-adjacent because the predictive

relationships occur between sequence elements which are not immediately adjacent

to each other in time (Pea, Bonatti, Nespor, & Mehler, 2002; Creel, Newport, &

Aslin, 2004; Newport & Aslin, 2004).

The issue of non-adjacencies in sequence learning is particularly interesting

with respect to recurrent networks such as the SRN. As discussed in Chapter 2, the

SRN has difficulty maintaining it’s context units over a number of irrelevant events.

In other words, each element of the sequence has to be useful in predicting the

next element of the sequence (Cleeremans, 1993). However, Elman (1993) showed

that when learning complex sequences with such irrelevant embeddings, the SRN

can benefit by first training on simpler sequences (with shorter embeddings) early in

training and building up complexity over the course of learning. If the SRN provides

a faithful description of human sequence learning, then humans should demonstrate

a similar advantage for incrementally increasing the complexity of sequences during
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Figure 4.9: A graphical depiction of the artificial grammar used in Cleereman and
Destrebecqz (1997).

training. To verify this prediction, Cleeremans and Destrebecqz (1997) ran an in-

teresting experiment testing learning of non-adjacent sequences in a SRT task. In

addition to testing a key limitation of the SRN model, this experiment provides a

testing ground for distinguishing between the LASR and LATAR models.

In their experiment, a simple artificial grammar was used to generate the

sequence of stimuli presented to participants in an 6-choice SRT task. Figure 4.9

shows a graphical model of the grammar. On the first trial of each block of the

experiment, a starting node was chosen at random. Next, a path leaving that

node was selected according to some probability, and it’s corresponding label was

recorded. The current node was then updated to be the node pointed at by the

selected path, and the process repeats. The sequence of labels output by crossing

each path in the grammar defined the sequence that participants experienced in the

task.

The grammar in Figure 4.9 generates subsequences which have the form H-
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E*-T, where H designates a head element, E* designates any number of embedded

elements, and T designates a tail element. The tail of any subsequence naturally

becomes the head of the following subsequence. As shown in the figure, the heads

and tails of each subsequence were associated with the labels A, B, or C. The paths

in the grammar labeled “Embedding” were unique. Each time an “Embedding”

path was crossed a random element was chosen from events X, Y, or Z with the

additional requirement that there were no immediate repetitions of events. So a

typical subsequence might be AXZYZB. Notice that the grammar guarantees at

least one embedded element in each subsequence (but more may be inserted by

crossing the self loops at node 1, 3, or 5).

The grammar was designed so that the head of any subsequence was associ-

ated with only two possible tails. Thus, if A was the head of one subsequence, then

it’s tail could be either B or C. Likewise, if B was the head of the subsequence, then

it’s tail could be either A or C. The probability of choosing a certain path was set

so that one of these tails was more likely than the other (so for instance when A

is the head, it was followed by B as a tail 80% of the time and by C 20% of the

time). This difference in the likelihood of different subsequence tails provides the

measure of learning in the task. A difference in reaction time to likely and unlikely

subsequence tails shows that participants are able to use of the head of the sequence

to disambiguate between likely and unlikely tails.

Cleeremans and Destrebecqz tested two conditions in their experiment. In

the first, the probability of choosing the self loops in the grammar at nodes 1, 3,

and 5 was held constant at 0.66. The specification of this loop probability defines a

distribution over subsequences of different lengths. With a loop probability of 0.66,

the frequency of subsequences with embeddings of length 1, 2, 3, and 4 were roughly

equal (with an slight skew toward shorter subsequences). This condition was called

the Flat condition because of its “flatter” distribution of embedding lengths. In
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Figure 4.10: The z-Score of the Differences between Unlikely and Likely Tails of
Sequences with embeddings of length 1 (L1), length 2 (L2), and length 3 (L3) for
humans, the SRN, and the AARN. This figure was adapted from Cleeremans and
Destrebecqz (1997).

the second condition (called the Incremental condition), the loop probability was

initially set much lower and gradually increased over the course of the experiment.

In the first block, the loop probability was set to 0.11, and it increased in steps

of 0.11 every two training sessions until it reached 0.66 in the last two sessions.

Thus, in the Incremental condition, the frequency of short subsequences were more

common early in training, and as the task continued, the distribution of embedding

of different lengths became flatter. The motivation for the incremental condition was

to see if, when learning sequences with non-adjacent dependencies, humans benefit

from first mastering simpler material (as predicted by the SRN).

The results of the study are shown in two left-most panels of Figure 4.10. To

better compare both model and human results, all data was first converted into z-
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scores. Then, the difference in normalized response time between unlikely and likely

tails was computed separately for subsequences with embedding of length 1, 2, and

3 (hereafter refered to as L1, L2, and L3) for each session of the experiment. As

the differences in the z-scores becomes greater than 0, it indicates that participants

were becoming better at anticipating the likely tails of the sequence compared to the

unlikely tails. The top row of Figure 4.10 shows the results for the Flat condition,

and the bottom row for the Incremental condition. In the Flat condition, human

participants show a gradual trend towards faster responses to likely tails for L1, a

weaker effect for L2, and little to no learning for L3. In the Incremental condition,

participants show a similar learning effect. There is strong differentiation between

likely and unlikely tail elements for L1, and a weaker effect for L2. Overall the

learning effect is slightly stronger in the Incremental condition than in the Flat

condition. However, the data shows that participants are able to differentiate the

likely and unlikely tails for sequences with embedding of length 1 or 2, regardless of

the training procedure.

SRN and AARN Results

In contrast, the middle panels show the results for Cleeremans and Destrebecqz’s

simulations using the SRN. In the Flat condition, the SRN shows no learning at all.

However, in the Incremental condition the model shows a strong effect for learning

L1, but no learning for L2 or L3. Unlike humans, the model predicts a strong effect

of the training condition. The authors also tested the Auto-Associative Recurrent

Network (AARN). As discussed in Chapter 2, the AARN is similar to the SRN except

that in addition to predicting the next element of the sequence, it is also trained to

predict it’s current input (with the goal of overcoming the limitations of the SRN

concerning embedded elements). The results in the right-most panel of Figure 4.10

show that the AARN does a slightly better job of describing human performance.
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Figure 4.11: The z-Score of the Differences between Unlikely and Likely Tails of
Sequences with embeddings of length 1 (L1), length 2 (L2), and length 3 (L3) for
humans, the LASR, and LATAR. This figure was adapted from Cleeremans and
Destrebecqz (1997).

In the Flat condition, the AARN model is able to predict better learning for L1,

with no learning for all other embeddings. However, in the Incremental condition,

the model makes some counter-intuitive predictions. For example, in the last two

training sessions (session 9 and 10), the model predicts a stronger learning effect

for L3 than for L2. Despite this strange reversal, Cleeremans and Destrebecqz

concluded that the AARN provided a better account of the human data since it

shows learning for L1 in both the Flat and Incremental conditions.

LASR and LATAR Results

We applied the LASR model to the grammar used by Cleeremans and Destrebecqz

to test it’s ability to account for the data. The model was given the same number of
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trials as human participants (α=0.2, η=0.08). Model responses were converted into

z-scores prior to analysis. The middle panel of Figure 4.11 show LASR’s results (the

human data is shown again in this figure to facilitate visual comparison). In the

Flat condition, the model predicts a strong learning effect for L1, a weaker effect for

L2, and no learning for L3. In the Incremental condition, the model shows stronger

learning for L1 and L2, with only a slight effect for L3. Overall the LASR model

captures almost all aspects of the human data. It predicts a small facilitation for

overall learning in the Incremental condition, and also correctly predicts the relative

ordering of L1, L2, and L3 at the end of training. Compared to the SRN and the

AARN, the LASR model more accurately accounts for human learning using only

two parameters.

How does the LATAR model perform on such sequences? The LATAR model

was applied to the data in the same way as LASR, and all responses were converted

into z-scores prior to analysis. We explored a wide range of parameters by hand, but

none were able to account for the learning effects from both experiments. The right

panel of Figure 4.11 shows the final results of the LATAR model (µ=0.4, η=0.5).

In the Flat condition, the model, (at best) predicts a tiny difference between L1,

L2, and L3 much like the SRN. In the Incremental condition, the model performs

better early in training, however, as sequences with longer embeddings become more

frequent in the training materials, the model’s performance actually deteriorates.

In conclusion, in Simulation 1 it was not possible to differentiate these two models,

in the present experiments the models make significantly different predictions. The

results favor the representational strategy used in the LASR model. Human learners

show differential sensitivity to sequences with non-adjacent element, and effect which

cannot be accounted for using the time-averaged memory in the LATAR model.
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Figure 4.12: The z-Score of the Differences between Unlikely and Likely Tails of
Sequences with embeddings of length 1 (L1), length 2 (L2), and length 3 (L3) for
humans, the Jordan network, and the Buffer network. This figure was adapted from
Cleeremans and Destrebecqz (1997).

4.1.2 Jordan and Buffer Results

To complete our comparison, also tested the Jordan and Buffer networks on the

grammar. Both models were applied in the same way as reported for the other

models. The best-fit parameters found for the Jordan network were µ=0.7, η=0.11,

momentum=0.74 with 25 hidden units. The parameters used for the Buffer network

were µ=0.7, η=0.2, momentum=0.74, also with 25 hidden units.

The middle panel of Figure 4.12 show the Jordan network results (as before,

the human data is shown again in this figure to facilitate visual comparison). The

model results parallel quite closely the results reported with LATAR. This is not

surprising. The failure of the LATAR model to account for learning, particularly in
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the incremental condition, is not due to it’s lack of learning complexity (i.e. hidden

units). Instead, the representational compactness of the model, using only a single

memory register and a single set of weights causes interference across multiple lags

in the training material. A similar problem faces the Jordan network. Despite the

fact that the model includes a set of hidden units, there is still only a single decaying

trace of past processing at the input of the model. This decaying trace does not

preserve information across lags with fidelity.

In contrast, the Buffer network results closely parallel the results provided

with LASR. In the flat condition, the model predicts a slow increase in prediction

for L1 and L2 with little or no learning for L3. The model also seems less affected

by the incremental condition than either LATAR or the Jordan network.

4.1.3 Conclusions

These results are largely intuitive given the respective architectures of each model.

The evidence favors models which are based on distinct memory processes (i.e. the

Buffer network or LASR model). The fact that the SRN shows no learning in the

Flat condition and only learned L1 in the incremental condition suggests that it is

ill-suited as a model of human performance in the task. Like Simulation 1, this set

of simulations expose another limitation in the learning ability of the SRN which is

not reflected in the human data. The ability to represent dependencies which span

irrelevant material are a problem for models like the LATAR and Jordan model

since they use a single set of learning weights. Relationships which differ across lags

in the material interfere with each other, and thus limit the ability of this class of

models to account for the human findings.
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Experiment 1

Experiment 2

tu-pi-ro go-la-bu bi-da-ku pa-do-ti

tu-pi-ro go-la-bu

bi-pi-ku tu-la-ro

pa-bi-ku ti-bu-do go-la-tu da-ro-pi

pa-bi-ku go-la-tu

tu-da-ro pi-go-la

Figure 4.13: The task structure for Experiment 1 and 2 by Saffran et al. (1996)

4.2 Simulation 3A

It is clear from the previous simulations that despite it’s simplicity, LASR provides a

potentially faithful description of sequential learning behavior in the SRT. However,

a key question remains concerning the generality of these findings: is sequential

learning in the SRT sub-served by similar mechanisms as other areas of cognitive

processing which rely on sequence processing? To evaluate this hypothesis, we apply

LASR to the infant word learning study conducted by Saffran, Aslin, and Newport

(1996).

Saffran et al. (1996) familiarized 8-month-old infants with a 2-minute record-

ing of a computer-synthesized voice evenly reading a continuous stream of syllables.

The stream was composed of four three-syllable nonsense words which were repeated

in random order (see Figure 4.13 for examples of the words used). The speech synthe-

sizer recited each syllable one at a time at an even tempo providing no information

about word boundaries other than the order of syllables (i.e. tu-pi-ro-go-la-bu...).
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Figure 4.14: Comparison of infant and LASR results for Saffran, et al. (1996)
Experiment 1 and 2

The only cues concerning the beginning and end of words in the stream was the

transitional probabilities between syllables which were higher between two syllables

which occurred together within a word than between two syllables which spanned

word boundaries.

On each trial of the test phase, infants were presented with repetitions of one

of four three-syllable test strings. In Experiment 1, two of the test words were the

same nonsense words which were presented during the familiarization phase while

the remaining two were three syllable non-words which contained the same syllables

heard during the familiarization phase but in a different order than they appeared

in the initial recording (see the top panel of Figure 4.13). In Experiment 2, the

test phase contrasted knowledge about words versus part-words where part-words

consisted of syllables arranged in the same order as during familiarization, with-

out directly corresponding to any of the words used to generate the familiarization

sequence (see the bottom panel of Figure 4.13).
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The results of both studies are shown in Figure 4.14 and indicate that infants

were able to discriminate words from both non-words (Experiment 1) and part-words

(Experiment 2) as reflected by longer listening times for the latter test stimuli. These

findings demonstrate the infants are able to extract information about the statistical

properties of a sequence given even a short incidental exposure to auditory stimuli.

Simulation Results

To simulate these results with LASR, each syllable was treated as a separate event

in the model. In both Experiment 1 and 2 there were 12 possible syllables, thus the

model had 12 detectors. On each simulated trial, the model attempted to predict

the next syllable in the sequence given the syllables which it had experienced so far.

Each detector’s weights were adjusted during the familiarization phase so that the

model could better predict the next syllable in the sequence.

During each trial of the the test phase, the memory register was cleared by

setting all values back to zero and the output of the correct detector was recorded

following the presentation of each syllable of the test sequence. In order to more

directly compare infant looking time and model performance, the output ok of the

correct detector for each syllable of the test sequence was summed to compute an

overall familiarity score for the test item. These familiarity scores were then related

to looking time via linear regression.

Figure 4.14 shows resulting performance of the model averaged over 1000

simulated experiments. The model also predicts increased looking time for both

non-words and part-words. The final setting of the detector weights reveal the

knowledge the model acquired during the learning phase of the experiment. The

top set of matrices in Figure 4.15 show the final weights for the model when applied

to Experiment 1. For visual comparison, the bottom set of matrices are a graphi-

cal representation of the transitional probabilities between syllables in the training
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t-1t-2

t-1t-2

Figure 4.15: The final LASR weights for the Saffran, et al. (1996) infant word
learning experiment. In the top two matricies, negative weights are darker red and
positive weights are darker blue. The weights for the t− 1 and t− 2 memory slots
are shown. The labels on the rows correspond to possible syllable outcomes at
each time slot, while the labels on the columns refer to the corresponding detector.
The bottom two matrices represent the true transition probabilities in the training
sequence. Black, grey, and white squares represent a transitional probability of 1.0,
0.33, and 0.0, respectively. Thus, the black square for the bi-da entry in the t − 1
matrix represents that da was always followed by bi in the training sequence.

sequence at lag t− 1 and t− 2. It is clear that the model weights grow to approxi-

mate the transitional probabilities between syllables a different lags in the training

sequence.

LASR provides a similar account of sequence learning in both all the simu-

lations so far considered. In each case, the model’s weight grow to approximate the

lag-n conditional probabilities in the sequence. This learning mechanism natural

picks up on complex statistical structure of the sequence and allows it to extract
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what might appear to be segmented-knowledge about the sequence. Simulations

applying RNN like the SRN show that it too can learn to differentiate between

words and part-words (Allen & Christiansen, 1996). However, the results of the

three simulation studies so far considered are overall more consistent with LASR’s

minimalist account.

4.3 Simulation 3B

While the results of Simulation 3A showed that a simple one-layer learning mech-

anism such as LASR can account for the word/non-word/part-word discrimination

ability of infants, they fail to answer perhaps a more critical question. Can such a

system actually support word learning? The challenge facing developing infants is

in isolating linguistically relevant information in a continuous speech stream. While

the discrimination procedure used by Saffran, et al. (1996) demonstrates the sensi-

tivity of infants to statistical information in that stream, we can ask a more rigorous

question of our model: given a stream of artificial speech could another (perhaps

ancillary process) use the output of LASR to “bootstrap” words from that stream?

The pattern of weights in the LASR model contain no “word-level” informa-

tion in that sense. Taken as a whole, the knowledge in the model is simply about

likely and unlikely syllable transitions. However, for infants to use this knowledge

for language at some level there must be “words.” Saffran (2001) found that older

English speaking infants trained on such artificial syllable tasks actually do treat

the some of the nonsense patterns as English words. Thus it would appear that

the resulting representations produced in the Saffran task are not limited to the

statistical properties of the input but are new processing features available for use

by other learning processes (Saffran, 2003).

In this simulation, we propose a simple memory process which builds upon

the knowledge obtained by LASR to build a small memory store of “words”. One im-
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plication being that these “words” are then free to participate in further associations

and more complex processing. The operation of this memory system is extremely

simple. We assume there is a small perceptual buffer of recently presented syllables

which acts exactly like a copy of the shift-register buffer in LASR storing the last

few syllables which were presented. On each trial, the system compares the error in

LASR’s prediction on the current trial to the prediction error the model made on

the previous trial. If this difference exceeds some threshold (τadd), then the contents

of the small perceptual buffer are stored in memory as a new “pattern” and the

buffer is reset (all events are removed from the buffer). The motivation for using

the difference in error on subsequent trials is to better isolate the natural statistical

breaks or boundaries in the sequence.

The use of the model’s error as an internally generated segmentation cue

is already enough to allow the memory system to exact words from the sequence.

However, early in training certain superflous patterns might be stored in memory

which do no correspond to words. To weed out these incidental patterns, we assume

that patterns decay on each trial. So when a pattern is first stored in memory, it

is given an activation of acti units (a positive value). On each trial, each active

pattern in memory loses 1 unit of activation. Any pattern who’s activation goes

to zero is removed from memory. Thus, if a pattern is not experience again after

acti trials it is forgotten. If the model attempts to store a pattern in memory which

already exists, it’s decay counter is reset to acti units. This simple memory store has

only two parameters: a threshold controlling when to add new patterns in memory

(τadd), and the initial activation given to each pattern when it is stored in memory

(acti).

The model was applied to Saffran et al. task exactly as described in Sim-

ulation 2A. However, now the simple pattern memory system was storing away

segmented sequences based on the segmentation information provided by LASR’s
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detectors. The model was run 100 times and the final state of it’s memory store

was examined at the end of each run. With the memory parameters (τadd=0.3,

acti=10), the model had on average 3.35 patterns in memory, 3.22 were correctly

identified words, while 0.13 were superfluous patterns. By increasing the threshold,

words are only added to memory late in learning, once the segmentation processes

has stabilized in LASR, and the model’s performance becomes flawless. Similarly,

memory constraints can be modeled by lowering acti, causing more rapid forgetting.

While not altogether surprising, this simple demonstration shows how a word

learning system could bootstrap off the knowledge acquired by LASR. An interest-

ing future direction is to explore how these two types of knowledge might interact.

For example, once the LASR system has allowed the simple memory to add a word

in memory this word might then be used as a feature for helping to segment the

sequence. Perruchet and Vinter (1998) describe a similar model called PARSER

which chunks away certain sequence patterns which then become features for seg-

menting other aspects of the sequence. The difference in the proposal put forward

here is that a simple statistical learning system is used to bootstrap more complex

learning processes.

4.4 Experiment 1A

While Simulation 1 and 2 are encouraging support for our approach, we now turn to

limitations of the model. One strong prediction that LASR makes is that subjects

are limited in the types of sequential structure they readily learn under implicit

conditions. In particular, because the model learns to predict future events as a

weighted linear function of past events, the model cannot learn sequences with a

nonlinear structure (Minsky & Papert, 1969). This limitation in the model stands

in contrast to other models of sequence learning such as the SRN.

Elman (1990) demonstrated how the SRN can learn to predict elements of a
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binary sequence defined by the following simple rule: every first and second element

of the sequence was generated at random, while every third element was a logical

XOR of the previous two.

In Experiment 1A, an extremely simple experiment was designed to test for

non-linear sequence learning in human participants. Participants were tested in

a standard two-choice SRT task. The sequential structure of events participants

responded to followed a simple rule: every first and second element of the sequence

was generated at random while every third element was a logical XOR of the previous

two. Despite being a simple rule requiring learners to maintain only two time steps

of memory for optimal performance, LASR cannot learn such a sequence. This is

because within each block of three trials there is no statistical information which

allows the model to successfully predict the outcome on the third trial. Table 4.1

shows the abstract structure of the XOR sequence. Each outcome on every 2nd

trial is paired an equal number of times with each successor outcome on every 3rd

trial (i.e. 1 is equally likely to be followed by a 0 or a 1). Thus, LASR’s weights

will remain at zero over the course of learning. Likewise, each outcome on every

1st trial is also paired an equal number of times with each outcome on every 3rd

trial. Since this is the only information that LASR uses in sequence learning, it is

unable to learn this sequence. Successful learning requires integrating information

from both time step t− 2 and t− 1 simultaneously to learn the rule (or conditional

probability) “if the last two events are the same say 0, otherwise say 1.”

4.4.1 Method

Participants

Thirty University of Texas undergraduates participated for course credit.
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Table 4.1: The abstract structure of the XOR problem. The sequential XOR prob-
lem is created by randomly sampling lines from this truth table and presenting them
to subjects one item at a time (1st, 2nd, 3rd refers to the possible outcomes on every
1st, 2nd, and 3rd trial).

1st 2nd 3rd
0 0 0
0 1 1
1 0 1
1 1 0

Apparatus and Display

The experiment was run on Pentium III computers running Microsoft windows.

Data were collected using a in-house data collection system written in Python.

Monitors had a 15 inch color CRT with a refresh rate of 16.67 ms. Response time

accuracy was recorded on the computer with approximately 10 ms accuracy.

Design and Procedure

Subjects were presented with a display consisting of the letter “Q” and the letter “P”

spaced horizontally across the center of the screen. The position of each letter was

compatible with the position of the the “Q” and “P” keys on a standard keyboard.

On each trial, a small black triangle appeared under one of the two letters. Subjects

were told to quickly and accurately press the corresponding key. Letters “P” and

“Q” were used so that responses were made on opposite ends of the keyboard helping

to avoid typing mistakes. Immediately after subjects made their response, the screen

became completely grey briefly as a cue to subjects indicating that their response

was registered by the computer. On each trial the primary variable of interest was

the reaction time between presentation of the stimulus and the subject’s response.

The experiment began with 10 practice trials giving participants experience

with the interface and task. Following the practice trials, subjects completed 5
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Figure 4.16: Left : Mean of median reaction times for Experiment 1 as a function
of item position. Right : Mean accuracy for Experiment 1 as a function of item
position. Error bars are within-subject confidence intervals computed according to
Loftus & Masson (1994).

training blocks during which they were exposed to the two-choice SRT task. Each

block consisted of 270 trials, for a total of 1350 trials. At the end of each block,

subjects were told to take a short break without leaving the computer.

Within each block, the sequence of responses was generated according to the

sequential XOR rule. Thus, starting with the first item of the block, every 1st and

2nd item was generated at random, and every 3rd item was the logical XOR of the

previous two. The basic prediction is that if subjects are able to acquire information

about this sequence, their response time should be faster to every third item relative

to their reaction time to the two random trials due to the difference in predictability.

Conversely, if subjects learn sequential material via a mechanism similar to LASR,

their response times will be roughly equal to each item in the sequence.

4.4.2 Results
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For each subject the median RT was computed for every first, second, and

third trial of the experiment. Trials in which subjects responded incorrectly were

dropped from the RT analysis (the mean accuracy was 97.2%). The first three trials

of each block were also dropped from the analysis because subjects typically have

very long RT for the first trial of each block. The median RTs for each position

averaged over all subjects is shown in Figure 4.16. A one-way repeated measures

ANOVA revealed a significant effect of sequence position on RT, F (2, 56) = 8.943,

MSe = 236.65, p < .0005. RT was faster to every third item of the sequence when

compared to the first and second item, t(28) = 3.964, p < .0004, but there was

no significant difference between positions one and two, t(28) = 0.2606, p < .8. A

similar analysis was conducted on the accuracy data, which found similar results. A

one-way repeated measures ANOVA revealed a significant effect of sequence position

on accuracy, F (2, 56) = 7.2653, MSe = 0.0003, p < .001, and accuracy was higher

to every third item of the sequence when compared to the first and second item,

t(28) = 3.383, p < .002, but there was no significant difference between positions

one and two, t(28) = 0.242, p < .82. Tests restricted to the last block of learning

replicated these findings. Taken together these results suggest that subjects are able

to anticipate the response to every third item and could indicate successful learning

of the sequential XOR structure.

A two-way repeated measures ANOVA between sequence position and learn-

ing block again revealed a significant main effect of position, F (2, 56) = 8.69,

MSe = 1130.1, p < .0006, but no reliable effect of learning block, F (4, 112) = 1.374,

MSe = 5575, p < .3, or interaction between these variables, F (8, 224) = 1.167,

MSe = 123.9, p < .4. The lack of a learning block or interaction effect suggests that

the position effect was relatively constant over the course of learning. The fact that

the position effect emerges so early in learning suggested that perhaps pre-existing

biases were influencing the results.
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1= 000

2= 011

3= 101
4= 110

Figure 4.17: Mean of median reaction times for Experiment 1a as a function of both
item position and truth table triad.

To explore this idea, mean of median RT was examined for each of the four

possible triads (i.e., the rows of Table 4.1) separately. Figure 4.17 shows the RT

position effect for each triad. It is clear that some triads show the desired learning

effect (with acceleration to the third item), while others don’t. Of particular interest

is the fact that the 000 triad and 101 triad show strong facilitation in the direction

of increased RT on the third trial while triads 110 and 011 do not. However, in

the 110 and 011 sequences, RT drops on the second repeated element (the second

item in 110 and the third element of 011). One interpretation of this qualitative

finding is that participants are faster when they have to repeat the same item twice

or alternate.

Figure 4.18 shows another, richer way of looking at this pattern. To unpack
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Figure 4.18: Mean of median reaction times for Experiment 1a as a function of the
previous two elements and as a function of where this occured with respect to the
XOR sequence (see text for description).

what is depicted in the figure, first consider the x-axis ignoring the connected triplets

plotted in the graphs. The x-axis represents all possible binary sequences of length

3 from left to right. The left-most tick mark on the axis denotes RT to a ’0’ when

the previous two elements were also ’0’ (hence it is denoted 000). The point to it’s

immediate right represented RT to a ’1’ when the previous two elements were a ’0’

(denoted 001). Similarly, to it’s immediate right, is a marker denoting RT to a ’0’

when the previous two elements were a ’0’ then a ’1’ (denoted 010). Thus, the graph

show RT separately for all possible triads of length 3.

Now, consider the connected data points above each of these markers. Each

successive point from left to right in these triads represents where in the experi-

menter defined structure the data come from. Remember, the sequence shown to

subjects was created by first presenting two random elements, followed by a third

which is the logical XOR of the previous two. We can call these three experimenter

defined positions slot 1, slot 2, and slot 3, where slot 3 is always the XOR of the
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previous two. Notice that although the sequence 000 follows the XOR rule from

Table 4.1, it appears in the actual sequence in many different places. Sometimes

the triad is formed incidentally when two XOR truth table rows are concatenated.

Because of this, sometimes the triplet 000 ends in what we are calling slot 1, other

times in slot 2, and still other times it appear in slot 3 following the rule used to

create the sequence. Thus, the connected data points above each marker show how

RT changes depending if the triplet it represents ends in slot 1, slot 2, or slot 3.

Consistent with this markers 001, 010, 100, and 111 have only two data points.

This is because what would be represented by their third point never appears in the

sequence (i.e., 001 is not the logical XOR of the previous two elements, so it never

appears in slot 3, but may appear in slots 1 or 2).

With this in mind we can now look at the patterns in the data in a powerful

way. For example, we can see that triplets 000, 001, and 100 are faster than all other

triplet regardless of if they follow the XOR rule, or appear incidentally elsewhere in

the sequence. This figure clearly shows then that RT facilitation in the task has little

to do with learning the structure of the task, but with particular biases for repetition

and alternation because RT facilitation is independent of the experimenter-defined

structure of the sequence. We will return to discussion of this figure in Simulation

4.

A post-experimental survey confirmed that subjects were often explicitly

aware of runs and alternations of events. Twenty-seven of the thirty tested subjects

successfully completely a post-experimental survey which asked them if the sequence

of choices “seemed random to them” and if so asked them to try to describe the

sequence. Subjects responses were coded into four categories based on the types

of response given: (1) no detectable pattern, (2) pattern or structure was changing

during the course of the experiment, (3) difficult to say for sure, or (4) yes there was

a pattern. Most subjects felt there was no detectable pattern (59%), while a few felt
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that the computer or experimenter was changing the pattern over the course of the

experiment (26%). Three (11%) subjects felt it was difficult to say for sure if there

was a pattern while only one subject claimed there was a pattern to the sequence

but was unable to describe it. Perhaps surprisingly, no subjects reported anything

close to the actual rule which generated the sequence. When asked to describe the

sequence, fourteen of the twenty-seven subjects gave descriptions of the sequence

in terms of runs or alternations. Common responses were “it seemed that P was

repeated a lot then followed by a back and forth and a short repetition of Q”, or “it

would show P several times then switch to a Q.”

4.4.3 Discussion

The results from Experiment 1A provide some interesting results concerning the

validity of the LASR model. On one hand, subjects are to be able to differentially

accelerate their RT to every third item of a sequential XOR task. However, on

further analysis it was shown that this RT facilitation was a result of specific biases in

response which favored repetition and alternation of stimuli. Sequence items which

contained runs and alternations showed the RT facilitation which was independent of

the structure of the sequence. In addition, the fact that more than half of the tested

subjects reported runs and alternations as a salient sequence feature suggests that

perhaps other processes other than learning are operating in this task. Response bias

toward runs and alternations is a well established effect in the probability learning

literature (Jarvik, 1951; Nicks, 1959) and in RT measurement (Soetens, Boer, &

Hueting, 1985).

4.5 Experiment 1B

Experiment 1A failed to convincingly show learning of the sequential XOR structure

in an SRT task. However, to test the generality of this finding, the experiment was

87



also run as a sequence prediction task (i.e. probability learning). There is some

reason to believe that prediction tasks might engage more active hypothesis testing,

so it may be that the sequential XOR prediction task will demonstrate learning

where the SRT XOR task does not.

Instead of simply responding to each stimulus as it appeared on the screen,

participants were asked to predict the next element of the sequence on each trial and

were given feedback. The structure of the events was identical to Experiment 1A

(i.e. randomized rows sampled with replacement from Table 4.1). Thus, 1/3 of the

element in the sequence were completely predictable based on the identity of the

previous two items. Higher than chance (50%) accuracy on the third position of the

sequence was taken as evidence of learning.

4.5.1 Method

Participants

Seventeen University of Texas undergraduates participated for course credit.

Apparatus and Display

Same as Experiment 1A.

Design and Procedure

As in Experiment 1A, subjects were presented with a display consisting of the letter

“Q” and the letter “P” spaced horizontally across the center of the screen. The

position of each letter was compatible with the position of the the “Q” and “P”

keys on a standard keyboard. On each trial, participants were asked to predict

which of the two options would be correct on the next trial. The screen did not

change until participants made a response, after which they were provided feedback
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if their guess was correct or incorrect. The primary variable of interest was accuracy

on every third trial.

The experiment began with 10 practice trials giving participants experience

with the interface and task. Following the practice trials, subjects completed 3

training blocks during which they were exposed to the two-choice prediction task.

Each block consisted of 270 trials, for a total of 810 trials. At the end of each block,

subjects were told to take a short break without leaving the computer.

4.5.2 Results

Average accuracy on the prediction task across all subjects was 49% which was

not significantly different than chance (t(16) = 0.3261, p < .75). A one way, re-

peated measures ANOVA across all the positions in the sequence was not significant

(F (2, 14) = 0.99, MSe = 0.0011, p < .38). Accuracy on position three did not differ

significantly from chance (t(16) = 1.5167, p < .14, 95% CI = (0.488, .568)).

4.5.3 Discussion

Subjects appear to be unable to explicitly predict the XOR sequence better than

chance within 810 trials. While being a relatively simple sequence, it is difficult

to learn without some idea of the appropriate segmentation. This segmentation is

possible only by extracting second-order conditional probabilities, which LASR is

unable to do. Since only 1/3 of the trials were predictable, it also was unlikely that

hypothesis testing would be successful. We expect with extensive training we might

be able to demonstrate evidence of learning, but these results should be considered

in contrast to the other sequential learning situations considered so far. For instance,

in the Saffran, et al. (1996) task, infants who were incidentally exposed to a 2 minute

recording of a stream of syllables were able to uncover the structure of the sequence.

We have shown that even when subjects are engaged in active prediction of the next
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trial in a probability learning task, their performance is poor on the sequential XOR

task. Taken together with the results of Experiment 1A, we suggest that statistical

learning processes may not naturally extract such information.

4.6 Simulation 4

The evidence in support of sequential learning of non-linear structures are tenuous

given the results of Experiment 1A and 1B. However, it’s worth considering in

more detail the somewhat surprising finding in Experiment 1A. At the outset of

the experiment, we predicted that learning of the sequence would be demonstrated

by increased reaction time to predictable elements of the sequence (every third

element). However, on further analysis we found that while RT was in fact faster

to predictable element of the sequence, this was more likely due to sequential biases

which favor repetitions and alternations.

This finding has interesting implications for models of sequential learning.

For example, when applying the SRN to sequential choice data, many authors use

was is known as the Augmented-SRN (Cleeremans & McClelland, 1991; Cleeremans,

1993; Jones & McLaren, 2001). The Augmented SRN is a standard SRN network

with what are called fast-weights. Fasts-weights are a separate set of weights in

the model which have a higher learning rate associated with them, but which decay

quickly over time. On each trial, both sets of weights are updated, and when

generating predictions, the current value of each set are added together to form a

single weight. Thus, there is one slow moving, gradual component to the weights,

and another fast moving, but quickly decaying component. This modification was

introduced by Cleeremans (1993) to account for sequential effects in SRT choice

data.

To assess the contribution of fast-weights in a sequential learning algorithm,

we added fast-weights to the LASR model and replicated the simulation showing that

90



Figure 4.19: Top panel : Mean of median reaction times for Experiment 1a as a
function of the previous two elements and as a function of where this occured with
respect to the XOR sequence (see text for description). Bottom Panel : LASR’s
response averaged in the same way.

LASR cannot learn the sequential XOR problem (Simulation 3). Fast weights were

implemented in LASR exactly as in the Augmented SRN, with two sets of learning

weights and a parameter which controls the rate of decay for the fast weights. Here,

unlike in Simulation 3, the LASR model shows facilitation to the third element

of each sequence. Figure 4.19 compares LASR’s response to human responses as a

function of triplet (as described in Experiment 1A). The human results are replicated

from Figure 4.18 for comparison. The model does a remarkable job of accounting
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for patterns observed in the human data given this single additional assumption.

The results of Simulation 4 were surprising, and brings up an important point

concerning sequential learning studies. On one level it provides convincing evidence

that, as far as modeling goes, fast-weights (as proposed by Cleeremans) may be an

important component of a model in allowing to account for human data. However,

it is important to differentiate between sequential learning, and sequential effects.

As this simulation clearly shows, an architecture which a-priori can not learn a

sequence, may demonstrate something that looks like learning given the assumption

of a rich set of adaptive biases (fast-weights). This additional set of assumptions

can obscure the contribution that the basic learning algorithm provides in explaining

the data. We will take this point up again in the Proposed Work section, but to

foreshadow, in many cases where the SRN has been used to account for human

reaction time data, the addition of fast weights has been shown to considerably

increase the amount of variance accounted for by the model (Cleeremans, 1993). In

the Simulation 6 section we consider if the addition of these extra assumptions in

the model go further in explaining the data than does the learning component of

the SRN algorithm itself.

4.7 Experiment 2

In light of the detailed data analysis and results of Simulation 4, learning of the

sequential structure of the task was confounded by other salient sequence features

such as repetitions and alternations. In order to more clearly test the limitations

of LASR the model, Experiment 2 was designed to test the predicted limitation of

the learners with a sequential XOR task which does not contain runs of particular

events.
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Display

Keyboard

Figure 4.20: Task set up for Experiment 2.

4.7.1 Method

Participants

Twenty-five University of Texas undergraduates participated for course credit.

Apparatus

The apparatus was the same as that used in Experiment 1.

Design and Procedure

Like Experiment 1A, the sequence of response cues used during the learning phase

was generated according to the sequential XOR rule. However, to prevent runs of

events, the two choice XOR task of Experiment 1 was expanded into a six choice

task. Table 4.2 shows the abstract structure of the six-choice XOR task. For each

subject, the values of the numbers in Table 4.2 were randomly assigned to the

six possible response location/colors. The rows of Table 4.2 were concatenated
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Table 4.2: The abstract structure of the six-choice sequential XOR problem. The
sequential XOR problem is created by randomly sampling lines from this truth
table and presenting them to subjects one item at a time (1st, 2nd, 3rd refers to the
possible outcomes on every 1st, 2nd, and 3rd trial).

1st 2nd 3rd
1 3 5
1 4 6
2 3 6
2 4 5

randomly to create the response sequence. Notice that in this new task, no single

response will ever repeat on successive trials nor there are any alternations between

successive stimuli. However, this new sequence has the same statistical structure as

the original XOR task (i.e., each outcome on every 1st and 2nd trial is equally likely

to be followed by either of two possible events on every 3rd trial). LASR can learn

that outcome 3 and 4 are equally likely on every 2nd trial, but it will not be able to

improve prediction on every third trial. In contrast, a learning mechanism (such as

the SRN) which is capable of learning nonlinear sequences could, for example, learn

that event 5 always follows events 1-3 and that event 6 always follows events 1-4.

The task set up is show in Figure 4.20. On each trial, subjects were presented

with a display showing six colored circles arranged horizontally on the screen. The

color of each circle was the same for each subject and from left to right was blue,

green, brown, red, yellow, and purple. Colored stickers which matched the color

of the circles on the display were placed in a row on the keyboard which matched

the display (i.e., six adjacent keys were color-coded to match the display). On each

trial, a small black circle appeared under one of the colored circles. Subjects were

instructed to quickly and accurately press the corresponding colored key. Subjects

were instructed to use only a single hand in generating their response. After subjects

made their response, the screen went completely grey for a response-stimuli (RSI)

of 80 ms. During the RSI all further responses were ignored by the computer. The
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primary variable of interest was again the time between presentation of the stimulus

and the subject’s response.

The experiment began with 10 practice trials, allowing participants to get

used to the interface. Following these practice trials, subjects completed 5 training

blocks during which they were exposed to the 6-choice XOR task described above.

Each training block consisted of 270 trials for a total of 1350 trials. At the end

of each block, subjects were shown a screen displaying their percent accuracy for

the last block and were told to take a short break without leaving the computer.

Following the 5th learning block, subjects were given 90 transfer trials in which the

structure of the sequence was generated at random.

The prediction follows that of Experiment 1A: if subjects’ learning mecha-

nism is similar to LASR, then their reaction time should be the same on average

to all three sequence positions. In contrast, if subjects can naturally combine infor-

mation from two past events while learning, they should demonstrate faster RT to

every third item relative to every 1st and 2nd item.

4.7.2 Results

For each subject the median RT was computed for every first, second, and third trial

of the first 5 learning blocks of the experiment. The first three trials of each block and

any trials in which subjects responded incorrectly were dropped from the analysis

(see the Results section of Experiment 1). Mean accuracy was 98.2%. Figure 4.21

shows the mean of RT medians for each position across all subjects. A one-way

repeated-measures ANOVA revealed no significant effect of sequence position on

RT, F (2, 48) = 0.4474, MSe = 750.0, p > .6. Furthermore, no significant differences

were obtained between every third item when compared to the first and second item

t(24) = 0.725, p > .45, and there were no differences between positions one and two

t(24) = 0.614, p > .5. In contrast to Experiment 1a, subjects do not show learning
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Figure 4.21: Left : Mean of median reaction times for Experiment 2 as a function
of item position. Right : Mean accuracy for Experiment 2 as a function of item
position. Error bars are within-subject confidence intervals computed according to
Loftus & Masson (1994).

of the sequential XOR structure in this task. Similar results were found for the

accuracy data as well with no significant differences between each position in the

task, F (2, 48) = 0.3243, MSe = 4e− 5, p > .7.

However, there is another kind of sequential structure in this task. On each

trial only two out of the six possible responses/colors are possible. For example, on

every second trial either event 3 or 4 occurs (so for example every 2nd trial might

be blue 50% of the time and green 50% of the time for a particular subject). It is

possible that subjects could learn this probabilistic sequence of possible response lo-

cations occurring on each trial independent of learning the sequential XOR structure.

Figure 4.22 shows mean of median reaction time for each block in the experiment

including the random transfer block. In each learning block, subjects respond pro-

gressively faster to the sequence which was confirmed by a two-way ANOVA with

training block as a repeated measure variable, F (4, 96) = 12.332, MSe = 25356,

p > .00001. However, there was a significant 43.16-ms increase from the last learn-
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Figure 4.22: Left : Mean of median reaction times for Experiment 2 as a function of
learning block and the psuedo-random transfer block (marked with a grey vertical
line). Right : Accuracy for each block of Experiment 2. Error bars are standard
errors of the mean.

ing block (block 5) to the random transfer block, t(24) = 4.2319, p < .0003. Simi-

larly, subjects accuracy improves in the transfer block, t(24) = 1.3013, p > .2. This

finding suggests that despite the fact that subjects did not demonstrate learning

of the sequential XOR task, they were sensitive to the probabilistic structure of

the sequence and were able to use this information to anticipate which event would

occur on certain trials. It’s interesting to note that when the sequence changed in

Block 6, accuracy actually increased rather than decreasing (reflecting more errors).

However, the change in the sequence may have been so salient to participants that

when it changed in the last block, they slowed down and had to be more careful

responding (basically refreshing the challenge and motivation of the task).

The same post-experimental surveys given in Experiment 1A were also given

to subjects in Experiment 2. Twenty-four out of the twenty-five subjects successfully

completed the survey (one subject was not given the survey due to experimenter

error). Ten out of the twenty-four (37%) subjects reported that the sequence was
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completely random, while another 10 (37%) felt that the structure of the sequence

was changing during the experiment. Interestingly, only two subjects noticed and

reported a change in the sequence in the final transfer block. The remaining four

subjects (15%) reported that the sequence did have a pattern to it.

Twelve subjects reported specific runs of sequences such as “yellow, blue,

green, brown”. These responses were further categorized according to if the runs or

sequences they reported were segmented correctly (i.e., followed the XOR structure).

Since the sequences were generated by concatenating the rows of the truth table show

in Table 4.2, it is possible for subjects to detect patterns which cross rows of the

table. An example from Table 4.2 would be the pattern 6,1,3. This pattern appears

randomly in the sequence but is not part of the XOR structure. Furthermore,

knowledge this sub-sequence should not impact response anticipation since given

6,1 it is equally likely that the next event is either a 4 or a 3. Any reported sequence

which would allow for correct anticipation on the third event slot was considered

correctly segmented. Four of the twelve subjects reported sequences of this type.

One subject correctly reported 3 out of the four rows of the truth table. The

remaining three reported long sequences of events which correctly included one or

two rows of the truth table. The eight remaining subjects reported runs that were

segmented incorrectly (i.e. sequences the subjects found salient but which were of

little predictive value).

4.7.3 Discussion

In contrast to the results of Experiment 1A, subjects did not demonstrate RT fa-

cilitation to the third position of the sequential XOR task in Experiment 2. One

explanation of this is that subjects in Experiment 1A made use of runs and alter-

nations of events in supporting their performance. Experiment 2 was designed to

eliminate runs and alternations from the sequence. The fact that the RT effect dis-
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appeared in Experiment 2 seems supportive of our interpretation of the results of

Experiment 1A that no real learning occurred.

The results of the post-experimental surveys in Experiment 2 suggest that

subjects were generally unaware of the structure of the task. Only four subjects

explicitly reported partial information about the structure of the sequence which

would have facilitated their prediction of every third stimulus element. The remain-

ing subjects seemed to learn a few incidental patterns which were of little predictive

value.

It is important to note that subjects did show some sequence learning in

Experiment 2. In particular, subjects learned the probabilistic pattern of sequence

elements at each time step. When transfered to a completely random sequence their

reaction time increased suggesting that some feature of the original sequence was

learned. The fact that there was some sequence learning the Experiment 2 suggests

that our failure to find a XOR learning effect was not simply a function of task

complexity. Even when faced with more choice options, subjects were able to learn

about the frequency of events occurring at different times in the sequence.

Taken together, these results provide support for the LASR model. Unlike

more complex models such as the SRN, LASR predicts that learning non-linear as-

pects of a sequence should be difficult and might rely on explicit strategies such as

chunking, hypothesis testing, or guessing. In contrast to other experiments where

subjects passively induced the statistical structure of the sequence, subjects in Ex-

periments 1 and 2 demonstrated no sensitivity to the non-linear statistical structure.

On the other hand, the pattern of results reported in Experiment 2 are directly pre-

dicted by LASR. As demonstrated in Simulation 2 of Saffran, et al. (1996), LASR’s

learning mechanism is able to learn the probabilistic transitions between sequence

elements. Thus, LASR can learn that event 2 or 3 is more likely to follow event 0 or

1. As a result, LASR’s can successfully predict an increase in RT during the trans-
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fer block of Experiment 2 as it encounters stimuli transitions not observed in the

learning phase of the experiment. However, despite this learning effect, the model

predicts no learning of the XOR component of the sequence.

4.8 Experiment 3

The results of Experiment 1 and 2 are encouraging support for the limited nature

of sequential learning predicted by LASR. However, participants may have had low

motivation given the repetitive nature of the task. Second, the testing procedure

for pilot Experiment 1A and 2 differed in a number of way which might make direct

comparison difficult. In contrast to Experiment 1A, in Experiment 2 participants

were given feedback about their accuracy during learning, the experiment included

psuedo-random transfer blocks, and the visual stimuli used during training differed

from Experiment 1. In addition, the inter-trial interval differed between Experi-

ment 1 and 2. Research assessing the effect of ITI on RT in sequential tasks reveal

that repetition effects are moderated with ITI’s of about 150-200ms (Soetens et al.,

1985). Thus, the short inter-trial interval in Experiment 1A, may have contributed

to the strong recency effects observed.

To correct these issues, and to increase the likelihood of detecting a poten-

tially small learning effect, Experiment 3 was conducted which allows for direct

comparison between the conditions in Experiment 1A and 2. In addition, more

controls were put in place to help motivate subjects to attend to the task.

4.8.1 Method

Participants

Seventy-nine University of Texas undergraduates participated for course credit.
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Apparatus

The apparatus was the same as that used in Experiment 1 and 2.

Design and Procedure

Subjects were randomly assigned to one of three conditions: a 2-choice XOR tasks

(2C), a 6-choice XOR task (6C), and a 6-choice XOR control task (6CC). Twenty-six

subjects participated in each condition. In the 2C condition, subjects were given a

two-choice SRT task (similar to Experiment 1A). The screen display (using colored

circles) was adapted from that used in Experiment 2 but instead of six choice options

there were only two. In contrast, subjects in the 6C and 6CC conditions were given

a six-choice SRT experiment identical to Experiment 2.

As in Experiment 2, colored stickers which match the color of the circles on

the display were placed in a row on the keyboard in a way compatible with the

display. However, the mapping from the abstract structure shown in Table 4.1 and

Table 4.2 varied between participants subject to some constraints (to avoid spatial

arrangements of button mappings which might be very obvious to the participant

such as all patterns in the experiment moving from left to right).

Subjects were instructed to use both hands during the experiment. In the

2C condition, subjects used the pointer finger of each hand in making each response.

In the 6C and 6CC conditions, subjects were instructed to use one of three fingers

(ring finger, middle finger, and pointer finger) of each hand when making responses.

Participants were shown a diagram about how to arrange their fingers on the key-

board which was identical to normal typing position (each finger mapped to one

key from left to right). Thus, the ring finger on the left hand was used to press the

left-most button, while the ring finger on the right hand was used for the right-most

button.

Prior to the start of the experiment, subjects in all conditions were told that
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they could earn a cash bonus for their participation in the experiment. Subjects were

told that they would earn a small amount of money for each fast response they made,

but that they would loose a larger amount of money for every incorrect response, so

accuracy was overall better than excessive speed. Subjects earned 0.0004 cents for

each reaction time under 400 ms (2C) or 600 ms (6C and 6CC), but lost 0.05 cents

for each incorrect response. At the end of each block of the experiment, participants

were shown how much money they earned so far, and their performance for the last

block. Subject typically earned around a $3-4 bonus.

On each experimental trial, a small black circle appeared under one of the

colored circles on the display. Subjects were instructed to quickly and accurately

press the corresponding colored key on the keyboard. After subjects made a re-

sponse, the screen went blank for a RSI of 150 ms. During the RSI all further

responses were ignored by the computer. If the response the subject made was in-

correct an auditory beep was signaled in their headphones. Rather than providing

specific feedback, the auditory feedback allowed subjects to assess when they were

making errors. At the beginning of each block of trials was between 3-6 random

trials (the actual number was chosen at random). These trials were put in place to

discourage trial counting in the block. This way every third, predictable trial was

not necessarily the third trial in the block. These random trials were dropped from

all analyses.

Prior to the start of the experiment, subjects were given three practice blocks

consisting of 30 trials each. After completing 10 training blocks (consisting of 90

trials each), participants were given two transfer blocks (180 trials total). After the

two transfer blocks in each condition, the sequence returned to the original training

sequence for an additional 3 blocks for a total of 15 blocks in the experiment (or

1350 trials). The structure of the transfer blocks depended on which condition the

subject was assigned to. In the 2C condition, participants were transfered to a
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Table 4.3: The abstract structure of the transfer condition used for the 6-choice
XOR condition. The sequence is constructed by concatenating the rows of this
table in random order and presenting them one at a time to subjects.

1st 2nd 3rd
1 3 5
1 4 6
2 3 6
2 4 5
1 3 6
1 4 5
2 3 5
2 4 6

pseudo-random sequence. In the 6C condition, participants were transfered to a

new sequence constructed by concatenating the rows of Table 4.3 in random order.

Notice that Table 4.3 includes all the rows from Table 4.2, along with 4 new rows

in which the third element of each subsequence is flipped (for example, the transfer

set includes both 135 and 136). This manipulation is analogous to the pseudo-

random sequence in the 2C condition, because only the critical predictable sequence

element (position 3) is changed during transfer. In the 6CC condition, participants

were transferred to a sequence constructed by randomly concatenating the rows of

Table 4.4. Notice that in this sequence, the first 4 items are the same as used

during training, while the 4 new items have exchanged to columns (i.e. positions 2

and 3). In this condition, during transfer subjects experienced transitions between

colors which were not in the training set (i.e. ’blue’ might be followed by ’green’

in transfer while it never appeared in that order during training). This transfer

condition is analogous to the transfer block used at the end of Experiment 2 and

tests for learning of the probabilistic color sequence used in the 6-choice XOR task,

in contrast to condition 2C and 6C which test learning of the higher-order non-linear

component.

Following the 15 blocks of the SRT task, participants were given a short test
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Table 4.4: The abstract structure of the transfer condition used for the 6-choice
XOR control condition. The sequence is constructed by concatenating the rows of
this table in random order and presenting them one at a time to subjects.

1st 2nd 3rd
1 3 5
2 4 5
1 4 6
2 3 6
1 5 3
2 5 4
1 6 4
2 6 3

phase which assessed their explicit knowledge of the sequence. On each trial of this

phase, a triplet from the training sequence was chosen at random. Subjects were

shown the first two sequence element from this row (corresponding to position 1 and

position 2) and were asked to predict which third element would follow. The test

cycled through the four triplets 3 times for a total of 12 judgements.

4.8.2 Predicted Results

Before discussing the results, it is useful to consider the predicted results from each

of the models considered. Figure 4.25 and 4.26 show the pattern of results predicted

by each model in Experiment 3. The Jordan network, Buffer network, and SRN all

predict increased reaction time during the transfer blocks for all conditions of the

experiment. In addition they all predict faster RT to the third (predictable) position

of each sequence relative to the first. In contrast, the LASR and LATAR models

do not show learning in the 2C or 6C condition, but do predict a slow down in RT

in the 6CC condition. Both LASR and LATAR predict no facilitation for the third

sequence position relative to position 1 and 2. The results of Experiment 1 and 2

so far favor the pattern of results predicted by LASR.
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6C

6CC2C

Figure 4.23: Left : Mean of median reaction times for Experiment 3 as a function
of training block for the 2C condition. Right : Mean of median reaction times for
Experiment 3 as a function of training block for the both the 6C (purple) and 6CC
(blue) condition. Error bars are standard errors of the mean.

4.8.3 Results

For each subject the median RT was computed for every block of learning. Any

trial in which subjects responded incorrectly were dropped from the analysis. Mean

accuracy was 96.9% in condition 2C, 97.8% in condition 6C, and 96.4% in condition

6CC. This compares well with the accuracy reported in Experiment 1A (97.3%) and

Experiment 2 (98.2%) suggesting the extra incentive of bonus cash had little extra

improvement on subject’s performance in the task. Figure 4.23 shows the mean of

median RT for each block of learning. Of particular interest for assessing learning

is if (according to the predictions of the Jordan network, the Buffer network, and

the SRN), RT increased during the transfer blocks (blocks 11 and 12). In order to

assess this learning effect, we computed a pre-transfer, transfer, and post-transfer

score for each subject by averaging over blocks 9 and 10 (pre-transfer), 11 and 12

(transfer), and 13 and 14 (post-transfer) for each condition in the experiment.
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In condition 2C, a one-way repeated measures ANOVA with block type (pre-

transfer, transfer, post-transfer) as a repeated measure variable revealed a significant

effect of block type, F (2, 50) = 3.573, MSe = 259.4, p < .04. Planned compar-

isons revealed no significant difference between the pre-transfer and post-transfer

RT compared with RT during the transfer phase, t(25) = 0.963, p > .34 or between

the pre-transfer and transfer score, t(25) = 0.472, p > .6 (M= 356 ms, 354 ms, and

350 ms, respectively). Thus, subject did not slow down during the transfer blocks

relative to the surrounding blocks and, in fact, were about 2 ms faster on average.

The ANOVA test captures the general improvement in RT across the three block

types. Similar results were found with the accuracy data with no significant dif-

ferent between pre-transfer and post-transfer when compared to the transfer blocks

(t(25) = 0.13, p < .9) or between the pre-transfer and transfer blocks (t(25) = 0.51,

p < .62). Error rates for each block type were 3.2%, 3.4%, and 3.5%, respectively.

These results replicate the findings in Experiment 1, where in a two-choice SRT

sequential XOR task, subjects showed no evidence of learning.

Likewise in condition 6C, a one-way repeated measures ANOVA with block

type (pre-transfer, transfer, post-transfer) as a repeated measure variable revealed a

significant effect of block type, F (2, 50) = 9.98, MSe = 1511.5, p < .0003. However,

planned comparisons revealed no significant difference between the pre-transfer and

post-transfer RT compared with RT during the transfer phase, t(25) = 1.6202,

p > .11 or between the pre-transfer and transfer score, t(25) = 1.26, p > .21 (M=

514 ms, 510 ms, and 499 ms, respectively). Thus, like in the 2C condition, subjects

did not slow down during the transfer blocks relative to the surrounding blocks

and, in fact, were about 4 ms faster on average. The ANOVA test captures the

general improvement in RT across the three block types. Similar results were found

with the accuracy data with no significant different between pre-transfer and post-

transfer when compared to the transfer blocks (t(25) = 0.56, p < .6) or between the
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pre-transfer and transfer blocks (t(25) = 0.96, p < .34). Error rates for each block

type were 2.5%, 1.9%, and 1.7%, respectively. These results replicate the findings

in Experiment 2, where in a two-choice SRT sequential XOR task, subjects showed

no evidence of learning.

Finally in condition 6CC, a one-way repeated measures ANOVA with block

type (pre-transfer, transfer, post-transfer) as a repeated measure variable revealed

a significant effect of block type, F (2, 50) = 38.722, MSe = 10864, p < 6e − 11.

Planned comparisons revealed a significant difference between the pre-transfer and

post-transfer RT compared with RT during the transfer phase, t(25) = 7.16, p <

.2e − 7 and between the pre-transfer and transfer score, t(25) = 7.16, p < .01

(M= 510 ms, 532 ms, and 490 ms, respectively). Unlike condition 2C, subjects

did slow down during the transfer blocks relative to the surrounding blocks (by

about 22 ms). Similar results were found with the accuracy data with a significant

difference between pre-transfer and post-transfer when compared to the transfer

blocks (t(25) = 2.494, p < .01). Error rates for each block type were 3.4%, 4.1%,

and 3.0%, respectively. Subject’s accuracy thus dropped along with RT during the

transfer blocks. Overall, each of these results is consistent with the findings in

Experiment 1 and 2.

Following the 15 SRT blocks, participants were given a short test phase which

assessed their explicit knowledge of the sequence. In the 2C condition, subjects were

slight better than chance at predicting the next element of the sequence explicitly

(average accuracy in the test phase was 60.4% which was significantly better than

chance, t(25) = 5.67, p < .001). However, a per-item analysis reveal that subjects

were not better than chance on any triplet except the triplet for repetition [0,0,0].

For all other items subjects performed at chance (tested using an adjusted alpha

level). Subjects in the 6C condition were also slightly better than chance at pre-

dicting the next sequence element (accuracy was 31.7% which was also significantly
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better than chance (1/6), t(25) = 3.69, p < .001). Similarly, in the 6CC condi-

tion, accuracy was 29.4% in the prediction phase which was better than chance,

t(25) = 3.59, p < .001. However, overall subjects were not very good a predicting

elements, with only 9/52 subjects getting above 50% accuracy in the 6C and 6CC

conditions (i.e. only 9 subjects correctly identified 2 or more triplets consistently).

The results suggest that subjects were generally unaware of the specific structure of

the task.

4.8.4 Discussion

The results of Experiment 3 extend the findings of Experiment 1 and 2. In particular,

testing a separate set of subject under new conditions finds similar results. Subject

show increased reaction time during the shift blocks only in the 6CC condition.

There is no evidence of a change in either RT or accuracy during the shift blocks

for the 2C and 6C conditions. These results stand in contrast to the predictions

of the SRN, the Buffer network, and the Jordan network which are described in

this section. Overall subject do not seem to be able to acquire information about

a sequential XOR sequence over the course of a single experiment. However, these

findings are consistent with the LASR and LATAR model.

4.9 Experiment 4

One criticism of the experimental procedure in Experiment 3 is that subjects are

given a single training session. As reported in a few of the simulation studies,

it is somewhat common in the SRT literature to train participants for multi-day

sessions on complex materials. To address this potential criticism of the null finding,

Experiment 4 involves a small number of paid subjects who are trained on the same

sequences in Experiment 3 for several days.
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4.9.1 Method

Participants

Eight members of the University of Texas community voluntarily participated.

Apparatus

The apparatus was the same as that used in Experiment 1 and 2.

Design and Procedure

Experiment 4 used identical testing procedure to Experiment 3 however only condi-

tion 2C and 6C were tested. Subjects completed 8 training sessions over the course

of 4 days (2 sessions per day). Each session consisted of 15 blocks made up of 90 tri-

als each. In the first four sessions, all blocks were based on the training sequence for

condition 2C and 6C (the abstract structure shown in Table 4.1 and Table 4.2). In

the last four session, blocks 11 and 12 were transfer blocks constructed as described

in Experiment 3 (based on a random sequence in the 2C condition and Table 4.3 in

the 6C condition).

On the first session of the first day, subjects were given instruction and

practice trials as described in Experiment 3. On subsequent training sessions, the

experiment began after a short reminder about the positioning of the fingers on the

keyboard. Due to scheduling constraints one subject failed to complete the final

session (session 8) however the data they did complete was included in the below

analyses.

4.9.2 Results

Figure 4.24 shows the difference between the mean RT during blocks 9 and 10 (i.e.

transfer blocks) and the mean RT during pre- and post-transfer blocks (9,10,13, and
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Figure 4.24: Left : Difference between mean RT during transfer blocks (11 and 12)
(red curve) and pre- /post- transfer blocks (9, 10, 13, and 14) (black curve) as a
function of training session for the 2C condition. Right : Difference between mean
RT during transfer blocks (11 and 12) (red curve) and pre- /post- transfer blocks (9,
10, 13, and 14) (black curve) as a function of training session for the 6C condition.

14) for each session. Note that in sessions 1-4 the transfer blocks were identical to

the training blocks. Starting in session 5, the transfer blocks changed. The results

clearly show a growing difference between transfer blocks and training blocks in

sessions 5-8 for both the 2C and 6C conditions. In session 8 of the 2C condition,

RT is a full 13.875 ms slower to the transfer block than to the surrounding blocks.

Similarly, in the 6C condition, RT is 91 ms slower in the transfer blocks in session 8.

A one-way repeated measures ANOVA on the difference scores in the first half of the

experiment compared with the second half revealed a significant effect of transfer

block for the 2C condition, F (1, 27) = 4.51, MSe = 416.88, p < .05. Similarly,

there is a significant different between the difference scores in the first half of the

experiment and the last half for the 6C condition, F (1, 26) = 11.8, MSe = 36492,

p < .002.
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4.9.3 Conclusions

The results of Experiment 4 show that when given considerable amount of training,

subjects are able to demonstrate learning both the 2C and 6C sequential learn-

ing tasks. While this results is expected, it contrasts the with predictions of the

LASR model. Even after extensive training the unmodified LASR model predicts

no learning of sequential XOR structures.
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Figure 4.25: Left : Predicted RT as a function of learning block in Experiment 3 (all
conditions). Right : Predicted RT as a function of sequence position in Experiment
3 (all conditions).
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Figure 4.26: Left : Predicted RT as a function of learning block in Experiment 3 (all
conditions). Right : Predicted RT as a function of sequence position in Experiment
3 (all conditions).
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Chapter 5

Discussion

The simulations and experiments presented here provide new insight into human

sequence learning behavior. In this dissertation, five models of sequential learning

were tested in their ability to account for a wide range of human learning phenom-

ena. Each model makes separate assumptions about the representation and learning

processes which underly human sequence learning. The results of the reported sim-

ulations and experiments support a description of implicit sequence learning as a

limited process based on a memory substrate composed of distinct traces.

Simulation 1 explored sequence learning behavior in the SRT task originally

conducted by Lee (1997) and replicated by Boyer, Destrebecqz, and Cleeremans’

(1998). Despite the fact that the model has no mechanism for parsing or “chunking”

sequence elements, LASR is able to account for the major findings. In addition,

the model correctly predicts that subjects’ reaction time should be based on the

lag separating two identical events and that subjects need no knowledge of the

partitioning of the stimuli into groups of 6. Other models compared in this task

also do an adequate job of accounting for the major findings. The only exception is

the SRN. The SRN takes many trials to learn the negative recency relationship in

the training set. In contrast, humans learn the sequence very quickly. The results
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argue against the complexity of the SRN, and instead favor an interpretation of SRT

learning as a fast, limited process.

While Simulation 1 highlighted a limitation in the SRN, it failed to differen-

tiate between other theories of sequential processing. Simulation 2 tested the ability

of these models to learn sequential dependencies which span irrelevant material (i.e.

non-adjacent relationship). Learning non-adjacent relationships in a sequence is

a topic of great interest because such relationship underly many aspects of lan-

guage (Pea et al., 2002; Creel et al., 2004; Newport & Aslin, 2004). The evidence

favors models which are based on distinct memory processes (i.e. the Buffer network

or LASR model). These models do no suffer from interference as dependencies at

different lag lengths are processed. Taken together, the results of Simulation 1 and

Simulation 2 provide support of a limited, fast-learning sequential learning process

operating over a limited memory for past events.

One of the major goals of this report was to assess the degree to which

sequence learning in different sequential tasks can be accounted for with a single

mechanism. Simulation 3 extended these findings to account for sequence learning

performance in statistical word learning tasks studied by Saffran, et al. (1996). The

model is able to account for infants’ ability to isolate words in a continuous stream

of syllables by exploiting the statistical regularities in the sequence. This allows it

to correctly identify words and non-words at test. In addition, the model is able

to account for the qualitative pattern of the results using only simple information

about the lag-n transition probabilities.

Taken together with the results of Simulation 1 and 2, these simulations

make two important points. First, the results provide some preliminary evidence

that sequence learning in both tasks may rely on similar mechanisms. Future work

will have to address this hypothesis in more detail. For example, the results reported

here do not distinguish between two possible interpretations of this similarity. One
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is that sequence learning in both tasks relies on a single and more general sequential

learning process. An alternative account is that two independent learning mecha-

nisms support learning in these situations but that they share similar computational

characteristics.

Recent work with the SRT task has explored simultaneous learning of multi-

ple sequences and provides some support for the idea that specialized modules with

similar computational characteristics may operate in parallel or in concert depend-

ing on task demands (Keele et al., 2004). For example, Mayr (1996) had subjects

respond to a sequence of object shapes. The spatial location at which each shape ap-

peared also followed a sequence which was uncorrelated with the response sequence.

Transfer performance showed that subjects learned both sequences independently.

Other’s have explored this concept with other stimuli such as auditory and visual

sequences (Schmidtke & Heuer, 1997) and spatial and temporal sequence (Shin &

Ivry, 2002). Extensions of the work presented here might explore how information

about more than one sequence can be integrated into the LASR model.

The second important point made by Simulation 1 and 2 concerns the type

of information which underlies human sequence learning ability. In general, the basic

account that LASR provides in these simulations is not at odds with that provided by

the SRN or any of the other models reviewed. All models describe sequence learning

as an incremental associative process. However, the models fundamentally differ in

their operation and representation. LASR describes sequence learning behavior as a

fast, limited, and linear process. On the other hand, the SRN credits subjects with

a more complex statistical learning mechanism.

This complexity is an advantage for the model in some situations, were, for

example it can account for the results of Experiment 4 with extensive training. How-

ever, the simulations reported here show that a much simpler learning mechanism

can also account for much of the SRT data. A major limitation of the LASR model
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is that it is unable to learn sequences with a non-linear structure. Experiments 1, 2,

and 3 explored human performance in such non-linear sequence tasks and provide

support for an implicit learning system which is limited in the types of information

it can acquire.

Where might such constraints arise from and why might they exist? What

do findings concerning the limited nature of learning imply about the nature of our

learning systems? Recent work has highlighted how our cognitive processing typi-

cally gets by on just a subset of the information available to us in our environment.

Which information is made accessible at any given time depends on current task

demands and environmental features. Hayhoe (2000) presents a conceptualization

of the visual system as executing task-specific “routines” which are biased toward

computations based on a limited amount of information. One possibility is that

LASR represent the “fast and frugal” sequential learning system, and that new

complexity is added as demanded by the task.

The form of this additional complexity could take the form of configural pro-

cessing features or “plans” which readily encode commonly executed routines. As

mentioned in the introduction, there is some evidence that certain species-specific

movements (such as grooming behavior in rats or birdsong) conform to predictable

sequences described as “syntactic chains” (Fentress, 1972; Richmond & Sachs, 1978;

Berridge KC, 1987; Margoliash et al., 1994; Yu & Margoliash, 1996; Aldridge &

Berridge, 1998). These “chains” might be conceptualized new features which are

added to handle commonly executed routines. In this way, the learner builds com-

plexity in the task as needed. The inclusion of configural units in LASR would

allow it to account for the results of Experiment 4. After considerable training, new

configural units are added to deal with the task complexity.

It is also possible that the constraint identified in Experiments 1, 2, and 3

reflect more general limitations of the visual-motor system. For example between
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each trial of a typical SRT experiment, the screen flashes blank. However, such

flashing global transient have been shown to interfere the ability of human subjects

to detect changes from one scene to the next (know as change blindness) (Simons &

Levin, 1997b). It’s clearly possible that the nature of the SRT task effectively works

to reduce and interfere with visual memory for sequences of stimuli. On the other

hand, on each trial of a typical SRT experiment, subject are required to execute

a visual-motor response to each stimulus. Subject typically perform this task with

high accuracy, even under dual-task conditions (Cohen et al., 1990; Hsiao & Reber,

2001). If they had difficulty noticing the changes from one stimulus to the next,

their accuracy would likewise suffer.

It is, however, possible that the sequential processing we carry out from day

to day rarely has such a rigid, and confuse-able event structure which is typically

tested by the SRT. Many of the sequences we deal with naturally do not require overt

responses to each event. Certainly it is one avenue for future research to consider

sequential learning in more dynamic, realistic situations. To this end, Fiser and Aslin

(2002) conducted a study in which subjects passively viewed movement sequences

of various shapes on a computer screen (such as translation, and smooth feature

transformation). They found that even under passive viewing conditions, subjects

were able to extract information about temporal-order statistics. Other work has

directly compared sequence learning by action (such as the SRT task) and by passive

observation (similar to the Saffran task) and found considerable similarities and more

subtle differences (see Kelly, et al., 2003 for a discussion). Similarities between these

types of tasks, and the types of statistical learning demonstrated in the SRT suggest

that while the differences may be large, they are not unbridgeable.

118



References

Aldridge, J., & Berridge, K. (1998). Coding of serial order by neostriatal neurons:

A ”natural action” approach to movement sequence. Journal of Neuroscience,

18 (7), 2777-2787.

Allen, J., & Christiansen, M. (1996). Integrating multiple cues in word segmentation:

A connectionist model using hints. In Proceedings of the eighteenth annual

conference of the cognitive science society (p. 370-375). Mahwah, NJ: Lawrence

Erlbaum Associates.

Anderson, J., & Schooler, L. (1991). Reflections of the environment in memory.

Psychological Science, 2, 396-408.

Anderson, N. (1960). Effect of first-order conditional probability in a two-choice

learning situation. Journal of Experimental Psychology, 59 (2), 73-93.

Anderson, R., Tweney, R., Rivardo, M., & Duncan, S. (1997). Need probability

affects retention: A direct demonstration. Memory & Cognition, 25 (6), 867-

872.

Baddeley, A. (1986). Working memory. New York: Oxford University Press.

Bakeman, R., & Gottman, J. (1986). Observing interaction: An introduction to

sequential analysis. New York: Cambridge University Press.

119



Bechara, A., Damasio, H., Damasio, A., & Lee, G. (1994). Insensitivity to future

consequences following damage to human prefrontal cortex. Cognition, 50,

7-15.

Berridge KC, P. H., Fentress JC. (1987). Natural syntax rules control action se-

quence of rats. Behavioral and Brain Resesearch, 23, 59-68.

Berry, D., & Dienes, Z. (1993). Implicit learning: Theoretical and empirical issues.

Boroditsky, L. (2000). Metaphoric structuring: Understanding time through spatial

metaphors. Cognition, 75 (1), 1-28.

Botvinick, M., & Plaut, D. (2004). Doing without schema heirarchies: A recur-

rent connectionist approach to normal and impaired routine sequential action.

Psychological Review, 111, 395-429.

Boyer, M., Destrebecqz, A., & Cleeremans, A. (1998). The serial reaction time task:

Learning without knowing, or knowing without learning? In Proceedings of

the 20th annual meeting of the cognitive science society (p. 167-172). Hillsdale,

NJ: Lawrence Erlbaum Associates.

Brent, M., & Cartwright, T. (1996). Distributional regularity and phonotactic

constraints are useful for segmentation. Cognition, 61, 93-125.

Bruner, J., Goodnow, J., & Austin, G. (1956). A study of thinking. New York:

Wiley.

Burke, & Estes, W. (1957). A component model for stimulus variables in discrimi-

nation learning. Psychometrika, 22, 133-146.

Busemeyer, J., & Stout, J. (2002). A contribution of cognitive decision models to

clinical assessment: Decomposing performance on the bechara gambling task.

Psychological Assessment, 14, 253-262.

120



Bush, R., & Mosteller, F. (1955). Stochastic models of learning. New York: John

Wiley and Sons, Inc.

Chomsky, N. (1980). Rules and representations. New York: Columbia Univ. Press.

Christiansen, M., Allen, J., & Seidenberg, M. (1998). Learning to segment speech

using multiple cues: A connectionist model. Language and Cognitive Processes,

13, 221-268.

Cleeremans, A. (1993). Mechanisms of implicit learning: Connectionist models of

sequence processing. Cambridge, MA: MIT Press.

Cleeremans, A., & Destrebecqz, A. (1997). Incremental sequence learning. In

Proceedings of the 19th annual conference of the cognitive science society (p.

119-124). Hillsdale, NJ: Lawrence Erlbaum Associates.

Cleeremans, A., Destrebecqz, A., & Boyer, M. (1998). Implicit learning: news from

the front. Trends in Cognitive Science, 2 (10), 373-417.

Cleeremans, A., & McClelland, J. (1991). Learning the structure of event sequences.

Journal of Experimental Psychology: General, 120, 235-253.

Cleeremans, A., Servan-Schreiber, D., & McClelland, J. (1989). Finite state au-

tomata and simple recurrent networks. Neural Computation, 1, 372-381.

Cohen, A., Ivry, R., & Keele, S. (1990). Attention and structure in sequence learning.

Journal of Experimental Psychology: Learning, Memory, & Cognition, 16 (1),

17-30.

Conway, C., & Christiansen, M. (2001). Sequential learning in non-human primates.

Trends in Cognitive Science, 5 (12), 539-546.

Crain, S. (1991). Language acquisition in the absence of experience. The Behavioral

and Brain Sciences, 4, 597-650.

121



Creel, S., Newport, E., & Aslin, R. (2004). Distant melodies: Statistical learn-

ing of nonadjacent dependencies in tone sequences. Journal of Experimental

Psychology: Learning, Memory, & Cognition, 30 (5), 1119-1130.

Curran, T., & Keele, S. (1993). Attentional and nonattentional forms of sequence

learning. 19 (1), 189-202.

Diedrichsen, J., Ivry, R., Hazeltine, E., Kennerley, S., & Cohen, A. (2003). Biman-

ual interference associated with the selection of target locations. Journal of

Experimental Psychology: Human Perception and Performance, 29 (1), 64-77.

Dominey, P. (1995). Complex sensory-motor sequence learning based on recurrent

state-representation and reinforcement learning. Biological Cybernetics, 73 (1),

265-274.

Dominey, P. (1998). Influences of temporal organization on sequence learning and

transfer: Comments on stadler (1995) and curran and keele (1993). Journal

of Experimental Psychology: Learning, Memory, & Cognition, 24 (1), 234-248.

Dominey, P., Arbib, M., & Joseph, J. (1995). A model of cortico-striatal plastic-

ity for learning oculomotor associations and sequences. Journal of Cognitive

Neuroscience, 7, 311-336.

Elman, J. (1990). Finding structure in time. Cognitive Science, 14, 179-211.

Elman, J. (1991). Distributed representation, simple recurrent networks, and gram-

matical structure. Machine Learning, 7, 195-225.

Elman, J. (1993). Learning and development in neural networks: the importance

of starting small. Cognition, 48, 71-99.

Elman, J., & Zipser, D. (1988). Discovering the hidden structure of speech. Journal

of the Acoustical Society of America, 83, 1615-1626.

122



Engler, J. (1958). Marginal and conditional stimulus and response probabilities in

verbal conditioning. Journal of Experimental Psychology, 55 (4), 303-317.

Estes, W. (1950). Toward a statistical theory of learning. Psychological Review, 57,

94-107.

Estes, W. (1957). Theory of learning with constant, variable, or contingent proba-

bilities of reinforcement. Psychometrica, 22, 113-132.

Feldman, J., & Hanna, J. (1966). The structure of responses to a sequence of binary

events. Journal of Mathematical Psychology, 3, 371-387.

Fentress, J. (1972). Development and patterning of movement sequences in inbred

mice. In K. Kiger (Ed.), The biology of behavior (p. 83-132). Corvallis, OR:

Oregon State University.

Ferraro, F., Balota, D., & Connor, L. (1995). Implicit memory and the formation of

new associations in nondemented parkinson’s disease individuals and individ-

uals with senile dementia of the alzheimer type: A serial reaction time (srt)

investigation. Brain and Cognition, 21, 163-180.

Fiser, J., & Aslin, R. (2002). Statistical learning of higher-order temporal structure.

Journal of Experimental Psychology: Learning, Memory, & Cognition, 28 (3),

458-467.

Fodor, J. (1983). The modularity of mind. Cambridge, MA: MIT Press.

Franz, E. A., Zelaznik, H. N., Swinnen, S., & Walter, C. (2001). Spatial conceptual

influences on the coordination of bimanual actions: When a dual task becomes

a single task. Journal of Motor Behavior, 33, 103-112.

Frezza-Buet, H., Rougier, N., & Alexandre, F. (2000). Integration of biologically

inspired temporal mechanisms into a cortical framework for sequence process-

123



ing. In R. Sun & C. Giles (Eds.), Sequence learning (p. 321-348). Berlin:

Springer-Verlag.

Gambino, B., & Myers, J. (1967). Role of event runs in probability learning.

Psychological Review, 74, 410-419.

Gasser, M., & Colunga, E. (1999). How babies learn to find words. Proceedings of

the International Conference on Cognitive Science, 2, 277-281.

Gellermann, L. (1931). The double alternation problem: Ii. the behavior of children

and human adults in a double alternation temporal maze. Journal of Genetic

Psychology, 39, 197-226.

Gentner, D., Larochelle, S., & Grudin, J. (1988). Lexical, sublexical, and peripheral

effects in skilled typewriting. Cognitive Psychology, 20, 524-548.

Gilden, D. (2001). Cognitive emission of 1/f noise. Psychological Review, 108, 33-56.

Gilovich, T., Vallone, R., & Tversky, A. (1985). The hot hand in basketball: On

the misperception of random sequences. Cognitive Psychology, 17, 295-314.

Gottman, J., & Roy, A. (1990). Sequential analysis: A guide for behavioral re-

searchers. New York: Cambridge University Press.

Gureckis, T., & Love, B. (2005). A critical look at the mechanisms underlying

implicit sequence learning. In Proceedings of the 27th annual conference of the

cognitive science society. Mahwah, NJ: Lawrence Erlbaum Associates.

Hake, H., & Hyman, R. (1953). Perception of the statistical structure of a random

series of binary symbols. Journal of Experimental Psychology, 45, 64-74.

Hanson, S., & Kegl, J. (1987). Parsnip: A connectionist network that learns natural

language from exposure to natural language sentences. In Proceedings of the

ninth annual conference of the cognitive science society. Hillsdale, N.J.

124



Harris, Z. (1955). From phoneme to mopheme. Language, 31, 190-222.

Hauser, M., Newport, E., & Aslin, R. (2001). Segmentation of the speech stream in

a non-human primate: statistical learning in cotton-top tamarins. Cognition,

78, B53-B64.

Hayhoe, M. (2000). Vision using routines: A functional account of vision. Visual

Cognition, 7 (1/2/3), 43-64.

Heilman, K., Rothi, L., & Valenstein, E. (1982). Two forms of ideomotor apraxia.

Neurology, 21, 342-346.

Henson, R. (1998). Short-term memory for serial order: The start-end model.

Cognitive Psychology, 36, 73-137.

Houghton, G., & Hartley, T. (1995). Psyche, 2 (25), 1-25.

Hsiao, A. T., & Reber, A. S. (2001). The dual-task srt procedure: Fine-tuning the

timing. Psychonomic Bullentin and Review, 8 (2), 336-342.

Hubel, D., & Wiesel, T. (1959). Receptive fields of single neurones in the cat’s

striate cortex. Journal of Physiology, 148, 574-591.

Hubel, D., & Wiesel, T. (1968). Receptive fields and functional architecture of

monkey striate cortex. Journal of Physiology, 195 (1), 215-243.

Hunt, R., & Aslin, R. (2001). Statistical learning in a serial reaction time task: access

to separable statistical cues by individual learners. Journal of Experimental

Psychology: General, 130 (4), 658-680.

Ivry, R., & Spencer, R. (2004). The neural representation of time. Current opinion

in Neurobiology, 14, 225-232.

125



Jackson, G., Jackson, S., Harrison, J., Henderson, L., & Kennard, C. (1995). Serial

reaction time learning and parkinson’s disease: Evidence for a procedural

learning deficit. Neuropsychologia, 33 (5), 577-593.

James, W. (1890/1950). The principles of psychology (vol. 1). New York: Dover.

Jarvik, M. (1951). Probability learning and a negative recency effect in the serial

anticipation of alternative symbols. Journal of Experimental Psychology, 41,

291-297.

Jimenez, L., Mendez, C., & Cleeremans, A. (1996). Comparing direct and indirect

measure of sequence learning. Journal of Experimental Psychology: General,

22 (4), 948-969.

Jones, F., & McLaren, I. (2001). Modeling the detailed pattern of srt sequence

learning. In Proceedings of the 23rd annual conference of the cognitive science

society. Mahwah, N.J.: Lawrence Erlbaum Associates.

Jones, M., Maddox, W., & Love, B. (2005). Stimulus generalization in category

learning. In Proceedings of the 27th annual conference of the cognitive science

society. Mahwah, NJ: Lawrence Erlbaum Associates.

Jones, M., & Sieck, W. (2003). Learning myopia: An adaptive recency effect in

category learning. Journal of Experimental Psychology: Learning, Memory, &

Cognition, 29 (4), 626-640.

Jordan, M. (1986). Attractor dynamics and parallelism in a connectionist sequen-

tial machine. In Proceedings of the twelfth annual conference of the cognitive

science society. Hillsdale, NJ: Lawrence Erlbaum Associates.

Jordan, M., Flash, T., & Arnon, Y. (1994). A model of the learning of arm

trajectories from spatial deviations. Journal of Cognitive Neuroscience, 6,

286-290.

126



Keele, S., Ivry, R., Mayr, U., Hazeltine, E., & Heuer, H. (2004). The cognitive and

neural architecture of sequence representation. Psychological Review, 110 (2),

316-339.

Keele, S., & Jennings, P. (1992). Attention in the representation of sequence:

Experiment and theory. Human Movement Science, 11, 125-138.

Keele, S., & Summers, J. (1976). Structure of motor programs. In G. Stelmach

(Ed.), Motor control: Issues and trends (p. 109-142). New York: Academic

Press.

Kell, S., Griffiths, S., & Frith, U. (2002). Evidence for implicit sequence learning in

dyslexia. Dyslexia, 8 (1), 43-52.

Kelly, S., Burton, A., Riedel, B., & Lynch, E. (2003a). Sequence learning by

action and observation: Evidence for separate mechanisms. British Journal of

Psychology, 94, 355-372.

Kelly, S., Burton, A., Riedel, B., & Lynch, E. (2003b). Sequence learning by

action and observation: Evidence for separate mechanisms. British Journal of

Psychology, 94 (3), 355-372.

Kelly, S., Jahanshahi, M., & Dirnberger, G. (2004). Learning of ambiguous versus

hybrid sequences by patients with parkinson’s disease. Neuropsychologia, 42,

1350-1357.

Kelso, J. A. S. (1995). Dynamic patterns: the self-organization of brain and behavior.

Cambridge, MA: MIT Press.

Knopman, D., & Nissen, M. (1991). Procedural learning is impaired in huntington’s

disease: Evidence from the serial reaction time task. Neuropsychologia, 29,

245-254.

127



Krushke, J. (1992). Alcove: An exemplar-based connectionist model of category

learning. Psychological Review, 99, 22-44.

Lashley, K. (1951). The problem of serial order in behavior. In L. Jeffress (Ed.),

Cerebral mechanisms in behavior (p. 112-136). New York: Wiley.

Lebiere, C., & Wallach, D. (2001). Sequence learning in the act-r cognitive archi-

tecture: Empirical analysis of a hybrid model. In R. Sun & C. L. Giles (Eds.),

Sequence learning (Vol. 1828, p. 188-212). Springer.

Lee, Y. (1997). Learning and awareness in the serial reaction time. In (p. 119-124).

Hillsdale, NJ: Lawrence Erlbaum Associates.

Lewicki, P., Czyzwska, M., & Hoffman, H. (1987). Unconcious acquisition of com-

plex procedural knowledge. Journal of Experimental Psychology: Learning,

Memory, & Cognition, 13, 523-530.

Lewicki, P., Hill, T., & Bizot, E. (1988). Acquisition of procedural knowledge about

a pattern of stimuli that cannot be articulated. Cognitive Psychology, 20,

24-37.

Lightfoot, D. (1980). The language lottery: Towards a biology of grammars. Cam-

bridge, MA: MIT. Press.

Ling, C., & Marinov, M. (1994). A symbolic model of the nonconscious acquisition

of information. Cognitive Science, 18, 595-621.

Loftus, G., & Masson, M. (1994). Using confidence intervals in within-subject

designs. Psychonomic Bullentin and Review, 1 (4), 476-490.

Logan, G. D. (1988). Towards and instance theory of automatization. Psychological

Review, 95 (4), 492-527.

128



Luce, R., Nosofsky, R., Green, S., & Smith, A. (1982). The bow and sequential

effects in absolute identification. Perception & Psychophysics, 32, 397-408.

Luce, R. D. (1959). Individual choice behavior: A theoretical analysis. Westport,

Conn.: Greenwood Press.

Maddox, W., & Ashby, F. (2004). Dissociating explict and procedural-learning based

systems of perceptual category learning. Behavioral Processes, 66, 309-332.

Margoliash, D., Fortune, E., Sutter, M., Yu, A., Wren-Hardin, B., & Dave, A.

(1994). Distributed representation in the song system of oscines: evolutionary

implications and functional consequences. Brain and Behavioral Evolution,

44, 247-264.

Marr, D. (1982). Vision. New York: W.H. Freeman and Company.

Mayr, U. (1996). Spatial attention and implicit sequence learning: Evidence for

independent learning of spatial and non-spatial sequences. Journal of Experi-

mental Psychology: Learning, Memory, & Cognition, 22, 350-364.

McCulloch, W., & Pitts, W. (1943). A logical calculus of the ideas immanent in

nervous activity. Bulletin of Mathematical Biophysics, 5, 115-133.

Mechsner, F., Kerzel, D., Knoblich, G., & Prinz, W. (2001). Perceptual basis of

bimanual coordination. Nature, 414, 69-73.

Medin, D., & Schaffer, M. (1978). Context theory of classification learning. Psy-

chological Review, 85 (3), 207-238.

Miller, G. (1956). The magical number seven, plus or minus two: Some limits on

our capacity for processing information. Psychological Review, 63, 81-97.

Miller, G., & Selfridge, J. (1950). Verbal context and the recall of meaningful

material. American Journal of Psychology, 63, 176-185.

129



Miller, N., & Campbell, D. T. (1959). Recency and primacy in persuasion as a

function of the timing of speeches and measurements. Journal of Abnormal

and Social Psychology, 59, 1-9.

Millward, R., & Reber, A. (1968). Event-recall in probability learning. Journal of

Verbal Learning and Verbal Behavior, 7, 980-989.

Minsky, M., & Papert, S. (1969). Perceptrons. Cambridge, MA: MIT Press.

Minsky, M., & Papert, S. (1998). Perceptrons: Expanded edition. Cambridge, MA:

MIT Press.

Murdock, J., B.B. (1968). Serial order effects in short-term memory. Journal of

Experimental Psychology Monograph Supplement, 76, 1-15.

Myers, J. (1976). Probability learning. In W. Estes (Ed.), The psychology of learning

and motivation: Vol. 4. advances in research and theory (p. 109-170). New

York: Academic Press.

Newport, E., & Aslin, R. (2004). Learning at a distance: I. statistical learning of

nonadjacent dependencies. Cognitive Psychology, 48, 127-162.

Nicks, D. (1959). Prediction of sequential two-choice decisions from event runs.

Journal of Experimental Psychology, 57 (2), 105-114.

Nicolson, R., & Fawcett, A. (1990). Automaticity: A new framework for dyslexia

research? Cognition, 35, 159-182.

Niemark, E., & Estes, W. (1967). Stimulus sampling theory. San Francisco.

Nissen, M., & Bullemer, P. (1987). Attentional requirements of learning: Evidence

from performance measures. Cognitive Psychology, 19, 1-32.

130



Nissen, M., Knopman, D., & Schacter, D. (1987). Neuro-chemical dissociation of

memory systems. Neurology, 37, 789-794.

Norman, D., & Shallice, T. (1986). Attention to action: Willed and automatic

control of behavior. In R. Davidson, G. Schwartz, & D. Shaprio (Eds.), Con-

sciousness and self-regulation: Advances in research and theory (p. 1-18). New

York: Plenum Press.

Nosofsky, R., Palmeri, T., & McKinley, S. (1994). Rule-plus-exception model of

classification learning. Psychological Review, 101 (1), 53-79.

Palmer, S. (1978). Fundamental aspects of cognitive representations. In E. Rosch

& B. L. (Eds.) (Eds.), Cognition and categorization. Hillsdale, NJ: Erlbaum.

Palmeri, T., & Flanery, M. (2001). Prototype abstraction in category learning? In

Proceedings of the twenty-third annual meeting of the cognitive science society.

Hillsdale, NJ: Lawrence Erlbaum Associates.

Perruchet, P., & Amorim, M. (1992). Conscious knowledge and changes in perfor-

mance in sequence learning: Evidence against dissociation. Journal of Exper-

imental Psychology: Learning, Memory, & Cognition, 18 (4), 785-800.

Perruchet, P., Gallego, J., & Savy, I. (1990). A critical reappraisal of the evidence

for unconscious abstraction of deterministic rules in complex experimental

situations. Cognitive Psychology, 22, 493-516.

Perruchet, P., & Vinter, A. (1998a). Parser: A model for word segmentation.

Journal of Memory and Language, 39, 246-263.

Perruchet, P., & Vinter, A. (1998b). Parser: A model of word segmentation.

Cognitive Neuropsychology, 8, 381-414.

131



Petrov, A., & Anderson, J. (2005). The dynamics and scaling: A memory-based an-

chor model of category rate and absolute idenitification. Psychological Review,

112 (2), 383-416.

Pea, M., Bonatti, L., Nespor, M., & Mehler, J. (2002). Signal-driven computations

in speech processing. Science, 298, 604-607.

Posner, M. I., & Keele, S. W. (1968). On the genesis of abstract ideas. Journal of

Experimental Psychology, 77, 353-363.

Read, S., Druian, P., & Miller, L. (1989). The role of causal sequence in the meaning

of actions. British Journal of Social Psychology, 28 (4), 341-351.

Reber, A. (1965). Implicit learning of artificial grammars.

Reber, A. (1967). Implicit learning of artificial grammars. Journal of Verbal Learning

and Verbal Behavior, 6, 855-863.

Reber, A. (1989). Implicit learning and tacit knowledge. Journal of Experimental

Psychology: General, 118, 219-235.

Redington, M., & Chater, N. (1997). Probabilistic and distributional approaches to

language acquisition. Trends in Cognitive Sciences, 1 (7), 273-281.

Reed, J., & Johnson, P. (1994). Assessing implicit learning with indirect tests: De-

termining what is learned about sequence structure. Journal of Experimental

Psychology: Learning, Memory, & Cognition, 20 (3), 585-594.

Remillard, G., & Clark, J. (2001). Implicit learning of first-, second-, and third-

order transitional probabilities. Journal of Experimental Psychology: Learn-

ing, Memory, & Cognition, 27 (2), 483-498.

Rensink, R., O’Reagan, J., & Clark, J. (1997). To see or not to see: The need for

attention to perceive changes in scenes. Psychological Science, 8, 368-373.

132



Rescorla, R., & Wagner, A. (1972). A theory of pavolvian conditioning: Variations

in the effectiveness of reinforcement and non-reinforcement. In A. Black &

W. Prokasy (Eds.), Classical conditioning ii: Current research and theory (p.

64-99). New York: Appleton-Century-Crofts.

Restle, F. (1961). The psychology of judgement and choice (Vol. 61). New York:

Wiley.

Richmond, G., & Sachs, B. (1978). Grooming in norway rats: the development and

adult expression of a complex motor pattern. Behaviour, 75, 82-96.

Rodriguez, P., Wiles, J., & Elman, J. (1999). A recurrent neural network that learns

to count. Connection Science, 11 (1), 5-40.

Rosenblatt, F. (1958). The perceptron: A probabilistic model for information

storage and organization in the brain. Psychological Review, 65, 386-408.

Rubin, D., & Wenzel, A. (1996). One hundred years of forgetting: A quantitative

description of retention. Psychological Review, 103, 734-760.

Rumelhart, D. E., McClelland, J. L., & the PDP Research Group. (1986). Parallel

distributed processing. explorations in the microstructure of cognition. Cam-

bridge, MA, USA: MIT Press.

Saffran, J. (2001). Words in a sea of sounds: The output of statistical learning.

Cognition, 81, 149-169.

Saffran, J. (2002). Constraints on statistical language learning. Journal of Memory

and Language, 47, 172-196.

Saffran, J. (2003). Current directions in psychological science, 12 (4).

Saffran, J., Aslin, R., & Newport, E. (1996). Statistical learning by 8-month-old

infants. Science, 274, 1926-1928.

133



Saffran, J., Johnson, E., Aslin, R., & Newport, E. (1999). Statistical learning of

tone sequences by human infants and adults. Cognition, 70, 27-52.

Saffran, J., Newport, E., & Aslin, R. (1996). Word segmentation: the role of

distributional cues. Journal of Memory and Language, 35, 606-621.

Saffran, J., Newport, E., Aslin, R., Tunisk, R., & Barrueco, S. (1997). Incidental

language learning: Listening (and learning) out of the corner of your ear.

Psychological Science, 8, 101-105.

Schmidtke, V., & Heuer, H. (1997). Task integration as a factor in secondary-task

effects on sequence learning. Psychological Research, 60, 53-71.

Schoonard, J., & Restle, F. (1961). Analysis of double alternationin terms of

patterns of stimuli and responses. Journal of Experimental Psychology, 61 (5),

365-367.

Schwatrz, M., Reed, E., Montgomery, M., Palmer, C., & Mayer, N. (1991). The

quantitative description of action disorganization after brain damage: A case

study. Cognitive Neuropsychology, 8, 381-414.

Sejnowski, T., & Rosenberg, C. (1987). Parallel networks that learn to produce

english text. Complex Systems, 11, 145-168.

Servan-Schreiber, D., Cleeremans, A., & McClelland, J. (1991). Graded state

machines: The representation of temporal contingencies in simple recurrent

networks. Machine Learning, 7, 161-193.

Shank, R., & Abelson, R. (1997). Scripts, plans, goals and understanding.

Shanks, D., & St. John, M. (1994). Characteristics of dissociable learning systems.

Behavioral and Brain Sciences, 17, 367-395.

134



Shannon, C. (1951). Prediction and entropy of printed english. Bell System Technical

Journal, 30, 50-64.

Shin, J., & Ivry, R. (2002). Concurrent learning of spatial and temporal sequences.

Journal of Experimental Psychology: Learning, Memory, & Cognition, 28,

445-457.

Siegel, A., & White, S. (1975). The development of spatial representations of large-

scale environments. In H. Reese (Ed.), Advances in child development and

behavior (vol. 10) (p. 9-55). Academic Press.

Simons, D., & Levin, D. (1997). Change blindness. Trends in Cognitive Science, 1,

261-267.

Soetens, E., Boer, L., & Hueting, J. (1985). Expectancy or automatic facilitation?

separating sequential effect in two-choice reaction time. Journal of Experi-

mental Psychology: Human Perception and Performance, 11 (5).

Stadler, M. (1992). Statistical structure and implicit serial learning. Journal of

Experimental Psychology: Learning, Memory, & Cognition, 19 (2), 318-327.

Stewart, N., Brown, G., & Chater, N. (2002). Sequence effects in categorization

of simple perceptual stimuli. Journal of Experimental Psychology: Learning,

Memory, & Cognition, 28 (1), 3-11.

Sun, R., Slusarz, P., & Terry, C. (2005). The interaction of the explicit and the

implicit in skill learning: A dual-process approach. Psychological Review,

112 (1), 159-192.

Sutton, R., & Barto, A. (1981). Toward a modern theory of adaptive networks:

Expectation and prediction. Psychological Review, 88, 135-170.

135



Thorndike, E. (1911). Animal intelligence: Experimental studies. New York:

Macmillan.

Tversky, A., & Kahneman, D. (1971). Belief in the law of small numbers. Psycho-

logical Bulletin, 2, 105-110.

Vulkan, N. (2000). An economist’s perspective on probability matching. Journal of

Economic Surveys, 14 (1), 101-118.

Wagner, A., & Rescorla, R. (1972). Inhibition in pavlovian conditioning: Applica-

tion of a theory. In R. Boake & M. Halliday (Eds.), Inhibition and learning

(p. 301-336). London: Academic Press.

Widrow, B., & Hoff, M. (1960). Adaptive switching circuits. Institute of Radio

Engineers, Western Electronic Show and Convention Record, 4, 96-104.

Willingham, D., Nissen, M., & Bullemer, P. (1989). On the development of proce-

dural knowledge. Journal of Experimental Psychology: Learning, Memory, &

Cognition, 15, 1047-1060.

Willingham, D. B., & Koroshetz, W. (1990). Evidence for dissociable motor skills

in huntington’s disease patients. Psychobiology, 21, 173-182.

Wixted, J. (2004). On common ground: Jost’s (1897) law of forgetting and ribot’s

(1881) law of retrograde amnesia. Psychological Review, 111 (4), 864-879.

Wixted, J., & Ebbesen, E. (1991). On the form of forgetting. Psychological Science,

2, 409-415.

Yu, A., & Margoliash, D. (1996). Temporal hierarchical control of singing in birds.

Science, 273, 1871-1875.

136



Vita

Todd M. Gureckis was born in Charleston, South Carolina on December 9th, 1978,

the son of Kevin and Kathleen Gureckis. He received the degree of Bachelor of

Science of Electrical Engineering from the University of Texas at Austin in 2001.

In September, 2001, he entered The Graduate School at the University of Texas at

Austin.

Permanent Address: 27875 Colonial Oaks

Boerne, TX 78006

This dissertation was typeset with LATEX2ε
1 by the author.

1LATEX2ε is an extension of LATEX. LATEX is a collection of macros for TEX. TEX is a trademark of
the American Mathematical Society. The macros used in formatting this dissertation were written
by Dinesh Das, Department of Computer Sciences, The University of Texas at Austin, and extended
by Bert Kay and James A. Bednar.

137


