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The goal of a network interdiction problem is to model competitive

decision-making between two parties with opposing goals. The simplest in-

terdiction problem is a bilevel model consisting of an ‘adversary’ and an in-

terdictor. In this setting, the interdictor first expends resources to optimally

disrupt the network operations of the adversary. The adversary subsequently

optimizes in the residual interdicted network. In particular, this dissertation

considers an interdiction problem in which the interdictor places radiation de-

tectors on a transportation network in order to minimize the probability that

a smuggler of nuclear material can avoid detection.

A particular area of interest in stochastic network interdiction prob-

lems (SNIPs) is the application of so-called prioritized decision-making. The
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motivation for this framework is as follows: In many real-world settings, de-

cisions must be made now under uncertain resource levels, e.g., interdiction

budgets, available man-hours, or any other resource depending on the problem

setting. Applying this idea to the stochastic network interdiction setting, the

solution to the prioritized SNIP (PrSNIP) is a rank-ordered list of locations

to interdict, ranked from highest to lowest importance.

It is well known in the operations research literature that stochastic

integer programs are among the most difficult optimization problems to solve.

Even for modest levels of uncertainty, commercial integer programming solvers

can have difficulty solving models such as PrSNIP. However, metaheuristic and

large-scale mathematical programming algorithms are often effective in solving

instances from this class of difficult optimization problems.

The goal of this doctoral research is to investigate different methods

for modeling and solving SNIPs (optimization) and PrSNIPs (prioritization

via optimization). We develop a number of different prioritized and unpriori-

tized models, as well as exact and heuristic algorithms for solving each problem

type. The mathematical programming algorithms that we consider are based

on row and column generation techniques, and our heuristic approach uses

adaptive tabu search to quickly find near-optimal solutions. Finally, we de-

velop a group of hybrid algorithms that combine various elements of both

classes of algorithms.
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Chapter 1

Introduction

1.1 Network Interdiction Models

Network interdiction models have many applications, ranging from the

thwarting of drug and radioactive-material smugglers to the analysis of game

theoretic considerations in problems involving parties with competing goals.

Bilevel network interdiction problems consist of an adversary and an interdic-

tor, where the interdictor first expends resources to minimize (interdict) the

performance of the adversary who optimizes in a second stage in the residual

network. When some problem data are not known with certainty, e.g., the

nature of the adversary the interdictor faces, the bilevel network interdiction

problem can take the form of a two-stage SIP with recourse.

1.1.1 General Network Interdiction Models

Research on deterministic network interdiction problems began in the

1960s. Many of these early models focused on military applications. For exam-

ple, deterministic mathematical programs were developed during the Vietnam

1



War for disrupting the flow of materials through enemy supply networks [66].

In 1970, one of the first applications of the well-known minimum cut/maximum

flow (MC/MF) problem modeled the interdiction of Soviet railway systems.

The model makes use of MC/MF for estimating railway capabilities in order

to reveal critical infrastructure points [79].

Other deterministic network interdiction models include maximizing

the length of an adversary’s shortest path. The linear programming (LP)

version of this problem assumes that the interdictor can continuously increase

the length of certain network arcs subject to a budget constraint on interdiction

resources [41]. A 0-1 integer programming version of this problem assumes

binary arc interdictions, i.e., the arc length is increased by some fixed amount

or is removed from the network entirely. This latter discrete formulation is

known as the k-most-vital arcs problem when the budget constraint allows k

arcs to be removed, and it is known to be NP-hard [9].

Some of the more recent research in network interdiction considers prob-

lems appropriately modeled as stochastic integer programs. In this setting,

some of the problem’s input parameters are not known with certainty. For

example, arc lengths and/or capacities might be characterized by discrete or

continuous probability distributions. A typical goal in this type of problem

is to optimize the expected value of some performance measure, such as the

adversary’s shortest path or maximum flow.

Balcioglu and Wood [7] present a polynomial-time partitioning algo-

rithm with applications to network interdiction for enumerating near-minimum-

2



weight s-t cuts in directed and undirected graphs, i.e., s-t cuts whose values

are within a factor of 1 + ε of the minimal value, ε ≥ 0. By the MC/MF

duality result, their algorithm has obvious application to interdiction models

where maximum flow is the adversary’s performance measure.

Burch et al. [20] discuss a deterministic model that they call the net-

work inhibition problem, which assumes a limited budget on interdiction re-

sources and that interdiction depletes edge capacities. The problem is strongly

NP-hard, and the authors present a polynomial-time decomposition-based al-

gorithm that yields an approximate solution to the problem.

Hemmecke et al. [50] discuss general SNIP models with binary inter-

diction effort, as well as their applications to computer security, terrorist,

and drug transportation networks. One of their models seeks to maximize the

expected length of the path of the adversary, and another maximizes the prob-

ability that the length of the adversary’s shortest path will exceed a threshold

parameter.

Cormican et al. [29] present a generalized stochastic network interdic-

tion model where interdiction successes are Bernoulli random variables. For-

mulated as a two-stage SIP, the interdictor utilizes limited resources to attempt

to destroy parts of a capacitated network through which an adversary will sub-

sequently maximize flow. The model is extended to handle additional random

elements such as uncertain arc capacities. Two equivalent model formulations

allow Jensen’s inequality to be used to compute both lower and upper bounds

on the objective. During each iteration, the bounds are tightened via a se-
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quential approximation algorithm. The authors report computational results

on networks with over 100 nodes, 80 interdictable arcs, and 180 total arcs.

Janjasassuk and Linderoth [54] present a SNIP in which the successful

destruction of an arc of the network is a Bernoulli random variable. The inter-

dictor’s objective is to minimize the maximum expected flow of the adversary

on the residual network. Using duality and linearization techniques, an equiv-

alent deterministic mixed integer program is formulated. The structure of

the reformulation makes the solution amenable to decomposition techniques.

Problem instances are solved with a parallel algorithm designed to run on a

distributed computing platform known as a computational grid, and compu-

tational results are discussed.

1.1.2 Interdicting Nuclear Smugglers

The motivation for applying network interdiction models to nuclear

smuggling is based on numerous documented incidents of illicit nuclear mate-

rial trafficking. For example, an International Atomic Energy Agency (IAEA)

database includes 540 incidents of trafficking of nuclear and radioactive ma-

terial from 1993-2003 [1], where 205 of these involved nuclear material and

17 involved weapons-grade uranium or plutonium. The majority of the inci-

dents involved smugglers seeking to sell the illicit material. Weapons-grade

material has been seized by authorities in Russia, Germany, the Czech Re-

public, Lithuania, Bulgaria, Kyrgyzstan, Georgia, Greece and France, and in

the majority of the cases the material was found to have originated in Russia
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or other parts of the Former Soviet Union (FSU) [1]. This clearly points to

the vulnerability of Russias ‘first line of defense’, which deals with nuclear

material protection, control, and accountability (MPC&A) [69]. While these

MPC&A efforts are critically important, they are by themselves insufficient,

since a complete inventory of the nuclear material that existed in Russia at

the beginning of the 1990s is unrealistic.

Morton et al. [69] discuss stochastic network interdiction problems

(SNIPs) for thwarting the smuggling of nuclear material out of the FSU.

Through various transformations and equivalent dual formulations of a bilevel

program with nested min/max objective functions, they derive computation-

ally tractable stochastic integer programs. The problem is stochastic because

of the unknown origin-destination pair, along with other characteristics, of a

given smuggler. Thus, the goal is to minimize the probability that a smuggler

can traverse the network undetected.

A solution to the models proposed in [69] yields a set of radiation sensor

installation locations that minimize smuggler evasion probability. Of course,

this evasion probability depends on where the interdictor can install sensors

and the manner in which the smuggler selects a route. For example, one class of

models presented by these authors includes a SNIP on a general network, where

multiple intermediate arcs between a smuggler’s origin and destination nodes

are subject to interdiction. Another class is defined on a bipartite network

(BiSNIP), where installations are restricted to border crossings out of Russia

with the assumption that each smuggler selects exactly one such crossing to
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travel through.

Another key modeling assumption concerns whether the interdictor and

smuggler have the same or different perceptions with respect to detection prob-

abilities. (A shortest path interdiction model with adversaries having differing

perceptions of arc lengths is considered in [16].) Additionally, the models in

[69, 72] assume that smugglers choose a path that maximizes their evasion

probability with full information concerning the radiation sensor installation

locations. One can view this assumption as hedging against the possibility

that smugglers are perfectly intelligent and fully informed, i.e., it considers the

‘worst’ case of possible smuggler behavior. When the smuggler is not aware

of the sensor locations, but is aware of the interdictor’s available resources, a

two-person zero-sum game can arise. In this setting, the optimal strategy for

the smuggler is randomized, i.e., he chooses a smuggling path according to a

probability distribution (see, e.g., the work of Washburn and Wood [87]).

Wein and Atkinson [88] formulate and solve an optimization problem in

which a terrorist is attempting to drive a nuclear weapon toward a city center,

but needs to travel through an array of imperfect neutron radiation sensors

that form a wall around the periphery of the city. Additional interdiction

resources include a fleet of vehicles to chase and interdict a terrorist vehicle that

sets off a sensor alarm. Subject to a budget constraint, the city government

chooses the thickness (in terms of number of sensors) of the radiation wall,

the neutron-count threshold in the sensors, and the number of interdiction

vehicles to minimize the expected damage inflicted by a terrorist. Modeled on a
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network, the terrorist observes the wall thickness and at each node updates his

likelihood of passing through a sensor without triggering an alarm. Depending

on the likelihood of evasion, the terrorist then decides whether to proceed

through the sensor or stop and detonate the bomb.

Harney et al. [47] describe the industrial project that a proliferator

would conduct to produce a first batch of nuclear weapons. Using the well-

known Program Evaluation and Review Technique (PERT) the authors high-

light the project’s tasks and their interactions with one another. The prolif-

erator can choose alternative production technologies that offer quicker com-

pletion, but at a higher cost. They can also expedite the weapons project by

devoting more resources to tasks that lie on the critical path of the PERT

network. Using the PERT model, the authors estimate the earliest possible

completion time of the project under two different levels of resource availabil-

ity. They also estimate the project completion time if some of the tasks can

be skipped, e.g., if the proliferator acquires stolen material.

Morton et al. [69] and Pan [72] discuss that in addition to origin-

destination pair, there are many important smuggler characteristics to con-

sider. This concept is more fully developed in Dimitrov et al. [34]. These

latter types of models are explored in this dissertation.
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1.1.3 Modeling Nuclear Smuggler Behavior and Detection Events

We now discuss some details associated with modeling the nature of

the smuggler that the interdictor may face. In the models we develop in

Chapter 2, a smuggler can be characterized by additional information beyond

their origin-destination pair, such as: (i) the type of nuclear material being

smuggled, i.e., weapons-grade plutonium (WGPu), reactor-grade plutonium,

natural uranium, low-enriched uranium, highly-enriched uranium (HEU), fresh

nuclear fuel, and spent nuclear fuel; (ii) the mass of the material, where quan-

tities can range from milligrams to IAEA significant quantities; (iii) shielding,

e.g., lead, borated-polyethylene, and steel in different geometries and thick-

nesses; and, (iv) the vehicle in which the material is concealed, e.g., personal

luggage, truck-trailers, passenger cars, rail-cars, ships, and shipping contain-

ers. For a given smuggler realization and detector location, the detection

probability (DP) can be derived as a function of the threat characteristics

(i)-(iv), the survey strategy of the personnel operating the detector, and the

detector alarm algorithm. Making use of this data in our interdiction models

can serve as a means for assessing various combinations of detection strategies

and radiation sensor technologies.

DPs can be estimated by simulating detector response with a soft-

ware package such as Monte Carlo N-Particle eXtended (MCNPX), which is

a stochastic radiation transport code for modeling the interaction of radiation

with its surrounding environment. Using MCNPX, alarm algorithms are ap-

plied to the results to translate count rate probability density functions (PDFs)
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into detection probabilities. The accurate computation of DPs is a compli-

cated process. Naturally occurring radioactive material (NORM) and other

authorized radionuclide-bearing cargos can induce false or ‘nuisance’ alarms

at detection portals (sensors). NORM-bearing materials include fertilizer, cat

litter, granite and marble. Compared to background, radiation from most

NORM increases detector count rates but does not dramatically alter spec-

tra. Proper consideration of NORM can aid in mitigating nuisance alarms

during the alarm algorithm design process. However, educated smugglers can

also use NORM-bearing payloads to conceal nuclear material. Spectra for se-

lected NORM can be obtained from published data sources such as [38], which

provides spectra for tile and fertilizer.

Nuisance alarms occur when NORM causes the count rate to exceed

the alarm algorithm’s threshold, triggering the alarm. It should be noted

that these are different from statistical false alarms, which occur when this

threshold is exceeded in the absence of any (local) radioactive source, NORM

or otherwise. A specific alarm threshold is typically selected to control the

false alarm probability (FAP), which implies that alarm thresholds (and hence

FAPs) are parameters that are under our control. The FAP also depends

on interrogation time, which is a primary concern for portal detectors, where

many short measurements generate a spatial spectrum profile.

Vehicle-specific characteristics are also important factors when consid-

ering FAP. Setting aside shielding by cargo, vehicle profiles must be considered

because they shield background radiation. This baseline depression due to the
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vehicle profile can be approximately compensated for in real-time detection.

An alarm algorithm can adjust alarm thresholds based on baseline depression

by vehicle type predicted using a particle transport model or empirical data.

An extensive library of depressions by vehicle type and detector location can

be found in [76]. Ely et al. [37] describe a second method which bins detector

signals into energy windows, which is viable since most baseline depression

does not strongly affect count ratios between energy bins. Ely and Kouzes [37]

note that this approach can increase detector sensitivity by a factor of up to

five.

1.2 Stochastic Integer Programs

A brief overview of stochastic integer programs (SIPs) is presented here.

A more thorough treatment of this topic can be found in [19, 56, 63].

Stochastic optimization models are arguably more realistic than their

deterministic brethren. These models are used to solve real-world planning and

optimization problems where it is inappropriate to assume that the problem

data are known with certainty. The assumption of uncertainty is especially

appropriate in any sort of planning problem where data realizations cannot be

observed until some time in the future.

A well-known example of a stochastic program is the newsboy problem,

where a vendor can purchase newspapers from a publisher at a deterministic

unit cost, ci, and sell them at a deterministic unit price, qi , for each type of
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newspaper, i ∈ I. A newspaper of type i has weight ai , and the newsboy has

a total carrying capacity of b. The demand for newspapers is not known at

the time he must purchase them from the publisher, but it is described by a

random vector following a known probability distribution. Unsold newspapers

cannot be sold back to the publisher, so the newsboy faces the problem of

purchasing papers in such a way that his expected profit is maximized. If we

formulate the discrete version of the newsboy problem, i.e., fractional numbers

of newspapers cannot be purchased, then the problem takes the form of a SIP

with simple recourse [63].

SIP formulations are typically large-scale in nature. In light of this

fact, the application of a general-purpose branch-and-bound (B&B) solver to

such a problem tends to fall short. Consequently, special purpose algorithms

have been developed to handle these problems. Typically such methods are

decomposition-based, since they exploit problem structures in order to decom-

pose large problems into many smaller ones.

A well-known decomposition algorithm for continuous stochastic pro-

grams is the L-shaped method, an algorithm whose name comes from the ‘L-

shaped’ block structure of the constraint matrix in a two-stage model [84]. A

two-stage SIP with recourse requires a first-stage decision x (before realiza-

tions of random parameters unfold) and a subsequent second-stage decision

that is a function of x and the realization of the random vector. When applied

to such a problem, the L-shaped method decomposes the two-stage SIP into a

master problem with multiple subproblems whose number equals the number
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of scenarios. The subproblems generate feasibility and optimality cuts which

are passed to the master problem in order to give a lower-approximation of

the recourse function. Wollmer [89] details the application of this algorithm to

SIPs with binary first-stage variables, and applies it to a coal transportation

problem. A two-stage SIP with a mixture of general integer and continuous

variables is also handled naturally by an L-shaped method. Laporte and Lou-

veaux (1993) extend the integer version of this algorithm to SIPs having both

first and second-stage binary variables [61].

Ntaimo and Sen [71] compare the computational results of three de-

composition algorithms on a set of test problems related to server location

and supply chain planning under uncertainty. The authors discuss issues re-

lated to efficient algorithmic implementation, such as benchmarks for serial

processing and scalability. They demonstrate the potential of the disjunc-

tive decomposition (D2) approach for solving large-scale problem instances

from the two application areas, and show that convergence of D2 methods for

stochastic combinatorial optimization is attainable since the algorithms scale

well as the number of scenarios increases.

Lökketangen and Woodruff [62] develop a framework for solving multi-

stage binary SIPs, where the progressive hedging algorithm decomposes the

problem by scenario and applies tabu search to solve the scenario-based integer

programs. Their computational results indicate that their method has promise

for heuristically solving instances from this difficult class of problems.

Lulli and Sen [65] consider multi-stage recourse and chance-constrained
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stochastic batch-sizing problems. The authors solve a set of test problems by

incorporating a class of valid inequalities for the single-item capacitated lot

sizing problem into a branch-and-price (B&P) framework.

Sen et al. [80] give a theoretical discussion on approximations of the

convex hull of second stage feasible regions in SIPs. They note that in some

instances cutting planes derived for one scenario of the second stage problem

are valid for other scenarios as well, and discuss how this fact can be incorpo-

rated into an algorithmic framework.

Sen and Sherali [82] discuss the issues associated with two-stage SIPs

having second-stage integer variables. The authors discuss the need for alter-

native solution approaches to this class of problems, since the recourse function

of such problems is non-convex and solution approaches such as Benders’ de-

composition and the L-shaped method usually assume convexity. They present

alternative methods in which the second-stage integer subproblems are solved

via branch-and-cut (B&C).

Lihua et al. [81] discuss the Decision Aids for Scheduling and Hedg-

ing (DASH) model for power portfolio optimization, which is a tool to aid

decision-makers in coordinating production decisions with opportunities in

the wholesale power market. The methodology is based on a large-scale SIP

model which selects portfolio positions that perform well on a variety of sce-

narios generated through statistical modeling and optimization. The solution

to the model is amenable to a decomposition algorithm that incorporates a

nested column generation procedure. The authors note that when compared
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with a commonly used fixed-mix policy, their experiments demonstrate that

the DASH model provides significant advantages over several fixed-mix poli-

cies.

Ball et al. [8] analyze a generalization of a classic network flow model,

where demands are assumed to be stochastic. While stochastic demands de-

stroy the total unimodularity of the problem, it can shown that the matrix

underlying the model is dual network. Consequently, the resulting SIP can

be solved efficiently using standard network flow or LP algorithms. The au-

thors develop an application of the model to the ground-holding problem in

air-traffic management.

Alonso-Ayuso et al. [3] present a framework for solving the multi-period

single-sourcing problem under uncertainty. Casting the problem in the con-

text of assigning retailers to facilities in a multi-period single-sourcing product

environment, the stochastic elements of the model include the demand from

the retailers, and the costs of production, inventory holding, backlogging, and

distribution of the product. By considering a variable splitting mathemati-

cal representation of the deterministic equivalent of the resulting SIP, they

specialize the so-called Branch-and-Fix Coordination algorithmic framework.

The algorithm exploits the structure of the model with respect to the non-

anticipativity constraints for the assignment variables. Their computational

results show a significant improvement in objective values and solve times when

compared with the stand-alone use of a commercial optimizer, particularly for

problem instances with high dimensionality.
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Carøe and Schültz [23] present an algorithm based on dual decom-

position and Lagrangian relaxation for solving SIPs with recourse. The au-

thors note that their approach can be applied to multi-stage problems with

mixed-integer variables in each time stage. Computational results for a set

of two-stage test problems indicate that the approach outperforms B&B as a

stand-alone method.

1.3 Column Generation Algorithms

1.3.1 Methods

The idea of implicitly dealing with the variables of an optimization

problem was first suggested by Ford and Fulkerson [40]. The authors present

a ‘column-oriented’ formulation of the multicommodity maximum flow prob-

lem, where columns correspond to feasible commodity routings from source to

sink nodes. They note that enumeration of all such columns is neither prac-

tical nor feasible, so they suggest an algorithm for generating new columns

on an as-needed basis during the pricing step in the simplex method. Subse-

quently, Dantzig and Wolfe [32] pioneered the idea for LPs within the context

of subordinates whose actions are based on information handed down to them

from upper-level decision makers.

To illustrate this idea, consider a manufacturing company with n inde-

pendent production plants. Each plant must implement a production plan that

obeys their specific capacity restrictions (independent subsystem constraints),
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and the total production across all plants must satisfy customer demand (coor-

dinating, or linking constraints). This problem can be reformulated using the

ideas behind Dantzig-Wolfe (DW) decomposition, where columns correspond

to extreme point solutions of the feasible region for each individual plant’s op-

timization problem. The interpretation of the DW algorithm is the following:

The company CEO (upper-level decision maker) states that customer demand

must be satisfied. Additionally, he sets ‘prices’ - which correspond to dual

multipliers - on the various actions that each plant can implement. Given

these prices, if any of the plant managers (subordinates) can produce an indi-

vidual production plan that is better for the company overall, then they pass

it to the CEO. The process repeats itself with updated prices until none of

the plant managers can produce a production plan that is of greater overall

benefit, and the optimal solution selects a weighted combination of the plant

managers’ plans that minimizes cost while satisfying the CEO’s and plant

managers’ requirements.

As discussed in the formulation studied in Ford and Fulkerson [40], a

full DW formulation can have an exponential number of columns. However,

if we start with a subset of extreme points, then we have a restricted master

program, and the algorithm can then invoke a subproblem for each plant to

generate new columns on an as-needed basis. For obvious reasons, this iterative

procedure is usually referred to as column generation. At the beginning of each

iteration, the restricted master is solved to optimality, and its dual multipliers

are passed to a pricing subproblem for each subsystem. The optimal value of
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each subproblem yields the most favorable reduced cost over an exponentially-

sized set of columns. If the best reduced cost has an attractive sign, then the

column is added to the restricted master and its associated decision variable

is a candidate for entering the basis.

The column generation approach is often an attractive means for solving

IPs as well. The reasons for doing so depend on the problem under consider-

ation. For example, a column-oriented formulation may be the most practical

one available (e.g., the cutting stock problem [43, 44, 90]). Oftentimes DW for-

mulations have a tighter LP relaxation than their traditional or ‘compact’ for-

mulations, which is the case with the generalized assignment problem [14, 68].

Finally, some IPs have a compact formulation with a symmetric structure that

causes B&B to converge slowly, which results from minimal problem changes

between branches [14], while the column-oriented formulation lends itself to

better computational performance.

Consider the following derivation of the column generation approach to

solving a general LP with linking constraints and n vectors of decision variables

x1, x2, ..., xn:
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z∗P = min
x1,x2,...,xn

n∑
j=1

cjxj (1.1a)

s.t.
n∑
j=1

Ajxj ≤ b (1.1b)

xj ∈ Sj, j = 1, 2, ..., n, (1.1c)

where cj, xj, b, and Aj are appropriately dimensioned vectors and matrices.

Constraint (1.1b) is the linking constraint between the n otherwise separable

subsystems, and (1.1c) states that j must obey the constraints defined by Sj.

Let Qj = {xij ∈ Sj : i = 1, 2, ..., Lj} denote the set of all extreme points of

the polyhedron, (Sj). We can apply DW decomposition to (1.1) to obtain the

following full master problem formulation:

z∗P−DW = min
λ1,λ2,...,λn

n∑
j=1

Lj∑
i=1

[
cjx

i
j

]
λij (1.2a)

s.t.
n∑
j=1

Lj∑
i=1

[
Ajx

i
j

]
λij ≤ b (1.2b)

Lj∑
i=1

λij = 1, j = 1, 2, ..., n (1.2c)

λij ≥ 0, i = 1, 2, ..., Lj, j = 1, 2, ..., n. (1.2d)
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Note that λj =
(
λ1
j , λ

2
j , ..., λ

Lj
j

)
, j = 1, 2, ..., n are the only sets of decision

variables in (1.2). Coupled with constraints (1.2c) and (1.2d), their function

is to select a convex combination of extreme points from each set Sj.

In general, it is neither feasible nor practical to completely enumerate

the elements in Qj. Let Qj ⊃ Q̃j = {xij : i = 1, 2, ..., lj} be a subset of extreme

points for each j. The restricted master problem then takes on the following

form:

z∗RLP−DW = min
λ1,λ2,...,λn

n∑
j=1

lj∑
i=1

[
cjx

i
j

]
λij (1.3a)

s.t.
n∑
j=1

lj∑
i=1

[
Ajx

i
j

]
λij ≤ b : π (1.3b)

lj∑
i=1

λij = 1, j = 1, 2, ..., n : γ (1.3c)

λij ≥ 0, i = 1, 2, ..., lj, j = 1, 2, ..., n. (1.3d)

Constraints (1.3c) and (1.3d) are often referred to as a convexity constraints,

since if the polyhedron Sj is bounded then it can be written as the convex hull

of its extreme points given by
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co(Sj) =

xj ∈ Sj : xj =

Lj∑
i=1

λijx
i
j,

Lj∑
i=1

λij = 1, λij ≥ 0

 .

Thus, the solution to (1.3) is equivalent to selecting xj ∈ Sj for each j. Note

that z∗RLP−DW ≥ z∗LP−DW , since (1.3) contains only a subset of the columns

that are present in (1.2). Solving (1.3) yields dual multipliers (π∗, γ∗), and

computing the reduced cost of λij, we obtain

rλij(π
∗, γ∗j ) = cjx

i
j − π∗Ajxij − γ∗j .

After solving (1.3), we know that rλij(π
∗, γ∗j ) ≥ 0 for all i = 1, 2, ..., lj, j =

1, 2, ..., n. We next want to see if ∃xj ∈ Qj\Q̃j such that rλij(π
∗, γ∗j ) < 0, i.e.,

a nonbasic variable (not yet generated) with a reduced cost which indicates it

will enter the basis. If such a column is found with a negative reduced cost

under (π∗, γ∗j ), then the optimality conditions for (1.2) have not been satisfied,

and we should continue to search for attractive columns to add to (1.3). In

order to identify implied columns with negative reduced costs, we solve the

following pricing subproblem for each j:
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r∗j (π
∗, γ∗j ) = min

xj
cjxj − π∗Ajxj − γ∗j (1.4)

s.t. xj ∈ Sj.

If r∗j (π
∗, γ∗j ) < 0, then we have found a λij with associated column xij that has

an attractive reduced cost and we let
∼
Qj ←

∼
Qj ∪ {xij}, lj ← lj + 1, resolve

RLP −DW , and then repeat the process.

Column generation has a strong relationship to Lagrangian relaxation.

In fact, if the Lagrangian relaxation is obtained by dualizing (1.1b), then the

optimal values of LP −DW and the Lagrangian dual are equal since the for-

mulations are dual to one another. Thus, the optimal dual vector, π∗, for the

linking constraints in LP −DW corresponds to the optimal dual multipliers

for the dualized constraints in the Lagrangian relaxation [52]. Consequently,

if vLD(π) is the objective value of the Lagrangian dual for an arbitrary vec-

tor π, then vLD(π) ≤ z∗LP−DW , and since z∗LP−DW ≤ z∗RLP−DW , it follows

that vLD(π) ≤ z∗RLP−DW . This fact can be used as an additional termination

criterion for the column generation algorithm. Oftentimes it is computation-

ally expensive to find all favorable columns for RLP − DW . We can use

the Lagrangian lower bound to terminate the algorithm once z∗RLP−DW and

vLD(π∗RLP−DW ) are within a specified tolerance of one another, where π∗RLP−DW

denotes the dual multipliers associated with constraint (1.3b).
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During each column generation iteration, we can calculate the La-

grangian lower bound in the following manner. First, if we dualize constraint

(1.1b) with multipliers π ≤ 0, then we obtain the following Lagrangian relax-

ation:

vLR(π) = min
x1,x2,...,xn

n∑
j=1

cjxj + π

[
b−

n∑
j=1

Ajxj

]
(1.5a)

s.t. xj ∈ Sj, j = 1, 2, ..., n. (1.5b)

Note that (1.5) separates by j, and πb is simply a constant, which implies that

we can solve this problem by solving the following for each j:

vLRj(π) = min
xj

cjxj − πAjxj (1.6a)

s.t. xj ∈ Sj. (1.6b)

It follows that vLR(π) =
n∑
j=1

vLRj(π) + πb. Except for a constant difference

in their objective values, (1.4) and (1.6) are equivalent, i.e., their optimal

solutions are the same if π = π∗. Now, let (π∗, γ∗) be optimal dual multipliers

to RLP −DW and x∗1, x
∗
2, ..., x

∗
n solve (1.4) (or equivalently (1.6) with π = π∗)

for j = 1, 2, ..., n. Then
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vLR(π∗) =
n∑
j=1

vLRj(π
∗) + π∗b

=
n∑
j=1

cjx
∗
j − π∗

n∑
j=1

Ajx
∗
j + π∗b

=
n∑
j=1

cjx
∗
j − π∗

n∑
j=1

Ajx
∗
j + π∗b+

n∑
j=1

(γ∗j − γ∗j )

=(c1x
∗
1 − π∗A1x

∗
1 − γ∗1) + (c2x

∗
2 − π∗A2x

∗
2 − γ∗2) + · · ·+ (cnx

∗
n − π∗Anx∗n − γ∗n)

+ (π∗b+ γ∗1 + γ∗2 + · · ·+ γ∗n)

=r∗1(π∗, γ∗1) + r∗2(π∗, γ∗2) + · · ·+ r∗n(π∗, γ∗n) + (π∗b+ γ∗1 + γ∗2 + · · ·+ γ∗n)

=
n∑
j=1

r∗j (π
∗, γ∗j ) + z∗RLP−DW ,

where (π∗b+γ∗1 +γ∗2 +···+γ∗n) = z∗RLP−DW follows directly from LP duality [52].

Thus, after solving (1.3) and (1.4) for each j, we can immediately calculate

the Lagrangian lower bound.

1.3.2 Branch-and-Price

Branch-and-price (B&P) is a scheme for solving IPs that combines col-

umn generation with B&B. The standard notion of branching on fractional

variables is enforced while employing column generation at each node in the

B&B tree. Columns are generated at a given node until either (i) all ‘locally’

favorable columns are found, or (ii) the difference between the objective value
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of the restricted master and Lagrangian lower bound at that node is suffi-

ciently small. Congruent with traditional B&B, the process terminates once

a provably optimal or ε-optimal integer solution is found, where ε > 0 is a

specified tolerance.

The LP relaxation of the restricted master may not even have an integer

feasible solution if column generation is only applied at the root node of the

B&B tree. If an integer feasible solution does exist, applying a standard B&B

procedure to the restricted master over the existing columns is unlikely to

find an optimal or near-optimal solution to the original problem [14, 64]. To

illustrate this problem, consider the following example:

min
x

x1 + c2x2 + x3

s.t. x1 + 2x2 + 3x3 = 2 : π

x1, x2, x3 ∈ Z+.

If we assume that 1 < c2 < 2, then the column associated with x2 will not

be generated. Given π ∈ R associated with the equality constraint, x2 will

have the minimum reduced cost if and only if c2 − 2π ≤ 1 − π and c2 −

2π ≤ 1 − 3π, which implies that c2 ≤ 1 − |π|. But this contradicts the

assumption that c2 > 1. If 1 < c2 < 2, then the unique optimal integer
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solution is (x∗1, x
∗
2, x
∗
3) = (0, 1, 0) with objective function value c2. However, the

optimal solution restricted to the variables that can be generated is (x∗1, x
∗
3) =

(2, 0) with objective function value 2 > c2. Thus, unless column generation

is employed at each node in the B&B tree, one or all of the optimal integer

solutions may be missed [64].

1.3.2.1 Algorithmic Considerations

It is well-known that standard branching on the λ-variables can create

problems during B&P. Since xij corresponds to a particular solution to (1.4),

setting λij = 0 at a particular B&B node implies that xij is excluded as a

potential solution to the subproblem. However, it is possible that xij is in

fact the optimal solution to (1.4) in this particular instance. In this case, it

is necessary to find the second best solution to the subproblem. Continuing

along this line of logic, at depth l in the B&B tree we may be forced to settle

for the lth best subproblem solution, or the subproblem may become infeasible

altogether. The solution to this problem is to employ a branching scheme that

corresponds to the xj, i.e., the original decision variables in (1.1). Let xjk

denote the kth component of the binary vector xj. If xjk = 1 at a particular

B&B node, then all existing columns in the restricted master with xjk = 0

are deleted and xjk = 1 is enforced when solving the pricing subproblem.

Conversely, when xjk = 0 all existing columns with xjk = 1 are deleted and

xjk = 0 is enforced when attempting to price out new columns [14].

Depending on the problem structure, branching on the original deci-
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sion variables can also pose some difficulties. Barnhart et al. [14] note this

difficulty within the context of the generalized assignment problem with iden-

tical machines (GAPI), where the problem is due to the symmetry of different

solutions. Under the assumption of identical machines, there are an exponen-

tial number of solutions that differ only in machine name, i.e., swapping the

assignments of two machines yields a solution that has different values for the

decision variables but is otherwise essentially the same as the original solution.

Consequently, when a fractional solution is excluded at some node, symmetric

solutions tend to surface again at other locations in the tree. The result is

that convergence of the algorithm is drastically slowed down, and the number

of alternative optima that exist make it very difficult to prune tree branches

by bound.

Ryan and Foster [78] consider GAPI within the context of crew schedul-

ing, and they propose a branching scheme to combat the symmetry problem.

Focusing on pairs of tasks, rows of the master problem are considered with

respect to two tasks i1 and i2. The branching scheme consists of dividing the

solution space into two disjoint sets. The first set considers solutions where i1

and i2 appear together, in which case they are combined into a single task when

solving the associated knapsack subproblem to price out additional columns.

The second set considers solutions where i1 and i2 are separate from one an-

other, and in this case the generalized upper-bound constraint xi1 + xi2 ≤ 1 is

added to the knapsack subproblem.

Another potential enhancement to B&P is known as strong branching
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[55]. The process begins by defining an initial subset of decision variables

as branching candidates. Subsequently, the LP relaxation of the restricted

master is solved up through each candidate’s child nodes. Finally, (in the

case of minimization) the candidate having the child node with the least lower

bound is selected as the branching variable. Thus, this heuristic traverses the

B&B tree in a greedy fashion by branching on variables that give the best

myopic improvement in objective value.

Dual Stabilization is another computational tool that often improves

B&P in practice. The process works by bounding the dual variables within a

trust region. To illustrate this concept, consider the following primal-dual LP

pair:

min
x

cx (1.7)

s.t. Ax ≤ b : π

x ≥ 0

max
π

πb

s.t. πA ≤ c

π ≤ 0.
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To bound the dual variables within a trust region, we add the artificial variable

y to (1.7), which results in the following primal-dual pair:

min
x

cx+ δy

s.t. Ax− y ≤ b : π

y ≤ ε : w

x, y ≥ 0

max
π

πb+ εw (1.8a)

s.t. πA ≤ c (1.8b)

− π + w ≤ δ (1.8c)

π,w ≤ 0. (1.8d)

Note that constraint (1.8c) can be rewritten as π ≥ w − δ. If we assume that

δ > 0 then 0 ≥ π ≥ w− δ, since w ≤ 0. If ε =∞, which implies w = 0, then π

lies in a ‘hard’ trust region, i.e., 0 ≥ π ≥ −δ. When the components of ε are

allowed to take on (finite) positive values, then the duals can slip outside of

the hard trust region but are penalized in the objective function for doing so.
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If πi denotes the ith component of the vector π, then trust region is updated

by increasing its size for each πi satisfying −δ > πi, and decreasing it when

−δ ≤ πi. The criterion for terminating the dual stabilization process is when

y = 0 [35, 83].

Dual stabilization can improve algorithmic performance in two different

ways. First, during column generation the dual values of the LP relaxation of

the restricted master do not converge smoothly to their final optimal values

[64]. Consequently, many irrelevant columns may be generated due to poor

dual information in early iterations. Second, a ‘tailing-off’ effect can also arise

during column generation, which refers to the large number of iterations often

needed to prove LP optimality of the restricted master. Oftentimes this is

a result of degeneracy, which is a common occurrence in DW formulations.

Applying the artificial y-variables to the linking constraint results in a pertur-

bation in its right-hand side, which has been known to diminish the effect of

this problem [24].

1.4 Metaheuristics and Tabu Search

1.4.1 Background and Description

Metaheuristics comprise a class of algorithms that are used to effi-

ciently find ‘good’ or near-optimal solutions to otherwise intractable optimiza-

tion problems. The need for such methods often arises in combinatorial opti-

mization problems (COPs), where the set of feasible solutions is exponentially

29



large. Typically they are able to overcome problem difficulties such as disjoint

feasible regions and computationally expensive function evaluations through

the use of problem-specific solution representations.

A metaheuristic search algorithm typically starts with an initial in-

cumbent solution which is (i) assumed to be known or (ii) can be found by a

preexisting methodology. Each iteration begins by defining a new incumbent,

which is typically the best solution found during the previous iteration of the

algorithm. The search procedure is defined by moves, i.e., modifications of

the incumbent solution. For example, a move that is frequently used when

solving an instance of the traveling salesman problem is the 2-swap, where the

positions of visits to two locations in a tour are swapped. The neighborhood

of the incumbent is composed of the set of all solutions which can be reached

from the incumbent using a single move of this type. It is for this reason

that metaheuristics are often referred to as local search techniques, since they

search the solution space (neighborhood) that is local to the incumbent during

each iteration. The next incumbent solution is chosen from the neighborhood

based on a merit function (usually the objective function) and the particulars

of the specific search algorithm. The move value is defined as the change in

the objective function that results in moving from one solution to another.

The local search iteratively repeats until a stopping criterion is met, such as

the completion of a predetermined number of total algorithm iterations. At

termination, the best solution or a list of best and/or desirable solutions is

reported [10].
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Tabu search (TS) is a type of metaheuristic that will be employed in

some detail in this dissertation. Prior to tabu search, metaheuristics had

limited or no memory capabilities and typically incorporated random search

elements. Two such well-known examples are simulated annealing (SA) and

genetic algorithms (GAs). SA mimics the real-world process of metal annealing

by progressively reducing a temperature parameter at a specific cooling rate

until a ‘steady state’ is reached. The algorithm seeks to diversify its search

by randomly accepting solutions that are inferior to the best ones currently

known, and then searching in the neighborhood of those solutions [36]. A GA

simulates the process of biological evolution by randomly combining elements

of solutions represented by binary strings, and keeping the best ones according

to a predefined ‘fitness’ measure [46]. While these two algorithms have had rea-

sonable success in solving difficult optimization problems, they have received

much criticism in their use of unsophisticated random search techniques and

their lack of ability (in their pure forms) to keep track of previously visited

solutions.

TS (in its many forms and variants) has been successfully applied to a

number of different classes of optimization problems. The majority of TS al-

gorithms are deterministic in nature, and they utilize a tabu memory structure

to track attributes (move values and other properties) of solutions that have

been recently visited. Visited solutions are ‘forbidden’ or tabu for a specified

number of iterations equal to the tabu tenure. Simply put, the tabu memory

structure restricts the search from selecting a tabu solution as the new incum-
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bent at the current iteration. This measure reduces cycling among recently

visited solutions and encourages a diversified search. The search iteratively

selects the best neighboring solution which may be superior to the incumbent,

or in the case of a local optimum, the best non-improving solution. Thus, TS

is able to escape from local optima and continue the search in other areas with

potentially better solutions.

Additional constructs have been developed to enhance the effectiveness

of TS algorithms. Static TS keeps the tabu tenure value constant, and adaptive

TS (ATS) dynamically adjusts this value, depending on the desired type of

search. Optional aspiration criteria can be used to override the tabu status

of a neighboring solution if, for example, a given tabu solution is the best one

found up to that point. Intensification strategies focus the search in areas that

are believed to contain better solutions, and diversification strategies allow the

search to escape from inferior areas of the solution space. ATS supports both

ideas by varying the value of the tabu tenure. Reactive TS (RTS) uses a data

structure known as a hashing function to facilitate efficient solution evaluation.

RTS can also detect when the search is trapped in a chaotic attractor basin

(a non-uniformly repeating cycle of solutions), and promotes diversification

by implementing escape procedures to remove the search from such areas [15].

The recently developed Group Theoretic TS (GTTS) uses concepts from group

theory to greatly enhance the ability of TS to compare solution attributes and

traverse the solution space [27, 45].
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1.4.2 Tabu Search Applications

The success of TS has been realized in a wide variety of problem types

and its evolution has enhanced its effectiveness over the years. Knox and

Glover [58] present the application of a prototype TS algorithm on a bench-

mark set of symmetric TSPs ranging from 25 to 110 locations. Using the

2-swap move, their algorithm randomly generated initial tours and diversifi-

cation was achieved via repeated random restarts.

Barnes et al. [13] apply TS to the single machine scheduling problem

with the objective of finding a schedule that minimizes the sum of linear delay

penalties and sequence-dependent machine setup costs. The authors detail

their construction of a TS algorithm that employs both swap and insert moves.

Spearman and Woodruff [86] implement TS to solve a single machine

scheduling problem with deadlines, holding costs, and sequence dependencies.

Attributes of their algorithm include search neighborhoods defined by insertion

moves, strategic oscillation to allow search trajectories that visit solutions

outside of the feasible region, and restricted candidate lists for generating

neighboring solutions.

Barnes and Laguna [12] present a static TS algorithm to solve a multiple-

machine weighted flow time problem. Jobs were indexed in natural order ac-

cording to Smith’s rule [85], since it is known that at least one optimal schedule

sequences the jobs on each machine in this fashion. Their TS algorithm begins

from an initial solution that is generated by a one-pass construction heuristic.
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Swap moves trade machine assignments between pairs of jobs, and insert moves

allowed the reassignment of a single job from one machine to another. The

authors note that their computational results were superior to the best-known

B&B results both in solution quality and algorithmic run time.

Battiti and Tecchiolli [15] developed the sophisticated RTS algorithm.

As briefly described in Section 1.4.1, this non-static local search method in-

creases the tabu tenure when previously visited solutions are encountered and

reduces this value when new solutions are found.

Barnes and Carlton [11] use RTS to solve single and multi-vehicle ver-

sions of the vehicle routing problem with time windows (VRPTW). Two-level

open hashing structures and customer insertions are two of the primary char-

acteristics of their RTS algorithm.

Andersson [4] discusses the application of TS to a disruption manage-

ment problem. Three methods are proposed to solve the aircraft recovery

problem: a Lagrangian-based heuristic, a Dantzig-Wolfe method, and a static

TS algorithm. Computational results indicate that TS is superior to the other

two methods, producing high-quality solutions in less time.

Hedar and Fukushima [49] introduce the Directed Tabu Search (DTS)

algorithm. While TS algorithms are normally applied to COPs, the DTS

algorithm is applied to continuous nonlinear global optimization problems.

DTS uses a direct-search strategy based on the Nelder-Mead method [39], and

reduces cycling by classifying regions of the solution space within a certain
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distance of previously visited solutions as tabu or semi-tabu.

Pedroso [73] presents a general TS approach for solving mixed integer

programs (MIPs), where the integer variables are fixed at specific values via

TS and the objective function is evaluated by solving the resulting LP on

the space of the continuous variables. The initial TS solution is generated by

rounding the integer variables about their optimal LP relaxation values, and

the neighborhood structure is based on incrementing and decrementing their

values by one unit. The algorithm features an intensification scheme which

fixes all tabu variables to integer values and solves the residual MIP with B&B.

Barnes et al. [67] use a GTTS method to solve an aerial fleet refueling

problem. Combined with dynamic search methods, their GTTS algorithm

is shown to be an effective means of solving this partitioning and ordering

problem.

Kinney [57] presents a GTTS algorithm to solve the unicost set covering

problem. In this study, he uses group theory to partition the solution space into

orbits and a RTS procedure based on both inter-orbit and intra-orbit swaps

to explore the resulting neighborhoods. Computational results indicate that

this method outperforms classical methods in a widely used set of benchmark

problems. The author also explores the use of GTTS for solving general IPs

via Gomory’s group minimization problem.
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1.4.3 Tabu Search Applications to Stochastic Optimization

While there has been a fair amount of research on the applications of

metaheuristics such as ant colony optimization, GA, SA, evolutionary com-

putation, and stochastic partitioning to stochastic optimization problems, the

research on TS applications to this domain is rather limited. One apparent ob-

stacle to applying TS to stochastic problems (especially ones of a combinatorial

or discrete nature) has been the efficient evaluation of different solutions.

TS applications to stochastic COPs have focused on (i) the use of simu-

lation subroutines to compute approximate objective function values, and (ii)

the use of simulation for tasks such as neighborhood exploration, designation

of tabu moves, and statistical verification of aspiration criteria. The advan-

tage of (i) is that it provides a means of approximately evaluating otherwise

intractable objective functions for certain problems. However, this procedure

can be very time consuming since it often relies on external simulation pack-

ages. The advantage of (ii) is that it provides an efficient means of traversing a

given solution space. However, due to the randomness introduced by the sim-

ulation routines, it is never known with certainty which neighborhoods and

solutions are truly superior to one another. One can be relatively confident in

the solutions generated by (ii) if proper sampling techniques, e.g., to reduce

variance, are used, but this can entail a substantial increase in computational

time and implementation effort [18].

Costa and Silver [30] propose a ‘noisy’ TS algorithm based on simula-

tion cause-and-effect analysis to solve stochastic COPs. Their computational
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results indicate that this approach provides an efficient means for evaluating

the properties of feasible solutions.

Lökketangen and Woodruff [62] combine TS and progressive hedging

(PH) to develop a general framework for approximately solving multi-stage

0-1 SIPs, where TS solves the PH-induced quadratic 0-1 subproblems. The

neighborhood definition is based on extreme point pivoting using a bounded

variable simplex subroutine, where the tabu attribute of a neighborhood move

is the index of the variable leaving the basis. Once a given variable has left the

basis, it is not allowed to reenter until a number of iterations equal to the tabu

tenure has passed. The authors introduce the notion of integer convergence

for PH, and their computational results indicate that their method serves as

a promising means for solving instances from this difficult class of problems.

Aringhieri [6] combines TS with simulation to solve chance-constrained

stochastic programs. His motivation is based on the fact that explicit evalu-

ation of complicated probability functions of random problem parameters is

expensive or intractable. Thus, he uses simulation to statistically estimate

random parameters and TS to locate and evaluate solutions that (with some

estimated probability) do not violate the chance constraints.
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1.5 Prioritization Models

1.5.1 Background and Description

The prioritization approach to decision making is motivated by bud-

getary uncertainty. Given a known budget b, we can often solve a COP to

allocate this scarce resource among competing discrete activities, i.e., we solve

the problem to determine the optimal set of decisions. For example, a solution

to a knapsack problem represents optimal resource allocation to a set of activ-

ities subject to budgetary restrictions. However, in many real-world settings

the assumption of a known parameter b is not valid. If the realized budget is

some value b′ 6= b, it is possible that an entirely different group of decisions

is optimal under this alternative budget. Often decision makers need to de-

velop policies before knowing the available resources at their disposal. In this

setting, prioritization may be a more appropriate modeling approach, and the

question becomes the following: Given a probabilistic description of possible

budget scenarios, how should the allocation of resources be prioritized?

Consider the following example: A manager must make irreversible

decisions for a group of projects, but his investment budget is uncertain. He

could assume a fixed budget b and select a set of projects that would be

optimal under that assumption, but if his realized budget is less he may have

to remove some projects, and if it is more he may be able to add some projects.

Assuming that b is fixed when selecting the initial group of projects may not

leave the manager in the best position in such scenarios. Given the random

nature of the manager’s available resources, he might be better off forming
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a priority list of projects. Then, if his budget allows him to undertake one

project, he should undertake the one at the highest priority level, and if his

budget allows for two projects, then he should undertake the two at priority

levels 1 and 2, and so on. Such a problem can be formulated as a COP with

binary decision variables that equal 1 if a given project is assigned priority

level l, and 0 otherwise.

When modeled as a COP, the optimal solution to a prioritization prob-

lem yields a partial ordering on the set of activities. For instance, if we solve

a problem where each budget scenario allows the inclusion of one additional

activity, then the priority order is clear for each individual project on the list.

But returning to our example of the project manager, if budget scenario 1 al-

lows the selection of two projects, budget scenario 2 allows the selection of two

additional projects, etc., then the there is no distinguishable order of impor-

tance between the pair projects assigned to the same priority level. However,

there is still a distinguishable ordering between projects at priority level l and

level l′ > l, where each individual project at level l is of greater importance

than l′.

The problem of forming an optimal priority list of activities is appropri-

ately modeled as an SIP. The resulting optimization problem has an increased

level of complexity over the simpler model where the budget is assumed to be

known. Referring back to the discussion in Section 1.2 of the computational

difficulties associated with SIPs, this suggests that prioritization models may

be computationally challenging to solve.
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1.5.2 Prioritization Applications

The topic of prioritization (via optimization) has received limited at-

tention from the operations research and computer science community. This

leads us to believe that there is much opportunity for further exploration of

this topic.

Dean et al. [33] consider adaptive and non-adaptive versions of the

stochastic knapsack problem (SKP). Both models seek to maximize expected

reward, assume that the budget consumption (size) of a selected item is a

random variable, and assume that the knapsack’s residual capacity is realized

only after selecting an item. In both cases, the optimal solution is an ordered

list that defines the most profitable (in expectation) sequence in which items

should be placed in the knapsack. The non-adaptive SKP assumes that an item

cannot be removed once it is placed in the knapsack, and the adaptive model

allows the dynamic adjustment of selected items after their predecessors’ sizes

are realized.

Hartline and Sharp [48] discuss the generalized framework of incremen-

tal COPs, where problem constraints arise over time. In each problem, a

feasible solution is a sequence solutions (one for each time stage) that build

upon one another, i.e., the incremental solution in any stage must be feasible

with respect to all incremental solutions in prior stages. The authors discuss

specific types of incremental COPs such as general covering problems and node

covering formulations, and they discuss various solution algorithms and their

computational complexities.
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Korupolu et al. [60] study approximation algorithms for several NP-

hard facility location problems. They prove that a simple local search heuristic

yields polynomial-time constant-factor approximation bounds for metric ver-

sions of the uncapacitated k-median problem and the uncapacitated facility

location problem. The authors extend their results to obtain constant-factor

approximation bounds for the metric versions of capacitated k-median and

facility location problems.

Chudak and Williamson [25] simplify the analysis by Korupolu et al.

[60] of a local search heuristic for the capacitated facility location problem

(CFLP). In doing so, they show that the value of the resulting solution is

within a factor of 6(1 + ε) of the optimal value. Their analysis uses the su-

permodularity of the cost function of the problem and the integrality of the

transshipment polyhedron. They also consider a variant of the CFLP in which

multiple copies of any facility can be opened. Using ideas from the analysis of

the local search heuristic described in [60], they show how to transform any

α-approximation algorithm for this problem into a polynomial-time algorithm,

at the price of obtaining a solution with twice the value of the optimum.

Koc et al. [59] propose the use of prioritization modeling for project

portfolio selection under budgetary uncertainty. They demonstrate the method-

ology through a facility location example problem which yields a prioritized

list of locations as its solution.
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1.6 Hybridizations of Exact and Metaheuristic Algo-

rithms

The choice to apply an exact algorithm (e.g., B&B, decomposition) is

motivated by the desire to solve a problem to optimality. As discussed in

Section 1.4, this approach is not always practical for many difficult problem

instances. In these situations, the use of a metaheuristic such as TS is an effec-

tive means for finding an approximate solution to the problem. In contrast to

exact algorithms, however, metaheuristics lack the ability to prove optimality.

There is a limited body of research in the operations research and com-

puter science communities on the efficacy of so-called ‘hybrid’ algorithms. Hy-

brids combine elements from both methodologies, most notably the compu-

tational efficiency of metaheuristics and the proof of optimality that comes

from exact methods. They typically fall into one of two categories: collabo-

rative or integrative combinations. Collaborative combinations involve exact

and heuristic algorithms that exchange information, but are otherwise sep-

arate entities that can be executed in a sequential, intertwined, or parallel

fashion. Integrative combinations have designated ‘master’ and ‘slave’ algo-

rithms, where a metaheuristic procedure serves as an embedded subroutine of

the exact method, or vice versa [77].
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1.6.1 Collaborative Hybrid Applications

Clements et al. [26] present a column generation approach for solving

a production-line scheduling problem. First, a greedy procedure known as

the squeaky wheel optimization (SWO) heuristic is used to generate a set of

feasible line schedules. Subsequently, these solutions are used to generate an

initial set of columns for a set partitioning formulation of the master problem.

During the algorithm, the SWO heuristic is randomly executed in order to

promote a diversified search of the solution space. Computational results re-

ported by the authors note that this hybrid tends to terminate with a solution

whose quality is at least as good as the best solution that results from using

SWO as a stand-alone method.

Applegate et al. [5] propose a hybrid approach for solving the traveling

salesman problem. Diversification is promoted by executing multiple runs

of an iterative local search algorithm. The edge-sets of from these heuristic

solutions are then combined to create a restricted graph before solving the

problem to optimality.

Plateau et al. [74] combine interior point methods with heuristic ascent

for solving the multi-constrained knapsack problem. The algorithm begins by

invoking an interior point algorithm with early termination, and a subsequent

rounding heuristic to construct an initial integer feasible solution. Next, sev-

eral different ascent heuristics are used to generate a population of different

feasible candidate solutions. Finally, this candidate solution set is used to ini-

tialize a scatter search algorithm. The authors present computational results
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on a set of standard multi-constrained knapsack benchmark problems.

Nagar et al. [70] combine B&B and a GA for solving a two-machine

flowshop scheduling problem, where candidate solutions are represented as job

permutations. Prior to the execution of the GA, B&B is executed down to a

predetermined tree depth k, and suitable bounds are calculated and recorded

at each node of the tree. GA is then applied to the partial solutions leading

up to position k. For each node at level k, if the bounds on the solution

indicate that the current tree branch cannot lead to an optimal solution, the

permutation is subjected to a mutation operator whose goal is to change the

early part of the permutation in a favorable way.

1.6.2 Integrative Hybrid Applications

Burke et al. [21] present a local and variable neighborhood search

heuristic for the asymmetric traveling salesman problem. During the local

search procedure, an embedded exact algorithm called HyperOpt is used to

evaluate large neighborhoods in their entirety.

Another hybrid which example where exponentially large neighbor-

hoods are explored can be found in the work of Congram [28]. This body of

work considers problems where the single search steps are independent and so-

lutions are represented as permutations. The local search component considers

neighborhoods that consist of all possible combinations of mutually indepen-

dent simple search steps, and one ‘Dynasearch’ move which consists of a set of
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independent moves that are executed in parallel. The algorithm implements

dynamic programming to find the best combinations of independent moves.

Cotta and Troya [31] present a framework for embedding B&B as a

subroutine within a master evolutionary algorithm. The authors detail impor-

tant theoretical concepts on generalized schemata analysis such as the dynastic

potential of two chromosomes x and y, which is the set of individuals that only

carry information contained in the two chromosomes. These concepts are ex-

tended in the development of dynastically optimal recombination, which uses

B&B to explore the potential of the recombined solutions in order to obtain

the best possible combination of the ancestors’ features without introducing

implicit mutation. A comparison of the authors’ hybrid algorithm with other

heuristics that employ different crossover operators indicate the efficacy of the

approach.

Woodruff [91] describes a ‘chunking-based’ selection strategy that selec-

tively executes RTS at certain B&B nodes. The chunking strategy computes a

distance measure between the current node and previous nodes where RTS was

executed in order to bias the selection towards distant points. The author’s

computational results indicate that adding the embedded RTS algorithm im-

proves B&B performance.

45



Chapter 2

Nuclear Smuggling Interdiction Models

2.1 Overview

This chapter focuses on developing models for interdicting a smuggler

of illicit nuclear material. Subsequent chapters concern the algorithms needed

to solve, or approximately solve, these models.

We begin by presenting in Section 2.2 a stochastic network interdiction

problem (SNIP) that has been developed in [69, 72]. This model helps to

establish many of the key problem elements that are present in subsequent

models in this chapter.

Section 2.3 introduces the concept of prioritization within the context

of stochastic network interdiction. Here we present a prioritized variant of

SNIP (PrSNIP), which is a straightforward extension of the unprioritized SNIP

presented in Section 2.2. The details of the derivation of PrSNIP that we

present are analogous to the derivation of SNIP presented in [69, 72].

Section 2.4 considers a special case of the prioritized model defined on

a bipartite network. Here we begin by presenting the unprioritized version of
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this problem (BiSNIP), and we extend the model to fit within the context of

prioritized decision making (PrBiSNIP).

Section 2.5 proposes an extension of PrBiSNIP, where in addition to

true sensors so-called ‘decoys’ can now be installed at interdiction locations.

The goal of this problem is to find the optimal mix of decoy and true sensors

for minimizing smuggler evasion probability under budgetary restrictions.

Section 2.6 illustrates the benefits of the prioritization approach under

budgetary uncertainty. We present an example of a small bipartite smuggling

network, and contrast the optimal solutions that arise when the sensor instal-

lation budget is a known parameter with the optimal priority lists that result

under different budget scenario probability mass values.

Section 2.7 discusses some modeling issues associated with the con-

struction of stochastic network interdiction problems for nuclear smuggling.

Here we discuss in detail the elements that we use to characterize the smug-

gling community. Additionally, we present the methodology used to estimate

detection probabilities of smugglers at interdiction locations.

2.2 Stochastic Network Interdiction Problem

The goal of the SNIP we consider here is to minimize the maximum

probability that an adversary can safely traverse a transportation network. In

this context we refer to an adversary as a smuggler and to an interdiction as an

installation, i.e., one can view the interdiction of a location as the installation
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of a sensor designed to detect nuclear material. We assume that the charac-

teristics of a given smuggler are not known a priori, but rather are governed

by a discrete probability mass function. Additionally, it is assumed that the

events of a smuggler evading detection on each arc are mutually independent.

The simplest way in which a smuggler is characterized is by a random

origin-destination (O-D) pair, i.e., the smuggler’s starting and ending points

in the network are not known in advance. We use the term arc reliability to

denote the probability that a smuggler can safely traverse a particular arc.

For any arc that does not have a sensor installed, the reliability is pij, and

is qij < pij if a sensor is installed. Such sensor installations are defined by

binary decision variables, and as we will show, SNIP can be formulated as a

stochastic MIP.

The timing of decisions in SNIP is the following: First, the interdictor

selects a group of installation locations subject to a budget constraint. Sec-

ond, the smuggler’s O-D pair is revealed, and having full knowledge of the

interdictor’s actions, the smuggler travels from his origin to his destination

along the maximum reliability path, i.e., the path that maximizes his evasion

probability. Given a set of possible smuggler O-D pairs, the interdictor seeks

to develop an installation plan that minimizes the evasion probability.

SNIP assumes that the interdictor knows (a) the network topology, (b)

arc reliabilities, (c) the allotted budget b, (d) the probability distribution of

the set of possible O-D pairs ω ∈ Ω, and (e) the means by which the smuggler

will select his path. The model assumes that a smuggler knows (a)-(c), as well
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as the location of installed sensors.

We now present the derivation of the stochastic MIP formulation for

SNIP:
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Sets, Indices, and Parameters

G(N,A) Directed network with node set N and arc set A

FS(i) Set of arcs emanating from i ∈ N

RS(i) Set of arcs entering i ∈ N

AD ⊂ A Candidate installation arcs

b Total installation budget

cij Cost of installing sensor on (i, j) ∈ AD

pij Evasion probability on (i, j) ∈ A if no sensor is installed

qij Evasion probability on (i, j) ∈ A with sensor installation

ω ∈ Ω Smuggler type scenarios

(sω, tω) Smuggler ω’s origin-destination (O-D) pair

φω Probability mass function of Ω

Decision Variables

xij Equals 1 if sensor is installed on (i, j) ∈ AD, 0 otherwise

yij Positive only if smuggler travels on (i, j) ∈ A if no
sensor is present

zij Positive only if smuggler travels on (i, j) ∈ AD if a
sensor is present

Boundary Conditions

xij, zij ≡ 0 (i, j) /∈ AD

Formulation
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v∗ = min
x∈X

∑
ω∈Ω

φωh(x, (sω, tω)), (2.1)

where

X =

x :
∑

(i,j)∈AD

cijxij ≤ b, xij ∈ {0, 1}, (i, j) ∈ AD

 ,

and where h(x, (sω, tω)) is the optimal value of the smuggler’s subproblem for

scenario ω ∈ Ω:
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max
y,z

ytω (2.2a)

s.t.
∑

(sω ,j)∈FS(sω)

(ysωj + zsωj) = 1 (2.2b)

∑
(i,j)∈FS(i)

(yij + zij)−
∑

(j,i)∈RS(i)

(pjiyji + qjizji) = 0, i ∈ N\{sω, tω}

(2.2c)

ytω −
∑

(j,tω)∈RS(tω)

(pjtωytωi + qjtωzjtω) = 0 (2.2d)

0 ≤ yij ≤ 1− xij, (i, j) ∈ A (2.2e)

0 ≤ zij, (i, j) ∈ AD. (2.2f)

The interdictor first selects a group of sensor installation locations, x,

which are subject to the knapsack constraint in X. The interdictor’s goal is

to minimize the probability that the smuggler evades detection. This proba-

bility is expressed in the objective function of (2.1) as a weighted sum of the

conditional evasion probabilities, which in turn are given as the optimal value

of (2.2). Note that even though x appears in (2.2), the only decision variables

are y and z. So the interdictor first selects a group of installation locations

x, and based on this decision the smuggler selects the sω-tω path that maxi-

mizes his evasion probability, i.e., the maximum-reliability path. Thus, from

the smuggler’s point of view, the installation plan x is a fixed vector of data.
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The optimal value of (2.2) is the probability that a smuggler can safely

traverse the network, which is conditional on the O-D pair that defines him.

Each candidate installation arc (i, j) ∈ AD is modeled as two arcs in parallel.

If an installation takes place, i.e., xij = 1, then flow may only pass through

the ‘interdiction’ arc, i.e., flow across (i, j) implies that zij > 0. Conversely, if

xij = 0, then flow across this arc implies that yij > 0. These conditions are

ensured by the right-hand side of constraint (2.2e), coupled with the fact that

pij > qij. The flow on a given arc is multiplied by its ‘gain’ (pij or qij), so if

Psω ,tω is an (s, t) path under ω ∈ Ω, then

ytω =
∏

(i,j)∈Psω,tω

[pij(1− xij) + qijxij].

These conditions are ensured by the flow conservation constraints (2.2c) and

the definition of ytω in (2.2d). The flow reaching the destination node tω is

maximized in (2.2a).

2.3 Prioritized Stochastic Network Interdiction Prob-

lem

We now turn to the prioritized version of the SNIP model, i.e., PrSNIP.

This requires the introduction of a set of priority levels L and a set of budget

scenarios B. The decision variable xij of SNIP is replaced by xijl which takes

value 1 if placing a sensor on arc (i, j) ∈ AD receives priority level l. Addi-
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tionally, the of number arcs (i, j) that can be assigned priority level l is given

by nl ≥ 1. We simplify the model by assuming identical sensor installation

costs cij = 1 ∀(i, j) ∈ AD, and we introduce parameter Iβl which takes value

1 if budget scenario β ∈ B allows an installation at priority level l ∈ L, and 0

otherwise. Using this parameter, we define xβij =
∑

l∈L I
β
l xijl, which indicates

whether arc (i, j) receives a sensor under budget scenario β. At the time when

the prioritization must be specified, the budget scenarios are governed by a

probability mass function ψβ, β ∈ B. Finally, we assume that smuggler type

and budget level are independent random variables. The PrSNIP model can

now be formulated as follows:

v∗ = min
x∈X

Eh(x, (sω, tω), Iβ) =
∑
ω∈Ω

∑
β∈B

φωψβh(x, (sω, tω), Iβ) (2.3)

where

X =

x :
∑

(i,j)∈AD

xijl = nl,
∑
l∈L

xijl ≤ 1, xijl ∈ {0, 1}, (i, j) ∈ AD, l ∈ L

 ,

(2.4)

and where h(x, (sω, tω), Iβ) is the optimal value of the problem for scenario

pair (ω, β):
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max
y,z

ytω (2.5a)

s.t.
∑

(sω ,j)∈FS(sω)

(ysωj + zsωj) = 1 : πsω (2.5b)

∑
(i,j)∈FS(i)

(yij + zij) =
∑

(j,i)∈RS(i)

(pjiyji + qjizji), i ∈ N\{sω, tω} : πi

(2.5c)

ytω =
∑

(j,tω)∈RS(tω)

(pjtωyjtω + qjtωzjtω) : πtω (2.5d)

0 ≤ zij, (i, j) ∈ AD (2.5e)

0 ≤ yij ≤ 1−
∑
l∈L

Iβl xijl︸ ︷︷ ︸
xβij

, (i, j) ∈ A : λij. (2.5f)

The constraints in X simply state that (i) exactly nl arcs should be assigned

priority level l ∈ L, (ii) any arc should be chosen at no more than one priority

level, and (iii) interdiction choices are modeled as binary decision variables.

The timing of decisions in (2.3) is similar to that of (2.1), except that priori-

tization decisions must be made before observing the budget realization.

As indicated above, the prioritization decision xijl, (i, j) ∈ AD, l ∈ L,

is converted to a sensor installation plan under budget scenario β via xβij

(constraint (2.5f)). From the smuggler’s point of view, only this installation

plan, xβ, is required in order to select an optimal evasion path. In what follows
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it will be convenient to refer to xβ, and we do so with the understanding that

xβ is fully determined by xijl and Iβ, (i, j) ∈ AD, l ∈ L, β ∈ B.

Once again, from the smuggler’s point of view, the installation decision

x is a fixed vector of data. The optimal value of (2.5) is the probability that

smuggler ω defined by (sω, tω) can safely traverse the network under budget

scenario β ∈ B. Each admissible arc (i, j) is modeled as two arcs in parallel;

one for installations and one that allows travel if the arc is not part of the

installation plan. If xβij = 1, then flow may only pass through the ‘installation’

arc, i.e., flow across (i, j) implies that zij > 0. Conversely, if xβij = 0, then flow

across this arc implies that yij > 0.

The goal of this section is to formulate model (2.3) as a single large-

scale stochastic MIP. To do so we will use some of the model reformulation

ideas from [69]. To begin, we use LP duality and the fact that x is fixed to

reformulate model (2.3) as follows:
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h(x, (sω, tω), Iβ) = min
π,λ

πβsω +
∑

(i,j)∈AD

(1− xβij)λij (2.6a)

s.t. πi − pijπj ≥ 0, (i, j) ∈ A\AD (2.6b)

πi − pijπj + λij ≥ 0, (i, j) ∈ AD (2.6c)

πi − qijπj ≥ 0, (i, j) ∈ AD (2.6d)

λij ≥ 0, (i, j) ∈ AD (2.6e)

πβtω = 1. (2.6f)

Model (2.6) expresses h(x, (sω, tω), Iβ) as a minimization problem, which is

favorable if we wish to simultaneously optimize with respect to both the in-

terdictor’s and smuggler’s decision variables, for all scenario pairs (ω, β), in a

single large-scale MIP. However, as we can see from the objective function in

(2.6a), simultaneously optimizing over λω and xβ leads to a nonlinear formu-

lation. It can be shown that λij ≤ 1 ∀(i, j) ∈ AD. Consequently, (2.6) can be

linearized and expressed in the following form:
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h(x, (sω, tω), Iβ) = min
π,λ,δ

πsω +
∑

(i,j)∈AD

δij (2.7a)

s.t. πi − pijπj ≥ 0, (i, j) ∈ A\AD (2.7b)

πi − pijπj + λij ≥ 0, (i, j) ∈ AD (2.7c)

πi − qijπj ≥ 0, (i, j) ∈ AD (2.7d)

δij − λij ≥ −xβij, (i, j) ∈ AD (2.7e)

λij, δij ≥ 0, (i, j) ∈ AD (2.7f)

πtω = 1. (2.7g)

Constraints (2.7c) and (2.7e) imply that πi−pijπj ≥ −λij ≥ −δij−xβij, (i, j) ∈

AD. Since λij appears in this expression and nowhere else in the model, con-

straints (2.7c) and (2.7e) can both be replaced by πi−pijπj+δij ≥ −xβij, (i, j) ∈

AD, thus eliminating λij, (i, j) ∈ AD, from model (2.7) altogether. This ob-

servation allows us once again to reformulate the smuggler’s problem:
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h(x, (sω, tω), Iβ) = min
π,δ

πβsω +
∑

(i,j)∈AD

δij (2.8a)

s.t. πi − pijπj ≥ 0, (i, j) ∈ A\AD (2.8b)

πi − pijπj + δij ≥ −xβij, (i, j) ∈ AD (2.8c)

πi − qijπj ≥ 0, (i, j) ∈ AD (2.8d)

δij ≥ 0, (i, j) ∈ AD (2.8e)

πβtω = 1. (2.8f)

The model can be further simplified by noting that there exists an optimal

solution to (2.8) such that δij = 0, ∀(i, j) ∈ AD. To see this, note that (2.8c) is

the only structural constraint that contains this variable. Given the remaining

constraints that dictate the relationship between πi and πj, (i, j) ∈ A, any

optimal solution (π∗, δ∗) where δ∗ 6= 0 can be converted into a feasible solution

with the same objective value with δ∗ = 0 [72]. Thus, (2.8) can be expressed

as the following:
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h(x, (sω, tω), Iβ) = min
π

πsω (2.9a)

s.t. πi − pijπj ≥ 0, (i, j) ∈ A\AD (2.9b)

πi − pijπj ≥ −xβij, (i, j) ∈ AD (2.9c)

πi − qijπj ≥ 0, (i, j) ∈ AD (2.9d)

πtω = 1. (2.9e)

Next, we obtain a tighter formulation for (2.9) by modifying the coef-

ficient of xβij in constraint (2.9c):

h(x, (sω, tω), Iβ) = min
π

πsω (2.10a)

s.t. πi − pijπj ≥ 0, (i, j) ∈ A\AD (2.10b)

πi − pijπj ≥ −(pij − qij)xβij, (i, j) ∈ AD (2.10c)

πi − qijπj ≥ 0, (i, j) ∈ AD (2.10d)

πtω = 1. (2.10e)

To establish the validity of (2.10), we must consider two possible cases: xβij = 0
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and xβij = 1. If xβij = 0, then clearly (2.9c) and (2.10c) are equivalent. If

xβij = 1, then

0 ≤ πi − qijπj = πi − pijπj + (pij − qij)πjxβij

≤ πi − pijπj + (pij − qij)xβij, (i, j) ∈ AD

⇒ 0 ≤ πi − qijπj = πi − pijπj + (pij − qij)πj ≤ πi − pijπj + (pij − qij), (i, j) ∈ AD,

where the second inequality holds since 0 ≤ qij < pij ≤ 1, and 0 ≤ πj ≤ 1 in

any optimal solution to (2.10). Thus,

πi − pijπj ≥ −(pij − qij)xβij, (i, j) ∈ AD

is valid for xβij ∈ {0, 1}.

If we no longer consider x to be fixed, we can simultaneously opti-

mize with respect to the interdictor’s and smuggler’s decision variables for all

scenario pairs (ω, β) via the following stochastic MIP, which we label PrSNIP:
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min
x,π

∑
ω∈Ω

∑
β∈B

φωψβπωβsω

s.t. x ∈ X

πωβi − pijπ
ωβ
j ≥ 0, (i, j) ∈ A\AD, ω ∈ Ω, β ∈ B

πωβi − pijπ
ωβ
j + (pij − qij)

∑
l∈L

Iβl xijl ≥ 0, (i, j) ∈ AD, ω ∈ Ω, β ∈ B

(2.11)

πωβi − qijπ
ωβ
j ≥ 0, (i, j) ∈ AD, ω ∈ Ω, β ∈ B

πωβtω = 1, ω ∈ Ω, β ∈ B.

As indicated above, one advantage of reformulating the nested min-max

formulation first described in model (2.3)-(2.5) is that we can now attempt to

solve PrSNIP using model (2.11) via commercially-available integer program-

ming software. This idea is further developed for the unprioritized model

(2.1)-(2.2) in [69].

2.4 Prioritized Bipartite Stochastic Network Interdic-

tion Problem

Now we consider BiSNIP, which is a special case of SNIP on a bipartite

network. We begin by introducing the simplest case, where smugglers are
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once again characterized solely by their O-D pairs. A bipartite network arises

because here it is assumed that there is exactly one feasible installation location

on any sω-tω path, ω ∈ Ω. We let P ω denote the set of all paths for a given

O-D pair (sω, tω), and assume that each path in this set contains exactly one

arc in AD. Additionally, we denote ADω = {(i, j) : (i, j) ∈ AD ∩ P ω} as the

set of all such arcs for ω ∈ Ω.

For each ω, the values of the maximum-reliability paths from sω to

the tail of each feasible installation arc, and from the head of all such arcs

to tω are computed as part of a pre-processing step through an appropriate

transformation of the smuggler’s subproblem to a shortest path problem. Let

γωk , k ≡ (i, j) ∈ ADω equal the product of these two probabilities. If no sensor

is installed on arc k, then the evasion probability from sω to tω via k is γωk pk.

If arc k is part of the installation plan, then this value is equal to γωk qk.

Under a fixed budget, i.e., |B| = 1, a given smuggler’s decision problem

reduces to selecting an arc k through which to travel, i.e.,

h(x, (sω, tω)) = max
k∈ADω

{γωk pk(1− xk), γωk qkxk} . (2.12)

If we linearize h as defined by (2.12), BiSNIP can be formulated as the following

stochastic MIP:
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min
x,θ

∑
ω∈Ω

φωθω (2.13a)

s.t.
∑
k∈AD

ckxk ≤ b (2.13b)

θω ≥ γωk pk (1− xk) , k ∈ ADω, ω ∈ Ω (2.13c)

θω ≥ γωk qkxk, k ∈ ADω, ω ∈ Ω (2.13d)

xk ∈ {0, 1}, k ∈ AD. (2.13e)

The objective function given by (2.13a) is the overall (unconditional) evasion

probability, formed via a weighted sum of conditional evasion probabilities.

Constraint (2.13b) states that the installation plan cannot exceed the budget,

b. Constraints (2.13c) and (2.13d) ensure that the conditional evasion proba-

bility for smuggler ω is at least as great as the reliability of traveling through

any location. Minimizing (2.13a) ensures that θω takes the largest of the values

as in equation (2.12). Finally, constraint (2.13e) ensures the binary nature of

x.

If the budget is uncertain and we must prioritize locations to receive

sensors, then we have an instance of PrBiSNIP. Under budget scenario β, the

smuggler’s decision problem is specified by redefining h as:

h(x, (sω, tω), Iβ) = max
k∈ADω

{
γωk pk(1− x

β
k), γωk qkx

β
k

}
, (2.14)
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where again xβk =
∑

l∈L I
β
l xkl, and as before x = (xkl)k∈AD, l∈L ∈ X, with

X defined in (2.4). Linearizing h as defined by (2.14), PrBiSNIP can be

formulated as the following stochastic MIP:

min
x,θ

∑
ω∈Ω

∑
β∈B

φωψβθωβ (2.15a)

s.t.
∑
k∈AD

xkl = nl, l ∈ L (2.15b)

∑
l∈L

xkl ≤ 1, k ∈ AD (2.15c)

θωβ ≥ γωk pk

(
1−

∑
l∈L

Iβl xkl

)
, k ∈ ADω, β ∈ B, ω ∈ Ω (2.15d)

θωβ ≥ γωk qk
∑
l∈L

Iβl xkl, k ∈ ADω, β ∈ B, ω ∈ Ω (2.15e)

xkl ∈ {0, 1}, k ∈ AD, l ∈ L. (2.15f)

In model (2.13) the objective function represented the overall evasion proba-

bility, formed as a weighted sum of conditional evasion probabilities. There,

the conditioning only involved the type of smuggler. In the objective function

of (2.15a), the conditioning is extended to include pairs of smuggler type and

budget realization. Finally, constraints (2.15d)-(2.15e) coupled with minimiz-

ing (2.15a) ensures that θωβ takes the largest of the associated right-hand side

values as in (2.14).
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Model (2.15) can be simplified after making a few observations. Since

pk > qk and xβk is binary, the right-hand side of (2.15e) can be replaced by

γωk qk, i.e., the new constraint is given by θωβ ≥ γωk qk, k ∈ ADω, β ∈ B, ω ∈ Ω.

Now let qω = maxk∈ADω γ
ω
k qk, ω ∈ Ω, i.e., qω denotes the maximum evasion

probability for ω if every location k ∈ ADω is interdicted. Additionally, let

rωk = max(0, γωk pk − qω), and let θ
ωβ

= θωβ − qω. Then, model (2.15) can

be transformed into the following stochastic MIP which we label PrBiSNIP,

where θ
ωβ

has simple lower bounds of zero:

min
x,θ

∑
ω∈Ω

∑
β∈B

φωψβθ
ωβ

(2.16a)

s.t.
∑
k∈AD

xkl = nl, l ∈ L (2.16b)

∑
l∈L

xkl ≤ 1, k ∈ AD (2.16c)

θ
ωβ
≥ rωk

(
1−

∑
l∈L

Iβl xkl

)
, k ∈ ADω, β ∈ B, ω ∈ Ω (2.16d)

xkl ∈ {0, 1}, k ∈ AD, l ∈ L. (2.16e)

The above transformation has eliminated a total of |B|
∑

ω∈Ω |ADω| structural

constraints from (2.15e) and replaced them with the implied simple lower

bounds θ
ωβ
≥ 0, ω ∈ Ω, β ∈ B, which are absorbed in (2.16d).

Clearly (2.16) is a simpler formulation than (2.15), and it yields the
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same optimal solution; the only difference being that their objective function

values differ by a constant equal to
∑

ω∈Ω φ
ωqω. PrBiSNIP can be viewed as a

transformed model in which all interdictions are perfectly reliable, i.e., (2.16)

has the same form as (2.15) with qk = 0 ∀k ∈ AD [69].

We close this section by noting that the above transformation was orig-

inally derived for the special case in which |B| = 1, i.e., the fixed budget case

[72]. Consequently, BiSNIP can be formulated in the following manner:

min
x,θ

∑
ω∈Ω

φωθ
ω

(2.17a)

s.t
∑
k∈AD

ckxk ≤ b (2.17b)

θ
ω
≥ rωk (1− xk) , k ∈ ADω, ω ∈ Ω (2.17c)

xk ∈ {0, 1}, k ∈ AD. (2.17d)

After solving (2.17), we let z∗ ← z∗ +
∑

ω∈Ω φ
ωq

ω to recover the original

objective value.

2.5 Smuggler Interdiction Modeling with Decoys

We now develop a PrBiSNIP model with decoys (PrBiSNIPD). In this

setting, the interdictor has complete knowledge of where he has placed all

67



radiation and decoy sensors. The smuggler, however, only knows which loca-

tions have an ‘installation’, i.e., he has full knowledge of the aggregate group

of locations that have sensors and decoys but is unsure which device has been

installed at any specific location. Thus, the smuggler’s perception of the net-

work’s reliability is based on what he believes to be the likelihood that each

installation is a sensor. Based on his probabilistic assumptions, he must choose

what he believes to be the maximum-reliability path on which to travel from

his origin to his destination. This requires the additional stipulation that a

realization ω ∈ Ω characterizes a smuggler by (i) his O-D pair (sω, tω), and

(ii) his perception of the network with respect to the interdictor’s actions.

Additionally, we assume perfectly reliable radiation sensors, i.e., installing a

true sensor at location k reduces the evasion probability of any smuggler who

selects k to zero.

To facilitate the formulation of PrBiSNIPD, we define the following

additional sets, indices, parameters, and decision variables:
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Additional Elements of PrBiSNIPD Formulation

Parameters

fωk Probability that smuggler ω believes an installation to
be a sensor

dk Decoy installation cost at location k ∈ AD (sensor
installation cost equals 1 ∀k ∈ AD)

bβ Budgetary level under scenario β

Decision Variables

xkl Equals 1 if sensor installation location k is
assigned to priority level l, 0 otherwise

ykl Equals 1 if a decoy installation location k is
assigned to priority level l, 0 otherwise

zkl Equals 1 if an installation (sensor or decoy) at location k is
assigned to priority level l, 0 otherwise

θ1ωβ Interdictor’s perception of smuggler ω’s evasion probability
under budget scenario β

θ2ωβ Smuggler ω’s perception of his own evasion probability under
budget scenario β

Iβl Equals 1 if priority level l is funded under budget scenario β,
0 otherwise

Boundary Conditions

Iβ0 ≡ 1, β ∈ B

Note that Iβl now takes on the role of a binary decision variable. This is due
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to the fact that decoy installation costs, dk, k ∈ AD, are not assumed to have

unit values. Thus, even when we are given the budget level, it is not known in

advance which priority levels will be funded (as is the case with PrSNIP and

PrBiSNIP with unit installation costs).

Given a fixed installation plan z ∈ Z where

Z =

{
z :

∑
k∈AD

zkl = 1,
∑
l∈L

zkl ≤ 1, zkl ∈ {0, 1}, k ∈ AD, l ∈ L

}
,

and given the value of Iβ, smuggler ω can ‘see’
∑

l∈L I
β
l zkl, i.e., he can see

which locations have an installation. The smuggler then selects a checkpoint

to travel through under budget scenario β by solving the following LP:

min
θ2ωβ

θ2ωβ (2.18a)

s.t. θ2ωβ ≥ rωk

(
1− fωk

∑
l∈L

Iβl zkl

)
, k ∈ ADω : αωβk . (2.18b)

The objective function (2.18a) yields the smuggler’s maximum perceived eva-

sion probability by bounding this value from below in (2.18b) over all possible

checkpoints k ∈ ADω. Constraint (2.18b) operates in the following manner:

If checkpoint k has no installation at any priority level allowed by budget
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scenario β, i.e.,
∑

l∈L I
β
l zkl = 0, then the smuggler’s probability of safe pas-

sage is greater than or equal to the indigenous probability of detection, rωk .

If
∑

l∈L I
β
l zkl = 1, the smuggler is aware that the location has an installation

but is unsure whether it is a sensor or a decoy. From the smuggler’s point of

view, the reliability of the location in this case is (1− fωk ) rωk .

Using the dual vector, αωβ, associated with (2.18b) and writing out the

optimality conditions for the smuggler’s problem, (2.18) can be rewritten as

the following mathematical system of equations and inequalities:

θ2ωβ ≥ rωk

(
1− fωk

∑
l∈L

Iβl zkl

)
, k ∈ ADω (2.19a)

∑
k∈ADω

αωβk = 1 (2.19b)

αωβk ≥ 0, k ∈ ADω (2.19c)

θ2ωβ =
∑

k∈ADω
αωβk rωk

(
1− fωk

∑
l∈L

Iβl zkl

)
. (2.19d)

Constraints (2.19a)-(2.19c) are the primal and dual feasibility conditions for

model (2.18), and equation (2.19d) ensures that strong duality (complemen-

tary slackness) holds. A primal-dual solution (θ2ωβ, αωβ) solves the smuggler’s

problem if and only if it satisfies (2.19) for fixed z and fixed I. Again, note

that these latter decisions are fixed because smuggler ω does not act until after

an installation plan is implemented under budget scenario β.
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As previously mentioned, the true probability (i.e., the interdictor’s

perception) that smuggler ω evades detection under budget scenario β is given

by θ1ωβ. Using the conditions given by (2.19) for all scenario pairs (ω, β),

PrBiSNIPD can be formulated as the following stochastic MIP:
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min
x,y,z,I,θ1,θ2,α

∑
ω∈Ω

∑
β∈B

φωψβθ1ωβ (2.20a)

s.t.
∑
k∈AD

∑
l∈L

Iβl (xkl + dkykl) ≤ bβ, β ∈ B (2.20b)

θ1ωβ ≥ rωk

(
1−

∑
l∈L

Iβl xkl

)
αωβk , k ∈ ADω, ω ∈ Ω, β ∈ B (2.20c)

θ2ωβ ≥ rωk

(
1− fωk

∑
l∈L

Iβl zkl

)
, k ∈ ADω, ω ∈ Ω, β ∈ B (2.20d)

∑
k∈ADω

αωβk = 1, ω ∈ Ω, β ∈ B (2.20e)

θ2ωβ =
∑

k∈ADω
αωβk rωk

(
1− fωk

∑
l∈L

Iβl zkl

)
, ω ∈ Ω, β ∈ B (2.20f)

zkl = xkl + ykl, k ∈ AD, l ∈ L (2.20g)∑
l∈L

zkl ≤ 1, k ∈ AD (2.20h)

∑
k∈AD

zkl = 1, l ∈ L (2.20i)

Iβl ≤ Iβl−1, l ∈ L, β ∈ B (2.20j)

xkl ∈ {0, 1}, ykl ∈ {0, 1}, zkl ∈ {0, 1}, k ∈ AD, l ∈ L (2.20k)

Iβl ∈ {0, 1}, l ∈ L, β ∈ B (2.20l)

αωβk ∈ {0, 1}, k ∈ AD
ω, ω ∈ Ω, β ∈ B. (2.20m)

The objective function (2.20a) is the overall smuggler evasion probability ac-
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cording the interdictor’s perception. Constraint (2.20b) sets an upper bound

on the resources allocated for sensor and decoy installations under each budget

scenario. Constraint (2.20c) places a lower bound on the true evasion prob-

ability for smuggler ω under budget scenario β, where the dual variable αωβk

links the decisions of the interdictor and smuggler ω by acting as an indicator

of whether or not the latter chooses to travel through checkpoint k. Constraint

(2.20d) is the primal feasibility condition for smuggler ω’s optimization prob-

lem, and is identical to (2.19a). Constraint (2.20e) comes from dual feasibility

for smuggler ω’s optimization problem, where αωβk = 1 has the interpretation

that he chooses to travel through checkpoint k. Constraint (2.20f) is the strong

duality condition for the smuggler’s optimization problem, and is identical to

(2.19d). Constraint (2.20g) states that no more than one installation can take

place at checkpoint k. Constraints (2.20h) and (2.20i) ensure that the prior-

ity list obeys the restrictions imposed by Z. Constraint (2.20j) ensures that

priority level l can be funded only if level l − 1 is funded. Finally, constraints

(2.20k), (2.20l), and (2.20m) ensure the binary nature of x, y, z, I, and α.

One can see that constraints (2.20c) and (2.20f) contain products of de-

cision variables, which implies that PrBiSNIPD is a nonlinear stochastic MIP.

However, the problem is easily linearized since the nonlinear terms involve

binary variables.
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2.6 The Motivation for Prioritization in Stochastic Net-

work Interdiction Problems

In this section we illustrate the benefit of prioritization in stochastic

network interdiction problems when the budget is uncertain. We begin by

considering a bipartite network with two smuggler scenarios and three check-

points, where we assume perfectly reliable detectors.

1 1( , )s tω ω

2 2( , )s tω ω

1k

2k

3k

1

1
0.9kr

ω =

1

2
0.8kr

ω =

2

3
0.5kr

ω =

Figure 2.1: Bipartite smuggler transportation network with two origin-
destination pairs and three checkpoints.

In Figure 2.1, smugglers ω1 and ω2 are defined by their origin-destination

pairs, (sω1 , tω1), and (sω2 , tω2). Note that ω1 has access to checkpoints k1 and
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k2, and ω2 has access to k3 only, i.e., ADω1 = {k1, k2}, and ADω2 = {k3}.

Now, consider the two unprioritized solutions that arise under equally likely

smuggler scenarios for budget values b = 1, 2.

Parameters and Solutions
Decision Variables

b = 1 b = 2

φω1 0.5 0.5
φω2 0.5 0.5
xk1 0 1
xk2 0 1
xk3 1 0

Table 2.1: Solutions to two unprioritized problem instances of the bipartite
network in Figure 2.1 for b = 1, 2.

In Table 2.1 we can see that the optimal solution changes significantly

when the budget is increased from b = 1 to b = 2. When b = 1, a sensor

is installed at k3 since this reduces ω2’s evasion probability to 0. Had we

chosen to install a sensor on k1, smuggler ω1 would still have access to a

relatively attractive checkpoint, k2, and ω2’s evasion probability would remain

unchanged. Thus, we achieve the optimal solution by forgoing the interdiction

of one of ω1’s parallel routes and placing a sensor on k3. When b = 2, the

optimal installation plan is to place sensors at locations k1 and k2, since we

now have the ability to ‘shut down’ both checkpoints for ω1.

In this example, it is clear which strategies should be implemented

when the budget is a known parameter. In the case of budgetary uncertainty,

however, the optimal strategy is not as intuitive. For example, if we assume
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that b = 1 and commit to installing a sensor at k3, and subsequently the

budget realization is b = 2, then it is clear that our choice of k3 was not

the best decision since the installation of an additional sensor on k1 or k2

still leaves ω1 with access to a highly attractive checkpoint. Conversely, if we

assume that b = 2 and plan to install a sensor at k1 or k2, and afterward the

budget realization is b = 1, then we clearly made a bad choice by not selecting

k3.

If the budget is in fact a random variable, then we should solve a prior-

itization problem with appropriate weights on each budget scenario. In doing

so, we produce a prioritized list that hedges against budgetary uncertainty

by devoting resources to checkpoints in order of highest to lowest importance.

With this idea in mind, we now consider the optimal priority lists that arise un-

der five different sets of weights for budget scenarios β1 and β2, where bβ1 = 1,

and bβ2 = 2.

In the first three instances in Table 2.2, checkpoint k3 receives priority

level l1, followed by k1 at priority level l2. When we have (ψβ1 , ψβ2) = (0.9, 0.1),

the likelihood of realizing a budget value of 2 is less than that of realizing a

budget value of 1, so a sensor should first be installed at k3 in this case.

The same analysis applies to the case where (ψβ1 , ψβ2) = (0.7, 0.3). When

(ψβ1 , ψβ2) = (0.5, 0.5), we have an equally likely chance of observing a budget

value of 1 or 2. Checkpoint k3 still receives the highest priority in this case,

since the likelihood of realizing a budget value of 2 is still not large enough to
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Parameters and Solutions
Decision Variables 1 2 3 4 5

ψ (0.9, 0.1) (0.7, 0.3) (0.5, 0.5) (0.3, 0.7) (0.1, 0.9)
φω1 0.5 0.5 0.5 0.5 0.5
φω2 0.5 0.5 0.5 0.5 0.5
xk1l1 0 0 0 1 1
xk1l2 1 1 1 0 0
xk2l1 0 0 0 0 0
xk2l2 0 0 0 1 1
xk3l1 1 1 1 0 0
xk3l2 0 0 0 0 0

Table 2.2: Solutions to five prioritized problem instances of the bipartite net-
work in Figure 2.1 for B = {β1, β2}, L = {l1, l2}, nl1 = nl2 = 1, and varying
values of (ψβ1 , ψβ2).

offset the risk of leaving k3 open in the hopes of shutting down both checkpoints

for ω1. Finally, in the cases where (ψβ1 , ψβ2) = (0.3, 0.7), and (ψβ1 , ψβ2) =

(0.1, 0.9), we are more likely to realize a budget value of 2, and thus the

likelihood of realizing this higher budget value is large enough to place k1 and

k2 at priority levels l1 and l2, respectively.

In the interest of making our example more concrete, we close this

section by noting that our example is motivated by one of our real-life problem

instances for securing the Russian border. Consider the following interdiction

plans which are superimposed on a satellite image of Russia for b = 7, b = 8,

and b = 9.

In Figure 2.2, we have labeled one of the locations as ‘Checkpt. 1’.

When we view the interdiction in plan in Figure 2.3 for b = 8, we see that

Checkpt. 1 is no longer part of the solution. Instead, the solution now includes
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Figure 2.2: Installation plan for Russian border crossings when b = 7, where
detector installation locations are indicated by orange icons.

Checkpt. 2 and Checkpt. 3 on the eastern side of Russia. Finally, when b = 9,

Checkpt. 1 rejoins the solution and is included in the interdiction plan with

Checkpts. 2 and 3. This outcome is analogous to our example in the sense

that certain smugglers have a similar preference for Checkpts. 2 and 3, and

thus when b = 7, the optimal plan includes the choice of Checkpt. 1. When

the budget value is sufficiently large, i.e., b = 8, the optimal plan discards

Checkpt. 1 in favor of taking out both Checkpts. 2 and 3, since this results

in a greater decrease in smuggler evasion probability. When the budget value

increases once again (b = 9), we have sufficient resources to take out all three

checkpoints as reflected in Figure 2.3. These significant changes that occur at
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Figure 2.3: Installation plan for Russian border crossings when b = 8.

Figure 2.4: Installation plan for Russian border crossings when b = 9.
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different budget levels can be alarming to decision makers, particularly in the

case where b is not known at the time an interdiction plan must be selected.

In this setting, the prioritization model can provide a more robust approach

for choosing a set of locations at which to install detectors.

2.7 Characterizing Smugglers by Additional Elements

Recall that each smuggler is characterized by a particular realization

from the set Ω. All of the models discussed so far have assumed that each

ω ∈ Ω is completely described by his associated O-D pair (sω, tω), but the

characteristics inherent in each ω can contain any level of detail that we see

fit to include. In this section, we consider an arguably richer model, where

smugglers are now characterized by a specific threat scenario corresponding to

additional characteristics of the smuggling event.

In addition to specifying a smuggler’s O-D pair, a threat scenario in-

cludes the following: (i) the type of nuclear material being smuggled, i.e.,

weapons-grade plutonium (WGPu), reactor-grade plutonium, natural ura-

nium, low-enriched uranium, highly-enriched uranium (HEU), fresh nuclear

fuel, and spent nuclear fuel; (ii) the mass of the material, where quantities

can range from milligrams to quantities labeled significant by the IAEA; (iii)

shielding, e.g., lead, borated-polyethylene and steel in different geometries and

thicknesses; and, (iv) the vehicle in which the material is concealed, e.g., per-

sonal luggage, truck-trailers, passenger cars, rail-cars, ships, and shipping con-
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tainers. Thus, two smugglers may now have overlapping characteristics (e.g.,

O-D pair and mass of nuclear material), but they may differ with respect to

additional threat scenario parameters (e.g., shielding).

Up until now we have assumed that qk, the evasion probability at k ∈

AD, is the same for all smugglers. However, with the additional characteristics

specified above, the detection probability for a given smuggler is a function

of the specific threat scenario. Here, we no longer assume identical detection

probabilities for all smugglers at each location. Thus, qk is now also indexed

by ω ∈ Ω for each k ∈ ADω, which implies that qω = maxk∈ADω γ
ω
k q

ω
k , ω ∈ Ω.

Since qωk denotes the evasion probability at location k for a specific threat

scenario, the detection probability (DP) is given by 1 − qωk , both assuming

that a sensor has been installed. For a given threat scenario and location, the

DP can be derived as a function of the threat characteristics (material size

and type, shielding, etc.), the survey strategy of the personnel operating the

detector, and the detector alarm algorithm.

Given the threshold, count rates, and spectra and alarm algorithm,

we use MCNPX (see Section 1.1.3) to compute the DP using the method

of Geelhood (2003) [42]. This method applies to both active and passive

detection systems and involves three steps. First, the expected value of the

detection metric (depending on the alarm algorithm) for a vehicle containing

no source, NORM or otherwise, is established. The metric may be gross count

rate with or without baseline suppression correction, photopeak count rate, or

energy bin count ratio. Second, a PDF for the detection metric for the set of
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vehicles to be screened - those not carrying a nuclear source and those carrying

NORM-bearing material - is derived. Third, the detection metric PDF for the

smuggled cargo is calculated. Subsequently, the two PDFs are used to select

the alarm threshold so that the FAP is acceptable in view of traffic flow and

secondary screening capacity.

Suppressing the dependency on ω and k, let q̄ and qFAP denote the

detection and false alarm probability, respectively. Additionally, let t, D, B,

and σ2
B denote the observation time, alarm threshold count rate, the normal

background count rate, and variance of the normal background count rate,

respectively. The analogous parameters for the background count rate when

taking into account the radiation suppression of the concealing vehicle and

shielding of the nuclear source are given by B and σ2
B. The count rate for the

nuclear material source is given by S0, and the variance of the combined nuclear

source and background signal is denoted by σ2
S. While a measurement is being

taken, the detector measures a superposition of the suppressed background and

nuclear material signals. Using MCNPX in three separate radiation transport

calculations, we can estimate S0, B, and B. The background calculation

assumes typical radionuclide concentrations in soil and concrete.

Let Φ(·, σ2, µ) denote the cumulative distribution function of a normal

random variable with mean µ and variance σ2. Using this notation, the de-

tection and false alarm probabilities using the standard gross-count algorithm

can be calculated by the following:
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q = 1− Φ(Dt, σ2
S, (S0 +B)t) (2.21a)

qFAP = 1− Φ(Dt, σ2
B, Bt). (2.21b)

Equations (2.21) are used as follows: First, a value for qFAP is selected and

then used in equation (2.21b) to determine the alarm threshold count rate,

D. Second, the calculated value of D is used in (2.21a) to determine the

detection probability, q. So, the above equations assume that D is computed

via equation (2.21b) using the standard background count process. However,

we can refine the alarm algorithm for a given false alarm probability if we

instead use the suppressed background process given by

q = 1− Φ(Dt, σ2
S, (S0 +B)t) (2.22a)

qFAP = 1− Φ(Dt, σ2
B, Bt). (2.22b)

Using the same initial value of qFAP in (2.22b) results in a smaller

value of D and hence a larger detection probability, q, from equation (2.22a).

Using our existing set of interdiction models, we can the gauge difference in

the system-wide effect that results from different combinations of detection

strategies and radiation sensor technologies.
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We now present an example calculation involving WGPu smuggled in

a 53-foot truck-trailer under the assumption that the background radiation

is that of the U.S. average terrestrial. The detector consists of two polyvinyl

toluene (PVT) panels with dimensions 3.8 cm × 36 cm × 173 cm. The amount

of nuclear material is chosen to represent an IAEA significant quantity of

WGPu: an 8 kg sphere aged 10 years. The shielding is a lead shell whose

thickness is varied parametrically. The source spectrum is generated using the

RadSrc code package [51], where the detection interval is 0.1 seconds with a

vehicle speed of 2.2 mph. The DPs are computed using a FAP of 1%. The

results displayed graphically in Figure 2.5.

(a) Energy spectrum and detec-
tor response

(b) Detection Probability

Figure 2.5: Part (a) of the figure shows the energy spectrum and associated PVT
detector response. Part (b) displays the detection probability as a function of lead
shielding thickness, under the algorithms that ignore, and account, for baseline
suppression.

The departure in this section is made for two reasons. First, it illus-

trates the methodology used to adequately characterize smuggling events when

considering attributes in addition to O-D pair. Second, some of the computa-
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tional results discussed in Chapters 3-7 reflect problem instances that consider

threat scenarios as defined at the beginning of this section.
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Chapter 3

Mathematical Programming Algorithms for

Solving BiSNIP and PrBiSNIP

3.1 Overview

This chapter presents the exact algorithms used in this dissertation to

solve BiSNIP and PrBiSNIP. The development of each algorithm is discussed,

and computational results are reported.

Section 3.2 presents our row generation algorithm for solving PrBiSNIP.

The process is an iterative procedure that uses a shortest path separation

problem to generate valid step inequalities for each combination of smuggler

and budget scenario realizations. The valid inequalities and the separation

procedure are an extension of one of the algorithms developed in [69, 72] for

solving BiSNIP.

Section 3.3 presents two preprocessing schemes used to reduce the com-

putational expense of solving BiSNIP and PrBiSNIP. The first of these ‘en-

hancements’ is used to reduce the size of ADω, ω ∈ Ω, as a function of the

interdiction budget, i.e., given a budget level b, each smuggler’s set of check-
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points is given by ADω(b), ω ∈ Ω. The second enhancement is used to ag-

gregate smuggler scenarios whose elements of ADω(b) follow the same relative

ordering.

Section 3.4 presents a column generation algorithm for solving PrBiS-

NIP. After applying DW decomposition to produce a column-oriented formu-

lation, the algorithm proceeds by generating columns for each budget scenario

until either (i) no more negative reduced cost columns can be found, or (ii)

the difference between the values of the LP relaxation of the restricted mas-

ter and the Lagrangian lower bound is sufficiently small (note that (i) implies

(ii)). Subsequently, we discuss additional elements of the column generation

procedure, such as dual stabilization and the efficient solution of pricing sub-

problems.

3.2 PrBiSNIP Row Generation Algorithm

Before solving a MIP, we may seek to tighten its LP relaxation so that

the gap between the optimal values of the integer-constrained formulation and

its LP relaxation is as small as possible. This tends to reduce the computa-

tional effort needed to solve the problem by B&B methods. In this section, we

derive a class of valid inequalities for tightening the LP relaxation of PrBiS-

NIP. They are a straightforward generalization of the step inequalities derived

to tighten the formulation of BiSNIP [69, 72].
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3.2.1 Step Inequalities for PrBiSNIP

Recall the compact formulation of PrBiSNIP from Chapter 2, where

we have the made the transformation to perfectly reliable detectors:

min
x,θ

∑
ω∈Ω

∑
β∈B

φωψβθωβ (3.1a)

s.t.
∑
k∈AD

xkl = nl, l ∈ L (3.1b)

∑
l∈L

xkl ≤ 1, k ∈ AD (3.1c)

θωβ ≥ rωk

(
1−

∑
l∈L

Iβl xkl

)
, k ∈ ADω, ω ∈ Ω, β ∈ B (3.1d)

xkl ∈ {0, 1}, k ∈ AD, l ∈ L, (3.1e)

where θ̄ has been replaced by θ for notational simplicity. Let PrB denote the

feasible region of (3.1).

Theorem 1. For ω ∈ Ω, let T (ω) = {k1, k2, ..., kn} ⊆ ADω satisfy the ordering

condition rωk1 > rωk2 > · · · > rωkn > rωkn+1
≡ 0. Then the n-step inequality given

by
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θωβ ≥ rωk1 − (rωk1 − r
ω
k2

)xβk1 − · · · − (rωkn−1
− rωkn)xβkn−1

− (rωkn − r
ω
kn+1

)xβkn , (3.2)

where xβk =
∑

l∈L I
β
l xkl, is valid for PrB.

Proof. Let (x, θ) ∈ PrB and Kβ =
{
k ∈ AD : xβk = 1

}
. In the trivial case

where Kβ = ∅, inequality (3.2) reduces to θωβ ≥ rωk1 , which is clearly valid from

constraint (3.1d). The case where Kβ = T (ω) is also trivial, since inequality

(3.2) now reduces to θωβ ≥ 0. Now, suppose Kβ ⊂ T (ω) is nonempty. Then

we have

rωk1 −
∑

ki∈T (ω)

(rωki − r
ω
ki+1

)xβki = rωk1 −
∑

ki∈Kβ∩T (ω)

(rωki − r
ω
ki+1

)

≤ max
k∈T (ω)\Kβ

{rωk } ≤ max
k∈ADω\Kβ

{rωk } ≤ θωβ.

Thus, the inequality is valid for PrB.

Next we prove the ability of the n-step inequality to cut off fractional

solutions from the LP relaxation of PrBiSNIP for |T (ω)| = n = 2, but the

result also holds for n > 2 [72]. The LP relaxation of PrBiSNIP tends to

90



fractionate the xβk values over multiple checkpoints in an attempt to equally

reduce the right-hand side of constraints (3.1d). In such a setting, we will

have θωβ = rωk

(
1− xβk

)
for multiple checkpoints k. We assume that such

a condition holds in the following proposition and provide conditions under

which a step inequality will eliminate a fractional solution of this type.

Proposition 2. Let
(
x∗LP , θ∗LP

)
be an optimal solution to the LP relaxation

of PrBiSNIP (3.1). Suppose ∃ω ∈ Ω, β ∈ B, and k1, k2 ∈ ADω such that

θ∗ωβ,LP = rωk

(
1− x∗β,LPk

)
, x∗β,LPk1

> x∗β,LPk2
, and rωk1 > rωk2 > 0. Then the

2-step inequality with T (ω) = {k1, k2}

θωβ ≥ rωk1 − (rωk1 − r
ω
k2

)xβk1 − r
ω
k2
xβk2

cuts off
(
x∗LP , θ∗LP

)
.

Proof. Assume that
(
x∗LP , θ∗LP

)
satisfies the condition θ∗ωβ,LP = rωk1

(
1− x∗β,LPk1

)
.

Then

θ∗ωβ,LP < rωk1

(
1− x∗β,LPk1

)
+ rωk2

(
x∗β,LPk1

− x∗β,LPk2

)
= rωk1 − (rωk1 − r

ω
k2

)x∗β,LPk1
− rωk2x

∗β,LP
k2

.
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Thus, the inequality cuts off the optimal solution to the LP relaxation.

3.2.2 Algorithm

As indicated in Theorem 1, we can write a step inequality for each

(ω, β) ∈ Ω×B for every T (ω) ⊆ ADω, i.e., there are an exponential number of

step inequalities. As a result, we need an efficient scheme for generating them

on an as-needed basis. Each time we solve the LP relaxation of PrBiSNIP,

we can identify a most-violated step inequality as we will describe below. The

main idea behind this algorithm, as indicated in the previous section, is that

we tighten the LP relaxation of PrBiSNIP prior to solving it with B&B.

Algorithm 1 : PrBiSNIP Row Generation

Input: Optimality tolerance ε > 0

Output: ε-optimal priority list of interdiction locations, x∗ = (x∗kl)k∈AD, l∈L

Step 1: Solve the LP relaxation of PrBiSNIP (3.1) to obtain (x, θ).

Step 2:

for each (ω, β) do

Step 2a: Let T ∗ denote an optimal solution to

vωβ = min
T⊆ADω

∑
ki∈T

(rωki − r
ω
ki+1

)xβki , (3.3)

where xβk =
∑

l∈L I
β
l xkl.
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Step 2b: If θωβ < rωk1 − v
ωβ, then add the step inequality defined by T ∗ to

model (3.1).

end for

Step 3: If a step inequality was added to (3.1) for at least one (ω, β) ∈ Ω×B,

then go to Step 1.

Step 4: Solve (3.1) to ε-optimality via B&B.

Any step inequality defined by T ⊆ ADω which does not have k1 ∈ T

satisfying rωk1 = maxk∈ADω{rωk } is dominated by a step inequality with k1 ∈ T .

Thus, when we solve the separation problem (3.3) in Step 2a we are maximizing

the right-hand side of inequality (3.2) over all T ⊆ ADω. The condition

θωβ < rωk1 − v
ωβ implies that we have found a T ∗ ⊆ ADω for which inequality

(3.2) is violated, and hence we add that inequality to model (3.1).

We can efficiently solve the separation problem (3.3) as follows: Define

a directed network with nodes k ∈ ADω plus one additional node labeled

k|ADω |+1. Then define a directed arc from kj to ki with length (rωki − r
ω
kj

)xβki

for each pair of nodes satisfying rωki > rωkj . Here, xβk =
∑

l∈L I
β
l xkl and x =

(xkl)k∈AD, l∈L is the solution to the LP relaxation obtained in Step 1, and

rωk|ADω |+1
≡ 0. We then find a shortest path from node k|ADω |+1 to node k1,

and denote the set of nodes in the shortest path by T ∗, which solves (3.3).

The following proposition gives conditions under which a step inequality

for an (ω, β) pair is valid for a different pair, provided the latter budget scenario
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corresponds to a smaller budget realization.

Proposition 3. Assume that budget scenarios β′ and β
′′

satisfy Iβ
′ ≤ Iβ

′′
.

Furthermore, assume that T ∗ defines a most-violated step inequality for budget

scenario β′′, i.e., θωβ
′′
< rωk1−v

ωβ
′′
. If θωβ

′
< rωk1−v

ωβ
′′
, then T ∗ also identifies

a violated step inequality for β′.

Proof. We have xβk =
∑

l∈L I
β
l xkl, k ∈ AD, β ∈ B. By assumption we have

Iβ
′ ≤ Iβ

′′
, which implies

∑
l∈L I

β′

l xkl ≤
∑

l∈L I
β′′

l xkl, and hence xβ
′

k ≤ xβ
′′

k . This

implies that vωβ
′
≤ vωβ

′′
⇒ rωk1 − v

ωβ
′′
≤ rωk1 − v

ωβ
′
. Thus, θωβ

′
< rωk1 − v

ωβ
′′

implies θωβ
′
< rωk1−v

ωβ
′
, and it follows that T ∗ defines a violated step inequality

for β′.

The value of Proposition 3 is that the identification of a most- violated step

inequality for budget scenario β may imply a violated inequality for any sce-

nario that funds fewer priority levels. The hope is that the early identification

of violated inequalities will reduce the total number of separation problems

that need to be solved.

3.2.3 Computational Results

To measure the performance of our row generation algorithm, we con-

sider four problem instances: PrBiSNIP1 - PrBiSNIP4. PrBiSNIP1 and PrBiS-

NIP2 consider the smuggler threat scenarios discussed in Section 2.7, and each

94



consists of 1320 scenarios and 265 checkpoints, i.e., the number of binary vari-

ables in each instance is equal to 265× |L|. PrBiSNIP3 and PrBiSNIP4 char-

acterize each smuggler solely by their O-D pair, and they both consist of 305

smuggler scenarios and 325 checkpoints, resulting in 325× |L| binary decision

variables. We vary the number of equally likely budget scenarios from |B| = 5

to |B| = 20 in each case. Tables 3.1 and 3.2 reflect budget scenarios that fund

one additional priority level, i.e., nl = 1, l ∈ L. Table 3.3 reports the results

from solving PrBiSNIP4 under budget scenarios where nl = 5, l ∈ L.

For each problem instance, we first simplify the problem by applying

the preprocessing schemes described in Sections 3.3.1 and 3.3.2. Subsequently,

we first solve each problem without generating step inequalities and then with

generating them via Algorithm 1. In both cases, we report the solve times,

and in the latter case we also report the total number of step inequalities

that were generated. Throughout this dissertation, unless otherwise stated, all

problem instances are solved with a code implemented in a C++ programming

environment on a 3.73 GHz Dell Xeon dual-processor machine with 8 GB of

memory, CPLEX version 9.1 with an absolute tolerance of 0.0001.

The results in Tables 3.1-3.3 show that the use of step inequalities

can considerably tighten the optimal value of the initial LP relaxation. This

suggests that we can significantly reduce computational effort, particularly

on the most challenging instances (e.g., PrBiSNIP4 with nl = 5, l ∈ L). In

Section 5.4, we enhance Algorithm 1 by applying tabu search to incumbent and

LP solutions generated by B&B, and compare the results with those discussed
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PrBiSNIP1 PrBiSNIP2

CPLEX B&B With Step Inequalities CPLEX B&B With Step Inequalities
|B| CPU Time (sec) CPU Time (sec) no. ≥ CPU Time (sec) CPU Time (sec) no. ≥
5 0.04 0.05 18 0.09 0.04 20
6 0.06 0.05 26 0.14 0.06 32
7 0.19 0.17 37 0.30 0.12 45
8 0.30 0.19 56 0.60 0.21 59
9 0.50 0.22 72 0.77 0.22 73
10 0.84 0.59 116 1.59 0.71 108
11 1.94 0.59 151 2.95 0.77 140
12 4.59 1.67 203 5.37 1.70 176
13 20.42 6.36 261 38.30 2.96 221
14 81.88 6.44 318 115.64 6.31 260
15 446.15 15.16 385 2503.56 18.38 353
16 5320.81 35.79 453 × 26.00 432
17 × 163.47 536 × 56.58 500
18 × 468.14 602 × 99.73 562
19 × 2837.80 719 × 360.52 652
20 × × × × 916.83 755

Table 3.1: Row generation results for PrBiSNIP1 and PrBiSNIP2, nl = 1, l ∈
L, where × denotes that the process was terminated after 2 hrs.

PrBiSNIP3 PrBiSNIP4

CPLEX B&B With Step Inequalities CPLEX B&B With Step Inequalities
|B| CPU Time (sec) CPU Time (sec) no. ≥ CPU Time (sec) CPU Time (sec) no. ≥
5 0.53 0.98 297 1.43 0.18 232
6 1.87 1.79 447 7.68 0.48 343
7 5.06 4.35 657 44.88 0.65 532
8 28.53 6.50 928 385.28 0.86 708
9 224.59 11.83 1204 3730.21 1.46 895
10 1957.15 26.84 1395 7202.56 2.21 1119
11 × 138.38 1692 × 3.67 1401
12 × 488.84 1977 × 9.62 1781
13 × 1098.65 2270 × 20.78 2187
14 × 1001.36 2614 × 69.86 2560
15 × 1691.68 2934 × 177.64 3262
16 × 2242.44 3297 × 634.90 3622
17 × 2545.84 3722 × 4122.40 3867
18 × 4084.55 4105 × × ×
19 × 4638.07 4481 × × ×
20 × 6921.33 4862 × × ×

Table 3.2: Row generation results for PrBiSNIP3 and PrBiSNIP4, nl = 1, l ∈
L.
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PrBiSNIP4

CPLEX B&B With Step Inequalities
|B| CPU Time (sec) CPU Time (sec) no. ≥
5 × 40.39 2088
6 × 120.58 2295
7 × 280.74 2847
8 × 163.73 3290
9 × 481.97 3757
10 × 425.55 4328
11 × 705.13 4960
12 × 1998.27 5630
13 × 3121.59 6569

Table 3.3: Row generation results for PrBiSNIP4, nl = 5, l ∈ L.

in this section.

3.3 BiSNIP and PrBiSNIP Formulation Enhancements

In the next two sections we describe two ideas that simplify the for-

mulations for BiSNIP and PrBiSNIP, and ease the associated computational

burden to solve these problems. The majority of the material is presented

within the context of BiSNIP, but both ideas can be applied separately to

each budget scenario of PrBiSNIP to achieve a stronger formulation.

3.3.1 Restricting the size of ADω

Consider the formulation of BiSNIP with unit interdiction costs, i.e.,

ck = 1 ∀k ∈ AD:
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min
x,θ

∑
ω∈Ω

φωθω (3.4a)

s.t.
∑
k∈AD

xk = b (3.4b)

θω ≥ rωk (1− xk) , k ∈ ADω, ω ∈ Ω (3.4c)

xk ∈ {0, 1}, k ∈ AD. (3.4d)

Note that model (3.4) is identical to model (2.17), except that (3.4b) is now an

equality constraint since
∑

k∈ADx
∗
k = b in any optimal solution, x∗, to (2.17)

when ck = 1 ∀k ∈ AD.

In constraint (3.4c) we consider all possible checkpoints that smuggler ω

can choose to travel through. However, we can restrict the size of ADω, ω ∈ Ω

depending on the value of b. For a fixed ω ∈ Ω, let k1, ..., k|ADω | correspond to

the ordering rωk1 ≥ rωk2 ≥ · · · ≥ rωk|ADω | . If b ≤ |ADω|, then the definition of rωkb

is clear. If b > |ADω| then we let rωkb = 0. Now let ADω ⊇ ADω(b) = {k : rωk ≥

rωkb}, i.e., |ADω(b)| = min{|ADω| , b} and consists of elements k ∈ ADω that

satisfy rωk1 ≥ rωk2 ≥ · · · ≥ rωkmin{|ADω |,b}
. In the case of multiple checkpoints with

rωk = rωkb that would lead to |ADω(b)| > b, we can eliminate such checkpoints

with the lowest evasion probability until |ADω(b)| = b.

Proposition 4. Given a budget level b, BiSNIP (3.4) is equivalent to the

following model:
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min
x,θ

∑
ω∈Ω

φωθω (3.5a)

s.t.
∑
k∈AD

xk = b (3.5b)

θω ≥ rωk −
(
rωk − rωkb+1

)
xk, k ∈ ADω(b), ω ∈ Ω (3.5c)

xk ∈ {0, 1}, k ∈ AD, (3.5d)

where rωkb+1
≡ 0 if b ≥ |ADω|.

Proof. The result is trivial for any ω ∈ Ω such that |ADω| ≤ b, since this

implies that ADω = ADω(b), and hence rωkb+1
≡ 0. Thus, we restrict our

attention to the case when |ADω| > b. Constraint (3.4c) implies that θ
ω

=

maxk∈ADω{rωk : xk = 0}. Since constraint (3.4b) stipulates that
∑

k∈ADxk = b,

it follows that θ
ω
≥ rωkb+1

, since exactly b components of the vector x can be

set equal to 1. Consequently, ADω(b)∪ {kb+1} contains every checkpoint that

smuggler ω would choose to utilize.

It remains to be shown that (3.5c) is a valid substitute for (3.4c). To

see that (3.5c) is indeed valid, we must consider the cases where xk = 0 and

xk = 1, k ∈ ADω(b). If xk = 0, then (3.5c) reduces to θ
ω
≥ rωk , which is valid

since xk = 0 implies that smuggler ω’s evasion probability cannot be smaller

than rωk . If xk = 1, then (3.5c) reduces to θ
ω
≥ rωkb+1

> 0, which is also valid
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by (3.5b) and the definition of ADω(b).

A solution (x∗, θ∗) is optimal to (3.4) if and only if it is optimal to

(3.5). The advantage of the reformulation is that its LP relaxation is at least

as strong as that of model (3.4), and it can in fact be stronger.

Using a transformation similar to the one described in Section 2.4, we

can transform (3.5) into a model where the θ-variables have lower bounds equal

to 0. To achieve this, let θ̃ω ← θω − rωkb+1
and r̃ωk ← rωk − rωkb+1

. Substituting

θ̃ω into (3.5) yields the following BiSNIP formulation:

min
x,θ̃

∑
ω∈Ω

φωθ̃ω (3.6a)

s.t.
∑
k∈AD

xk = b (3.6b)

θ̃ω ≥ r̃ωk (1− xk) , k ∈ ADω(b), ω ∈ Ω (3.6c)

xk ∈ {0, 1}, k ∈ AD. (3.6d)

Any solution x∗ that is optimal to (3.5) is also optimal to (3.6), i.e., the models

are equivalent to one another and their objective function values differ by a

constant equal to
∑

ω∈Ω φ
ωrωkb+1

.

Up until this point we have limited the discussion of budget-restricted

smuggler checkpoint sets to BiSNIP, i.e., when the budget is a known pa-
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rameter. However, this idea can be extended to the prioritization setting by

defining ADω ⊇ ADωβ ≡ ADω(bβ) = {k : rωk ≥ rωk
bβ
}, β ∈ B. The logic here is

analogous to the fixed-budget case, i.e., after bβ, the budget realization under

scenario β is revealed, smuggler ω will always be able to achieve an evasion

probability that is greater than or equal to rωk
bβ+1

. Thus, for each scenario

pair (ω, β), we need only consider the subset of checkpoints defined by ADωβ.

Applying the transformation in model (3.6) to each budget scenario β ∈ B,

PrBiSNIP can be reformulated in the following manner:

min
x,θ̃

∑
ω∈Ω

∑
β∈B

φωψβ θ̃ωβ (3.7a)

s.t.
∑
k∈AD

xkl = nl, l ∈ L (3.7b)

∑
l∈L

xkl ≤ 1, k ∈ AD (3.7c)

θ̃ωβ ≥ rωk

(
1−

∑
l∈L

Iβl xkl

)
, k ∈ ADωβ, β ∈ B, ω ∈ Ω (3.7d)

xkl ∈ {0, 1}, k ∈ AD, l ∈ L. (3.7e)

3.3.2 Scenario Aggregation

Consider two smuggler scenarios, ω, ω′ ∈ Ω, and assume that (i) ADω =

ADω′ , and (ii) ADω = {kω1 , kω2 , ..., kωn} and ADω′ = {kω′1 , k
ω′
2 , ..., k

ω′
n } order the

two smugglers’ evasion probabilities rωk1 ≥ rωk2 ≥ · · · ≥ rωkn and rω
′

k1
≥ rω

′

k2
≥
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· · · ≥ rω
′

kn
such that kω1 = kω

′
1 , k

ω
2 = kω

′
2 , ..., k

ω
n = kω

′
n . Assumption (i) simply

states that smugglers ω and ω′ have access to the same set of checkpoints.

Assumption (ii) states that both smugglers order the evasion probabilities at

those checkpoints in an identical fashion. The two smugglers can have different

evasion probabilities at those checkpoints, but assumption (ii) says that the

smugglers rank-order their preference for which checkpoint to select in an

identical manner.

The motivation for assumptions (i) and (ii) arose in our applications

work as follows. In Section 2.7 we described how two smugglers may have

identical threat scenario parameters such as origin-destination pair and mass

of nuclear material (e.g., HEU), but they may differ with respect to the manner

in which they shield that material. In such a case, the two smugglers will

satisfy assumptions (i) and (ii). The evasion probability for the smuggler with

better-shielded material is larger than that of the second smuggler, but the

two smugglers rank their checkpoints identically. The same result can arise

when the two smugglers are carrying different masses of nuclear material.

Now suppose that an interdiction plan for BiSNIP, x = (xk)k∈AD, has

been fixed. Then for ω and ω′ satisfying (i) and (ii) above we have θω = rωk∗

and θω
′
= rω

′

k∗ , where k∗ ∈ argmaxk∈ADω{rωk (1− xk)} = argmaxk∈ADω′{rω
′

k (1−

xk)}. The contribution of θω and θω
′

to the objective function is given by

φωθω + φω
′
θω
′
. Of course, we don’t know x ahead of time but we can replace

ω and ω′ with a single scenario, say ω̄. The objective function coefficient

of θω̄ is equal to φω + φω
′
, and the evasion probability at each checkpoint
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k ∈ ADω̄ ≡ ADω ≡ ADω′ is

φωrωk + φω
′
rω
′

k

φω + φω′
.

We can extend the above analysis to more than two scenarios at a

time. Let Ω0 ⊆ Ω be such that assumptions (i) and (ii) hold for all ω, ω′ ∈ Ω0.

Then, we can aggregate all sample points in Ω0 into a single scenario, ω̄, such

that φω̄ = P (Ω0) and rω̄k = Eω [rωk |ω ∈ Ω0]. Note that such an aggregation is

possible even if we have a continuum of scenarios in Ω0. This could arise if,

for example, we have a continuous distribution placed on the thickness of the

lead shielding considered in Section 2.7.

We close this section by noting that we can potentially aggregate more

smuggler scenarios when restricting the size of ADω, ω ∈ Ω based on the

budget (Section 3.3.1). Two smugglers ω, ω′ ∈ Ω may not rank all of their

checkpoints identically when considering all of the elements in both ADω and

ADω′ . However, given a budget level b, it is possible that ω and ω′ rank their

checkpoints identically when considering the budget-restricted sets ADω(b) ⊆

ADω and ADω′(b) ⊆ ADω′ , i.e., ADω(b) = ADω′(b) and rωk1 ≥ rωk2 ≥ · · · ≥ rωkb

and rω
′

k1
≥ rω

′

k2
≥ · · · ≥ rω

′

kb
such that kω1 = kω

′
1 , k

ω
2 = kω

′
2 , ..., k

ω
b = kω

′

b .
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3.3.3 Computational Results

To measure the improved performance of our two preprocessing en-

hancement schemes, we consider five problem instances: BiSNIP1 - BiSNIP5.

The results in this section do not consider any prioritized problems, since both

enhancements are applied in conjunction with our PrBiSNIP row generation

algorithm described in Section 3.2.3. In each case, we vary the budget from

b = 10 to b = 120. BiSNIP1 and BiSNIP2 consider the smuggler threat sce-

narios discussed in Section 2.7, and each consist of 1320 smuggler scenarios

prior to aggregation and 265 binary variables, i.e., one for each checkpoint.

BiSNIP3 - BiSNIP5 characterize each smuggler solely by their O-D pair, and

consist of 305 smuggler scenarios and 325 binary variables.

Table 3.4 reports the results from solving all five problem instances in

the absence of the two enhancements. Tables 3.5 and 3.6 display the results of

the scenario aggregation procedure described in Section 3.3.2. Here, we report

the number of aggregated scenarios and solve times for each problem instance.

Table 3.7 displays the solve times for all five problem instances after restricting

the size of ADω as a function of the budget (see Section 3.3.1). Finally, Tables

3.8 and 3.9 report the number of aggregated scenarios and the solve times that

result from applying both enhancements. In all cases, we apply Algorithm (1)

for the fixed-budget case, i.e., for the case when |B| = 1.

The results in Tables 3.4-3.9 show that the enhancements of Section

3.3 can significantly reduce computational effort. This reduction can be best
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b BiSNIP1 BiSNIP2 BiSNIP3 BiSNIP4 BiSNIP5

10 1038.00 679.30 2.14 1.59 2.32
20 × 2665.54 0.86 2.49 0.61
30 × 1598.41 1.00 1.98 1.07
40 × 4282.93 0.65 3.59 1.09
50 × 5437.07 2.95 1.90 0.72
60 × × 3.51 11.73 7.78
70 × × 7.94 17.71 7.66
80 × × 2.23 13.89 2.61
90 × × 3.65 11.49 3.29
100 × × 5.00 7.98 2.81
110 × × 2.71 9.01 7.91
120 × × 4.81 8.12 4.56

Table 3.4: Solve times (sec) for BiSNIP1 - BiSNIP5 without the enhancements
of Section 3.3.

BiSNIP1 BiSNIP2

b Agg. Scens CPU Time (sec) Agg. Scens CPU Time (sec)

10 21 12.18 21 4.75
20 21 44.50 21 13.69
30 21 28.17 21 12.87
40 21 38.68 21 34.03
50 21 38.68 21 60.39
60 21 575.93 21 174.01
70 21 209.17 21 180.37
80 21 302.47 21 115.34
90 21 51.74 21 56.99
100 21 101.40 21 53.02
110 21 62.11 21 52.44
120 21 868.06 21 319.51

Table 3.5: Scenario aggregation results for BiSNIP1 and BiSNIP2.
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BiSNIP3 BiSNIP4 BiSNIP5

b Agg. Scens CPU Time (sec) Agg. Scens CPU Time (sec) Agg. Scens CPU Time (sec)

10 255 1.76 232 3.21 253 2.57

20 255 1.00 232 5.26 253 0.80

30 255 1.39 232 4.29 253 1.00

40 255 1.23 232 5.37 253 1.01

50 255 3.22 232 4.69 253 0.91

60 255 4.79 232 18.12 253 8.37

70 255 8.99 232 36.63 253 8.45

80 255 3.32 232 19.42 253 3.55

90 255 8.36 232 18.92 253 3.50

100 255 5.61 232 14.54 253 2.93

110 255 4.12 232 14.38 253 10.01

120 255 6.87 232 12.35 253 4.74

Table 3.6: Scenario aggregation results for BiSNIP3 - BiSNIP5.

b BiSNIP1 BiSNIP2 BiSNIP3 BiSNIP4 BiSNIP5

10 179.55 34.98 1.70 0.98 1.30
20 1351.56 121.08 1.51 3.35 0.59
30 477.77 111.37 1.79 1.84 1.10
40 2568.21 250.35 1.55 4.94 0.68
50 × 844.97 3.87 3.70 0.81
60 × 3480.31 8.52 19.45 9.88
70 × 5869.76 11.53 28.15 7.07
80 × 5639.84 4.25 24.06 2.91
90 × 2578.63 7.04 21.55 3.31
100 × 3032.11 9.80 14.32 2.8
110 × 1215.29 5.59 17.51 7.92
120 × × 9.47 15.53 4.58

Table 3.7: Solve times for BiSNIP1 - BiSNIP5 using budget-restricted sets of
smuggler checkpoints.

seen in BiSNIP1 and BiSNIP2 when comparing Table 3.4 with Tables 3.5,

3.7, and 3.8. The greatest reduction in problem scale is achieved when both

enhancements are applied together, since each induces its own simplification

of the model, and more scenarios can be aggregated when the budget level is

used to restrict the size of ADω, ω ∈ Ω. Consequently, we see the greatest

reduction in computational effort for BiSNIP1 and BiSNIP2 in Table 3.8.
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BiSNIP1 BiSNIP2 BiSNIP3

b Agg. Scens CPU Time (sec) Agg. Scens CPU Time (sec) Agg. Scens CPU Time (sec)

10 20 0.07 20 0.06 255 0.93

20 20 1.55 20 0.38 255 1.00

30 20 0.56 20 0.52 255 1.56

40 20 3.20 20 1.38 255 1.30

50 20 7.18 20 4.80 255 4.34

60 20 9.62 20 11.13 255 7.25

70 20 11.10 20 11.59 255 12.19

80 21 21.30 21 19.58 255 4.31

90 21 15.03 21 7.68 255 10.66

100 21 17.84 21 8.39 255 7.09

110 21 6.63 21 2.19 255 5.32

120 21 62.68 21 19.19 255 8.62

Table 3.8: Solve times for BiSNIP1 - BiSNIP3 using both scenario aggregation
and budget-restricted sets of smuggler checkpoints.

BiSNIP4 BiSNIP5

b Agg. Scens CPU Time (sec) Agg. Scens CPU Time (sec)

10 205 0.17 253 0.71
20 224 1.34 253 0.56
30 232 0.95 253 0.83
40 232 1.75 253 0.70
50 232 1.75 253 0.93
60 232 8.42 253 8.06
70 232 14.30 253 7.29
80 232 12.02 253 2.92
90 232 9.92 253 3.45
100 232 7.66 253 2.94
110 232 7.53 253 9.93
120 232 6.52 253 4.68

Table 3.9: Solve times for BiSNIP4 and BiSNIP5 using both scenario aggre-
gation and budget-restricted sets of smuggler checkpoints.
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3.4 A Column Generation Algorithm for PrBiSNIP

3.4.1 Algorithm

PrBiSNIP has a structure that makes it amenable to a column-oriented

reformulation. We can view each budget scenario β as yielding an individual

subsystem, i.e., a BiSNIP model with budget bβ. However, the interdiction

plan presented by each budget scenario must combine so as to abide by the

prioritization constraints.

Let Sβ =
{
x :
∑

k∈AD xk = bβ, xk ∈ {0, 1}, k ∈ AD
}

, and xβf ≡
[
xβkf

]
k∈AD

,

f ∈ Fβ denote an element of Sβ, where Fβ enumerates (indexes) all of the ele-

ments of Sβ, and bβ =
∑

l∈L I
β
l nl. Defining dβf =

∑
ω∈Ωφ

ω
[
maxk∈ADω

{
rωk

(
1− xβkf

)}]
as the smuggler’s conditional evasion probability under the f th proposed inter-

diction plan for budget scenario β, the column-oriented formulation of PrBiS-

NIP is given by
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w∗FM = min
x,λ

∑
β∈B

∑
f∈Fβ

ψβdβfλ
β
f (3.8a)

s.t.
∑
k∈AD

xkl = nl, l ∈ L (3.8b)

∑
l∈L

xkl ≤ 1, k ∈ AD (3.8c)

∑
f∈Fβ

xβkfλ
β
f ≤

∑
l∈L

Iβl xkl, k ∈ AD, β ∈ B (3.8d)

∑
f∈Fβ

λβf = 1, β ∈ B (3.8e)

λβf ∈ {0, 1}, f ∈ Fβ, β ∈ B (3.8f)

xkl ∈ {0, 1}, k ∈ AD, l ∈ L. (3.8g)

Note that xβkf are data ∀k ∈ AD, f ∈ Fβ, β ∈ B. The objective function

(3.8a) defines the smuggler’s evasion probability. Constraints (3.8b) and (3.8c)

define the restrictions imposed by the priority list, x. Constraint (3.8d) is the

linking constraint that ensures that the interdiction plans chosen for each

budget scenario are consistent with the priority list defined by x. Constraints

(3.8e) and (3.8f) ensure that exactly one interdiction plan is selected for each

β ∈ B. Finally, constraint (3.8g) ensures the binary nature of x.

Since Fβ is exponentially large, it is generally not practical to enumerate

this set for each budget scenario. Thus, we begin with a modest sized subset
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F β ⊂ Fβ for each β ∈ B to form the following restricted master program:

w∗RM = min
x,λ

∑
β∈B

∑
f∈Fβ

ψβdβfλ
β
f (3.9a)

s.t.
∑
k∈AD

xkl = nl, l ∈ L (3.9b)

∑
l∈L

xkl ≤ 1, k ∈ AD (3.9c)

∑
f∈Fβ

xβkfλ
β
f ≤

∑
l∈L

Iβl xkl, k ∈ AD, β ∈ B (3.9d)

∑
f∈Fβ

λβf = 1, β ∈ B (3.9e)

λβf ∈ {0, 1}, f ∈ F
β, β ∈ B (3.9f)

xkl ∈ {0, 1}, k ∈ AD, l ∈ L. (3.9g)

Note that (3.9) is identical to (3.8) with the exception that F β ⊂ Fβ. If we

relax the binary restriction on x and λ, then we obtain the LP relaxation of

model (3.9):
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w∗RM−LP = min
x,λ

∑
β∈B

ψβ
∑
f∈Fβ

dβfλ
β
f (3.10a)

s.t.
∑
k∈AD

xkl = nl, l ∈ L (3.10b)

∑
l∈L

xkl ≤ 1, k ∈ AD (3.10c)

∑
f∈Fβ

xβkfλ
β
f ≤

∑
l∈L

Iβl xkl, k ∈ AD, β ∈ B : πβk (3.10d)

∑
f∈Fβ

λβf = 1, β ∈ B : γβ (3.10e)

0 ≤ λβf ≤ 1, f ∈ F β, β ∈ B (3.10f)

0 ≤ xkl ≤ 1, k ∈ AD, l ∈ L. (3.10g)

After solving model (3.10) to obtain dual vectors from constraints

(3.10d) and (3.10e), we can determine the most attractive column in Fβ\F β to

add to (3.10) by solving a column pricing subproblem for each budget scenario.

That is, we want to find the column with the most negative reduced cost for

each β ∈ B. The reduced cost of λβf is given by rλβf
= ψβdβf−

∑
k∈AD π

β
kxkf−γβ.

Thus, after solving model (3.10) to obtain (πβ, γβ), β ∈ B, we price out a new

column by solving the following subproblem, which differs from an instance

of BiSNIP with unit interdiction costs (3.4) only in that it has an additional

term in the objective function:
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r∗β = min
x,θ

ψβ
∑
ω∈Ω

φωθω −
∑
k∈AD

πβkxk (3.11a)

s.t. x ∈ Sβ (3.11b)

θω ≥ rωk (1− xk) , k ∈ ADω, ω ∈ Ω. (3.11c)

If r∗β < γβ for any β ∈ B, then we have found an attractive column to add

to (3.10). We iteratively solve model (3.10) and repeat the column generation

process until all of the reduced costs are nonnegative, i.e., r∗β ≥ γβ, β ∈ B.

At this point we have solved the LP relaxation of model (3.8), i.e., over the set

Fβ. Now, suppose that in addition to this we have found an integer solution

when solving (3.10). Then, in this case we have an optimal solution to (3.8),

since w∗RM−LP = w∗FM−LP ≤ w∗FM ≤ w∗RM−LP , where the last inequality comes

from the fact that the optimal solution to (3.10) (or equivalently, to the LP

relaxation of (3.8)) is a feasible solution to model (3.8). However, if the optimal

solution to (3.10) is fractional, then we proceed to B&B.

Requiring that r∗β ≥ γβ ∀β ∈ B can often be computationally expen-

sive. Consequently, it is advantageous to add an alternative column generation

termination criterion that is based on a Lagrangian lower bound. Let wD de-

note the Lagrangian lower bound developed in Section 1.3, applied to our

current context. Specifically, after solving model (3.10) and each pricing sub-

problem (3.11), ∀β ∈ B, we have wD = w∗RM−LP +
∑

β∈B(r∗β − γβ). Finally,
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with w∗FM−LP denoting the optimal value of (3.8)’s LP relaxation, it follows

that wD ≤ w∗FM−LP ≤ w∗RM−LP . The first inequality comes from the La-

grangian relaxation described in Section 1.3, and the second inequality follows

from the fact that the columns contained in model (3.10) are a subset of the

columns contained in (3.8).

If the column generation algorithm continues to find favorable columns

but the difference between w∗RM−LP and wD is sufficiently small, then we can

choose to terminate the algorithm since the addition of more columns will only

lessen the value of w∗RM−LP by at most w∗RM−LP −wD. As described in Section

1.3, we can track the tightest (largest) value of wD each time we price out

columns for all budget scenarios.

The column generation algorithm can be summarized as follows: We

start at the root node of the B&B tree by iteratively solving model (3.10),

finding new dual multipliers, and then resolving (3.11), ∀β ∈ B. If there is

no β with an attractive reduced cost or the difference between the objective

value of the LP relaxation of the restricted master and the Lagrangian lower

bound is sufficiently small, we terminate the algorithm. Subsequently, if the

LP solution happens to be integer we can terminate the algorithm and report

the solution. Otherwise we proceed to B&B.

As described in Section 1.3.2, it cannot be said that x∗ is optimal to

model (3.8) unless we execute a full B&P algorithm, i.e, unless we invoke the

column generation procedure at all nodes of the B&B tree. As previously

mentioned in this section, if the column generation procedure terminates with
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Algorithm 2 : PrBiSNIP Column Generation

Input: F β ⊂ Fβ for each β ∈ B, tolerance ε > 0

Output: ε-optimal priority list of interdiction locations, x∗

Step 1: Solve model (3.10) to obtain w∗RM−LP and dual multipliers πβk and
γβ, k ∈ AD, β ∈ B.

Step 2: Solve (3.11) to obtain xβ ∈ Sβ for each β ∈ B

Step 3: If r∗β < γβ for any β ∈ B, then let xβf ← xβ. Let F β ← F β ∪ {f}
and compute

dβf =
∑
ω∈Ω

φω
[

max
k∈ADω

{
rωk

(
1− xβkf

)}]
wD = w∗RM +

∑
β∈B

(
r∗β − γβ

)
.

If w∗RM−LP −wD ≥ ε, go to Step 1. Else if w∗RM−LP −wD < ε, go to Step 4.

Step 4: If the solution to the LP relaxation of (3.9) is integer, stop and
report x∗. Else, proceed to B&B.

an integer solution, then we can assert that the optimal solution has been

found. Otherwise, we bound the optimality gap of an integer solution with

objective function value ŵ using the difference between ŵ and wD.

3.4.2 Additional Elements of the Column Generation Algorithm

3.4.2.1 Generating an Initial Set of Columns

We can initialize model (3.10) with any set of columns we choose, so

long as the problem remains feasible. For the problem to be feasible, it must
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be the case that the columns for different budget scenarios can be combined

to produce a priority list. Of course, this does not hold for an arbitrary set of

columns, but we can ensure that it does hold as long as the set of checkpoints

at each budget level is a subset of those chosen at larger budget levels. One

way to ensure this is the following: Let β∗ ∈ arg maxβ∈B{bβ}, i.e., β∗ indexes

the budget scenario that allows the funding of the largest number of locations.

We can generate a solution xβ
∗ ∈ Sβ

∗
and then eliminate some checkpoints

that satisfy xβ
∗

k = 1, k ∈ AD, to generate solutions xβ ∈ Sβ, β ∈ B\{β∗}.

Restated, we can generate xβ from xβ
∗

by setting xβ
∗

k = 0, k ∈ AD, so that

xβ satisfies
∑

k∈AD x
β
k = bβ ⇒ xβ ∈ Sβ.

One way to generate xβ
∗

is to solve (3.11) with πβ
∗

k = 0, k ∈ AD.

Another way is to use our tabu search algorithm to obtain an approximate

solution, x̂TS, to model (3.1). In this setting, we note that the number of

components equal to 1 in x̂TS is equal to that of xβ
∗
, and thus we let xβ

∗ ← x̂TS.

We will revisit this latter scheme in Chapter 5. Of course, the motivation for

starting with an intelligent solution is that it will likely initialize the restricted

master with a favorable population of columns.

3.4.2.2 Efficiently Solving Subproblems

The use of efficient algorithms for solving the pricing subproblems is

important, since the vast majority of computational effort in the column gen-

eration algorithm is focused on this task. Recall that models (3.4) and (3.11)

differ from one another only in their objective functions. Much effort has been
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devoted to being able to efficiently solve BiSNIP including: (i) tightening the

formulation via the use of step inequalities [69, 72], (ii) restricting the size of

ADω, ω ∈ Ω based on the budget value as described in Section 3.3.1, and (iii)

applying the scenario aggregation scheme described in Section 3.3.2. All of

these computational improvements designed for BiSNIP may be carried out

in this setting, in which the pricing problem is simply a modified version of

BiSNIP with an additional objective function term.

3.4.2.3 Stabilized Column Generation

Dual stabilization can be used to improve the convergence of the col-

umn generation algorithm. Applying the ideas presented in Section 1.3 to

our current context, we modify the restricted master program in the following

manner:
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min
x,λ

∑
β∈B

∑
f∈Fβ

ψβdβfλ
β
f +

∑
β∈B

∑
k∈AD

δβky
β
k (3.12a)

s.t.
∑
k∈AD

xkl = nl, l ∈ L (3.12b)

∑
l∈L

xkl ≤ 1, k ∈ AD (3.12c)

∑
f∈Fβ

xβkfλ
β
f −

∑
l∈L

Iβl xkl − y
β
k ≤ 0, k ∈ AD, β ∈ B : πβk (3.12d)

∑
f∈Fβ

λβf = 1, β ∈ B : γβ (3.12e)

0 ≤ yβk ≤ εβk , k ∈ AD, β ∈ B : αβk (3.12f)

0 ≤ λβf ≤ 1, f ∈ F β, β ∈ B (3.12g)

0 ≤ xkl ≤ 1, k ∈ AD, l ∈ L, (3.12h)

where δβk , ε
β
k > 0, k ∈ AD, β ∈ B. Formulation (3.12) is identical to (3.10)

except for the dual stabilization variables, y, that have been introduced. As-

sume for the moment that budget scenario β has been fixed. Suppressing

the β-index on the decision variables and dual multipliers, the single budget

scenario version of (3.12) is given by the following:
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min
x,λ

∑
f∈Fβ

dfλf +
∑
k∈AD

δkyk (3.13a)

s.t.
∑
k∈AD

xkl = nl, l ∈ L : ρl (3.13b)

∑
l∈L

xkl ≤ 1, k ∈ AD : ηk (3.13c)

∑
f∈Fβ

xβkfλf −
∑
l∈L

Iβl xkl − yk ≤ 0, k ∈ AD : πk (3.13d)

∑
f∈Fβ

λf = 1 : γ (3.13e)

0 ≤ yk ≤ εk, k ∈ AD : αk (3.13f)

0 ≤ λf ≤ 1, f ∈ F β (3.13g)

0 ≤ xkl ≤ 1, k ∈ AD, l ∈ L. (3.13h)

One can see that the upper bound on λ in constraint (3.13g) is redundant

given (3.13e), and so it can be eliminated so long as nonnegativity is enforced

on this decision variable. Similarly, (3.13h) is redundant given (3.13c), and so

the dual multipliers on constraints (3.13g) and (3.13h) have been suppressed.

Consequently, the dual of (3.13) is given by
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max
ρ,π,γ,α,η

∑
l∈L

nlρl +
∑
k∈AD

(εkαk + ηk) + γ (3.14a)

s.t. ρl + ηk − Iβl πk ≤ 0, k ∈ AD, l ∈ L (3.14b)∑
k∈AD

xβkfπk + γ ≤ df , f ∈ F β (3.14c)

− πk + αk ≤ δk, k ∈ AD (3.14d)

ηk, πk, αk ≤ 0, k ∈ AD, l ∈ L (3.14e)

γ ≥ 0. (3.14f)

While γ corresponds to an equality constraint and thus is technically unre-

stricted in sign, we have enforced γ ≥ 0 since increasing the right-hand side

of (3.13e) can only increase the objective value of (3.13). Note that (3.14d)

can be rewritten as πk ≥ αk − δk. Since we have πk, αk ≤ 0, it follows that

0 ≥ πk ≥ αk − δk for any δk > 0. If we let εk → ∞, then αk = 0 and

0 ≥ πk ≥ −δk. However, when 0 < εk < ∞, then πk can slip outside of the

hard trust region and the objective function incurs a penalty equal to εkαk.

For each k ∈ AD, the trust region is updated by decreasing its size for

any πk ≥ −δk, and increasing it when πk < −δk. We achieve this by controlling

the values of εk and δk, k ∈ AD, and they can be modified as the algorithm

proceeds, depending on the performance of the column generation procedure.

Leaving δk fixed for all iterations, we dynamically update εk, k ∈ AD. If, after
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solving model (3.12) we have πk ≥ −δk for a particular k, then we decrease

the value of εk by multiplying it by a constant factor 0 < τ < 1. Conversely,

if we have πk < −δk, then we increase the value of εk by τ̄ = (2− τ).

Finally, we return to the case where β is no longer fixed. We made the

departure to the single scenario case since it adequately illustrates the concept

of dual stabilization in a simpler setting. Since all of the results are applicable

for each β ∈ B, we can implement the stabilized column generation algorithm

to solve model (3.12). Once the termination criterion of Algorithm 2 is met

in conjunction with yβk = 0, k ∈ AD, β ∈ B, then we have an ε-optimal

solution to the LP relaxation of (3.8). At this point, the column generation

algorithm terminates and we proceed to B&B. The computational results of

the stabilized and unstabilized column generation algorithm can be seen in

Section 3.4.3.

3.4.3 Computational Results

To measure the performance of our column generation algorithm, we

consider PrBiSNIP1 - PrBiSNIP4. We vary the number of equally likely budget

scenarios from |B| = 5 to |B| = 20 in each case. Tables 3.10-3.13 reflect

budget scenarios that fund one additional priority level, i.e., nl = 1, l ∈ L.

Table 3.14 reports the results from solving PrBiSNIP4 under budget scenarios

where nl = 5, l ∈ L.

For each problem instance, we first simplify the problem by applying the
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preprocessing schemes described in Sections 3.3.1 and 3.3.2. Subsequently, we

first solve each problem with and without the use of dual stabilization. In all

cases, we populate the restricted master program with an initial set of columns

by solving the pricing subproblem under budget scenario β∗ with πβ
∗

k = 0, k ∈

AD, i.e., the scenario that funds the largest number of checkpoints. We denote

this solution by xβ
∗
. As described in Section 3.4.2.1, we take appropriate

subsets of the components of xβ
∗

k = 1, k ∈ AD, to construct a set of columns

for each budget scenario.

The settings of the algorithm parameters were determined through ex-

perimentation. We start by setting the objective function coefficients of the

stabilization variables, yβk , equal to δβk = 0.00005σψβ, k ∈ AD, β ∈ B, where

σ is an appropriate scaling factor. We control the trust regions of the dual vari-

ables as follows: For each iteration of the stabilized algorithm, when πβk ≥ −δ
β
k ,

we decrease the value of εβk by a multiplicative factor equal to τ = 0.9, where

πβk and εβk are the dual multipliers and right-hand side values of constraint

(3.12f), respectively. Conversely, when πβk < −δ
β
k , we increase the value of εk

by a factor of τ̄ = (2 − τ) = 1.1. After the stabilized algorithm fails to price

out any favorable columns, we use τ̄ to gradually shrink the size of the trust

regions for 15 iterations. Subsequently, the y-variables are set to 0 and the

unstabilized algorithm continues. If the relative gap between the restricted

master LP objective value and the Lagrangian lower bound fails to improve

after 4 unstabilized iterations, the stabilization is reactivated and the process

repeats itself. In all cases, we report the solve times and the total number

121



of columns that were generated. Additionally, we bound the optimality gap

by computing the relative difference between the MIP objective value and the

tightest Lagrangian lower bound.

Unstabilized Stabilized

|B| CPU Time (sec) Rel. Gap (%) no. cols. CPU Time (sec) Rel. Gap (%) no. cols.

5 0.08 0.00 184 0.33 0.00 182

6 0.09 0.00 214 0.40 0.00 213

7 0.19 0.00 286 0.64 0.00 281

8 0.20 0.04 407 0.96 0.00 407

9 0.36 0.00 665 1.14 0.00 662

10 0.61 0.00 1174 1.47 0.00 1174

11 0.93 0.00 1817 2.11 0.00 1813

12 1.75 0.06 2262 5.54 0.00 2263

13 110.53 0.16 2989 11.20 0.14 2745

14 210.40 0.19 3928 11.70 0.25 3117

15 5960.00 1.96 12152 39.10 0.42 3517

16 × × × 38.6 5.58 3857

17 × × × 390.00 10.27 5029

18 × × × 233.00 12.06 4707

19 × × × 669.00 12.44 5684

20 × × × 3220.00 12.95 5983

Table 3.10: Column generation results for PrBiSNIP1, nl = 1, l ∈ L.

Unstabilized Stabilized

|B| CPU Time (sec) Rel. Gap (%) no. cols. CPU Time (sec) Rel. Gap (%) no. cols.

5 0.11 0.00 181 0.69 0.00 181

6 0.16 0.00 213 0.90 0.00 213

7 0.22 0.00 277 1.14 0.00 278

8 0.37 0.00 408 1.91 0.00 407

9 0.64 0.00 666 2.16 0.00 661

10 1.14 0.00 1174 1.64 0.00 1174

11 2.15 0.00 1824 2.23 0.00 1817

12 3.70 0.08 2278 5.54 0.00 2281

13 2710.00 2.60 7556 8.80 0.01 2746

14 × × × 107.00 0.29 3398

15 4922.76 2.25 8930 18.80 0.37 3495

16 × × × 323.00 0.53 4076

17 × × × 569.00 9.87 4991

18 × × × × × ×
19 × × × × × ×
20 × × × × × ×

Table 3.11: Column generation results for PrBiSNIP2, nl = 1, l ∈ L.
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Unstabilized Stabilized

|B| CPU Time (sec) Rel. Gap (%) no. cols. CPU Time (sec) Rel. Gap (%) no. cols.

5 0.45 0.07 182 3.40 0.00 184

6 0.67 0.02 214 4.08 0.00 213

7 0.91 0.00 277 5.64 0.00 277

8 1.51 0.00 405 9.37 0.00 405

9 2.19 0.00 661 13.40 0.00 661

10 3.51 0.00 1173 23.00 0.00 1173

11 6540.00 0.00 4082 42.10 0.00 1856

12 × × × 100.37 0.04 2301

13 × × × 1150.00 0.12 2941

14 × × × 2560.00 0.14 3353

15 × × × × × ×
16 × × × × × ×
17 × × × × × ×
18 × × × × × ×
19 × × × × × ×
20 × × × × × ×

Table 3.12: Column generation results for PrBiSNIP3, nl = 1, l ∈ L.

Unstabilized Stabilized

|B| CPU Time (sec) Rel. Gap (%) no. cols. CPU Time (sec) Rel. Gap (%) no. cols.

5 0.50 0.13 181 1.41 0.13 181

6 0.77 0.10 213 1.88 0.10 213

7 1.19 0.09 277 2.84 0.09 277

8 1.62 0.07 405 3.63 0.07 405

9 2.49 0.13 662 4.88 0.06 663

10 3.82 0.05 1173 6.50 0.05 1174

11 6.27 0.05 1813 8.67 0.05 1813

12 8.86 0.05 2247 15.70 0.04 2248

13 33.40 0.04 2737 25.60 0.04 2717

14 61.10 0.03 3143 41.40 0.04 3080

15 × × × 91.20 0.03 3447

16 × × × 96.60 0.04 3812

17 × × × 165.71 0.06 4205

18 × × × 632.00 0.13 4681

19 × × × 1010.00 0.19 5054

20 × × × × × ×

Table 3.13: Column generation results for PrBiSNIP4, nl = 1, l ∈ L.
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Unstabilized Stabilized

|B| CPU Time (sec) Rel. Gap (%) no. cols. CPU Time (sec) Rel. Gap (%) no. cols.

5 587.59 0.00 1655 84.16 0.00 1404

6 × × × 384.63 0.00 1787

7 × × × 163.37 0.00 2029

8 × × × 235.79 0.01 2333

9 × × × 750.00 0.00 2771

10 × × × × × ×
11 × × × × × ×
12 × × × × × ×
13 × × × × × ×
14 × × × × × ×
15 × × × × × ×
16 × × × × × ×
17 × × × × × ×
18 × × × × × ×
19 × × × × × ×
20 × × × × × ×

Table 3.14: Column generation results for PrBiSNIP4, nl = 5, l ∈ L.

The results in Tables 3.10-3.14 show that dual stabilization can sig-

nificantly improve the performance of our column generation algorithm. In

problem instances with fewer budget scenarios where nl = 1, l ∈ L, we tend

to see a slight increase in computation time for the stabilized algorithm. This

is due to the additional iterations required to carry out this procedure, and the

fact that the unstabilized algorithm is effective in solving these problems, i.e.,

dual stabilization is not necessary in these cases. However, as the number of

budget scenarios increases, both the computation time and the bound on the

optimality gap are significantly improved under the stabilization procedure. In

Table 3.14, we see that the stabilized algorithm outperforms the unstabilized

algorithm in all cases for PrBiSNIP4 when nl = 5. In Section 5.3, we attempt

to improve our column generation algorithm by using tabu search to populate

the restricted master with an initial set of columns and approximately solve
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the pricing subproblems. The computational results of this hybrid algorithm

are compared with the results discussed in this section.
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Chapter 4

Applying Tabu Search to Stochastic Network

Interdiction Problems

In this chapter, we describe the primary construct and attributes of our

tabu search algorithms where unit interdiction costs are assumed. While the

code development for this research was performed in a C++ environment, the

discussions in this chapter involving computer data structures are independent

of any platform or programming languages. After giving a detailed description

of each algorithm, computational results are presented.

4.1 Overview

Section 4.2 presents the basic elements of our TS algorithms, such as so-

lution representation, neighborhoods, adaptive tabu tenure values, tabu mem-

ory structure, and implementation differences between prioritized and unpri-

oritized problem instances.

Section 4.3 gives a detailed description of PrSNIP-TS, which is a TS

algorithm that is used to approximately solve SNIP and PrSNIP. Given a
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solution, x, we use the fact that each smuggler’s evasion probability can be

evaluated via a shortest path problem. Additionally, we develop a scheme for

reusing previous shortest path solutions in order to reduce the computational

expense of our solution evaluation subroutine. Next, we discuss methods for

speeding up the search process in prioritized problem instances, constructing

an initial incumbent solution, generating restricted candidate lists during the

course of the algorithm, and ‘clustering’ groups of origin nodes in order to

restrict the search to smaller subsets of O-D pairs. Prior to presenting our

computational results, we discuss additional elements of the algorithm, such

as a dynamic parameter that restricts certain arcs from leaving the solution

in each iteration.

Section 4.4 gives a detailed description of PrBiSNIP-TS, which is a TS

algorithm that is used to approximately solve BiSNIP and PrBiSNIP. Given a

solution, x, we exploit the fact that a smuggler’s maximum evasion probability

can be computed by sorting the elements of ADω in order of decreasing relia-

bility value and selecting the largest one such that xk = 0, k ∈ ADω. Similar

to Section 4.3, we discuss methods for speeding up the search process in prior-

itized problem instances, and constructing an initial incumbent solution using

a greedy heuristic that sequentially selects checkpoints based on the reduction

in objective function value that results from their interdiction. Afterwards, we

present the logic used to generate restricted candidate lists during the course

of the algorithm. Prior to presenting our computational results, we discuss ad-

ditional elements of the algorithm, many of which are analogous to elements
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found in PrSNIP-TS. Finally, we close this section by briefly mentioning an

enhancement to the PrBiSNIP-TS algorithm.

4.2 Basic Elements of Each Algorithm

4.2.1 Solution Representation

Our chosen solution representation is a vector, x, whose length is equal

to either (i) the fixed budget in the unprioritized setting, or (ii) the maximum

budget scenario in the prioritized setting. To aid in the development of the

material in this chapter, we treat x as a set, i.e., (i, j) ∈ x for any (i, j) ∈ AD

that is interdicted. In the case of budgetary uncertainty, the priority level of a

location index a ∈ x increases (and decreases in importance) from left to right.

In the unprioritized setting, ordering is not considered and thus all locations

in x are equally important.

4.2.2 Neighborhoods

We only consider n-swap neighborhood moves in the unprioritized model,

i.e., take n ≥ 1 arcs out of the current incumbent solution and replace them

with n other locations. The number of possible moves greatly increases for

larger values of n, but the number of neighboring solutions under consideration

can be lessened by generating candidate lists of ‘good’ locations to investigate

in each neighborhood, and by limiting the number of ways that n elements are

selected both from the incumbent and candidate list at any given time. The
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n-swap neighborhood embodies a diversification strategy when n > 1, causing

substantial changes to the incumbent solution.

The 1-swap neighborhood intensifies the search since it is implemented

when locally improving solutions are being found, i.e., solutions that improve

upon the current incumbent. A 1-swap move changes only one element of the

incumbent at a time, and thus allows a more thorough investigation of the

current region of the solution space. Additionally, this neighborhood enhances

the search during the path relinking stage, which is executed immediately

after the primary, or ‘normal’ phase of the TS algorithm. The path relinking

strategy operates as follows: During the search, a fixed number of locally

improving solutions are stored. If more improving solutions are found than

the allotted number, the solutions with the least favorable objective function

values are deleted from this group of elite solutions. At the end of the primary

TS algorithm, the tabu memory structure is reset and the current best solution

initializes the incumbent for a series of path relinking iterations. This stage

consists of another round TS iterations, where the elite solutions are stored

during the primary search are used to generate restricted candidate lists. We

illustrate our n-swap move with the following example.

Example 1. Let x̄ = (a1, a2, a3, a4), CL(x̄) = (a5, a6, a7) denote the current

incumbent solution and a restricted candidate list of locations, respectively.

The 1-swap move is easy to describe without explicit illustration: Simply take

one element at a time from CL(x̄) and sequentially use that element to re-

place each of the four elements in x̄. Thus, there are a total of 12 neighboring
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solutions that can be generated with this candidate list using 1-swaps. To ex-

ecute the 2-swap, we start by taking the first two elements of CL(x̄), (a5, a6),

and then replacing the first two elements of x̄ to obtain the neighboring solu-

tion (a5, a6, a3, a4). Subsequently, we restore (a1, a2) into the incumbent, move

up the starting point of our replacement by one index, and replace (a2, a3)

with (a5, a6) to obtain (a1, a5, a6, a4). Finally, we restore (a2, a3) and replace

(a3, a4) with (a5, a6) to obtain (a1, a2, a5, a6). We continue executing 2-swap

moves by selecting (a6, a7) from CL(x̄) and replacing elements of the incum-

bent solution in the same fashion. The procedure ends after implementing and

evaluating the last neighboring solution by replacing (a3, a4) with (a6, a7) to

obtain (a1, a2, a6, a7). Thus, we restrict the number of ways in which we select

2 elements from x̄ and CL(x̄) so that we generate a total of 6 neighboring

solutions. However, we could generate a total of
(

4
2

)(
3
2

)
= 18 solutions if we

investigated all possible 2-swap solutions. The n-swap neighborhood for n ≥ 3

is generated in an analogous fashion.

In the prioritized case, we also consider a priority level swap neighbor-

hood in which all locations currently in the incumbent are fixed, but their

priority levels can be swapped with one another. Given a location a, we define

a swap radius for this neighborhood that denotes the number of indices to the

left or the right that hold locations that can be swapped with a.

In the case of SNIP and PrSNIP, we are able to speed up the search and

further promote intensification and diversification by clustering different sub-

sets of origin nodes, and at certain times restricting the search to individual
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clusters. Neighborhood evaluation times are largely a function of the num-

ber of origin nodes (and their destinations) found in each problem instance.

Therefore, it is computationally advantageous to restrict the number of origin

nodes considered at any given time in a manner that does not significantly

degrade solution quality. Such a search reduction is also possible for BiSNIP

and PrBiSNIP, but is not required since the objective function evaluation is

much simpler in these problems.

In all problem instances, while implementing the n-swap neighborhood

we restrict the number of visited solutions by heuristically fixing certain loca-

tions in the solution vector during each iteration. Again if we let x̄ denote the

current incumbent, we score each location a ∈ x̄ according to a weighted aver-

age of the number of times it appears on a smuggler evasion path during the

neighborhood evaluation. Subsequently, a fixed number of locations having

the highest scores are constrained to remain in the solution. This procedure

identifies important interdiction locations while reducing the computational

expense associated with neighborhood evaluations.

4.2.3 Prioritized vs. Unprioritized Problem Instances

The TS algorithmic characteristics for the prioritized and unpriori-

tized models are almost identical. Without loss of generality, we choose

to stay within the prioritized context, since a problem instance with one

budget scenario is equivalent to the unprioritized (fixed budget) problem.

For example, consider a prioritized problem instance with B = {β1, β2, β3}
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where bβ1 = 1, bβ2 = 2, and bβ3 = 3, where we need to evaluate a solution

x = (a1, a2, a3). Then xβ1 = (a1), xβ2 = (a1, a2), and xβ3 = (a1, a2, a3) must be

evaluated for each O-D scenario ω ∈ Ω, requiring a total of |B| |Ω| functional

evaluations. However, as illustrated in the following example, we can reduce

the necessary number of function evaluations by reevaluating each incumbent

solution at the beginning of each major TS iteration.

Example 2. Consider again the problem instance where B = {β1, β2, β3},

bβ1 = 1, bβ2 = 2, bβ3 = 3, which implies that x̄β1 = (a1), x̄β2 = (a1, a2), and

x̄β3 = (a1, a2, a3). Assume that a TS iteration is about to start, and that the

current incumbent solution is x̄ = (a1, a2, a3) and the candidate list of locations

is CL(x̄) = (a4, a5). Let z(x) equal the objective function value of a solution x,

and let zβj ≡ z(x̄βj) be the objective function value under βj ∈ B, j = 1, 2, 3.

At the beginning of the iteration we compute and store

zβ1 = z(x̄β1) = z(a1)

zβ2 = z(x̄β2) = z(a1, a2)

zβ3 = z(x̄β3) = z(a1, a2, a3).

Executing a 1-swap between a1 and a4 yields the neighboring solution

x = (a4, a2, a3), where xβ1 = (a4), xβ2 = (a4, a2), and xβ3 = (a4, a2, a3). Since
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xβ1 6= x̄β1, xβ2 6= x̄β2, and xβ3 6= x̄β3, we must recompute each budget scenario’s

contribution to the objective function. However, if we reestablish the incumbent

(swap out a4 and replace a1) and execute a 1-swap between a2 and a4, we get the

neighboring solution x = (a1, a4, a3), and xβ1 = (a1), xβ2 = (a1, a4), and xβ3 =

(a1, a4, a3). In this case, xβ1 = x̄β1 so we need not recompute β1’s contribution

to the objective function since z(xβ1) = zβ1. However, since xβ2 6= x̄β2 and

xβ3 6= x̄β3, it is necessary to compute z(xβ2) and z(xβ3) in order to correctly

evaluate z(x).

The main result from the previous example is the following: Given an

incumbent x̄ and a neighboring solution x, let βmin = min{β ∈ B : xβ 6= x̄β}.

We only need to evaluate x with respect to the additional priority levels that

are funded under any budget scenario β such that bβ ≥ bβmin . This result is

only valid when |B| > 1. Otherwise, we have B = {β1}, which implies that

x̄β1 ≡ x̄. Consequently, any change to the incumbent constitutes a completely

new solution, x, i.e., since xβ1 ≡ x we have x̄β1 6= xβ1 ⇒ x̄ 6= x.

4.2.4 Tabu Tenure

The tabu tenure associated with any attribute of a candidate solution

is based on a simple adaptive TS memory structure. We define TT as the

current tabu tenure value at any point during the algorithm, and depending

on the trajectory of the search we allow TT to take on any integer value in

the interval [TTmin, TTmax]. The motivation for decrementing TT is that it
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intensifies the search and allows for more solutions in favorable regions of the

solution space to be investigated. Conversely, incrementing TT diversifies the

search with longer tabu tenures causing the search to spend less time in less

favorable regions of the solution space.

At each iteration, if the best neighboring solution is better than the in-

cumbent (locally improving), TT is decremented so long as its current value is

greater than TTmin. However, if the best neighboring solution is worse than the

incumbent (locally non-improving), TT is incremented so long as its current

value is less than TTmax. The simplest adaptive scheme increments/decrements

TT by 1 unit upon completion of a TS iteration. However, more creative

schemes for varying the value TT exist. For example, the adaptive scheme can

employ exponential increases and decreases in the value of TT . If we observe

non-improving solutions during the past k iterations and the current iteration

also produces a non-improving solution, then we can increase TT by 1 + k.

The converse holds in the case of improving solutions.

4.2.5 Tabu Memory Structure

The tabu memory structure is a |L| × |AD| matrix that stores the

iteration number at which a tabu location is allowed to reenter the incumbent

solution at priority level l. Thus, one dimension of the data structure has

length equal to the total number of interdictable locations in the network, and

the other has length equal to the number of priority levels. Note that |L| = 1

in the case of unprioritized SNIP, i.e., all locations (arcs) in the solution have
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equal relative importance to one another.

Consider the following example where AD = {a1, a2, a3, a4} and L =

{l1, l2}. Assume that we have completed TS iteration k, the current incumbent

is x = (a1, a2), and the current tabu memory structure is

0 1 0 0

0 0 3 1

 ,

where the rows and columns correspond to priority levels and interdictable

arcs, respectively. If a1 leaves the incumbent, then it may not reenter the

incumbent solution prior to iteration TT + k. Upon completion of iteration k

the new tabu memory structure is

TT + k 1 0 0

0 0 3 1

 .

4.3 Applying Tabu Search to (Pr)SNIP

4.3.1 Problem Instance Initialization

We define the following sets, parameters, and data structures during

problem initialization:
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PrSNIP-TS Algorithm Data

i ∈ N Node set

(i, j) ∈ A Set of arcs; i and j denote the tail and head of (i, j),
respectively

G = (N,A) Directed network

AD ⊆ A Interdictable arcs

FS(i) Set of arcs emanating from node i ∈ N

RS(i) Set of arcs entering node i ∈ N

ω ∈ Ω Smuggler origin-destination (O-D) scenarios

φω Probability mass function of Ω

β ∈ B Budget scenarios

bβ Interdiction budget under β ∈ B

ψβ Probability mass function of B

l ∈ L Set of priority levels

O Set of smuggler origin nodes

D(s) Set of smuggler destination nodes associated with origin
s ∈ O

4.3.2 Objective Function Evaluation and Reuse of Shortest Path

Trees

We begin this section with the following proposition.

Proposition 5. Given a fixed solution, x, to (Pr)SNIP, smuggler ω’s maximum-
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reliability path can be found by performing a logarithmic transformation on the

arc lengths of G and computing the shortest path from origin node sω to des-

tination node tω.

Proof. Let Pω denote the set of all paths for origin-destination pair (sω, tω).

Then we have

max
Psω,tω∈Pω

ytω

= max
Psω,tω∈Pω

ln ytω

= min
Psω,tω∈Pω

(− ln ytω).

Now, recall from Section 2.2 that for a given path Psω ,tω ∈ Pω, when x is fixed,

smuggler ω’s evasion probability is given by

ytω =
∏

(i,j)∈Psω,tω

[pij(1− xij) + qijxij]

⇒ ln ytω = ln
∏

(i,j)∈Psω,tω

[pij(1− xij) + qijxij]

⇒ ln ytω =
∑

(i,j)∈Psω,tω

ln[pij(1− xij) + qijxij].
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Note that (i, j) ∈ Psω ,tω ⇒ (i, j) ∈ A, and therefore the maximum-reliability

path from sω to tω is determined by solving

min
y

∑
(i,j)∈A

[− ln[pij(1− xij) + qijxij]] yij

s.t.
∑

(i,j)∈FS(i)

yij −
∑

(j,i)∈RS(i)

yji = 0, i ∈ N\{sω, tω}

∑
(sω ,j)∈FS(sω)

ysωj = 1

∑
(j,tω)∈RS(tω)

yjtω = −1

0 ≤ yij ≤ 1, (i, j) ∈ A.

Proposition 5 implies that for a given solution x, a complete objective

function evaluation consists of computing the shortest paths from each origin

s ∈ O to each destination t ∈ D(s) under each budget scenario, and then

restoring the log-transformed shortest path length back to its original form.

Consequently, a complete objective function evaluation requires |O| shortest

path tree computations, where each tree is rooted at an origin node s. Thus,

given s and all of its associated destination nodes tω, ω ∈ Ω, we can compute
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the shortest paths from s to tω ∀ω ∈ Ω in O(|N |2) time [2]. Recalling the defini-

tion of βmin given in Section 4.2.3, let Bmin = B ∩ {β ∈ B : bβ ≥ bβmin}. Given

an arbitrary solution x, we can evaluate this solution in O(|O| |Bmin| |N |2)

time.

We can further reduce our computational effort by noting that the union

of shortest path trees constitutes a forest that contains all shortest s-t paths,

and this information can be stored and possibly be reused during solution

evaluations. For each origin node s ∈ O and intermediate node i ∈ N , we

let T s(i) denote the pre-interdiction shortest path subtree of arcs rooted at i

when s is the origin node under consideration.

After initializing the problem instance, we implement Dijkstra’s algo-

rithm to calculate T s ≡ T s(s) and store this shortest path tree such that we

can efficiently access T s(i) ⊂ T s, ∀i ∈ N . The reason for doing so is the

following: Given the set x, a portion of T s will (in general) remain intact,

i.e., interdicting a subset of arcs in the network will generally not destroy the

entire set of shortest s-t paths. Thus, for each budget scenario that x does

not contain any arcs on the shortest path from s to i, we know that πi, the

log-transformed minimum distance from s to i is unchanged. However, if at

least one arc is interdicted on the shortest path tree from s to i, then we must

check whether the value of πi has increased, i.e., it cannot decrease. Otherwise,

this branch of T s remains intact up through node i, which also implies that

the distance label remains valid for any node j such that j lies on an intact

branch of T s(i). We illustrate this concept via the following example.

139



Example 3. Consider the shortest path tree rooted at s in Figure 4.1:

Figure 4.1: Shortest path tree: Arc (2, 5) has been interdicted.

The dotted arrow indicates that arc (2, 5) has been interdicted, and thus

the branch of the subtree rooted at node 2 is no longer intact. Consequently,

we must recalculate the shortest paths from s to 5 and s to 3 to obtain π5 and

π3. The shortest paths to nodes 1, 2, 4 and t do not change.

Let πs denote the vector of pre-interdiction shortest path distances for

each s ∈ O. In order to determine which nodes need to be ‘unlabeled’, we

traverse the subtree rooted at each node j ∈ {j′ : (i, j′) ∈ x}, i.e., the subtree

rooted at the head node of each interdicted arc. We need only consider this

set of subtrees, since all other branches of T s remain intact. The algorithm

takes as input a single origin s and a set of interdicted arcs, x, and it returns

a set of node distance labels δ.
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Algorithm 3 : Unlabel(s, x)

Input: Source node s and set of interdicted locations, x

Output: Set of distance labels, δ

δi ← πsi , ∀i ∈ N

let Q = {j ∈ N : (i, j) ∈ x}

while Q 6= ∅ do

select any node j from Q

for all node pairs j′, k such that (j′, k) ∈ T s(j) do

δj′ ←∞, δk ←∞

end for

Q← Q\{j}

end while

return δ

Each iteration of Algorithm 3 begins by selecting the head node, j,

from an arc (i, j) ∈ x. Subsequently, the tail and head nodes of every arc in

T s(j) are unlabeled. Finally, node j is discarded and the process repeats itself

until there are no more head nodes of interdicted arcs to consider.

After executing the unlabeling algorithm we have two sets of nodes.

The first set is comprised of all labeled nodes that retained their distance

labels, i.e., δj < ∞, and the second group contains all unlabeled nodes, i.e.,
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δj = ∞. Thus, we can utilize the distances retained by the labeled nodes,

but must recalculate the shortest path distances to the unlabeled nodes as an

intermediate step in determining the minimum distance to each destination

t ∈ D(s). Since Algorithm 3 must examine the distance labels of at most |N |

nodes, the unlabeling procedure can be performed in O(|N |) time.

The steps in evaluating the objective function value of x are to (i)

compute the shortest path from each origin s ∈ O to each destination t ∈

D(s) for each budget scenario, i.e., for each value of xβ, β ∈ B, (ii) restore

the shortest path distance to its original probabilistic form, and finally (iii)

compute the O-D scenario weighted sum of evasion probabilities. For each

β ∈ Bmin and s ∈ O, we execute Algorithm 3 in order to determine which

parts of T s remain intact. If none of the elements of xβ lie on any s-t paths,

then the pre-interdiction shortest path distance labels remain valid ∀t ∈ D(s)

and we do not need to recompute any maximum-reliability paths from this

origin under β. However, if the shortest path of any destination node contains

at least one interdicted arc, then we need to employ Dijkstra’s algorithm until

each unlabeled destination node’s shortest path distance from s is found.

In order to analyze the complexity of combining Dijkstra’s algorithm

and Algorithm 3, we let N̄s ⊆ N denote the set nodes whose distance labels

remain valid for each s ∈ O. Using the combined procedure, an upper bound

on the number of operations required to evaluate a solution is given by
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nUD =|Bmin|
∑
s∈O

(
|N | − |N̄s|

)2
+ |O||N |

=|Bmin|

[∑
s∈O

(
|N |2 − 2|N ||N̄s|+ |N̄s|2

)]
+ |O||N |

=|Bmin|

[
|O||N |2 −

∑
s∈O

(
|N̄s|

(
2|N | − |N̄s|

))]
+ |O||N |. (4.1)

Recall that Dijkstra’s algorithm can evaluate a solution in O (|O| |Bmin| |N |2)

time. We can conclude that nUD < |O| |Bmin| |N |2 if

∑
s∈O

|N̄s|
(
2|N | − |N̄s|

)
> |O||N |

⇒
∑

s∈O |N̄s|
(
2|N | − |N̄s|

)
|N |

> |O|. (4.2)

Proposition 6. If
∑

s∈O |N̄s| ≥ |O|, then nUD < |O| |Bmin| |N |2.

Proof. We proceed by induction by starting with
∑

s∈O |N̄s| = |O|. From the

right-hand side of inequality (4.2), we have
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∑
s∈O |N̄s|

(
2|N | − |N̄s|

)
|N |

=2
∑
s∈O

|N̄s| −
∑

s∈O N̄s

|N |

=2|O| − |O|
|N |

.

After dividing both the left and right-hand side of (4.2) by |O|, we consider

1
?
< 2− 1

|N |
,

which is true since A 6= ∅ ⇒ |N | ≥ 2⇒ 1 < 2− 1
|N | . Thus, inequality (4.2) is

satisfied under the assumption that
∑

s∈O |N̄s| = |O|.

Now, assume that (4.2) is satisfied when
∑

s∈O |N̄s| = k > |O|, k ∈ N.

If
∑

s∈O |N̄s| = k + 1, then
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∑
s∈O |N̄s|

(
2|N | − |N̄s|

)
|N |

=2
∑
s∈O

|N̄s| −
∑

s∈O N̄s

|N |

=2(k + 1)− k + 1

|N |
.

Dividing both the left and right-hand side of (4.2) by (k + 1), we consider

|O|
k + 1

< 1
?
< 2− 1

|N |
,

which is true given the previous result that 1 < 2 − 1
|N | . The result follows

that nUD < |O| |Bmin| |N |2.

If zβs denotes the contribution of origin s to the objective function under

budget scenario β, then its weighted contribution is given by ψβzβs . In the case

where we have to relabel any destination nodes, we only execute Dijkstra’s

algorithm until all such nodes are relabeled. For an origin node, s, and a

solution xβ, we compute zβs with a subroutine which we label Evaluate(s, xβ).
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A pseudocode representation of the objective function evaluation procedure

can be found in Appendix A.

4.3.3 Initial Solution, Restricted Candidate Lists, and Restriction

of Changes to the Incumbent

After executing Evaluate(s, ·), we use the set pred (see Appendix A)

to compute a weighted average of the number of times each interdictable arc

is on an evasion path. For destination node t ∈ D(s), this is accomplished

by starting at t and tracing the path of predecessor nodes backwards from t

to s. These numbers are continuously tallied during an entire neighborhood

evaluation and used later on to build restricted candidate lists of arcs.

The score of an interdictable arc is defined as follows: During the course

of an entire neighborhood evaluation, if arc k ∈ AD appears on the shortest

path for O-D pair (sω, tω) under budget scenario β for a total of nωβk times for

each ω ∈ Ω, β ∈ B, its score is given by

σk =
∑
ω∈Ω

∑
β∈B

φωψβnωβk .

Defining a fixed candidate list size of M , we select non-tabu arcs [ki]
M
i=1 that

are not currently in the incumbent such that σk1 ≥ σk2 ≥ ··· ≥ σkM . Assuming

that M non-tabu arcs can be selected each time, a total of M candidate arcs

are used to define the set of neighboring solutions in each TS major iteration.
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The arc scoring method is also used to construct an initial incumbent

solution in order to initialize the TS algorithm. While computing the pre-

interdiction shortest path tree T s ∀s ∈ O, we also compute σk, k ∈ AD,

and select the bβmax interdictable arcs satisfying σk1 ≥ σk2 ≥ · · · ≥ σk
bβmax

,

where βmax corresponds to the budget scenario that funds the largest number

of priority levels, and bβmax is the budget realization under this scenario.

We also use the scoring method to freeze a subset of the elements of the

incumbent during a neighborhood evaluation. Let αr denote the number of

arcs we allow to be ‘removed’ from the solution. Using our previous definition

of βmax, we freeze bβmax − αr arcs satisfying σk1 ≥ σk2 ≥ · · · ≥ σkm by not

allowing them to leave the incumbent. The benefits of this strategy are that

(i) it reduces the number of neighbors that we need to investigate, and (ii) it

prevents ‘favorable’ elements from leaving the incumbent. The drawbacks are

that (i) it may cause the algorithm to overlook a neighbor that is superior to

the incumbent, and (ii) it does not promote a diverse search of the solution

space.

The arc removal parameter is made dynamic by incrementing αr when-

ever a locally non-improving solution is found, and decrementing it under a

locally improving solution. Incrementing this parameter in the presence of a

locally non-improving solution provides an additional diversification mecha-

nism, since greater changes to the incumbent will be realized if more arcs are

allowed to be removed. Conversely, decrementing αr forces the algorithm to

be more restrictive with the arcs that are removed from the incumbent, which
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results in a more refined search in the neighborhood of the improving solution

after it replaces the incumbent.

4.3.4 Expediting the Search in Prioritized Problem Instances

We can reduce the computation time in prioritized problem instances

while traversing n-swap neighborhoods by treating each neighbor as an unpri-

oritized solution. In this setting, each solution is evaluated and compared with

one another by assuming that the budget is fixed, i.e., we treat each solution

as if there were no relative priority ordering between the arcs. At the end of

the iteration, we reevaluate the ‘best’ neighbor by once again returning to the

prioritized setting and computing its objective function value over all budget

scenarios. The benefit of this approach is that we reduce the computational

expense of evaluating prioritized solutions, which results in a much more effi-

cient algorithm. The downside of this approach lies in the high likelihood of

failing to identify one or more better neighboring solutions.

4.3.5 Algorithm

The PrSNIP-TS algorithm is initialized by computing T s ∀s ∈ O, which

is then used to generate an initial incumbent solution. Prior to beginning the

algorithm, we compute φ(s) =
∑

ω∈Ωs
φω, s ∈ O, where Ωs ⊆ Ω denotes the

subset of smugglers that originate from s. Subsequently, we sort the origins

in decreasing order of this value. A fixed percentage of the origins having

the highest values of φ(·) are grouped into a single ‘intensity’ cluster, and the

148



remaining ones are grouped into d ‘diversity’ clusters. The search is initial-

ized in the intensity cluster, and if an improving objective function value is

found during the first iteration the search remains in that cluster of origins.

Conversely, after r ∈ N locally non-improving best solutions are found, the

search spends d iterations (one for each diversity cluster) trying to diversify

the search trajectory by considering ostensibly less influential origin nodes. To

illustrate the clustering strategy, we present the following example.

Example 4. Consider three origins s1, s2, and s3 where φ(s1) = 0.5, φ(s2) =

0.3, and φ(s3) = 0.2. Suppose that we wish to group at least 2
3

of the origins

into a single intensity cluster. After sorting the origins in decreasing order

of φ(·), we determine that s1 and s2 will be placed into the intensity cluster,

and s3 into the diversity cluster. When restricting the search to the intensity

cluster, we only make calls to Evaluate(sj, ·) for j = 1, 2, i.e., we only conduct

a partial evaluation of the objective function value associated with each solution

and rank them according to this measure. After establishing a new incumbent,

we make a call to Evaluate(sj, x) for j = 1, 2, 3 in order to completely evaluate

its objective function value. Let µ denote the number of locally non-improving

solutions. If the objective function value of the incumbent is better than that

of the last, then we continue to restrict our search to the intensity cluster.

Otherwise, if this is the rth incumbent to have an objective function value

that is worse than its predecessor, i.e., if µ = r, we diversify the search by

only making calls to Evaluate(s3, ·) for each solution in the next iteration.

Subsequently, we set µ = 0, return to the intensity cluster, and repeat the
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process.

Additionally, we also allow overlap between two ‘adjacent’ diversity clusters.

For example, if we consider six origins {s1, s2, ..., s6} where d = 2, and the

intensity cluster consists of the single origin s1, then we can choose to construct

the two diversity clusters {s2, s3, s4} and {s4, s5, s6}.

During the diversification, the swap size (n) is incremented (decre-

mented) after each iteration that improves (does not improve) on the incum-

bent so long as n is less than (greater than) nmax (nmin). After considering all d

diversity clusters, we set n = nmin and return back to the intensity cluster. As

illustrated in the previous example, we compute a ‘partial’ objective function

value for each solution, i.e., the contribution of the current cluster to the ob-

jective function. At the end of a neighborhood evaluation, the solution with

the best partial objective function value is evaluated over the entire set O,

and this ‘full’ objective function value is declared to be the best neighborhood

objective. This value is then used to alter the search trajectory and adjust the

adaptive tabu tenure accordingly.

The best neighboring solution found in each iteration is also stored in

order to implement our path relinking strategy. After itermax TS iterations

have passed, the tabu memory structure is reset and the best solution found

up to that point is declared to be the new incumbent. At this point, another

round of TS iterations are executed in which each of our elite solutions is used

to generate a new candidate list of arcs. At this point, the only move that
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is utilized is the n-swap with n = nmin in order to ‘polish’ the best solution

found up to that point. Additionally, the size of the intensity cluster may

be increased and the search is focused on this set of origins. If desired, the

number of removable arcs in the incumbent is also increased. The motivation

for these last two strategies is to provide a more thorough evaluation of the

neighborhoods generated by the set of elite solutions.

We can implement an additional intensification mechanism as follows:

Let g < itermax be an additional parameter which specifies that the search

consider all |O| origins and their destinations during the last g iterations. Then

if g ≥ itermax, the search considers the intensity cluster and all d diversity

clusters. This can be thought of as an additional polishing move, where we try

to refine and potentially improve our solution by no longer ignoring any origin

nodes. A pseudocode representation of the complete PrSNIP-TS algorithm

can be found in Appendix B, and we present our computational results in

Section 4.3.6.

4.3.6 Computational Results

To measure the performance of our PrSNIP-TS algorithm, we consider

six different problem instances: SNIP1 - SNIP3, and PrSNIP1 - PrSNIP3,

where the last three represent the prioritized instances of the first three. Each

instance is formulated on the same network, which consists of 38 origins, 12

destinations, 12×38 = 456 origin-destination pairs, 320 interdictable arcs, and

2586 arcs in total. In (Pr)SNIP1, the evasion probabilities are independent
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uniform random variables, where pij ∼ U(0.3, 0.6), qij ∼ U(0.1, 0.3), (i, j) ∈

AD, and pij ∼ U(0.5, 1), (i, j) ∈ A\AD. In (Pr)SNIP2 and (Pr)SNIP3, the

pijs are distributed identically to the corresponding values in (Pr)SNIP1, but

the qijs are modified such that qij = 0.5pij, and qij = 0.1pij, (i, j) ∈ AD,

respectively.

We determined the settings of the algorithm parameters through ex-

perimentation. We vary the arc removal parameter, αr, by enforcing 5 ≤

αr ≤ min{b, 25}, and 5 ≤ αr ≤ min{bβmax , 25}, in the unprioritized and prior-

itized problem instances, respectively. After generating the initial incumbent

solution for PrSNIP1 - PrSNIP3, we implement the priority level swap neigh-

borhood for the first 3 iterations, and subsequently every three following iter-

ations. In all of the problems, restricted candidate lists of 5 arcs are generated

for each n-swap neighborhood iteration where nmin = 1, and nmax = 3. For

PrSNIP1 - PrSNIP3, we expedite the n-swap neighborhood search by imple-

menting the method discussed in Section 4.3.4. The intensity cluster consists

of the single origin having the greatest probability mass, and 17 diversity clus-

ters each consisting of 3 origins (see Example 4). In all instances, we execute

60 primary tabu search iterations, followed by 45 path relinking iterations.

During the path relinking stage, we only implement the n-swap neighborhood

and enforce n = nmin for its entire duration.

In SNIP1 - SNIP3, we vary the budget level from b = 30 to b = 90. In

PrSNIP1 - PrSNIP3, we vary the number of budget scenarios from |B| = 5

to |B| = 30, where nl = 1, l ∈ L. Tables 4.1-4.3 compare the computational
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results of the unprioritized PrSNIP-TS algorithm with three specific instances

of SNIP1 - SNIP3 with known ε-optimal solutions. The solutions were obtained

from data sets that were derived in the work of Pan [72], where he employed his

so-called enhanced L-shaped method with step inequalities (LSSI+) to solve

the problems. We note that the latter computations were originally performed

using CPLEX 8.0 on a 2.8 GHz Dell Xeon dual-processor machine with 1GB

memory, and the problems were solved with a relative termination criterion of

ε = 0.01 between objective function values of the restricted master program

(lower bound) and the best incumbent solution (upper bound). For further

details on the LSSI+ algorithm, we refer the reader to this source. Each table

reports the computation times of both algorithms, as well as relative bounds

on the optimality gaps for our heuristic solutions.

Table 4.4 reports the average and maximum run times of PrSNIP-TS

for randomly generated instances of SNIP1 - SNIP, where we use the previ-

ously described methodology to construct three problems for each case. Table

4.4 also displays the average and maximum LSSI+ run times reported in [72]

for analogous random problem instances. Here, we note that the statistics

pertaining to LSSI+ does not consider the instances of SNIP reported in Ta-

bles 4.1-4.3. Finally, Table 4.5 reports the computation times for PrSNIP1 -

PrSNIP3. All run times are reported in seconds, and all of our computations

are performed with a code implemented in a C++ programming environment

on a Wallingford 2.39 GHz dual-processor machine with 3.31 GB of memory.

Tables 4.1-4.3 show that the unprioritized variant of the PrSNIP-TS
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SNIP1

b TS CPU Time (sec) LSSI+ CPU Time (sec) Rel. Gap (%)

30 19.59 141.00 0.08
40 23.38 120.00 0.00
50 29.86 111.00 1.40
60 41.24 106.00 0.38
70 46.49 226.00 0.36
80 49.92 90.00 2.43
90 59.27 102.00 1.96

Table 4.1: PrSNIP-TS and LSSI+ computational results for a specific instance
of SNIP1.

SNIP2

b TS CPU Time (sec) LSSI+ CPU Time (sec) Rel. Gap (%)

30 16.19 118.00 0.32
40 19.44 126.00 0.10
50 22.50 141.00 0.20
60 31.52 69.00 1.64
70 41.84 80.00 1.09
80 43.17 90.00 3.36
90 50.99 97.00 0.46

Table 4.2: PrSNIP-TS and LSSI+ computational results for a specific instance
of SNIP2.

SNIP3

|B| TS CPU Time (sec) LSSI+ CPU Time (sec) Rel. Gap (%)

30 25.00 390.00 0.00
40 34.91 290.00 1.44
50 29.50 708.00 1.38
60 48.46 766.00 6.58
70 47.98 470.00 12.17
80 94.78 1285.00 14.74
90 96.28 3724.00 12.27

Table 4.3: PrSNIP-TS and LSSI+ algorithm computational results for a spe-
cific instance of SNIP3.
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SNIP1 SNIP2 SNIP3
PrSNIP-TS LSSI+ PrSNIP-TS LSSI+ PrSNIP-TS LSSI+

b Avg. Max Avg. Max Avg. Max Avg. Max Avg. Max Avg. Max
30 29.70 42.80 90.00 114.00 31.28 26.25 84.00 114.00 26.59 25.34 300.00 462.00
40 34.80 48.55 114.00 150.00 35.83 30.21 102.00 132.00 38.42 36.28 474.00 642.00
50 46.78 69.34 126.00 168.00 39.73 34.25 114.00 186.00 42.58 38.14 606.00 792.00
60 57.38 84.41 120.00 168.00 93.67 62.61 102.00 138.00 205.34 106.62 714.00 954.00
70 81.75 99.00 132.00 186.00 62.64 59.82 132.00 192.00 78.58 60.98 648.00 1302.00
80 89.58 128.63 120.00 138.00 366.34 165.20 102.00 132.00 83.84 67.85 954.00 1206.00
90 104.69 131.38 114.00 138.00 73.50 59.43 102.00 108.00 114.27 93.49 1572.00 4296.00

Table 4.4: Average and maximum PrSNIP-TS and LSSI+ computation times
for randomly generated instances of SNIP1 - SNIP3.

PrSNIP1 PrSNIP2 PrSNIP3

|B| CPU Time (sec) CPU Time (sec) CPU Time (sec)

5 6.61 7.13 8.30
10 22.95 21.78 25.70
15 48.56 44.11 41.30
20 69.52 77.39 58.50
25 101.80 107.23 78.00
30 119.47 131.45 99.10

Table 4.5: Tabu search computation times for PrSNIP1 - PrSNIP3.

algorithm is an effective means for approximately solving SNIP. The compu-

tational effort tends to be significantly less than that of the LSSI+ algorithm,

and in many cases PrSNIP-TS obtains an optimal or near-optimal solution.

In Table 4.4, we see that the average and maximum PrSNIP-TS computation

times are almost always less than the same results reported for the LSSI+ algo-

rithm. It should be noted that it is difficult to make a truly valid comparison

of these statistics in many instances, since the two algorithms were imple-

mented in different computational environments. However, when considering

the drastic difference in run times for the random instances of SNIP3, it seems

reasonable to assert that PrSNIP-TS requires significantly less computational

effort than LSSI+ in this case.
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We conjecture that our heuristic approach performs well in the prior-

itized setting, i.e., for PrSNIP1 - PrSNIP3. The computational effort tends

to be less than the effort required for LSSI+ to solve the problem instances

reported in Tables 4.1-4.3, which is promising under the assumption that

PrSNIP1 - PrSNIP3 represent computationally more challenging problems.

However, our PrSNIP test runs were not replicated in the same fashion as

SNIP1 - SNIP3, and we do not have a set of benchmark results with which to

compare them. Thus, we are unable to assess the quality of the solutions asso-

ciated with the results in Table 4.5, since there is currently no existing method

for obtaining the optimal solution to the prioritized problems. In Chapter 7,

we propose the development of exact methods for solving PrSNIP as part of

our future research.

4.4 Applying Tabu Search to (Pr)BiSNIP

4.4.1 Problem Instance Initialization

For each problem instance, we populate the following sets, parameters,

and data structures during problem initialization:
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PrBiSNIP-TS Algorithm Data

k ∈ AD Interdictable locations (border checkpoints)

ω ∈ Ω Smuggler origin-destination (O-D) scenarios

k ∈ ADω ⊆ AD Interdictable locations (checkpoints) for
smuggler ω; AD = ∪

ω∈Ω
ADω

rωk Evasion probablity through checkpoint k ∈ ADω

φω Probability mass function of Ω

β ∈ B Budget scenarios

bβ Interdiction budget under β ∈ B

ψβ Probability mass function of B

l ∈ L Set of priority levels

4.4.2 Objective Function Evaluation

Since smuggler ω chooses exactly one checkpoint k ∈ ADω through

which to travel, the value of his maximum-reliability path is given by

θωβ = max
k∈ADω

rωk (1− xβk),
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where xβk equals 1 if k ∈ AD is interdicted under budget scenario β, and 0

otherwise. Thus, the evaluation of a given a solution x consists of computing

rωk (1 − xβk), k ∈ ADω, β ∈ B, and sorting the resulting values for each pair

(ω, β) from largest to smallest to obtain θωβ.

Algorithm 4 : Evaluate(xβ)

Input: Set of interdicted locations under budget scenario β, xβ

Output: Objective function value under budget scenario β, zβ

zβ ← 0

for all ω ∈ Ω do

compute θωβ = maxk∈ADω r
ω
k (1− xβk)

end for

zβ ←
∑

ω∈Ω φ
ωθωβ

return zβ

After obtaining zβ, the contribution of budget scenario β to the objec-

tive function value is given by ψβzβ. One can see that the solution evaluation

process is much simpler in the bipartite case than for a general network, since

the latter requires the computation of a set of shortest path trees whose cardi-

nality may be as large as the total number of origin nodes multiplied by |B|.

In PrBiSNIP, however, we need only identify the largest reliability value out

of all non-interdicted checkpoints for each ω ∈ Ω, β ∈ B. We also note that

for a given incumbent solution, we can once again reduce computational effort
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by noting that we do not need to evaluate any budget scenarios β /∈ Bmin (see

Section 4.2.3).

4.4.3 Initial Solution

In order to generate an initial solution, we employ a greedy strategy

called the Onestep method [75]. We start by letting βmax index the budget

scenario that funds the largest number of priority levels, then and fixing b =

bβmax . The heuristic starts by scoring each checkpoint according to the decrease

in objective function value that results from its interdiction, and then selecting

the checkpoint with the best score. After removing the first greedy choice from

consideration, the checkpoints are scored once again and a selection is made

according to the same criterion. The process continues until the budget, bβmax ,

is exhausted. We illustrate the Onestep method with the following example.

Example 5. Let Ω = {ω1, ω2, ω3}, AD = {k1, k2, k3, k4, k5}, ADω1 = {k1, k2, k3},

ADω2 = {k1, k3}, ADω3 = {k3, k4, k5}, bβmax = 3, and φω1 = φω2 = φω3 = 1
3
.

Furthermore, let the columns of the 3×3 matrix R correspond to the checkpoint

reliability values for each scenario sorted from largest to smallest, i.e.,

R ≡


rω1
k1

rω2
k1

rω3
k3

rω1
k2

rω2
k3

rω3
k4

rω1
k3

0 rω3
k5

 =


0.5 0.5 0.4

0.4 0.35 0.3

0.3 0 0.15

 .
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If R(i, ·) denotes the ith row of R, then we begin by computing

r = R(1, ·)−R(2, ·) = (0.5, 0.5, 0.4)− (0.4, 0.35, 0.3) = (0.1, 0.15, 0.1).

We score all five checkpoints by computing

σk1 = φω1r1 + φω2r2 =
1

3
(0.1 + 0.15) = 0.083,

σk3 = φω3r3 =
1

3
(0.1) = 0.033,

σk2 = 0, σk4 = 0, σk5 = 0,

and σmax = maxkj∈AD,j∈{1,2,...,5}{σkj} = σk1 to determine which checkpoint

gives the best reduction in objective function value. In this case, we first choose

to interdict k1, which results in an objective function value decrease of 0.083.

Next, we update R by deleting the first row:
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R←

0.4 0.35 0.3

0.3 0 0.15

 .

Now, we begin our next greedy iteration by computing

r = R(1, ·)−R(2, ·) = (0.4, 0.35, 0.3)− (0.3, 0, 0.15) = (0.1, 0.35, 0.15),

and

σk2 = φω1r1 =
1

3
(0.1) = 0.033,

σk3 = φω2r2 =
1

3
(0.35) = 0.117,

σk4 = φω3r3 =
1

3
(0.15) = 0.05,

σk1 = 0, σk5 = 0.

This implies that σmax = maxkj∈AD,j∈{1,2,...,5}{σkj} = σk3, and thus our second

choice is k3, which results in an objective function value decrease of 0.117.
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Finally, we update R one last time to get

R←
(

0.3 0 0.15

)
.

Since R now consists of one row, we get r =

(
0.3 0 0.15

)
,

σk3 = φω1r1 =
1

3
(0.3) = 0.1,

σk5 = φω3r3 =
1

3
(0.15) = 0.05,

σk1 = 0, σk2 = 0, σk4 = 0,

and σmax = maxkj∈AD,j∈{1,2,...,5}{σkj} = σk3, but since k3 has already been

selected we choose k5, which reduces the objective function value by 0.05. Since

our budget of 3 is now exhausted, we stop with our solution x = (k1, k3, k5).

4.4.4 Restricted Candidate Lists

The PrBiSNIP-TS algorithm builds candidate lists in the same fashion

as PrSNIP-TS. If we once again let σk denote the score of k ∈ AD, and nωβk

denote the number of times that k shows up on ω’s maximum-reliability path
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under budget scenario β over the course of an entire neighborhood evaluation,

then we have

σk =
∑
ω∈Ω

∑
β∈B

φωψβnωβk .

As before, we define a fixed candidate list size of M and select non-tabu

locations [ki]
M
i=1 that are currently not in the incumbent such that σk1 ≥ σk2 ≥

· · · ≥ σkM . Assuming that M non-tabu locations can be selected each time,

a total of M candidates are used to define the set of neighboring solutions

for each iteration. Using the arc removal parameter, αr, described in Section

4.3.3, we can also choose to freeze a fixed number of elements in the current

incumbent.

4.4.5 Expediting the Search in Prioritized Problem Instances

Similar to the methodology discussed in Section 4.3.4, we can reduce

the computation time in prioritized problem instances while traversing n-swap

neighborhoods by treating each neighbor as an unprioritized solution. Again,

each solution is evaluated and compared with one another by assuming that the

budget is fixed, i.e., we treat each solution as if there were no relative priority

ordering between the arcs. At the end of the iteration, we reevaluate the ‘best’

neighbor by once again returning to the prioritized setting and computing its

objective function value over all budget scenarios.
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4.4.6 Algorithm

While the PrBiSNIP-TS algorithm operates in an analogous fashion to

PrSNIP-TS, there are some differences worth noting. For example, PrSNIP-

TS utilizes a clustering strategy to evaluate solutions, while PrBiSNIP-TS

does not. Instead, diversification is promoted by incrementing the swap size

(n) after νmax locally non-improving solutions are found. The swap size is

continuously incremented during subsequent iterations while n is less than

nmax. When n = nmax, we intensify the search by setting n = nmin and

waiting until an additional νmax locally non-improving solutions are found

before diversifying the search trajectory once again.

Just as in the general network case (PrSNIP), the best neighboring

solution found in each iteration is also stored in order to implement our path

relinking strategy. After itermax TS iterations have passed, the tabu memory

structure is reset and the best solution found up to that point is declared

to be the new incumbent. Subsequently, another round of TS iterations is

executed in which each of the elite stored solutions is used to generate a new

candidate list of locations. At this point, the only move that is utilized is

the n-swap with n = nmin in an attempt to polish the best solution found up

to that point. If desired, the number of removable arcs in the incumbent is

also increased. The motivation for these last two strategies is to provide a

more thorough evaluation of the neighborhoods generated by the set of elite

solutions. A pseudocode representation of the complete PrBiSNIP-TS can be

seen in Appendix C.
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4.4.7 Integration of LP Relaxation Information

Using the optimal solution to the LP relaxation of PrBiSNIP provides

a powerful enhancement to PrBiSNIP-TS. For example, the fractional LP so-

lution can be used to construct an initial incumbent, and the reduced costs

can be used to construct restricted candidate lists. More details on this topic,

as well as computational results, are discussed in Chapter 5.

4.4.8 Computational Results

To measure the performance of our PrBiSNIP tabu search algorithm,

we consider five unprioritized problem instances, BiSNIP1 - BiSNIP5. Addi-

tionally, we consider the prioritized counterparts of BiSNIP1 - BiSNIP4, i.e.,

PrBiSNIP1 - PrBiSNIP4. In all cases, we apply the scenario aggregation and

budget-restricted ADω schemes discussed in Sections 3.3.2 and 3.3.1, respec-

tively.

We determined the settings of the algorithm parameters through ex-

perimentation. We vary the arc removal parameter, αr, by enforcing 5 ≤

αr ≤ min{b, 25} and 5 ≤ αr ≤ min{bβmax , 25} in the unprioritized and prior-

itized problem instances, respectively. After generating the initial incumbent

solution for PrBiSNIP1 - PrBiSNIP4, we execute priority level swap neighbor-

hood moves for the first 10 iterations, and subsequently every 50 iterations

that follow. In all of the problems, restricted candidate lists of 5 checkpoints

are generated for each n-swap neighborhood iteration, where nmin = 1 and
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nmax = 3. In PrBiSNIP1 - PrBiSNIP4, we expedite the n-swap neighborhood

search by implementing the method discussed in Section 4.4.5. In all instances,

we execute 2000 normal TS iterations, followed 2000 path relinking iterations.

During the path relinking stage, we only implement the n-swap neighborhood

and enforce n = nmin.

In BiSNIP1 - BiSNIP4, we vary the budget value from b = 10 to b =

120, and in PrBiSNIP1 - PrBiSNIP4 we vary the number of budget scenarios

from |B| = 5 to |B| = 40. Tables 4.6 and 4.7 report the results for BiSNIP1 -

BiSNIP5, and Tables 4.8 and 4.9 report the results for PrBiSNIP1 - PrBiSNIP4

for nl = 1, l ∈ L. Finally, Table 4.10 reports the computational results of

applying the algorithm to PrBiSNIP4 for nl = 5, l ∈ L. When it is possible

to do so, we compare the results with those found in Chapter 3 by contrasting

the solve times and reporting the relative gaps between the PrBiSNIP-TS

objective function values and the optimal values of the solutions. All times

are reported in seconds, and all problems are solved with a code developed in

the same environment discussed in Section 4.3.6.

Tables 4.6-4.10 show that in certain instances, PrBiSNIP-TS is an ef-

fective means for approximately solving BiSNIP and PrBiSNIP. In all cases,

the computational effort is comparable to the effort required by our row and

column generation algorithms presented in Chapter 3, and in many cases the

effort required is significantly reduced. The results in Tables 4.6-4.7 indicate

that the unprioritized algorithm obtains optimal or near-optimal solutions for
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BiSNIP1 BiSNIP2 BiSNIP3

CPU Time (sec) Rel. Gap (%) CPU Time (sec) Rel. Gap (%) CPU Time (sec) Rel. Gap (%)

b MIP PrBiSNIP-TS MIP PrBiSNIP-TS MIP PrBiSNIP-TS

10 0.07 0.55 0.00 0.06 0.56 0.00 0.93 2.67 0.00
20 1.55 0.59 0.26 0.38 0.61 0.00 1.00 3.09 0.00
30 0.56 1.25 4.01 0.52 0.64 1.47 1.56 3.39 0.04
40 3.20 1.28 6.28 1.38 0.64 5.51 1.30 4.53 0.00
50 7.18 1.25 3.50 4.80 0.67 4.17 4.34 5.03 0.07
60 9.62 1.25 6.20 11.13 0.72 3.91 7.25 4.83 0.00
70 11.10 1.31 9.50 11.59 0.67 5.67 12.19 4.53 0.00
80 21.30 1.38 12.10 19.58 0.83 10.46 4.31 3.91 0.00
90 15.03 1.41 23.40 7.68 0.75 18.93 10.66 3.67 0.00
100 17.84 1.48 24.60 8.39 0.88 25.39 7.09 4.17 0.00
110 6.63 1.47 32.10 2.19 0.86 32.28 5.32 4.30 1.08
120 62.68 2.05 32.70 19.19 0.86 34.19 8.62 4.75 1.66

Table 4.6: Comparison of tabu search and MIP computational results for
BiSNIP1 - BiSNIP3.

BiSNIP4 BiSNIP5

b CPU Time (sec) Rel. Gap (%) CPU Time (sec) Rel. Gap (%)
MIP PrBiSNIP-TS MIP PrBiSNIP-TS

10 0.17 2.45 0.00 0.71 2.69 0.00
20 1.34 3.70 0.00 0.56 3.17 0.00
30 0.95 2.92 0.00 0.83 3.72 0.00
40 1.75 3.39 0.48 0.70 3.48 0.00
50 1.75 3.09 0.81 0.93 3.38 0.39
60 8.42 3.14 0.00 8.06 3.33 0.18
70 14.30 3.17 0.47 7.29 3.58 0.44
80 12.02 3.22 4.31 2.92 3.80 0.00
90 9.92 3.16 9.95 3.45 3.47 1.86
100 7.66 3.22 15.33 2.94 3.94 1.20
110 7.53 3.39 29.97 9.93 3.55 0.65
120 6.52 4.14 31.52 4.68 3.81 5.52

Table 4.7: Comparison of tabu search and MIP computational results for
BiSNIP4 and BiSNIP5.
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PrBiSNIP1 PrBiSNIP2 PrBiSNIP3

CPU Time (sec) Rel. Gap (%) CPU Time (sec) Rel. Gap (%) CPU Time (sec) Rel. Gap (%)

|B| MIP PrBiSNIP-TS MIP PrBiSNIP-TS MIP PrBiSNIP-TS

5 0.05 2.20 0.16 0.04 2.16 0.00 0.98 5.05 0.00
6 0.05 1.83 0.00 0.06 1.94 0.00 1.79 5.47 0.00
7 0.17 1.98 0.00 0.12 2.38 0.00 4.35 6.75 0.00
8 0.19 2.30 0.00 0.21 3.03 0.10 6.50 6.39 0.00
9 0.22 2.50 0.00 0.22 2.54 0.00 11.83 6.89 0.00
10 0.59 2.44 0.00 0.71 3.27 0.00 26.84 7.95 0.00
15 15.16 4.36 0.05 18.38 4.50 0.02 1691.68 13.67 0.20
20 × 6.38 × 916.83 5.52 0.26 6921.33 24.56 0.23
25 × 8.73 × × 7.97 × × 25.58 ×
30 × 10.58 × × 9.55 × × 31.95 ×
35 × 10.06 × × 9.39 × × 53.81 ×
40 × 11.55 × × 11.84 × × 52.81 ×

Table 4.8: Tabu search computational results for PrBiSNIP1 - PrBiSNIP3,
nl = 1, l ∈ L, where × denotes that the optimality gap is unknown.

PrBiSNIP4

CPU Time (sec) Rel. Gap (%)

|B| MIP PrBiSNIP-TS

5 0.18 4.05 0.00
6 0.48 4.16 0.00
7 0.65 4.64 0.01
8 0.86 4.97 0.00
9 1.46 5.03 0.00
10 2.21 5.83 0.01
15 177.64 10.94 0.07
20 × 15.52 ×
25 × 28.83 ×
30 × 35.67 ×
35 × 52.48 ×
40 × 69.34 ×

Table 4.9: Tabu search computational results for PrBiSNIP4, nl = 1, l ∈ L.

BiSNIP3 and BiSNIP5. However, the optimality gap is tends to worsen for

larger budget values in BiSNIP1, BiSNIP2, and BiSNIP4. In Section 5.2, we

attempt to improve upon these results by incorporating LP relaxation solu-

tions with our tabu search algorithm. In Tables 4.8-4.9, as the number of

budget scenarios increases the computational effort required for PrBiSNIP1 -

PrBiSNIP4 is significantly less than the effort required by the row and col-
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PrBiSNIP4

|B| CPU Time (sec) Rel. Gap (%)

MIP PrBiSNIP-TS

5 81.29 7.91 0.67
6 175.58 8.88 1.49
7 441.52 7.08 2.16
8 1114.40 8.61 4.07
9 1022.23 9.09 5.43
10 2150.68 11.34 5.31
15 × 23.44 ×
20 × 48.95 ×
25 × 92.41 ×
30 × 149.93 ×
35 × 242.50 ×
40 × 163.3 ×

Table 4.10: Tabu search computational results for PrBiSNIP4, nl = 5, l ∈ L.

umn generation methods. In all cases where the optimality gap is known, we

also see that the algorithm obtains optimal or near-optimal solutions to the

prioritized problems. The results in Table 4.10 are promising for PrBiSNIP4

when nl = 5, l ∈ L. In particular, we note that the algorithm produces

high-quality solutions with minimal computational effort when the number of

budget scenarios varies from |B| = 5 to |B| = 10 for nl = 5, l ∈ L.
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Chapter 5

Hybrid Algorithms for Solving BiSNIP and

PrBiSNIP

In this chapter we consider different ways to combine the tabu search

and mathematical programming algorithms developed in Chapters 2-4. Hy-

brid algorithms of this type combine elements from both methodologies, most

notably the ability of TS to quickly find favorable solutions and the ability of

mathematical programming methods to find provably optimal solutions. Us-

ing the algorithms that have been developed in this dissertation, our set of

BiSNIP and PrBiSNIP problem instances provide a means for assessing the

efficacy of applying hybrid methods to difficult optimization problems.

In each of the algorithms that follow, we consider hierarchical combi-

nations of one or more components from exact and heuristic methodologies,

i.e., in each case there is a distinguishable master algorithm with one or more

embedded slave components. Both the master and the slave components can

take the form of exact or heuristic algorithms, and we assume that a successful

hybrid implementation consists of at least one component of each type.
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5.1 Overview

Section 5.2 presents a more detailed discussion of the PrBiSNIP-TS en-

hancement briefly mentioned in Section 4.4.7. This hybrid operates by solving

the LP relaxation of PrBiSNIP, and then using components of the fractional

LP solution and reduced costs to construct an initial TS incumbent and/or to

guide the search through the solution space. One such scheme generates an

incumbent solution by selecting checkpoints associated with decision variables

having fractional values close to 1, and generating restricted candidate lists of

checkpoints whose LP decision variables have the smallest reduced costs.

Section 5.3 discusses two ways that the PrBiSNIP-TS algorithm can be

used as a subroutine in our column generation algorithm (Section 3.4). First,

PrBiSNIP-TS is used to approximately solve the problem, and then subsets

of the solution components are used to populate the restricted master with

an initial set of columns for each budget scenario. Second, during the early

stages of column generation the unprioritized variant of PrBiSNIP-TS is used

to approximately solve the pricing subproblems. Upon failing to identify a set

of favorable columns, the task of solving the subproblems is returned to B&B

and the algorithm proceeds until a column generation termination criterion is

met.

Section 5.4 considers the use of the PrBiSNIP-TS algorithm as an em-

bedded B&B heuristic. Similar to the method in Section 5.3, the first hybrid

uses TS to instantiate an incumbent solution at the root node of the B&B tree.

The second hybrid operates by extracting solution information from the B&B
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algorithm and applying PrBiSNIP-TS to generate new incumbent solutions.

There are two variants of this latter hybrid: The first attempts to find superior

solutions by applying the heuristic to each new incumbent found during the

normal B&B process. The second applies the heuristic to fractional LP solu-

tions at viable tree nodes to produce new and hopefully superior incumbents.

5.2 Incorporation of LP Relaxation Solution in Tabu

Search

The material in this section is inspired by a successful implementation

of a similar method by Kinney [57]. We can induce a different TS search tra-

jectory by considering the optimal solution to the LP relaxation of PrBiSNIP

(or BiSNIP if |B| = 1). Let
[
x∗lp, c̄

∗
lp

]
be a 2|AD||L|-dimensional vector that

denotes the optimal solution and reduced costs for the LP relaxation, respec-

tively. We can use this information to generate an initial incumbent solution,

as well as to provide information to help guide the search.

5.2.1 Algorithm

One effective scheme for utilizing the LP solution is to use x∗lp or c̄∗lp to

construct an initial incumbent solution, and then use c̄∗lp to cluster groups of

interdictable arcs together for iterative generation of restricted candidate lists.

For example, we can obtain an initial incumbent solution by first solving the

LP relaxation of PrBiSNIP, and then selecting components of x∗lp whose values
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are closest to 1.

Algorithm 5 : Constructing Initial PrBiSNIP-TS Incumbent from
x∗lp

Input: LP relaxation solution, x∗lp
Output: Initial TS incumbent, x̄

let nx̄ =
∑

l∈L nl

let ml denote the current number of components of x̄ at priority level l

let j denote the current number of components from x∗lp that have been

added to x̄

let i denote the index of a component of x∗lp
i← 0

j ← 0

ml ← 0, l ∈ L
sort the components of x∗lp in order of decreasing value

while j < nx̄ do

select component x∗i,lp
let l denote the priority level of x∗i,lp
let k denote the checkpoint that corresponds to x∗i,lp
if ml < nl then

add k to x̄ at priority level l

ml ← ml + 1

j ← j + 1

end if

i← i+ 1

end while

return x̄
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Algorithm 5 can also be applied to BiSNIP. In this case, we merely sort the

components of x∗lp in order of decreasing value and select the first b components

to construct the incumbent, x̄.

Alternatively, we can construct x̄ by selecting checkpoints from the

reduced cost clusters whose values of c̄∗lp are sufficiently small. The logic of

this method is analogous to Algorithm 5, except that we now use c∗lp instead

of x∗lp as input and we sort the components of c∗lp in order of increasing value.

We can intensify the search at any time by creating candidate lists

from non-tabu arcs in clusters corresponding to smaller reduced costs. This

strategy is motivated by the nature of reduced costs in LPs, i.e., a per unit

increase in the value of a decision variable with negative reduced cost implies

a decrease in objective function value. Conversely, we can diversify the search

by considering clusters whose corresponding components of c̄∗lp are sufficiently

large.

Empirical evidence suggests that strategic use of this information can

help lead the search in a favorable direction [57]. Typically, we can expect

to see components from the optimal MIP and LP solutions that are related

to one another. Oftentimes, decision variables with high ‘importance’ in the

MIP solution will have LP fractional values and reduced costs of significant

magnitude.
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The danger in relying solely on reduced cost information to build can-

didate lists is that it does not promote diversification. This is due to the fact

that c̄∗lp is computed prior executing PrBiSNIP-TS, and thus it ignores infor-

mation gathered during the search. This methodology must be balanced with

other techniques (e.g., the use of [σ]k∈AD described in Section 4.4.4) in order

to promote a diverse search of the solution space.

5.2.2 Computational Results

We now compare the computational results of our hybrid and non-

hybrid tabu search algorithms for BiSNIP1, BiSNIP2, and BiSNIP4, for nl =

1, l ∈ L. The parameters, computational environment, and termination cri-

teria of the hybrid algorithm are identical to the ones presented for the non-

hybrid PrBiSNIP-TS algorithm in Section 4.4.8. In all three cases, we employ

Algorithm 5 to construct an initial incumbent solution from the optimal solu-

tion to the LP relaxation, x∗lp. The vector of reduced costs, c∗lp, is used to help

guide the search trajectory during the first 400 normal TS iterations.

Tables 5.1-5.3 demonstrate the drastic improvement that occurs when

the LP relaxation solution to BiSNIP1, BiSNIP2, and BiSNIP4 is incorporated

into the unprioritized PrBiSNIP-TS algorithm. Given the vast improvement

in the optimality gap that we see in many cases, particularly when b ≥ 80,

the modest increase in computational effort is a worthwhile investment. In

fact, we see a reduction in the optimality gap in almost every instance with

computation times that do not exceed 6.67 seconds (BiSNIP4, b = 120) in any

175



Non-Hybrid Hybrid

b CPU Time (sec) Rel. Gap (%) CPU Time (sec) Rel. Gap (%)

10 0.55 0.00 2.59 0.00
20 0.59 0.26 2.13 0.00
30 1.25 4.01 2.28 2.15
40 1.28 6.28 2.53 0.38
50 1.25 3.50 2.36 0.43
60 1.25 6.20 2.30 0.63
70 1.31 9.50 2.98 0.00
80 1.38 12.10 3.92 0.73
90 1.41 23.40 3.78 0.00
100 1.48 24.60 3.22 0.00
110 1.47 32.10 3.34 0.00
120 2.05 32.70 4.06 0.00

Table 5.1: Comparison of non-hybrid and hybrid tabu search results for BiS-
NIP1.

Non-Hybrid Hybrid

b CPU Time (sec) Rel. Gap (%) CPU Time (sec) Rel. Gap (%)

10 0.56 0.00 2.48 0.00
20 0.61 0.00 2.31 0.23
30 0.64 1.47 2.33 1.47
40 0.64 5.51 2.92 0.55
50 0.67 4.17 3.09 0.00
60 0.72 3.91 2.69 0.00
70 0.67 5.67 3.31 0.08
80 0.83 10.46 3.83 0.00
90 0.75 18.93 3.81 0.00
100 0.88 25.39 3.53 0.00
110 0.86 32.28 3.67 0.00
120 0.86 34.19 3.85 0.00

Table 5.2: Comparison of non-hybrid and hybrid tabu search results for BiS-
NIP2.
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Non-Hybrid Hybrid

b CPU Time (sec) Rel. Gap (%) CPU Time (sec) Rel. Gap (%)

10 2.45 0.00 3.48 0.00
20 3.70 0.00 5.33 0.00
30 2.92 0.00 5.78 0.32
40 3.39 0.48 6.64 0.48
50 3.09 0.81 4.92 0.14
60 3.14 0.00 5.23 0.00
70 3.17 0.47 5.13 0.00
80 3.22 4.31 5.91 1.83
90 3.16 9.95 5.36 1.69
100 3.22 15.33 5.72 1.11
110 3.39 29.97 5.78 2.16
120 4.14 31.52 6.67 3.32

Table 5.3: Comparison of non-hybrid and hybrid tabu search results for BiS-
NIP4.

case.

5.3 Column Generation with a Tabu Search Subroutine

5.3.1 Populating the Restricted Master with Initial Columns

The PrBiSNIP-TS algorithm can be used to populate the restricted

master with an initial set of columns. Given a problem instance, the col-

umn generation algorithm begins by calling a subroutine that (i) implements

PrBiSNIP-TS to approximately solve the problem, and (ii) generates columns

from the components of the heuristic solution as described in Section 3.4.2.1.

If the initial heuristic solution is close to optimality, then we can expect the

column generation algorithm to converge in a modest number of iterations,

i.e., we can expect to see a reduction in the number of iterations devoted to

pricing out favorable columns.
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5.3.2 Subproblem Solution Approximation

The PrBiSNIP-TS algorithm can be used as a subroutine for quickly

identifying columns having favorable reduced costs. This approach is useful

during the early stages of the column generation algorithm, since it quickly

populates the restricted master problem with favorable columns without hav-

ing to solve the subproblems to optimality. Given that the dual information

obtained from the restricted master tends to be poor in early iterations, the

computational expense of identifying the most negative reduced cost columns

is often not justified at this point. During this early phase, it is important to

populate the restricted master with favorable columns. Consequently, the use

of an efficient heuristic procedure for generating an early set of ‘good’ columns

can reduce overall computational effort.

The PrBiSNIP-TS subroutine can be implemented in a manner that

preserves the existing machinery of the column generation procedure (e.g., dual

stabilization). During the initial column generation phase, the dual multipliers

from the restricted master linking constraints, (model (3.10)), (π∗, γ∗), are

passed to the TS subroutine. For each budget scenario, the unprioritized TS

algorithm is allowed to run for a specified number of iterations. If at any point

a solution is found that prices out favorably under (π∗, γ∗), we can choose to

(i) terminate the algorithm and add the new column to the master problem,

or (ii) store the negative reduced cost solution and continue the search for

additional favorable columns.

Once the heuristic column generation approach fails to identify a set
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of favorable columns, the subproblems are solved to optimality via B&B. If

additional favorable columns are found, then the column generation algorithm

proceeds by continuing to solve the resulting subproblems to optimality. Oth-

erwise, the algorithm terminates and the restricted master is passed to the

B&B solver.

5.3.3 Computational Results

We now compare our hybrid column generation approach with the

computational results of the non-hybrid algorithm by once again considering

PrBiSNIP1 - PrBiSNIP4. The parameters, computational environment, and

termination criteria of the hybrid algorithm are identical to the ones presented

for the non-hybrid column generation algorithm in Section 3.4.3. Additionally,

we only consider the dual stabilized algorithm for all problem instances. The

only differences between the two implementations are the following: (i) We

run the PrBiSNIP-TS algorithm for 2000 normal iterations, followed by 2000

additional path relinking iterations in order to populate the restricted master

with an initial set of columns. (ii) As discussed in the previous section, we

use the unprioritized PrBiSNIP-TS algorithm to heuristically identify columns

during the early column generation stages. In (ii), we execute the unpriori-

tized tabu search algorithm for 500 normal iterations, followed by 500 path

relinking iterations. During the heuristic column generation procedure, we

store all columns having negative reduced cost, and then add all such columns

to the restricted master. Once the heuristic column generation method fails
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to identify a negative reduced cost column for any budget scenario, we resume

the normal procedure of solving the pricing subproblems via B&B.

Stabilized Hybrid Stabilized

|B| CPU Time (sec) Rel. Gap (%) no. cols. CPU Time (sec) Rel. Gap (%) no. cols.

5 0.33 0.00 182 4.98 0.00 194
6 0.40 0.00 213 5.09 0.00 213
7 0.64 0.00 281 6.95 0.00 278
8 0.96 0.00 407 9.14 0.00 407
9 1.14 0.00 662 10.90 0.00 662
10 1.47 0.00 1174 10.10 0.00 1174
11 2.11 0.00 1813 12.20 0.00 1813
12 5.54 0.00 2263 15.23 0.00 2254
13 11.20 0.14 2745 23.14 0.13 2738
14 11.70 0.25 3117 26.06 0.24 3102
15 39.10 0.42 3517 40.80 0.22 3444
16 38.60 5.58 3857 42.26 0.23 3798
17 390.00 10.27 5029 88.66 0.34 4200
18 233.00 12.06 4707 65.30 0.42 4685
19 669.00 12.44 5684 73.60 0.31 4829
20 3220.00 12.95 5983 1140.00 0.33 5322

Table 5.4: Stabilized non-hybrid and hybrid column generation results for
PrBiSNIP1, nl = 1, l ∈ L.

The results in Tables 5.4-5.8 support the assertion that the stabilized

hybrid column generation algorithm is superior to the non-hybrid stabilized

algorithm. For smaller numbers of budget scenarios in Tables 5.4-5.7, we incur

additional computational effort due primarily to the PrBiSNIP-TS procedure

used to produce an initial set of columns. However, as |B| increases, we

see a reduction in total computation time as well as a tighter bound on the

optimality gap, particularly in the cases of PrBiSNIP1 and PrBiSNIP2. In

Table 5.8, we see that the hybrid algorithm performs significantly better than

the non-hybrid algorithm when applied to PrBiSNIP4 for nl = 5, l ∈ L. Note

that the non-hybrid algorithm is unable to solve the problem within two hours
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Stabilized Hybrid Stabilized

|B| CPU Time (sec) Rel. Gap (%) no. cols. CPU Time (sec) Rel. Gap (%) no. cols.

5 0.69 0.00 181 4.07 0.00 181
6 0.90 0.00 213 5.76 0.00 217
7 1.14 0.00 278 5.75 0.00 277
8 1.91 0.00 407 7.61 0.01 409
9 2.16 0.00 661 9.67 0.00 661
10 1.64 0.00 1174 10.63 0.00 1173
11 2.23 0.00 1817 12.70 0.00 1813
12 5.54 0.00 2281 18.31 0.00 2249
13 8.80 0.01 2746 24.2 0.01 2720
14 107.00 0.29 3398 32.30 0.14 3104
15 18.80 0.37 3495 42.19 0.23 3444
16 323.00 0.53 4076 42.10 0.32 3764
17 569.00 9.87 4991 37.7 0.41 4122
18 × × × 81.80 0.42 4481
19 × × × 118.06 0.49 4828
20 × × × 192.38 0.67 5186

Table 5.5: Stabilized non-hybrid and hybrid column generation results for
PrBiSNIP2, nl = 1 for each priority level.

Stabilized Hybrid Stabilized

|B| CPU Time (sec) Rel. Gap (%) no. cols. CPU Time (sec) Rel. Gap (%) no. cols.

5 3.40 0.00 184 37.95 0.00 189
6 4.08 0.00 213 34.71 0.00 213
7 5.64 0.00 277 41.83 0.00 277
8 9.37 0.00 405 85.82 0.00 405
9 13.40 0.00 661 96.14 0.00 661
10 23.00 0.00 1173 128.00 0.00 1173
11 42.10 0.00 1856 132.35 0.00 1818
12 100.37 0.04 2301 201.00 0.04 2287
13 1150.00 0.12 2941 105.68 0.04 3905
14 2560.00 0.14 3353 2392.82 0.10 3401
15 × × × 1770.00 0.08 3658
16 × × × 3110.00 0.11 4058
17 × × × 953.00 0.04 4275
18 × × × 1060.00 0.09 4905
19 × × × 931.00 0.11 4970
20 × × × × × ×

Table 5.6: Stabilized non-hybrid and hybrid column generation results for
PrBiSNIP3, nl = 1, l ∈ L.
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Stabilized Hybrid Stabilized

|B| CPU Time (sec) Rel. Gap (%) no. cols. CPU Time (sec) Rel. Gap (%) no. cols.

5 1.41 0.13 181 25.38 0.13 181
6 1.88 0.10 213 29.77 0.10 213
7 2.84 0.09 277 41.42 0.09 277
8 3.63 0.07 405 53.70 0.07 405
9 4.88 0.06 663 66.46 0.06 661
10 6.50 0.05 1174 73.95 0.05 1173
11 8.67 0.05 1813 64.13 0.05 1813
12 15.70 0.04 2248 89.57 0.04 2247
13 25.60 0.04 2717 125.81 0.04 2705
14 41.40 0.04 3080 171.22 0.03 3061
15 91.20 0.03 3447 183.86 0.03 3404
16 96.60 0.04 3812 186.02 0.04 3747
17 165.71 0.06 4205 263.28 0.05 4121
18 632.00 0.13 4681 364.31 0.12 4472
19 1010.00 0.19 5054 344.00 0.23 4839
20 × × × 2190.00 0.37 5338

Table 5.7: Stabilized non-hybrid and hybrid column generation results for
PrBiSNIP4, nl = 1, l ∈ L.

Stabilized Hybrid Stabilized

|B| CPU Time (sec) Rel. Gap (%) no. cols. CPU Time (sec) Rel. Gap (%) no. cols.

5 384.63 0.00 1787 134.36 0.01 1677
6 163.37 0.00 2029 153.65 0.00 1861
7 235.79 0.01 2333 204.87 0.00 2802
8 750.00 0.00 2771 235.00 0.00 3181
9 × × × 332.02 0.00 3576
10 × × × 366.00 0.00 3433
11 × × × 417.43 0.00 3953
12 × × × 379.93 0.00 4675
13 × × × 748.00 0.00 5234
14 × × × 1220.00 0.00 4436
15 × × × × × ×
16 × × × × × ×
17 × × × × × ×
18 × × × × × ×
19 × × × × × ×
20 × × × × × ×

Table 5.8: Stabilized non-hybrid and hybrid column generation results for
PrBiSNIP4, nl = 5, l ∈ L.
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for |B| ≥ 9, while the hybrid algorithm solves the problem to optimality or

near-optimality within this time frame for |B| ≤ 14.

5.4 Combining Branch-and-Bound, Row Generation, and

Tabu Search to Solve PrBiSNIP

5.4.1 Generating an Initial Incumbent Solution

Any known integer solution can be used to establish an incumbent so-

lution at the very beginning of the B&B procedure. Commercial B&B solvers

typically employ simple heuristics to generate one or more incumbents at the

root node of the B&B tree [53]. Unfortunately, they fail to exploit specific

knowledge of problem structures and are typically a function of the strength

of the LP relaxation. However, effective TS algorithms are specifically de-

signed to exploit problem structures, and their ability to generate high-quality

incumbents is independent of LP relaxation strength. Using PrBiSNIP-TS to

establish a high-quality incumbent at the root node of the B&B tree can lessen

the time needed to fathom certain branches.

5.4.2 Improving Local Solutions at Viable B&B Nodes

When solving PrBiSNIP via row generation, we can attempt to reduce

computational effort by invoking our TS algorithm during B&B tree to produce

new incumbent solutions. From a TS perspective, this acts as a diversifica-

tion mechanism for searching the solution space. From a B&B perspective,
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this improves our ability to identify superior incumbent solutions and more

quickly fathom branches and subtrees. Each time a new incumbent is found

by the B&B algorithm, we can use the solution to initialize our PrBiSNIP-TS

algorithm to try to find a superior incumbent. If the heuristic does indeed find

a superior incumbent, then that solution is instantiated as the new incumbent

for the B&B algorithm. Otherwise, the solution is discarded and the B&B

procedure proceeds in a normal fashion.

The TS algorithm can also produce new incumbents from fractional

LP solutions at viable B&B tree nodes. Similar to the methodology described

in Section 5.2, we can use the solution, x∗lp, from a node’s LP relaxation to

generate an incumbent to initialize the heuristic. We illustrate this concept

with the following example.

Example 6. Suppose that we have the B&B tree shown in Figure 5.1 for our

minimization problem.

After examining the upper and lower bounds at each node, it is apparent that

we cannot prune either of the two branches leading to the child nodes k2 and k3.

Suppose that we apply Algorithm 5 to both x̂k2 and x̂k3 to generate incumbents

for initialization of PrBiSNIP-TS. After doing so, we are left with the updated

B&B tree in Figure 5.2.

The TS incumbent, x̂TSk3 , yields an objective function value of v
(
x̂TSk3
)

=

0.22. Since v
(
x̂TSk3
)
< vlbk2, we can prune the branch leading down to node k2,

since any unexplored child nodes along this branch cannot produce an integer
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Figure 5.1: Three-node B&B tree with local solutions x̂k1 , x̂k2 , and x̂k3 . The
values vubk and vlbk denote the upper and lower bounds, respectively, on the
optimal value at each node k.

Figure 5.2: Three-node B&B tree with local solutions x̂k1 , x̂k2 , and x̂k3 , and
new incumbents generated by tabu search, x̂TSk2 and x̂TSk3 . Here, v

(
x̂TSk2
)

and
v
(
x̂TSk3
)

denote the objective function values of x̂TSk2 and x̂TSk3 , respectively.

solution that is superior to x̂TSk3 .

We can choose to invoke the PrBiSNIP-TS subroutine at every viable

node of the B&B tree, but a more practical approach is to employ the heuristic

at every tth node, where t > 1. The choice of t depends on the relative amount
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of time we wish to spend trying to generate new incumbents from fractional

LP solutions. We explore this tradeoff in the computational results presented

in Section 5.4.3.

5.4.3 Computational Results

We now compare the results of our non-hybrid and hybrid row genera-

tion algorithms by considering PrBiSNIP4 for nl = 1, and nl = 5, l ∈ L. The

analogous parameters, computational environment, and termination criteria

of the hybrid algorithm are identical to those presented in Section 3.2.3. The

differences between the two methods are with respect to the specific hybrid

implementations presented in this section. Additionally, we note that the calls

to the embedded PrBiSNIP-TS subroutine are executed through CPLEX’s

incumbent callback functions utility [53].

The first implementation (i) executes the PrBiSNIP-TS algorithm within

the B&B tree whenever a new incumbent is found, i.e., each time B&B finds a

new incumbent it is instantiated as the initial incumbent for the tabu search

algorithm. The PrBiSNIP-TS algorithm is executed for 30 normal iterations,

followed by 30 path relinking iterations. The first 5 normal TS iterations exe-

cute the priority level swap neighborhood, and subsequently this neighborhood

is revisited every 10 iterations. All other iterations of the search, including

the path relinking iterations, only implement the n-swap neighborhood search

for n = 1. The second implementation invokes the PrBiSNIP-TS algorithm

every time a new B&B incumbent is found, and additionally at every tth B&B
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node. In the latter case, we use Algorithm 5 to create an initial TS incumbent

from x∗klp , i.e., the optimal solution to the LP relaxation at node k, and we

consider the cases where t = 300 (ii) and t = 500 (iii). For cases (i)-(iii) we

report results for nl = 1, l ∈ L. For case (iii), we also report the results for

nl = 5, l ∈ L. In all cases, we execute PrBiSNIP-TS at the root node of the

B&B for 1000 normal iterations and 1000 path relinking iterations in order to

generate an integer starting solution.

In Tables 5.9-5.10, the term ‘Non-Hybrid’ denotes the previously re-

ported results from Section 3.2.3. The term ‘Hybrid: Inc. Only’ denotes

the algorithm that only applies PrBiSNIP-TS to incumbents found during the

B&B process. We denote the instances where the heuristic is applied to node

LP solutions as well as incumbents by Hybrid: t = 300’, and ‘Hybrid: t = 500’,

where once again t denotes the frequency with which we apply PrBiSNIP-TS to

LP solutions at B&B tree nodes. In all cases, we report the computation time

and the number of B&B incumbents improved by the PrBiSNIP-TS algorithm

(denoted by ‘no. imp.’).

Tables 5.9-5.10 show an interesting mix of results. The non-hybrid row

generation algorithm exhibits the best performance for |B| ≤ 16, but the hy-

brid methods exhibit smaller run times for |B| = 17. Additionally, the hybrid

considered in Table 5.10 exhibits smaller run times for some problem instances,

e.g., |B| = 12. However, there is significant variation in the performance of

the hybrids as |B| is varied in both problem instances. Consequently, it is

difficult to ‘champion’ the performance of the hybrid algorithms relative to
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Non-Hybrid Hybrid: Inc. Only Hybrid: t = 300 Hybrid: t = 500

|B| CPU Time (sec) CPU Time (sec) no. imp. CPU Time (sec) no. imp. CPU Time (sec) no. imp.

5 0.18 11.20 1 12.26 1 12.32 1
6 0.48 10.49 1 11.14 1 11.14 1
7 0.65 12.85 3 12.35 1 12.46 1
8 0.86 12.76 1 13.43 1 13.03 1
9 1.46 11.27 0 12.26 0 11.77 1
10 2.21 19.71 1 21.70 1 20.83 1
11 3.67 19.30 1 21.28 1 20.46 1
12 9.62 25.83 1 33.36 2 32.12 2
13 20.78 35.12 2 41.94 1 40.47 1
14 69.86 74.26 2 104.67 1 100.68 1
15 177.64 216.80 2 223.81 2 213.76 2
16 634.90 763.71 2 793.48 1 752.10 1
17 4122.40 3983.62 3 2927.25 2 2802.43 2
18 × × × × × × ×
19 × × × × × × ×
20 × × × × × × ×

Table 5.9: Non-hybrid and hybrid row generation results for PrBiSNIP4, nl =
1, l ∈ L.

Non-Hybrid Hybrid: t = 500

|B| CPU Time (sec) CPU Time (sec) no. imp.

5 40.39 59.39 2
6 120.58 134.03 2
7 280.74 220.44 3
8 163.73 200.74 1
9 481.97 435.46 1
10 425.55 513.07 0
11 705.13 608.54 0
12 1998.27 1597.7 4
13 3121.59 3844.76 1
14 × × ×

Table 5.10: Non-hybrid and hybrid row generation results for PrBiSNIP4,
nl = 5, l ∈ L.
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one another. The fact that the embedded PrBiSNIP-TS heuristic is able to

improve B&B incumbents in many cases is promising, and so additional exper-

imentation might lead us to a hybrid row generation scheme that is superior

to the non-hybrid algorithm.
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Chapter 6

Additional Experiments and Results

In this chapter we consider some additional computational experiments

using PrBiSNIP2 and PrBiSNIP5. These two problem instances were chosen

in order to have a representative problem instance from both of the smuggling

networks discussed in Section 3.2.3.

In Section 6.1, we further investigate tradeoffs of allowing coarser pri-

oritization levels with respect to priority list size and computational effort.

Considering nl = 1, 2, 3, 4, 5, 6, l ∈ L, under equally likely budget scenarios,

we also consider changes in the optimal value as a function of nl for different

values of |B|.

In Section 6.2, we propose the idea of heuristically generating ‘granular’

priority lists (nl = 1, ∀l ∈ L) from ‘coarse’ priority lists (nl > 1 for some

l ∈ L). Our heuristic starts by finding the optimal solution to a coarse list

problem with nl checkpoints ∀l ∈ L, and then converting it to a granular

list whose number of priority levels is equal to
∑

l∈L nl. Subsequently, we

implement a priority level swap neighborhood search as described in Section

4.2.2 in order to improve the quality of the resulting granular list.
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In Section 6.3, we compare the time spent by CPLEX B&B and PrBiSNIP-

TS to find their best solutions. For each CPLEX instance, we first use our row

generation algorithm to tighten the LP relaxation, and then solve the resulting

problem via B&B. We start the clock at the beginning of the B&B algorithm,

and then record the times when CPLEX finds a new ‘best’ incumbent solution.

We follow a similar procedure for each PrBiSNIP-TS instance, where we start

the clock at the beginning of the algorithm and record the times when the

algorithm finds a new incumbent.

Finally, in Section 6.4, we consider unequally likely budget scenarios

by allowing the random budget to be governed by a discrete triangular dis-

tribution. We conjecture that problem instances with equally likely scenarios

will require more computational effort, and so we compare these results with

analogous problem instances having unequally likely scenarios.

6.1 PrBiSNIP Optimal Values for Varying Values of

nl, l ∈ L

We now present our row generation algorithm results for PrBiSNIP2

and PrBiSNIP5 for different numbers of checkpoints funded at each prior-

ity level. Here, we once again consider equally likely budget scenarios. The

parameters, computational environment, and termination criteria considered

here are identical to the ones discussed in Section 3.2.3. Tables 6.1 and 6.2

display the computation times and number of step inequalities generated for
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each PrBiSNIP2 problem instance for nl = 1, 2, 3, 4, 5, 6, l ∈ L. Tables 6.1 and

6.2 present analogous results for PrBiSNIP5. Finally, Figures 6.1 and 6.2 rep-

resent plots of the optimal values of PrBiSNIP2 and PrBiSNIP5, respectively,

as a function of nl for different values of |B|.

PrBiSNIP2

nl = 1 nl = 2 nl = 3
|B| CPU Time (sec) no. ≥ CPU Time (sec) no. ≥ CPU Time (sec) no. ≥
5 0.04 20 0.08 66 0.45 151
6 0.06 32 0.33 105 1.24 245
7 0.12 45 0.85 152 4.45 351
8 0.21 59 1.79 228 20.96 417
9 0.22 73 2.30 329 315.58 481
10 0.71 108 16.07 430 1502.90 547
11 0.77 140 54.76 492 × ×
12 1.70 176 253.90 572 × ×
13 2.96 221 2206.74 630 × ×
14 6.31 260 × × × ×
15 18.38 353 × × × ×
16 26.00 432 × × × ×
17 56.58 500 × × × ×
18 99.73 562 × × × ×
19 360.52 652 × × × ×
20 916.83 755 × × × ×

Table 6.1: Row generation results for PrBiSNIP2, nl = 1, 2, 3, l ∈ L.

PrBiSNIP2

nl = 4 nl = 5 nl = 6
|B| CPU Time (sec) no. ≥ CPU Time (sec) no. ≥ CPU Time (sec) no. ≥
5 1.65 226 11.48 301 21.97 306
6 8.10 299 109.75 362 3459.37 420
7 17.78 388 5116.38 466 1229.4 514
8 416.63 459 × × × ×
9 × × 6122.59 641 × ×
10 × × × × × ×

Table 6.2: Row generation results for PrBiSNIP2, nl = 4, 5, 6, l ∈ L.

The benefit of allowing ‘coarser’ prioritization levels is that we can

place more checkpoints in our priority list. However, the results in Tables
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Figure 6.1: PrBiSNIP2 optimal values as a function of nl for different values
of |B|.

PrBiSNIP5

nl = 1 nl = 2 nl = 3
|B| CPU Time (sec) no. ≥ CPU Time (sec) no. ≥ CPU Time (sec) no. ≥
5 0.18 277 4.00 978 39.95 1363
6 0.67 467 22.52 1352 174.93 1667
7 2.10 666 119.21 1665 392.73 2012
8 4.22 1011 518.21 2094 602.30 2416
9 18.57 1319 859.86 2498 1085.37 2778
10 35.50 1606 1786.03 2718 1547.84 3232
11 101.27 1959 1606.57 3193 2323.87 3514
12 297.96 2346 2518.82 3619 4586.59 3902
13 1158.56 2665 × × × ×
14 6216.89 3212 × × × ×
15 × × × × × ×

Table 6.3: Row generation results for PrBiSNIP5, nl = 1, 2, 3, l ∈ L.

6.1-6.4 show a general increase in computational effort as nl increases for each

l ∈ L. Additionally, there is no distinguishable order of importance between

checkpoints at each priority level, which might be an undesirable result for
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PrBiSNIP5

nl = 4 nl = 5 nl = 6
|B| CPU Time (sec) no. ≥ CPU Time (sec) no. ≥ CPU Time (sec) no. ≥
5 35.11 1455 51.45 1609 74.63 1819
6 80.04 1960 127.64 2109 166.61 2145
7 115.66 2467 208.60 2316 346.51 2447
8 146.46 2666 220.06 2700 515.95 2834
9 412.12 3070 483.63 3005 975.97 3445
10 735.77 3416 760.21 3549 7045.65 4010
11 1124.38 3703 2831.35 4042 × ×
12 1041.43 4060 × × × ×
13 1665.54 4456 × × × ×
14 × × × × × ×
15 × × × × × ×

Table 6.4: Row generation results for PrBiSNIP5, nl = 4, 5, 6, l ∈ L.

Figure 6.2: PrBiSNIP5 optimal values as a function of nl for different values
of |B|.

some decision makers. Figures 6.1-6.2 illustrate the different optimal values

that result from varying the value of nl, l ∈ L. For a fixed |B|, we notice a

visible downward trend as the number of checkpoints funded at each priority
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level increases.

6.2 Changing Priority List Structure

In this section, we consider the heuristic generation of ‘granular’ priority

lists (nl = 1, ∀l ∈ L) from ‘coarse’ priority lists (nl > 1 for some l ∈ L). The

motivation here is the following: Decision makers might be uncomfortable

with placing multiple checkpoints at each priority level, but our results have

shown obtaining granular priority lists can be computationally expensive for

large |B|. For example, finding the optimal priority list for (i) |B| = 20, nl =

1, l ∈ L, which contains 20 checkpoints, will tend to be more computationally

challenging than finding the optimal list for (ii) |B| = 5, nl = 4, l ∈ L, which

also contains 20 checkpoints. Since the (ii) is a relaxation of (i), the optimal

value of (ii) gives us a lower bound on (i). We can also obtain an upper bound

on the optimal value of (i) by mapping the solution for (ii) to a priority list

where nl = 1, l ∈ L.

The question now becomes the following: Can we generate a high-

quality granular list by heuristically transforming the structure of a coarse

list? We investigate this question for PrBiSNIP2 by letting |B| = 1, 2, 3, 4 for

nl = 2, 3, 4, 5, where in each case we take the optimal solution and construct

a priority list where nl = 1, l ∈ L. We heuristically construct a granular

list with
∑

l∈L nl priority levels in the following manner: First, we obtain an

optimal coarse list via our row generation algorithm. Using this solution, we
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arbitrarily select one of the nl checkpoints at each priority level l and place it

at the corresponding priority level of the granular list. Then, we arbitrarily

place the remaining nl − 1 checkpoints at each unpopulated priority level of

the granular list. Finally, we ‘polish’ the granular list by implementing a

priority level swap neighborhood search (Section 4.2.2) for a total of
(∑

l∈L nl
)2

iterations. The resulting solution quality is reported in Table 6.5 for various

PrBiSNIP2 problem instances.

|B| nl Gran. List Size Rel. Gap (%)

1 2 2 3.53
1 3 3 2.49
2 2 4 0.99
1 4 4 3.10
1 5 5 4.12
3 2 6 1.03
2 3 6 2.38
4 2 8 1.19
2 4 8 2.85
3 3 9 2.16
2 5 10 3.30
4 3 12 1.94
3 4 12 2.38
3 5 15 2.74
4 4 16 2.03
4 5 20 2.34

Table 6.5: Estimated relative optimality gaps between optimal coarse priority
lists (nl > 1 for some l ∈ L) heuristically generated granular lists (nl =
1, ∀l ∈ L) for PrBiSNIP2. The first and second columns denote the number
of budget scenarios and checkpoints funded at each priority level, respectively,
of the coarse problem instance. The third column denotes the number of
priority levels in the granular list, which is equal to

∑
l∈L nl. Finally, the

fourth column reports the relative gap between the objective function values
of the two solutions, i.e., the upper and lower bounds on the optimal value of
the granular list problem.

The results in Table 6.5 show that moderate to high-quality granular
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priority lists can be heuristically obtained from coarse lists. Unsurprisingly,

the granular list quality tends to degrade for larger values of nl, l ∈ L. The

developments in this section also shed light on a practical means of bounding

from below the optimal value of granular list problem instances. Whether the

bound is of suitable quality in most instances is unknown, but such a scheme

may prove practical in algorithms for (approximately) solving prioritization

problems for large |B|, where nl = 1, l ∈ L.

6.3 Time to Find Best Solution: CPLEX B&B vs. Tabu

Search

In this section, we compare the times required by CPLEX B&B and

the PrBiSNIP-TS algorithm to find a ‘best’ solution. The parameters, com-

putational environment, and termination criteria considered here are identical

to the ones discussed in Sections 3.2.3 and 4.4.8. In each case, we first apply

our row generation algorithm to tighten the LP relaxation, and then record

the time needed by CPLEX to find the optimal integer solution. That is, the

CPLEX times reported in Tables 6.6 and 6.7 do not include the time spent

generating step inequalities, nor do they include the time required to prove

optimality. Subsequently, we approximately solve each problem instance using

tabu search and record the time at which the algorithm finds its best solution.

Tables 6.6-6.7 provide additional evidence that the PrBiSNIP-TS al-

gorithm is an attractive solution approach for problem instances with larger
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nl = 1 nl = 5

Time to Best (sec) Rel. Gap (%) Time to Best (sec) Rel. Gap (%)

|B| CPLEX PrBiSNIP-TS CPLEX PrBiSNIP-TS

5 0.04 0.00 0.00 9.20 2.97 0.28
6 0.05 0.00 0.00 54.04 3.78 0.79
7 0.07 0.00 0.00 1762.85 3.75 1.03
8 0.10 0.52 0.00 690.95 3.58 1.62
9 0.12 0.00 0.00 1395.70 4.34 2.61
10 0.20 0.00 0.00 × 4.08 ×
11 0.31 0.00 0.00 × 4.08 ×
12 0.42 0.00 0.00 × 4.88 ×
13 1.34 3.70 0.02 × 6.17 ×
14 7.54 2.16 0.00 × 4.92 ×
15 18.93 0.84 0.01 × 5.25 ×
16 30.03 4.77 0.04 × 4.92 ×
17 32.72 4.92 0.05 × 5.95 ×
18 4.12 5.52 0.05 × 5.91 ×
19 539.52 0.44 0.11 × 6.16 ×
20 722.2 2.44 0.26 × 7.05 ×

Table 6.6: Time to find best solution for PrBiSNIP2, nl = 1, 5, l ∈ L: CPLEX
B&B vs. tabu search.

nl = 1 nl = 5

Time to Best (sec) Rel. Gap (%) Time to Best (sec) Rel. Gap (%)

|B| CPLEX PrBiSNIP-TS CPLEX PrBiSNIP-TS

5 0.18 5.67 0.00 43.84 8.75 0.37
6 0.57 0.00 0.00 127.56 21.16 0.58
7 1.63 0.00 0.00 177.21 13.94 0.46
8 3.92 0.00 0.04 127.57 14.50 0.95
9 18.09 8.61 0.01 427.48 15.19 0.94
10 28.56 4.97 0.01 758.18 0.03 0.93
11 99.09 0.00 0.11 2747.15 0.05 0.95
12 181.08 0.00 0.15 × 0.03 ×
13 891.81 0.02 0.19 × 19.31 ×
14 6000.54 22.41 0.15 × 23.14 ×
15 × 23.53 × × 17.75 ×
16 × 0.03 × × 24.16 ×
17 × 25.16 × × 22.14 ×
18 × 25.50 × × 23.11 ×
19 × 24.98 × × 32.84 ×
20 × 24.89 × × 40.28 ×

Table 6.7: Time to find best solution for PrBiSNIP5, nl = 1, 5, l ∈ L: CPLEX
B&B vs. tabu search.
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numbers of budget scenarios. In almost all cases, the tabu search algorithm

finds an optimal or near-optimal solution. Additionally, as |B| increases, the

time required to find a best solution is much less than that of CPLEX B&B.

6.4 Unequally Likely Budget Scenarios

Up until now we have only considered equally likely budget scenarios

for all of our prioritized problem instances. In this section, we allow the budget

to follow a discrete (integer) triangular distribution with support [l, u] ⊂ R.

That is, we let b̃ ∼ ∆(l,m, u), l,m, u ∈ Z+, where m is the mode of the

distribution.

For a discrete triangularly distributed random variable with realizations

i = l, 2, ..., u, we define

δi =


i− l, l ≤ i ≤ m

u− i, m < i ≤ u.

(6.1)

Using this notation, the probability mass function (PMF) is given by

ψi =
δi∑u
i=l δ

i
, i = l, 2, ..., u, (6.2)
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which is indeed a valid PMF since
∑u

i=l ψ
i = 1. Applying this idea to the

current context, let bβmin and bβmax denote the minimum and maximum budget

realizations, respectively. We then take l = bβmin − 1, and u = bβmax + 1, and

then let the mode be given by m =
⌈
u−l

2

⌉
. Note that this implies that b̃ is

defined for |B|+2 integer values on the support set, [l, u]. However, using (6.1),

we have δi = 0, i = l, u, which implies that ψi ≡ 0, i /∈ [βmin, βmax] ⊂ [l, u],

i.e., the probability mass of both l and u is equal to 0. We illustrate the

construction of the discrete triangularly distributed budget scenario PMF via

the following example.

Example 7. Consider a problem instance with five budget scenarios, where

B = {bβ1 , bβ2 , bβ3 , bβ4 , bβ5} = {1, 2, 3, 4, 5}. We begin by computing

l = bβmin − 1

= bβ1 − 1

= 1− 1

= 0,

and
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u = bβmax + 1

= bβ5 + 1

= 5 + 1

= 6.

Using our previously described method, we let

m =

⌈
u− l

2

⌉
=

⌈
6− 0

2

⌉
= 3 = bβ3 .

Subsequently, we use equation (6.1) to compute
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δl = l − l = 0− 0 = 0

δβ1 = bβ1 − l = 1− 0 = 1

δβ2 = bβ2 − l = 2− 0 = 2

δβ3 = bβ3 − l = 3− 0 = 3

δβ4 = u− bβ4 = 6− 4 = 2

δβ5 = u− bβ5 = 6− 5 = 1

δu = u− u = 6− 6 = 0,

and obtain
∑u

i=l δ
i = 9. Thus, using (6.2), our discrete triangular PMF is

given by
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ψi =



0, i = l

1
9
, i = β1

2
9
, i = β2

1
3
, i = β3

2
9
, i = β4

1
9
, i = β5

0, i = u.

6.4.1 Row Generation Results

We now present our row generation algorithm results for PrBiSNIP2

and PrBiSNIP5 under discrete triangularly distributed budget scenarios. The

parameters, computational environment, and termination criteria considered

here are identical to the ones discussed in Section 3.2.3. Table 6.8 compares

the computational results of PrBiSNIP2 under equally likely and discrete tri-

angularly distributed budget scenarios, where nl = 1, 5, l ∈ L. Table 6.9

presents analogous results for PrBiSNIP5.

Tables 6.8-6.9 show that the row generation algorithm tends to require

less computational effort to solve problem instances with discrete triangularly

distributed budget scenarios. The majority of instances show a significant

reduction in computational effort, particularly for larger values of |B|. Since
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nl = 1 nl = 5

Triangular Equally Likely Triangular Equally Likely
|B| CPU Time (sec) no. ≥ CPU Time (sec) no. ≥ CPU Time (sec) no. ≥ CPU Time (sec) no. ≥
5 0.04 20 0.04 20 14.02 297 11.48 301
6 0.08 31 0.06 32 53.13 397 109.75 362
7 0.11 46 0.12 45 1198.38 465 5116.38 466
8 0.11 59 0.21 59 × × × ×
9 0.09 73 0.22 73 × × 6122.59 641
10 0.29 108 0.71 108 × × × ×
11 0.46 147 0.77 140 × × × ×
12 0.89 187 1.70 176 × × × ×
13 2.91 234 2.96 221 × × × ×
14 3.44 264 6.31 260 × × × ×
15 11.53 326 18.38 353 × × × ×
16 27.82 401 26.00 432 × × × ×
17 60.07 466 56.58 500 × × × ×
18 79.10 588 99.73 562 × × × ×
19 176.41 665 360.52 652 × × × ×
20 383.05 761 916.83 755 × × × ×

Table 6.8: Comparison of PrBiSNIP2 row generation results for equally likely
and discrete triangularly distributed budget scenarios, nl = 1, 5, l ∈ L.

nl = 1 nl = 5

Triangular Equally Likely Triangular Equally Likely
|B| CPU Time (sec) no. ≥ CPU Time (sec) no. ≥ CPU Time (sec) no. ≥ CPU Time (sec) no. ≥
5 0.14 277 0.18 277 37.91 1725 51.45 1609
6 0.64 467 0.67 467 70.11 2061 127.64 2109
7 0.64 666 2.10 666 161.13 2457 208.60 2316
8 4.31 984 4.22 1011 200.62 2800 220.06 2700
9 15.31 1340 18.57 1319 438.38 3122 483.63 3005
10 27.54 1735 35.50 1606 894.77 3468 760.21 3549
11 95.40 2023 101.27 1959 2302.35 4078 2831.35 4042
12 198.35 2381 297.96 2346 × × × ×
13 443.54 2756 1158.56 2665 × × × ×
14 1118.91 3126 6216.89 3212 × × × ×
15 3556.57 3534 × × × × × ×
16 × × × × × × × ×
17 × × × × × × × ×

Table 6.9: Comparison of PrBiSNIP5 row generation results for equally likely
and discrete triangularly distributed budget scenarios, nl = 1, 5, l ∈ L.

the discrete triangular budget PMF places unequal probability mass on each

point, the optimal priority list is, in some sense, more obvious. That is, the set

of optimal checkpoints at each priority level is less obvious in the equally likely

setting, since there is no single budget realization that is more likely than any

other. We can envision, for example, a problem instance where we continually
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reduce the probability of |B| − 1 scenarios while increasing the probability of

a single scenario. In the limiting case where the probability of realizing the

single scenario approaches 1 (while the others approach 0), we find ourselves

in the unprioritized setting, which our computational experience has shown to

be an easier class of problems.

6.4.2 Hybrid Column Generation Results

We now present our hybrid column generation results for PrBiSNIP2

and PrBiSNIP5 under discrete triangularly distributed budget scenarios. The

parameters, computational environment, and termination criteria discussed in

Sections 3.4.3 and 5.3.3 are used here as well. Tables 6.10 and 6.11 display

the computation times, estimated relative optimality gaps, and number of

columns generated for each PrBiSNIP2 problem instance for nl = 1 and nl = 5,

respectively. Tables 6.12 and 6.13 present analogous results for PrBiSNIP5.

With the exception of Table 6.13, most of our results exhibit smaller

computation times for unequally likely budget scenario instances for larger |B|.

With the exception of Table 6.12, our hybrid column algorithm tends to ter-

minate with tighter relative optimality gaps for the instances with unequally

likely scenarios. These apparent convergence anomalies might be caused by

our tabu search subroutines, which were extensively tested for problems with

equally likely scenarios but not for their unequally likely counterparts. Addi-

tionally, the objective function values for the unequally likely scenario prob-

lems are slightly smaller, so our algorithm might have trouble closing the gap

205



PrBiSNIP2: nl = 1

Triangular Equally Likely

|B| CPU Time (sec) no. cols. Rel. Gap (%) CPU Time (sec) no. cols. Rel. Gap (%)

5 9.42 202 0.00 4.07 181 0.00
6 9.88 234 0.00 5.76 217 0.00
7 6.20 277 0.00 5.75 277 0.00
8 7.08 409 0.00 7.61 409 0.01
9 6.86 661 0.00 9.67 661 0.00
10 8.02 1173 0.00 10.63 1173 0.00
11 8.25 2197 0.00 12.70 1813 0.00
12 12.60 3239 0.00 18.31 2249 0.00
13 20.00 3921 0.00 24.2 2720 0.01
14 26.10 4635 0.02 32.30 3104 0.14
15 26.87 5341 0.08 42.19 3444 0.23
16 33.11 5978 0.18 42.10 3764 0.32
17 38.80 6521 0.31 37.7 4122 0.41
18 75.48 7085 0.34 81.80 4481 0.42
19 80.80 7639 0.67 118.06 4828 0.49
20 103.00 8190 0.61 192.38 5186 0.67

Table 6.10: Comparison of PrBiSNIP2 hybrid column generation results for
equally likely and discrete triangularly distributed budget scenarios, nl =
1, l ∈ L.

PrBiSNIP2: nl = 5

Triangular Equally Likely

|B| CPU Time (sec) no. cols Rel. Gap (%) CPU Time (sec) no. cols Rel. Gap (%)

5 26.17 2186 0.00 45.99 2235 0.04
6 49.20 2742 0.07 5750.00 5042 0.25
7 × × × × × ×

Table 6.11: Comparison of PrBiSNIP2 hybrid column generation results for
equally likely and discrete triangularly distributed budget scenarios, nl =
5, l ∈ L.
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PrBiSNIP5: nl = 1

Triangular Equally Likely

|B| CPU Time (sec) no. cols. Rel. Gap (%) CPU Time (sec) no. cols. Rel. Gap (%)

5 36.46 181 0.00 36.67 181 0.00
6 51.10 213 0.00 46.57 213 0.00
7 52.00 281 0.02 45.10 279 0.05
8 89.20 441 0.09 68.23 414 0.13
9 88.30 665 0.09 82.79 666 0.05
10 115.00 1175 0.11 103.11 1176 0.04
11 85.60 2202 0.08 142.34 1822 0.04
12 143.51 3248 0.05 155.26 2252 0.04
13 186.87 3914 0.05 221.86 2713 0.04
14 401.00 4709 0.31 362.00 3115 0.16
15 × × × 687.00 3532 0.15
16 × × × 808.00 3896 0.20
17 × × × 473.00 4135 0.12
18 × × × 596.00 4509 0.05
19 × × × 546.00 4864 0.09
20 × × × 836.00 5318 0.22

Table 6.12: Comparison of PrBiSNIP5 hybrid column generation results for
equally likely and discrete triangularly distributed budget scenarios, nl =
1, l ∈ L.

between the optimal value of the restricted master and the Lagrangian lower

bound. Of course, both of these explanations are purely speculative, and fu-

ture computational experiments should investigate them in more detail.
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PrBiSNIP5: nl = 5

Triangular Equally Likely

|B| CPU Time (sec) no. cols. Rel. Gap (%) CPU Time (sec) no. cols. Rel. Gap (%)

5 172.55 2487 0.00 94.25 2234 0.00
6 240.13 2964 0.00 127.00 2687 0.00
7 239.05 3307 0.00 166.21 3231 0.00
8 289.00 3933 0.00 186.46 3813 0.00
9 291.37 4209 0.00 237.55 4272 0.00
10 348.00 4719 0.00 257.83 4838 0.00
11 439.00 5276 0.00 310.00 5329 0.00
12 596.00 5796 0.00 502.00 5775 0.00
13 2410.00 6331 0.00 1640.00 6382 0.01
14 2090.00 6871 0.07 1520.00 6880 0.25
15 1910.00 7293 0.04 1700.00 7475 0.12
16 1950.00 7806 0.29 1440.00 7813 0.65
17 1930.00 8341 0.48 × × ×
18 2600.00 8897 0.60 × × ×
19 2110.00 9392 0.73 × × ×
20 1980.00 9865 0.84 × × ×

Table 6.13: Comparison of PrBiSNIP5 hybrid column generation results for
equally likely and discrete triangularly distributed budget scenarios, nl =
5, l ∈ L.
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Chapter 7

Conclusions and Future Research

Chapter 2 focused on developing models for interdicting a smuggler

of illicit nuclear material. We began by presenting an unprioritized SNIP

that was originally developed in [69, 72]. Next, we introduced the concept of

prioritization within the context of stochastic network interdiction. Here, we

presented a prioritized variant of SNIP (PrSNIP), which is a straightforward

extension of the unprioritized problem. We then considered PrBiSNIP, which

is a special case of the prioritized model defined on a bipartite network. We

also developed an additional model, PrBiSNIPD, which extends the PrBiSNIP

formulation to consider decoys in addition to true sensors. Motivated by one

of our real-life problem instances for securing the Russian border, we then

illustrated the benefit of prioritization under budgetary uncertainty through

a small example on a bipartite smuggling network. Finally, we addressed

some modeling issues associated with the construction of stochastic network

interdiction problems, such as the attributes used to characterize the smuggling

community and the calculation of detection probabilities.

Chapter 3 developed a class of mathematical programming algorithms
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for solving BiSNIP and PrBiSNIP. We began by deriving our row generation

algorithm for solving PrBiSNIP, which is an iterative procedure that uses a

shortest path separation problem to generate valid (step) inequalities for each

combination of smuggler and budget scenario realizations. Our computational

results indicate that the algorithm tightens the LP relaxation of PrBiSNIP for

nl = 1, and nl = 5, l ∈ L. Next we proposed two preprocessing schemes to

reduce the computational expense of solving BiSNIP and PrBiSNIP. The first

scheme reduces the size of ADω, ω ∈ Ω, as a function of the interdiction bud-

get, and the second aggregates smuggler scenarios that rank their checkpoints

in the same order. The use of these two enhancements tends to reduce com-

putational effort when applied separately to each problem instance, and they

have a synergistic effect when applied together since the restriction of ADω

allows for more scenarios to be aggregated. This result is most evident in

the application of both enhancements to problem instances that consider the

smuggler threat scenarios discussed in Section 2.7, i.e., BiSNIP1 and BiSNIP2.

Finally, we developed a column generation algorithm for (approximately) solv-

ing PrBiSNIP, and discussed additional elements of the procedure such as dual

stabilization and the efficient solution of pricing subproblems. Our compu-

tational results for the stabilized algorithm exhibited superior solutions and

reduced computational effort when compared to the results of the algorithm

without dual stabilization.

Chapter 4 presented two tabu search algorithms for approximately

solving SNIP, PrSNIP, BiSNIP, and PrBiSNIP. We began this discussion by
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presenting the basic elements of our algorithms, such as solution represen-

tation, neighborhoods, adaptive tabu tenure values, tabu memory structure,

and implementation differences between prioritized and unprioritized problem

instances. The first algorithm, which we labeled PrSNIP-TS, is used to ap-

proximately solve interdiction problems which are formulated on a directed

network. We exploit the fact that for a fixed interdiction solution, a smug-

gler’s maximum-reliability path can be computed by solving a shortest path

problem on the residual network. Additionally, we developed a scheme for

reusing previous shortest path solutions in order to reduce the computational

expense of the solution evaluation procedure. Next, we discussed the methods

that were used to construct initial incumbent solutions and restricted candi-

date lists of arcs, as well as a ‘clustering’ scheme that restricts the search to

different subsets of O-D pairs. Finally, we discussed additional elements of the

algorithm, e.g., a dynamic parameter that restricts certain arcs from leaving

the solution. Our computational results showed that PrSNIP-TS was able

to efficiently find optimal or near-optimal solutions for a set of three unpri-

oritized problem instances. We also applied the algorithm to nine randomly

generated problem instances, and compared the average and maximum run

times to the LSSI+ algorithm developed in [72]. These results showed that on

average, PrSNIP-TS run times are noticeably less than those of LSSI+. Our

prioritized problem results showed that the algorithm is able to efficiently find

approximate solutions to PrSNIP, and we conjectured that PrSNIP-TS per-

forms well in practice on this class of problems. However, since we currently
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do not have a set of benchmark results with which to compare our solutions,

we were unable to gauge their quality.

Chapter 4 also introduced PrBiSNIP-TS, which is a TS algorithm for

approximately solving BiSNIP and PrBiSNIP. Given a solution, x, we used the

fact that a smuggler’s maximum evasion probability can be computed by first

sorting the elements of ADω in order of decreasing reliability value, and then

selecting the largest value such that xk = 0, k ∈ ADω. Next, we discussed our

method for constructing initial incumbent solutions, which is a greedy heuris-

tic that sequentially selects checkpoints based on the reduction in objective

function value that results from their interdiction. Subsequently, we presented

the logic we used to generate restricted candidate lists during the course of

the algorithm. Prior to presenting our computational results, we discussed

additional elements of the heuristic, many of which are analogous to elements

found in PrSNIP-TS. Finally, we closed this presentation by briefly mentioning

an enhancement that incorporates the solution to the LP relaxation of PrBiS-

NIP. Our computational results indicated that PrBiSNIP-TS can efficiently

find optimal or near-optimal solutions to BiSNIP and PrBiSNIP in certain

instances. We noted, however, that the quality of solutions for BiSNIP1, BiS-

NIP2, and BiSNIP4 rapidly diminishes as the budget value increases, and we

foreshadowed the improvements that would result from applying our hybrid

TS algorithm (Section 5.2.2) to these three problem instances.

Chapter 5 developed hybrid algorithms that combine the tabu search

and exact algorithms developed in Chapters 2-4. The first hybrid operates
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by solving the LP relaxation of PrBiSNIP, and then uses components of the

fractional LP solution and reduced costs to construct an initial incumbent and

guide the search trajectory. We applied the unprioritized hybrid PrBiSNIP-TS

to BiSNIP1, BiSNIP2, and BiSNIP4, which resulted in a drastic improvement

in the quality of solutions with a minimal increase in computational effort.

Next, we discussed two ideas for using tabu search as a subroutine in our

column generation algorithm. The first subroutine is used to find an approxi-

mate solution to PrBiSNIP in order to populate the restricted master with an

initial set of columns. The second subroutine uses the unprioritized variant of

PrBiSNIP-TS to approximately solve the pricing subproblems during the early

stages of column generation. We applied both subroutines to the stabilized

algorithm, and noted the reduction in computational effort and improved solu-

tion quality that resulted for problem instances with larger numbers of budget

scenarios. This result was best exemplified in our application of this proce-

dure to PrBiSNIP1 and PrBiSNIP2 for nl = 1, l ∈ L, and PrBiSNIP4 for

nl = 5, l ∈ L. Finally, we proposed two methods for casting PrBiSNIP-

TS as an embedded B&B heuristic subsequent to the execution of our row

generation algorithm. The first method uses PrBiSNIP-TS to instantiate an

incumbent solution at the root node, and the second method attempts to gen-

erate new incumbents at viable nodes of the B&B tree. We applied these ideas

to PrBiSNIP4 for nl = 1, and nl = 5, l ∈ L, but our results did not show

a significant improvement in computational performance. However, in most

cases the heuristic was able to improve upon one or more B&B incumbent
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solutions, and we feel that this is a promising result.

Chapter 6 discussed some additional computational results for PrBiS-

NIP2 and PrBiSNIP5. Section 6.1 presented row generation results for nl =

1, 2, 3, 4, 5, 6, l ∈ L under equally likely budget scenarios, including plots of

the optimal values of PrBiSNIP2 and PrBiSNIP5 as a function of nl for dif-

ferent values of |B|. These results illustrate the tradeoffs of allowing coarser

prioritization levels with respect to priority list size and computational effort.

Section 6.2 discussed the idea of heuristically generating ‘granular’ priority

lists from ‘coarse’ lists, and presented computational results for a set of prob-

lem instances. The results showed that granular lists of reasonable quality can

be generated from coarse lists, but that the quality tends to degrade as prior-

ity levels in the original list become more coarse, i.e., when more checkpoints

are funded at each level. Section 6.3 compared the time spent by CPLEX

B&B and tabu search to find their best solutions. The results show that the

PrBiSNIP-TS algorithm obtains high-quality solutions in a short amount of

time, and requires significantly less computational effort for larger problem

instances, i.e., for larger numbers of budget scenarios. Section 6.4 consid-

ered unequally likely budget scenarios by allowing the random budget to be

governed by a discrete triangular distribution. When compared to problem

instances with equally likely scenarios, the results in Section 6.4.1 show that

our row generation algorithm tends to require less computational effort under

unequally likely budget scenarios. Analogous hybrid column generation results

in Section 6.4.2 also show a decrease in computational effort in most instances,
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but in others the algorithm actually exhibits significantly longer convergence

times. However, the hybrid column generation algorithm is able to converge

in under 2 hours for certain problem instances where convergence is not ob-

tained for their equally likely counterparts. One possible explanation for the

longer run times is that the tabu search subroutines have certain constructs

which were extensively tested for problems with equally likely scenarios and

not for unequally likely scenarios, e.g., the Onestep method that is used to gen-

erate initial incumbent solutions. Future computational experiments should

address this issue by tuning PrBiSNIP-TS performance for problem instances

with general budget scenario distributions.

The main contributions of this dissertation are twofold: First, we in-

troduced a new class of stochastic network interdiction models. Two of these

models extend previously developed ones to the prioritization setting to han-

dle budgetary uncertainty, and one introduces the idea of decoy sensors within

the prioritization framework. All of the models we have developed are rooted

in existing real-world problems, and thus their practical application can be

immediately realized. Second, we developed exact, heuristic, and hybrid al-

gorithms which exploit the special structures of our models and provide a

practical solution approach in most cases. The documented use of hybrid al-

gorithms for solving large-scale stochastic MIPs is rather limited, and so we

view these developments as significant contributions to the Operations Re-

search Community.

Future research plans include additional experimentation on the hybrid
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row generation algorithms discussed in Section 5.4. We also plan to develop a

full branch-and-price (B&P) algorithm for solving PrBiSNIP. It would be in-

teresting to gauge the efficacy of hybrid methods within this framework, e.g.,

the use of tabu search for generating columns at each node of the B&P tree.

The settings of the parameters in our tabu search algorithms were determined

through empirical observations and experimentation, but a more detailed anal-

ysis of this topic should be conducted. One approach would be to implement a

complete Design of Experiments [17, 22] in order to determine which combina-

tions of parameters are significant to algorithmic performance. Additionally,

stronger diversification mechanisms such as reactive tabu search should be em-

ployed for BiSNIP problem instances. It should be noted that even though

the results reported in Section 4.4.8 were obtained by executing our TS algo-

rithm for 4000 iterations, we also executed additional runs for approximately

3 million iterations with little or no improvement in solution quality.

The computational efforts in this dissertation did not focus on exact

methods for solving PrSNIP, and thus this topic should be investigated in

future research endeavors. Solving PrSNIP with exact methods would also al-

low us to compute the optimality gaps of approximate solutions obtained from

PrSNIP-TS. Additionally, we pose the following questions: Can SNIP and

PrSNIP LP relaxation solutions enhance the performance of our tabu search

algorithms for solving these problems? Can row and column generation meth-

ods be combined (other than the use of step inequalities for PrBiSNIP column

generation subproblems) to effectively to solve our models? How tractable
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are PrBiSNIPD problem instances in general? Can we apply the methods

developed in this dissertation to this model? Are the hybrid algorithms we

have developed effective for solving other classes of stochastic MIPs? Will

the algorithms we have developed be effective for solving prioritization models

that no longer assume unit interdiction costs? Finally, other than the ideas

already discussed, what can be done to improve our existing exact, heuristic,

and hybrid algorithms?
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Appendix A

PrSNIP-TS Solution Evaluation Algorithm

The following is a pseudocode description of the subroutine for eval-

uating solutions in the PrSNIP-TS algorithm. Each call to this subroutine

computes the contribution of s ∈ O and all of its destinations t ∈ D(s) to

the objective function under a solution xβ, β ∈ B. Here we use the notation

tω to denote that each destination node corresponds to a particular O-D pair

(sω, tω), ω ∈ Ω, and we let pred(i) and preds(i) denote the predecessor to node

i in the new shortest path tree and in T s, respectively.

Algorithm: Evaluate(s, xβ)

Input: Source node s and set of interdicted locations under budget scenario

β: xβ

Output: Objective function contribution of s under budget scenario β, zβs ,

and new set of shortest path tree predecessor nodes pred

zβs ← 0

ytω ← 0 ∀tω ∈ D(s) (evasion probability from s to t)

δ ← Unlabel(s, xβ)
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u← |{tω ∈ D(s) : δtω ≡ ∞}|

if u = 0 then

ytω ← e−δtω ∀tω ∈ D(s)

else

(begin Dijkstra’s algorithm)

count← 0

pred(s) ≡ 0

pred(i)← preds(i) ∀i ∈ {i′ ∈ N\{s} : δi′ <∞}

V = ∅, V = |N |

for all (i, j) ∈ A do

if (i, j) ∈ A\AD then

cij = −ln(pij)

else

cij = −ln(qij)

end if

end for

while count < |D(s)| − u do

i∗ = arg min
i′∈V δi′

V ← V ∪ {i}, V ← V \{i}

if i∗ ∈ D(s) then

count← count+ 1 (destination node relabeled)

end if

for all (i∗, j) ∈ FS(i∗) do
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if δj > δi∗ + ci∗j then

δj ← δi∗ + ci∗j

pred(j)← i∗

end if

end for

end while

ytω ← e−δtω ∀tω ∈ D(s)

end if

zβs ←
∑
φωytω

ω∈Ω:tω∈D(s)

return zβs , pred
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Appendix B

PrSNIP-TS Algorithm

The following is a pseudocode representation of the tabu search algo-

rithm for solving PrSNIP.
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PrSNIP-TS Algorithm Parameters

TTmin Minimum possible tabu tenure value

TTmax Maximum possible tabu tenure value

TT Current tabu tenure value

iter Current TS iteration number

itermax Maximum number of TS iterations

x0 Initial incumbent

x Current incumbent solution

x∗
N(x)

Best solution in the neighborhood of x

x∗BEST Current best solution

CL(x) Restricted candidate list of interdictable arcs used to
generate solutions in the neighborhood of x

M Number of arcs in CL(x)

n Current swap size (e.g., 1-swap, 2-swap)

nmin Minimum swap size

nmax Maximum swap size

ν Counter that tracks locally non-improving solutions

νmax Diversification trigger parameter, i.e., the search is diversified
when ν = νmax

c Size of each cluster

d Number of diversity clusters

αr Number of arcs allowed to be removed from the incumbent
during a neighborhood evaluation
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ρ Swap radius used during priority swap neighborhood

p Frequency with which priority swap neighborhood search is
executed

z(x) Objective function value of a solution x

z∗
N(x)

Objective function value of x∗
N(x)

z∗BEST Objective function value of x∗BEST

elite Set of best solutions found in each neighborhood

ε Relative tolerance of superiority of one objective function
value over another

Algorithm: PrSNIP-TS

Input: PrSNIP problem instance

Output: Solution, x∗BEST , and objective function value, z∗BEST

iter ← 1

n← 1

ν ← 0

compute T s ∀s ∈ O and use [σk]k∈AD to generate x0

fix cluster size c and cluster all origins with c highest values of φ(s), s ∈ O

build single intensity cluster and d diversity clusters

x∗BEST ← x0

z∗BEST ← z(x0)

z∗BEST ← z(x0)

224



x← x0 (initialize incumbent)

while iter < itermax do

use [σk]k∈AD to generate a candidate list CL(x) of size M and select αr

removable arcs in x

z∗
N(x)
←∞

for all β ∈ B do

compute zβ = z(x̄β) (for efficient obj. fn. evaluation, only valid when

|B| > 1)

end for

for all M arcs in CL(x) and αr removable arcs in x do

if p iterations have passed since executing the priority swap neighbor-

hood and ν < νmax then

perform priority swap move search with swap radius ρ to generate

x ∈ N(x)

else

perform n-swap to generate x ∈ N(x)

end if

βmin = min{β : xβ 6= xβ, β ∈ B} and let Bmin = B ∩ {β : bβ ≥

bβmin , β ∈ B}

for all origins s ∈ O in the current cluster do

for all bβ ≥ bβmin do

z(xβ)← Evaluate(s, xβ)

end for
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end for

z(x)←
∑

β∈(B\Bmin) ψ
βzβ +

∑
β∈Bmin

ψβz(xβ)

if z(x) < z∗
N(x)

then

z∗
N(x)
← z(x)

x∗
N(x)
← x

end if

end for

elite← elite ∪ {x∗
N(x)
}

if z∗
N(x)

< z∗BEST then

z∗BEST ← z∗
N(x)

x∗BEST ← x∗
N(x)

end if

if z∗
N(x)

< z(x)− ε then

if TT > TTmin then

TT ← TT − 1

end if

if ν = νmax and n > nmin and the last diversity cluster has not been

visited then

n← n− 1

end if

else if z∗
N(x)
≥ z(x)− ε then

if TT < TTmax then

TT ← TT + 1
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end if

if ν < νmax and the intensity cluster was just visited then

ν ← ν + 1

else if ν = νmax and n < nmax and the last diversity cluster has not

been visited then

n← n+ 1

end if

end if

if ν = νmax and the last diversity cluster has been visited then

n← nmin

ν ← 0

end if

make solution x tabu for each TT iterations

iter ← iter + 1

x← x∗
N(x)

(instantiate new incumbent)

end while

(Begin Path Relinking)

restrict search to intensity cluster

n← nmin

x← x∗BEST

reset tabu memory structure

TT ← |elite| /2
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increase size of intensity cluster according to the values of φ(s), s ∈ O

(optional)

increase value of αr (optional)

for each solution x ∈ elite do

build candidate list CL(x) with all arcs a ∈ {a′ : a′ ∈ x, a′ /∈ x}

z∗
N(x)
←∞

for all β ∈ B do

compute zβ = z(x̄β)

end for

for all (non-tabu) arcs in CL(x) and αr removable arcs in x do

perform n-swap to generate x ∈ N(x)

compute βmin = min{β : xβ 6= xβ, β ∈ B} and let Bmin = B∩{β : bβ ≥

bβmin , β ∈ B}

for all origins s ∈ O in the intensity current cluster do

for all bβ ≥ bβmin do

z(xβ)← Evaluate(s, xβ)

end for

end for

z(x)←
∑

β∈(B\Bmin) ψ
βzβ +

∑
β∈Bmin

ψβz(xβ)

if z(x) < z∗
N(x)

then

z∗
N(x)
← z(x)

x∗
N(x)
← x

end if
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end for

if z∗
N(x)

< z∗BEST then

z∗BEST ← z∗
N(x)

x∗BEST ← x∗
N(x)

end if

x← x∗
N(x)

(best neighbor becomes new incumbent)

end for

return x∗BEST , z∗BEST
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Appendix C

PrBiSNIP-TS Algorithm

The following is a pseudocode representation of the tabu search algo-

rithm for solving PrBiSNIP-TS. A list of the parameters and notation used is

given in Appendix B.

Algorithm: PrBiSNIP-TS

Input: PrBiSNIP problem instance

Output: Solution, x∗BEST , and objective function value, z∗BEST

iter ← 1

n← 1

ν ← 0

employ Onestep method to generate x0

x∗BEST ← x0

z∗BEST ← z(x0)

z∗BEST ← z(x0)

x← x0 (initialize incumbent)

while iter < itermax do

use [σk]k∈AD to generate a candidate list CL(x) of size M and select αr
removable checkpoints in x

z∗
N(x)
←∞

for all β ∈ B do

compute zβ = z(x̄β)

end for

for all M (non-tabu) checkpoints in CL() and αr removable checkpoints

in x do

230



if p iterations have passed since executing the priority swap neighbor-

hood and ν < νmax then

perform priority swap move with swap radius ρ to generate x ∈ N(x)

else

perform n-swap to generate x ∈ N(x)

end if

compute βmin = min{β : xβ 6= x̄β, β ∈ B} and let Bmin = B∩{β : bβ ≥
bβmin , β ∈ B}
for all bβ ≥ bβmin do

z(xβ)← Evaluate(xβ)

end for

z(x)←
∑

β∈(B\Bmin) ψ
βzβ +

∑
β∈Bmin

ψβz(xβ)

if z(x) < z∗
N(x)

then

z∗
N(x)
← z(x)

x∗
N(x)
← x

end if

end for

elite← elite ∪ {x∗
N(x)
}

if z∗
N(x)

< z∗BEST then

z∗BEST ← z∗
N(x)

x∗BEST ← x∗
N(x)

end if

if z∗
N(x)

< z(x)− ε then

if TT > TTmin then

TT ← TT − 1

end if

if n > nmin then

n← n− 1

end if

else if z∗
N(x)
≥ z(x)− ε then

if ν < νmax then

ν ← ν + 1

else if ν = νmax then

if n < nmax then

n← n+ 1
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else if n = nmax then

ν ← 0

n← nmin

end if

end if

if TT < TTmax then

TT ← TT + 1

end if

end if

make solution x tabu for each TT iterations

iter ← iter + 1

x← x∗
N(x)

(best neighbor becomes new incumbent)

end while

(Begin Path Relinking)

n← nmin

x← x∗BEST
reset tabu memory structure

TT ← |elite| /2
increase size of intensity cluster according to the values of φ(s), s ∈ O

(optional)

increase value of αr (optional)

for each x ∈ elite do

Build candidate list CL(x) with all locations a ∈ {a′ : a′ ∈ x, a′ /∈ x}
z∗
N(x)
←∞

for all β ∈ B do

compute zβ = z(x̄β)

end for

for all locations in CL(x) do

perform n-swap to generate x ∈ N(x)

compute βmin = min{β : xβ 6= x̄β, β ∈ B} and let Bmin = B∩{β : bβ ≥
bβmin , β ∈ B}
for all bβ ≥ bβmin do

z(xβ)← Evaluate(xβ)

end for

232



z(x)←
∑

β∈(B\Bmin) ψ
βzβ +

∑
β∈Bmin

ψβz(xβ)

if z(x) < z∗
N(x)

then

z∗
N(x)
← z(x)

x∗
N(x)
← x

end if

end for

if z∗
N(x)

< z∗BEST then

z∗BEST ← z∗
N(x)

x∗BEST ← x∗
N(x)

end if

x← x∗
N(x)

(best neighbor becomes new incumbent)

end for

return x∗BEST , z∗BEST
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