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Co-clustering is rather a recent paradigm for unsupervised data analysis, but

it has become increasingly popular because of its potential to discover latent local

patterns, otherwise unapparent by usual unsupervised algorithms such as k-means.

Wide deployment of co-clustering, however, requires addressing a number of practi-

cal challenges such as data transformation, cluster initialization, scalability, and so

on. Therefore, this thesis focuses on developing sophisticated co-clustering method-

ologies to maturity and its ultimate goal is to promote co-clustering as an invaluable

and indispensable unsupervised analysis tool for varied practical applications. To

achieve this goal, we explore the three specific tasks: (1) development of co-clustering

algorithms to be functional, adaptable, and scalable (co-clustering algorithms);
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(2) extension of co-clustering algorithms to incorporate application-specific require-

ments (extensions); and (3) application of co-clustering algorithms broadly to ex-

isting and emerging problems in practical application domains (applications).

As for co-clustering algorithms, we develop two fast Minimum Sum-Squared

Residue Co-clustering (MSSRCC) algorithms [CDGS04], which simultaneously clus-

ter data points and features via an alternating minimization scheme and generate

co-clusters in a “checkerboard” structure. The first captures co-clusters with con-

stant values, while the other discovers co-clusters with coherent “trends” as well

as constant values. We note that the proposed algorithms are two special cases

(bases 2 and 6 with Euclidean distance, respectively) of the general co-clustering

framework, Bregman Co-clustering (BCC) [BDG+07], which contains six Euclidean

BCC and six I-divergence BCC algorithms. Then, we substantially enhance the

performance of the two MSSRCC algorithms by escaping from poor local minima

and resolving the degeneracy problem of generating empty clusters in partitional

clustering algorithms through the three specific strategies: (1) data transformation;

(2) deterministic spectral initialization; and (3) local search strategy.

Concerning co-clustering extensions, we investigate general algorithmic strate-

gies for the general BCC framework, since it is applicable to a large class of dis-

tance measures and data types. We first formalize various data transformations for

datasets with varied scaling and shifting factors, mathematically justify their effects

on the six Euclidean BCC algorithms, and empirically validate the analysis results.

We also adapt the local search strategy, initially developed for the two MSSRCC

algorithms, to all the twelve BCC algorithms. Moreover, we consider variations of

cluster assignments and cluster updates, including greedy vs. non-greedy cluster

assignment, online vs. batch cluster update, and so on. Furthermore, in order to

provide better scalability and usability, we parallelize all the twelve BCC algorithms,

which are capable of co-clustering large-scaled datasets over multiple processors.
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Regarding co-clustering applications, we extend the functionality of BCC

to incorporate application-specific requirements: (1) discovery of inverted patterns,

whose goal is to find anti-correlation; (2) discovery of coherent co-clusters from noisy

data, whose purpose is to do dimensional reduction and feature selection; and (3)

discovery of patterns from time-series data, whose motive is to guarantee critical

time-locality. Furthermore, we employ co-clustering to pervasive computing for

mobile devices, where the task is to extract latent patterns from usage logs as well

as to recognize specific situations of mobile-device users. Finally, we demonstrate

the applicability of our proposed algorithms for aforementioned applications through

empirical results on various synthetic and real-world datasets.

In summary, we present co-clustering algorithms to discover latent local pat-

terns, propose their algorithmic extensions to incorporate specific requirements, and

provide their applications to a wide range of practical domains.
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Chapter 1

Introduction

Data naturally arises in the form of matrices in a multitude of machine learning and

data/text/web mining applications. Often, the data matrices arising in real-world

applications contain a large number of rows and columns, and therefore understand-

ing the natural structure of such matrices is a fundamental problem.

Clustering is an unsupervised learning technique that has been often used

to discover the “latent structure” of data matrices that describe a set of objects

(rows) by their feature values (columns). Typically, a clustering algorithm strives

to bring together “similar” objects or rows. A large number of clustering algorithms

such as k-means, agglomerative clustering, and their variants have been studied by

[Gho03, JD88]. Often, clustering is preceded by a dimensionality reduction phase,

such as feature selection where only a subset of the columns is retained. As an

alternative, one can cluster the columns, and then represent each resulting group of

features by a single derived feature [DMK03].

A recent paper [DM01] dealing with the spherical k-means algorithm for clus-

tering for large, sparse document-term matrices arising in text mining graphically

demonstrated that document clustering naturally brings together similar words.

Intuitively, similar documents are similar because they use similar words. Some
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natural questions are (1) whether it is possible to mathematically characterize this

natural dual relationship between rows and columns; (2) whether it is possible to

systematically expand this relationship to incorporate application-specific require-

ments; and (3) whether it is possible to successfully apply this relationship to ex-

isting and emerging practical application domains. This thesis will show that these

questions can be answered in the affirmative.

1.1 Why Co-clustering Algorithms?

Properties of Co-clustering

Co-clustering, also called bi-clustering [CC00, Har72], is the problem of simultane-

ously clustering rows and columns of a data matrix. Unlike clustering which seeks

similar rows or columns, co-clustering seeks “blocks” (or “co-clusters”) of rows and

columns that are inter-related.

Co-clustering is desirable over traditional “single-sided” (i.e., one-way) clus-

tering from a number of perspectives [BDG+07]:

1. Utilizing duality of clustering. The data matrices in all the aforemen-

tioned applications exhibit a duality between rows and columns. In other words,

quality of row clusters depends on relevant columns and similarly choice of relevant

columns depends on rows being clustered. Co-clustering has potential to discover

more interesting latent local patterns, since it inheritantly makes use of this duality

by incorporating row clustering information into column clustering and vice versa.

2. Discovering hidden latent patterns. Usual one-way k-means clus-

tering assumes that rows (or columns) of similar/relevant function in a given data

matrix share similar profiles across all the given columns (or rows). It targets to

group either rows or columns into a set of clusters, so that within-cluster similarity

can be high, while between-cluster similarity can be low. Therefore, one-way clus-
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tering may fail to identify hidden latent patterns, consisting of subsets of rows (or

columns) co-regulated only under specific columns (or rows). Co-clustering, on the

other hand, aims to find such local patterns and therefore may provide the key to

uncovering latent local patterns that are otherwise unapparent.

3. Reducing dimensionality implicitly. A one-way clustering performs

dimensionality reduction along one axis (either row or column) of a given data,

while co-clustering reduces dimensionality along both axes. Therefore, co-clustering

can be considered as a more aggressive dimensional reduction method that requires

dramatically smaller number of parameters and hence runs in a much smaller search

space. Meanwhile, co-clustering intertwines row clustering information into column

clustering, and can yield better quality clusters even if one is primarily interested in

a single-sided clustering. This implicit dimensional reduction effect of co-clustering

is extremely important when dealing with large, sparse data matrices, for example

those arising in text mining as demonstrated in [DMM03].

4. Generating compact representation. Co-clustering generates com-

pressed representations that are easily interpretable, while preserving most of the

information contained in the original data. For example, Benerjee et al. [BDG+07]

provide a general co-clustering framework that keeps track of specific information

(i.e., statistics) in a given data. Furthermore, the framework can be applicable

to a large class of distance measures and data types. Through this framework,

co-clustering can extract more compact and therefore digestible information from

large-size data in wide application domains. This makes co-clustering an invaluable

tool for handling an enormous amount of data being collected at an ever-increasing

pace from observations and experiments in business and scientific domains.

5. Reducing running time. As the size of data matrices increase, so

does the need for scalable clustering algorithms. Single-sided, geometric clustering

algorithms such as k-means and its variants have a computation time that is pro-
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portional to O (mnk), where m is the number of rows, n is the number of columns,

and k is the number of row clusters assuming the the rows are being clustered. Co-

clustering algorithms, on the other hand, involve optimizing over a smaller number

of parameters, and can relax this dependence to O (mkl + nkl), where m and n are

defined as before, and k and l are the number of row clusters and the number of

column clusters, respectively. Since k and l are usually much lower than the original

number of rows and columns, co-clustering could lead to several orders of magnitude

reduction in the running time [DMM03].

In summary, co-clustering is an exciting paradigm for unsupervised data

analysis that utilizes duality of clustering, discovers hidden latent patterns, has

regularization effect, generate compact representation, and reduces running time.

What Co-clustering Algorithms?

In this thesis, we develop two fast Minimum Sum-Squared Residue Co-clustering

(MSSRCC) algorithms [CDGS04], which simultaneously cluster data points and fea-

tures via an alternating minimization scheme and generate co-clusters in a “checker-

board” structure (Chapter 3). The first algorithm captures co-clusters with constant

values, while the other discovers co-clusters with coherent “trends” as well as con-

stant values. We note that the proposed algorithms are two special cases (i.e., bases

2 and 6 with Euclidean distance, respectively) of the general co-clustering frame-

work, Bregman Co-clustering (BCC) [BDG+07], which contains six Euclidean BCC

and six I-divergence BCC algorithms.

Throughout this thesis, we investigate general algorithmic strategies for the

general BCC framework, since it is applicable to a large class of distance measures

and data types. We first formalize various data transformations for datasets with

varied scaling and shifting factors, mathematically justify their effects on the six

Euclidean BCC algorithms, and empirically validate the analysis results. We also
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adapt the local search strategy, initially developed for the two MSSRCC algorithms,

to all the twelve BCC algorithms. Moreover, we consider variations of cluster as-

signments and cluster updates, including greedy vs. non-greedy cluster assignment,

online vs. batch cluster update, and so on. Furthermore, in order to provide better

scalability and usability, we parallelize all the twelve BCC algorithms, which are

capable of co-clustering large-scaled datasets over multiple processors.

1.2 What Extensions of Co-clustering Algorithms?

For the two MSSRCC algorithms, we substantially enhance the performance of

the two MSSRCC algorithms by escaping from poor local minima and resolving the

degeneracy problem of generating empty clusters in partitional clustering algorithms

through the three specific strategies: (1) data transformation; (2) deterministic

spectral initialization; and (3) local search strategy.

In this thesis, we consider not only generalizing the specific algorithmic

methodologies initially developed for the two MSSRCC algorithms to all the twelve

BCC algorithms, but also incorporating various application-specific requirements

with the BCC algorithms.

General Extensions of Co-clustering

We consider general extensions of co-clustering algorithms that can be applicable to

as many BCC algorithms as possible: (1) we formalize various data transformations

for datasets with both scaling and shifting factors, mathematically justify their

effects on the six Euclidean BCC algorithms, and empirically validate the analysis

results; (2) we extend the local search strategy to all the twelve BCC algorithms; and

(3) we discuss variations of co-clustering algorithms such as greedy vs. non-greedy

cluster assignment and online vs. batch cluster update.

Furthermore, in order to enhance the scalability and usability of co-clustering
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algorithms, we also develop a parallel framework of all the twelve BCC algorithms so

that they are capable of co-clustering large-scaled datasets over multiple processors.

Specific Extensions of Co-clustering

We extend the functionality of BCC with the sophisticated algorithmic strategies

to incorporate application-specific requirements: (1) discovery of inverted patterns,

whose goal is to find anti-correlation, which is a simple algorithmic extension and

which is for the Euclidean BCC algorithms; (2) discovery of coherent co-clusters

from noisy data, whose purpose is to do dimensional reduction and feature selection

and which is for all the BCC algorithms; and (3) discovery of patterns from time-

series data, whose motive is to guarantee critical time-locality and which is for all

the BCC algorithms. Since we want to preserve continuous local time intervals, it

can be considered as a constrained co-clustering problem.

1.3 What Applications of Co-clustering Algorithms?

There exist a number of empirical studies that illustrate the usefulness of co-clustering

algorithms. In this section, we present a brief summary of existing applications of

various co-clustering algorithms and discuss new interesting applications as well.

Existing Applications of Co-clustering

Because of its potential benefit of discovering latent local patterns, in recent years,

co-clustering has recently received a lot of attention in varied practical applications:

• Simultaneous clustering of documents and words in text mining

[DMK02, DMM03, GLZ+05, TM03]. The key task is to identify document

and word clusters from a bag-of-words model represented in a vector space in
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the form of word-by-document matrix. Refer to section 4.1 for characteristics

of text data.

• Microarray (i.e., genes and experimental conditions) in bioinformat-

ics [CC00, CDGS04, KBCG03, CD08]. The main idea of discovering latent lo-

cal patterns is compatible with the current understanding of cellular processes

that a subset of genes are coregulated under a certain experimental conditions,

but to behave almost independently under other conditions [BDCKY03]. The

main task is to identify groups of similar genes and similar conditions based

on their expression levels. Refer to section 4.2 for characteristics of gene ex-

pression data. For a survey on the application of co-clustering to biological

data analysis, see the recent paper by Madeira and Oliveira [MO04].

• Tokens and contexts in natural language processing [Fre04, LA98].

For most natural language processing applications, the number of tokens and

contexts is extremely large, making it infeasible to directly employ computa-

tionally intensive learning algorithms. co-clustering alleviates to alleviate this

problem by constructing new features in a more compact but highly informa-

tive representation from co-cluster centroids [Fre04, LA98].

• Content-based image retrieval [GQX05, Qie04]. Quantized image patches

are represented as image features in co-occurrence matrices of images and

low level features. Then, using the spectral bipartite graph partitioning al-

gorithm [Dhi01], the authors demonstrate that the co-clustering has better

retrieval performance as well as a computational advantage over traditional

k-means clustering algorithm, especially for high dimensional feature vectors.

• Auditory scene categorization [CLC05]. The main usage of automatic

auditory scene categorization include multimedia application such as semantic

event detection or indexing in videos and context-aware computing. Information-
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theoretic co-clustering [DMM03] is adapted to co-cluster the auditory scenes

and key audio effects from co-occurrence matrix of auditory scenes and au-

dio effects. Furthermore, Bayesian information criterion (BIC) is proposed to

automatically select the cluster numbers.

• Video content recognition [CLC05, GQX05, Qie04]. The main task is to

detect unusual activity in a large video set using many simple features. The

video is divided into equal length segments (i.e., as features) and the extracted

features are classified into prototypes. Therefore, the resulting co-occurrence

matrix consists of fixed (i.e., equal) length of video segments and prototype

images, analogous to documents and keywords in the vector space model,

respectively.

• Users and movies in recommender systems [GM05]. An efficient real-

time collaborative filtering (CF) framework for the movie rating matrix con-

sisting of users and items (i.e., movies) is proposed. The key idea is to simulta-

neously obtain user and item neighborhoods via the co-clustering and generate

predictions based on the average ratings of the co-clusters, A hybrid of incre-

mental and batch versions of the algorithm is proposed to reflect new users’

ratings. Furthermore, parallel CF based on parallel co-clustering is discussed.

• Missing value prediction in recommender systems [BDG+07]. Baner-

jee et al. [BDG+07] propose co-clustering based missing value estimation for

collaborative filtering-based recommender systems. The authors assume a low

parameter structure by using the Bregman co-clustering algorithm with a suit-

ably weighted loss function, where weight is 1 for know ratings and 0 otherwise

(i.e., missing ratings).

• Co-clustering categorical data matrices [BDG+07]. The authors consider

data matrices consisting of categorical values from a finite set such as market-
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basket data matrices with users by products with the entries corresponding to

preferred brands. First, each of categorical values is represented using discrete

distributions over the set of all possible values, i.e., r-simplex where r denotes

the number of possible categorical values. Then, the relative entropy (or KL-

divergence) over the r simplex is employed as a distortion measure.

New Applications of Co-clustering

In this thesis, we consider the sophisticated functional extensions of the BCC al-

gorithms to incorporate application-specific requirements: (1) discovery of inverted

patterns; (2) discovery of coherent co-clusters from noisy data; and (3) discovery

of patterns from time-series data. These extensions results in new applications of

co-clustering algorithms. Also, we develop a novel application of co-clustering algo-

rithms to pervasive computing for mobile devices. In sequel, we briefly summarize

these four new applications considered in this thesis.

Discovery of Reverse Patterns

The literature on identifying inverted patterns, which have opposite profiles, in-

cludes [CC00, DMR03, EOA+04, QDFLY01, YLQG03, ZZC05], where researchers

observe that that objects whose expression patterns are strongly anti-correlated can

be functionally similar. Motivated this observation, we consider developing this func-

tionality for the proposed co-clustering algorithms so as to identify anti-correlated

rows (or columns) during co-clustering steps. The main idea is to intentionally in-

troduce the inverted row of each row at each greedy row assignment and take the

inversion if distortion value is smaller with inversion than without inversion, which

is analogous to the approach in [CC00]. Note that since we are introducing inversion

to the original values in a given data matrix, this functionality can be applicable

only to the six Euclidean co-clustering algorithms. In this thesis, we investigate the
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usefulness of this functionality on human cancer gene expression data sets.

Discovery of Coherent Co-clusters from Noisy Data

Using co-clustering, we can discover latent local patterns in a given data matrix.

However, it is still challenging to discover coherent and meaningful clusters in the

existence of a large number of non-informative data points and features. To address

this, the Bregman bubble clustering (BBC) [GG06] is proposed to discover multiple,

dense regions in a datasets while discarding the relatively non-coherent data points.

BBC is developed for one-way clustering only, where data points are clustered based

on their similarity across the entire set of features. In this thesis, we extend the

main idea of BCC to the general BCC framework so as to filter out both data

points and features, which are are not coherent. Therefore, the proposed approach,

Bregman bubble co-clustering (BBCC), is a scalable and versatile framework that

efficiently mines dense, arbitrarily positioned, possibly overlapping co-clusters from

large, noisy datasets.

Discovery of Patterns from Time Course Data

When analyzing the time-course data, it is necessary to consider the internal rela-

tionship between time points and preserve the time locality. However, conventional

clustering and co-clustering algorithms cluster data points without considering the

continuity between time periods. Co-clustering algorithms can discover latent local

patterns still ignoring the time locality, however they may miss critical latent local

patterns existing over continuous local time intervals. To address this, we propose

the co-clustering algorithm that does row (or column) clustering and column (or

row) segmentation for time-course data. We preserve the time locality by keeping

track of the border time points in each co-cluster as suggested in the existing ap-

proaches [ZZC05, MO05] and efficiently update cluster labels of the boundary time
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points through the local search strategy in [CDGS04, DGK02]. Furthermore, we

investigate effects of data transformations on various time course data sets.

Pervasive Computing

As more applications are increasingly available on mobile devices, navigating a preset

menu hierarchy to find an opportune application has become an unamusing routine.

To address this issue, research has been conducted for situation-aware recommenda-

tions on mobile phones. However, most existing approaches focus on media content

recommendations, not on general task recommendations. Moreover, some assume

predefined situations and/or user-specified profiles and others even require users to

train their devices for initiating recommendations. We believe that what defines a

situation and what are preferred in the situation not only vary from user to user

but also change over time. Therefore, the assumptions and requirements of existing

systems are not satisfactory to users at varied situations. In this thesis, we consider

to employ a co-clustering, to automatically discover latent situation-based patterns

from usage logs and also to make use the discovered user-specific patterns for task

recommendations. Through experiments on simulated data, we provide feasibility

of the proposed approach.

1.4 Summary and Remarks

We start by raising the three questions: (1) whether it is possible to mathematically

characterize this natural dual relationship between rows and columns; (2) whether

it is possible to systematically expand this relationship to incorporate application-

specific requirements; and (3) whether it is possible to successfully apply this rela-

tionship to existing and emerging practical application domains.

This thesis is organized to answer these questions as follows: In Chapter 1,

we draw an outline of the thesis; In Chapters 2 and 3, we overview co-clustering
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algorithms, where MSSRCC algorithms are discussed in details; In Chapters 4, we

present various data sets considered in the thesis; In Chapters 5–8, and 10–13, we

describe general and specific extensions of co-clustering algorithms; In Chapter 9,

we demonstrate with experimental results the effectiveness of the proposed general

extensions of co-clustering described in Chapters 5–8; In Chapters 11–13 and 14, we

present general and specific applications of co-clustering algorithms and provide the

corresponding empirical results; Finally in Chapter 15, we conclude the thesis with

summary and future work.

The main topic of each chapter is summarized in Table 1.1.

Notation

A word about the notation: Upper-case boldfaced letters such as X and A denote

matrices while lower-case boldfaced letters like x denote column vectors. Row i

and column j of matrix X are denoted Xi· and X·j, respectively, while Xij (or

xij) denotes the (i, j)-th element of X. Upper-case letters I and J (or otherwise

subscripted) denote row and column index sets of a co-cluster bmAIJ , and |I| and |J |
denote the cardinality of index set I and index set J , respectively. The norm ‖X‖
denotes the Frobenius norm of matrix X, i.e., ‖X‖2 =

∑
i,j X2

ij . The symbols R

and R
d denote the set of reals and the d-dimensional real vector space, respectively.

If a random variable X is distributed according to ν, expectation of functions of X

is denoted by EX [·] or by Eν [·] when the random variable is clear from the context.
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Table 1.1: Outline of the thesis

Topic Chapter Summary

Introduction 1 Introduction & Overview of the Thesis

2 Clustering vs. Co-clustering;
Co-clustering Algorithms Bregman Co-clustering (BCC)

3 Minimum-Sum Squared Residue Co-clustering (MSSRCC)

Data Sets 4 Data Sets used in the Thesis

5 Data Transformations
6 Initialization for Co-clustering
7 Local Search for Co-clustering

Co-clustering Extensions 8 Variations in Algorithmic Steps in Co-clustering
10 Scalable Co-clustering
11 Discovery of Reverse Patterns
12 Discovery of Coherent Co-clusters from Noisy Data
13 Discovery of Patterns from Time Course Data

Experimental Results 9 Experimental Results on Gene Expression Data

11 Discovery of Reverse Patterns
Co-clustering Applications 12 Discovery of Coherent Co-clusters from Noisy Data

13 Discovery of Patterns from Time Course Data
14 Pervasive Computing using Co-clustering

Conclusion 15 Conclusion & Future Work
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Chapter 2

One-way Clustering vs.

Co-clustering

This chapter gives a brief survey of previous work on clustering and co-clustering

algorithms. A vast amount of work has been done on clustering algorithms in various

contexts, thus the detailed survey of existing clustering algorithms is beyond the

scope of this thesis.

In sections 2.1 and 2.2, we briefly overview one-way clustering and co-clustering

algorithms in terms of objectives of different algorithms to gene expression data

and compare one-way clustering with co-clustering algorithms. Since clustering al-

gorithms are application-dependent and similarly applications are data-dependent,

most algorithms that we present and consider in this paper can also be applied to

other types of data sets with proper algorithmic adaptations. In Chapter 4, we

present several interesting data sets to which we apply our co-clustering algorithms

for our experimental study. In section 2.3, we briefly review the general BCC frame-

work for which we extend general and specific algorithmic strategies and upon which

we develop general and specific applications in the thesis.
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2.1 One-way Clustering

One-way Row (i.e. Gene) Clustering

In gene-based clustering, genes are treated as data objects, while samples are con-

sidered as features. The purpose of gene-based clustering is to group together

co-expressed genes which indicate co-function and co-regulation. Clusters of co-

expressed genes provide a useful basis for further investigation of gene function and

gene regulation. Gene-based one-way clustering algorithms include:

• k-means. Tavazoie et al. [THC+99] start with the initial cluster center as

the centroid of the entire data set and choose subsequent centers by finding

the data farthest from the centers already chosen, where Euclidean distance

is used.

• Hierarchical clustering. Alizadeh et al. [AED+00] cluster both gene and

sample dimensions by using the weighted-pair group method with centroid

average linkage implemented in Cluster [ESBB98].

• Divisive hierarchical using DAA (Deterministic-Annealing Algorithm).

Alon et al. [ABN+99] cluster genes and samples independently through divisive

hierarchical clustering using DAA [Ros98].

• Agglomerative hierarchical using UPGMA (Unweighted Pair Group

Method with Arithmetic Mean). Eisen et al. [ESBB98] and Iyer et

al. [IER+99] use primary human fibroblasts gene expression stimulated with

serum following serum starvation and gene expression in the budding yeast

Saccharomyces Cerevisiae during different time courses. They find a strong

tendency for those genes in the same cluster to share common roles in cellular

processes. Further, they interpret that co-expression of know genes and poorly

characterized genes may provide the key to find functions of many unknown
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genes.

• SOM (Self-Organizing Map). Tamayo et al. [TSM+99] use SOM [Koh01]

to cluster genes.

• Neural networks. Herrero et al. [HVD01] utilize the SOTA (Self Organizing

Tree Algorithm).

• Simulated annealing. Lukashin and Fuchs [LF01] use simulated anneal-

ing [KCDGV83].

• Gene shaving. Hastie et al. [HTE+00] search for coherent clusters with

high between-sample variance, ignoring genes involved in constantly activated

processes as well as those involved in none of the active processes. Hence, its

goal is complementary to that of XMOTIF [MK03]. It finds a series of nested

clusters on the basis of correlation with the leading principal component, such

that each nested cluster has the maximum variance of the cluster mean. Once

a cluster has been selected, the data is orthogonalized with respect to the

cluster centroid in order to search for a further cluster.

• Diametrical clustering. Dhillon et al. [DMR03] identify anti-correlated

(i.e., inverted) gene clusters, following the observation in [SEWB00] that genes

whose expression patterns are strongly anti-correlated can be functionally sim-

ilar. The literature on identifying inverted patterns includes [CC00, DMR03,

EOA+04, QDFLY01, YLQG03, ZZC05].

• Model-based approach. Ghosh et al. [GC02], McLanchlan et al. [MBP02],

and Yeung et al. [YHR01] use the model-based approach by Fraley et al. [FR98].

• CLICK (CLuster Identification via Connectivity Kernels). Shamir et

al. [SS00] use a graph-theoretic approach, CLICK. CLICK follows similar idea
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as in [HSL+99] except that it makes the assumption that the pair-wise similar-

ity values between elements are normally distributed. It also has an adoption

step to handle singletons and merge step to merge two similar clusters.

• CAST (Cluster Affinity Search Technique). Ben-Dor et al. [BDSY99]

use a graph-theoretic approach, CAST.

• DHC (Density-based Hierarchical Clustering). Jiang et al. [JPZ03]

consider a cluster as a high-dimensional dense area, where data objects are

attracted with each other. It is robust in the noisy environment.

Since different clustering algorithms are based on different clustering criteria

and/or different assumptions regarding data distribution, the performance of each

clustering algorithm may vary greatly with different data sets. [JTZ04] summa-

rizes that k-means or SOM may outperform other approaches if the target data set

contains few outliers and the number of clusters in the data set is known, however

CAST or CLICK may be a better choice for a very noisy gene expression data set

in which the number of clusters is unknown.

One-way Column (i.e., Tissue Sample) Clustering

In sample-based clustering, samples serve as data objects to be clustered, while

genes play the role of features. More specifically, the goal of sample-based cluster-

ing is to find the phenotype structures of the samples. Notice that the clustering

algorithms used for clustering genes can be utilized to cluster samples. However,

the signal-to-noise ratio is usually smaller than 1-to-10 [JTZ04] and particular su-

pervised/unsupervised feature (i.e., gene) selection methods should be applied to

identify informative genes and reduce gene dimensionality for clustering samples

to detect their phenotypes [JTZ04]. Sample-based one-way clustering algorithms

include:
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• Hierarchical clustering. Alizadeh et al. [AED+00] cluster both gene and

sample dimensions by using the weighted-pair group method with centroid

average linkage implemented in Cluster [ESBB98].

• Divisive hierarchical using DAA (Deterministic-Annealing Algorithm).

Alon et al. [ABN+99] cluster genes and samples independently through divisive

hierarchical clustering using DAA [Ros98].

• Neighborhood analysis, prediction strength, and SOM. Golub et al.

[GST+99] use gene expression data containing 6817 human genes of 38 leukemia

samples (27 acute myeloid leukemia (AML) and 11 acute lymphoblastic leukemia

(ALL)). They claim that cluster analysis for gene expression data can be used

to identify fundamental subtypes of any cancer.

• Min-max cut hierarchical divisive clustering. Ding [Din02] selects infor-

mative genes, showing large variance among the targeted phenotypes, through

F-statistics test which is a generalization of t-statistics for two class problem.

Then, the min-max cut algorithm [DHZ+01] is recursively applied to samples

to establish a binary partition tree. The min-max clustering follows the princi-

ple that tissue samples are grouped into clusters such that similarities between

clusters are minimized while similarities within each cluster are maximized.

• CLIFF (CLustering via Iterative Feature Filtering. Xing and Karp

[XK01] rank all genes by discriminability via a two-component Gaussian model

to select the most discriminant gene set. After this, samples are clustered

using normalized-cut (NCut) [SM00] and the resulting sample clusters are

utilized to select the most “relevant” gene set using a scoring method, called

as information gain ranking. Further, “redundant” genes are filtered out using

Markov blanket filter. NCut approach is used because CLICK [SS00] may

generate highly unbalance clusters.
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2.2 Co-clustering

It is well known in molecular biology that only a small subset of the genes partic-

ipates in any cellular process of interest and that any cellular process takes place

only in a subset of the samples. It suggests that a cluster of genes should be defined

with respect to only a subset of samples and vice versa. Hence, a co-cluster is a

“block” formed by a subset of genes and a subset of experimental conditions, where

the genes in the “block” illustrate coherent expression patterns under conditions

within the same “block.” Furthermore, a single gene may participate in multiple

pathways that may or may not be co-active under all conditions, so that a gene can

participate in multiple clusters or in none at all.

The following aliases have been used for the algorithms that cluster both di-

mensions [MO04]: biclustering, bidimensional clustering, block clustering, direct clus-

tering, co-clustering, multiway clustering, simultaneous clustering, two-mode cluster-

ing, two-sided clustering, and two-way clustering. Also, projected clustering, projec-

tive clustering, and subspace clustering are mixedly used. For brevity, from now on,

we just use “co-clustering” for the algorithm that symmetrically treats genes and

samples such that either genes or samples can be regarded as objects on features.

However, different approaches adopt different heuristics to approximate the

optimal solution of the given problem (see [MO04] for details). In this thesis, we

classify co-clustering algorithms into the following four categories:

Independent Application of One-way Clustering (Type I)

One-way clustering method is applied to each dimension and then the two clustering

results are visualized through an ordered plot of expression values. Strictly speaking,

this type is not a co-clustering approach. However, we introduce this approach

because it results in a checkerboard shape like Type III.
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• Hierarchical clustering. Alizadeh et al. [AED+00] separately apply hierar-

chical clustering to each dimension.

• Divisive hierarchical - DAA (Deterministic-Annealing Algorithm).

Alon et al. [ABN+99] apply divisive hierarchical clustering to each dimension.

Sequential Application of One-way Clustering – (so-called “two-way clus-

tering”) (Type II)

Generic two-way clustering techniques obtain two-way clusters by applying a one-

way clustering method in a sequential manner.

• Interrelated two-way clustering. Tang et al. [TZ02, TZP03, TZZR01]

cluster genes and uses each gene cluster to cluster the samples. The results

of the different sample clusterings are used to filter out ”irrelevant” genes.

The reduced gene set is then used to initiate another iteration of gene and

sample clustering and the process is repeated until the sample clusterings

reach a certain level of similarity or the number of genes reaches a pre-specified

threshold.

• Mixture model-based approach. McLachlan et al. [MBP02] suggest to

first cluster the genes, rank the gene clusters by their potential for clustering

the samples, and then use selected gene clusters to cluster the samples.

• CTWC (Coupled two-way clustering). Getz et al. [GLD00] repeatedly

apply one-way hierarchical clustering algorithm to both genes and samples

within sub-matrices defined by gene and sample clusters from previous itera-

tions. Note that CTWC can be used with any one-way clustering method. A

heuristic is used to avoid brute-force enumeration of all possible pairs of genes

and sample clusters. Clusters obtained at any stage of the process that pass

a stability criterion (or a critical size) are selected for the next set of clusters.
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This iteration continues until all of the clusters found in an iteration fail to

meet pre-specified criteria. It is sensitive to initial clustering settings.

Exhaustive and Non-overlapping (resulting in a “checkerboard” pattern)

(Type III)

It is a form of two-way clustering in which both dimensions are clustered simulta-

neously.

• Bipartite spectral graph partitioning. Dhillon [Dhi01] formulates a doc-

ument collection as a bipartite graph consisting of a set of documents and a

set of words. The clustering problem is interpreted as the problem of finding

minimum cut of vertices of the bipartite graph. Then, simple one-way clus-

tering algorithm is applied to the concatenated singular vectors of the given

vector space model to simultaneously cluster both documents and words.

• Spectral biclustering. Kluger et al. [KBCG03] apply a spectral co-clustering

algorithm, motivated by Dhillon’s bipartite formulation [Dhi01], on gene ex-

pression data to produce a “checkerboard” structure. The largest several left

and right singular vectors of the normalized gene expression matrix are com-

puted and then a final clustering step using k-means and normalized cuts is

applied to the data projected on to the topmost singular vectors. Pairs of left

and right singular vectors that are approximately piecewise constant indicate

a block structure in the expression levels of the original matrix, so the singular

vectors are examined to find the best-partitioning pair in this sense. The inner

product of the best-partitioning singular vectors may be used to represent the

block structure in the original matrix. They also incorporate different normal-

izations of genes and conditions in the hope of discarding irrelevant constant

background noise. The restriction of their algorithm is the non-negativity of

the input matrix.
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• MSSRCC (Minimum Sum-Squared Residue Co-Clustering). Cho et

al. [CDGS04] present two fast k-means-like co-clustering algorithms corre-

sponding to the two residue measures similar to those used in [CC00] and [Har72].

The novel aspect of the algorithms is that they discover k row clusters and l

column clusters simultaneously while monotonically decreasing the respective

squared residues. The co-clustering algorithms inherit the simplicity, efficiency

and wide applicability of the k-means algorithm. Relaxation of a constrained

trace maximization problems [ZDG+01] is used to develop a principled method

for initializing the iterative algorithms. To escape poor local minima in cer-

tain situations, they use the local search strategy [DGK02]. Further, it offers

potential for extensions such as the inclusion of anti-correlated genes in clus-

ters. In [CD08], deterministic spectral initialization, hierarchical initialization,

the effect of data transformation, and combinations of different strategies for

MSSRCC are studied.

• ITCC (Information-Theoretic Co-Clustering). Dhillon et al. [DMM03]

propose an information-theoretic co-clustering algorithm that views a non-

negative matrix as an empirical joint probability distribution of two discrete

random variables and poses the co-clustering problem as an optimization prob-

lem in information theory: the optimal co-clustering maximizes the mutual

information between the clustered random variables subject to constraints

on the number of row and column clusters. This algorithm is restricted to

non-negative matrices, but the algorithm is similar to our batch co-clustering

algorithms with the main difference being the distance measure and the recon-

struction scheme. See [BDG+04] for recent work that unifies various distance

measures in a unifying framework.

• DCC (Double Conjugated Clustering). Busygin et al. [BJK02] alternate

between clustering genes and samples using a node-driven clustering method

22



such as SOM. After each iteration the nodes of the current clustering space

are mapped to conjugate nodes of the other clustering space.

Non-exhaustive and Overlapping (Type IV)

It is a cluster of the genes and an associated cluster of the samples over which the

genes are co-regulated. Its aim is to identify possibly overlapping sub-matrices of

the data that exhibit interesting patterns, leaving the remaining data unclustered.

• PRM (Probabilistic Relational Model). Segal et al. [STG+01, SBK03]

model the dependency of expression levels on gene and array attributes, which

may include gene and array clusters. The dependencies are represented by a

binary tree with conditions on the attributes at the nodes and expression lev-

els at the leaves. The structure of the PRM and parameters of the associated

conditional probability distributions are estimated using a variant of the struc-

tural EM algorithm. It is very flexible in the type of grouping that can be

identified, but the assumption of a latent clustering of the genes and arrays

restricts the gene and array clusters that can be used in the model.

• Latent variable model. MacKay and Miskin [MM01] use a clustering tech-

nique in which expression levels are modelled by latent variables, having dif-

ferent strengths for each gene and sample. They use a variational approach to

estimate this clustering model. A drawback of this model is that it is designed

for modelling untransformed expression levels, rather than the commonly used

log-transformed expression levels. A further disadvantage of this method is

that they may have a tendency to produce “fuzzy biclusters”, which include

genes and samples that appear to have a weak involvement in a process.

• Gibbs sampling biclustering. Sheng et al. [SMM03] model the expression

levels within a bicluster by using a set of multinomial distributions, one for
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each sample in the bicluster. Thus the clustered genes are assumed to share the

same state of expression within each of the samples, but this state of expression

may differ across the samples. In order to distinguish unusual distributions

of expression levels, the background expression levels are modelled by a single

multinomial distribution. Biclusters are formed one at a time using a Gibbs

sampling approach. Once genes are assigned to a bicluster they are masked

from further analysis, so genes can only belong to one bicluster. Since the

expression levels are modelled by multinomial distributions, the data must

first be discretized.

• SAMBA (Statistical Algorithmic Method for Bicluster Analysis).

Tanay et al. [TSS02] use probabilistic modeling of the data and graph the-

oretic techniques to identify subsets of genes that jointly respond across a

subset of samples. Data is represented as a bipartite graph whose nodes and

edges correspond to genes and samples, respectively, with edges represent-

ing significant changes in expression. A bicluster is defined as a heavy (i.e.,

dense) bipartite subgraph of the original graph. The algorithm seeks to find

the most significant biclusters with large weights under simplifying conditions,

then searches for local improvements in a heuristic manner. The expression

levels needs to be converted to up-regulated (+1), down-regulated (−1), or

unchanged (0) levels.

• OPSM (Oder Preserving SubMatrix). Ben-Dor et al. [BDCKY03] define

a bicluster as a cluster of genes with the same rank profile across the clustered

samples. They propose a heuristic algorithm for discovering one OPSM at a

time, which finds a solution for all possible values for the number of samples

in the bicluster, and selects the most significant of these solutions.
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• Cheng and Church’s biclustering Cheng and Church [CC00] are consid-

ered to be the first to apply co-clustering, also called biclustering, to gene ex-

pression data. They propose a greedy search heuristic to generate co-clusters

using mean squared residue as the measure of the coherence of genes and con-

ditions. The algorithm produces one co-cluster at a time using a low mean

squared residue (except the trivial case where all genes have constant expres-

sion values) as the criterion for identifying a co-cluster. A sequence of node

(i.e., row or column) deletions and additions is applied to the gene condition

matrix, while the mean squared residue of the co-cluster is kept under a given

threshold. After each co-cluster is produced, the elements of the co-cluster

are replaced with random numbers and then the same procedure is applied on

the modified gene condition matrix to generate another, possibly overlapping,

co-cluster till the required number of co-clusters is found.

• FLOC (FLexible Overlapped biClustering). Yang et al. [YWWY03]

point out that random numbers used as replacements in [CC00] can interfere

with the future discovery of co-clusters, especially ones that have overlap with

the discovered ones. FLOC simultaneously produces k co-clusters whose mean

residues are all less than a pre-defined constant r. It is a heuristic move-based

method that incrementally moves a row or column out of or in to a co-cluster

depending on whether the row or column is already included in that co-cluster

or not, and this move is called an action. The idea of action is very similar to

our incremental local search strategy in co-clustering [CDGS04].

• Conservative gene expression XMOTIF. Murali and Kassif [MK03] de-

fine the “interesting” states of expression for each gene as the subintervals of

its range of expression levels and identify biclusters in which the genes are

conserved in one of their interesting states over the samples. All possible

subintervals are considered as potential states. A simple clustering algorithm
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seeks for conserved genes over seed samples and randomly selected “discrimi-

nating subsets” of the samples to form the basis of candidate biclusters. The

key property of an XMOTIF is that each gene in the XMOTIF is conserved

across all the samples in that sub-matrix. Hence, its goal is complementary

to that of Gene Shaving approach [HTE+00]. Note that genes may belong to

more than one clusters, but samples may not.

• Plaid model. Lazzeroni and Owen [LO02] are motivated the assumption

well-known in biology that a cellular process of interest may involve a relative

small subset of genes in the dataset and the process may take place only in

a small number of samples. Therefore, they model gene expression data as a

sum of multiple “layers,”, where each layer may represent the presence of a

particular biological process with only a subset of genes and a subset of samples

involved. In plaid, a gene can belong to more than one cluster, or in none at

all; each gene cluster is defined with respect to some, but not necessarily all,

samples; and genes cluster samples, and samples cluster genes involved in the

same model. Model parameters are estimated using EM algorithm, k-th layer

is discovered on at a time based on the previous k − 1 layers.

• Many variants and other approaches. Recently, Bleuler et al. [BPZ04] ap-

ply an evolutionary algorithm (EA) to the biclustering formulation in [CC00]

to explore the search space of co-clusters. They also implement a local search

method based on multiple node deletion, single node deletion, and single node

addition in [CC00]. They apply simulated annealing (SA) to overcome the lo-

cal minima problem in greedy search algorithms. The main motivation behind

using stochastic search techniques such as EA and SA is to escape from local

minima in order to produce better co-clusters than the greedy search algorithm

of [CC00] at the expense of increased computation time. MSSRCC [CDGS04]

escapes from local minima by interweaving global batch updates with local
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search steps in a ping-pong manner. Other models can be explored in the

recent survey paper [MO04].

2.3 Bregman Co-clustering (BCC)

Recently, Banerjee et al. [BDG+07] formulate a unified view of co-clustering algo-

rithms, called as Bregman co-clustering (BCC) algorithms, which include six Eu-

clidean distance and six I-divergence co-clustering algorithms that have closed-form

solutions. They provide a general framework of co-clustering algorithms that even

contains many existing co-clustering algorithms, including MSSRCC [CDGS04] and

ITCC [DMM03], as special cases. We expect to have more applications of this

framework to varied types of data being collected at an ever-increasing pace from

observations and experiments in business and scientific domains. Therefore, these

BCC algorithms are main subjects of this thesis.

Algorithm 1 describes the batch update algorithm of BCC, where we con-

sider the co-clustering problem to get k row clusters and l column clusters from the

given data matrix of m rows and n columns. The algorithm begins with the initial

clustering indicator vectors ρ and γ (step INIT), where ρ(i) = r implies that row i

is in row cluster r; likewise γ(j) = c implies that column j is in column cluster c.

Notice that initial row and column clusterings are taken as inputs since there are

various ways to obtain initial clusterings (see Chapter 6, for some special initial-

ization heuristics for specific BCC algorithms). Each iteration involves finding the

closest row (column) cluster prototype, given by a row of AR and a column of AC ,

at step RB for every row and step CB for every column, respectively. The details of

the matrices AR and AC are defined in [BDG+07]. Meanwhile, the row and column

clusterings are stored in the form of the row and column clustering indicator vectors,

ρ and γ, respectively, and each clustering information is used in updating co-cluster

statistics as shown at steps 4, 11, and 15. We discuss some variations of the general
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Algorithm 1: (Sequential) Bregman Co-clustering (BCC)

BCC(A, k, ℓ, ρ, γ)1

Input: Data matrix A ∈ R
m×n, number of row clusters k, number of

column clusters ℓ, and clustering indicator vectors
ρ ∈ {1, · · · , k}m×1 and γ ∈ {1, · · · , ℓ}n×1

Output: Clustering indicator vectors ρ and γ
begin2

Initialize cluster assignment of ρ and γ /* INIT */3

Update cluster statistics and cluster prototypes, AR and AC , to4

reflect ρ and γ
newobj ← largeNumber5

τ ← 10−5‖A‖2 /* Adjustable parameter */6

repeat7

for 1 ≤ i ≤ m do8

ρ(i)← argmin
1≤r≤k

EV |u

[
dφ

(
A,AR

)]
/* RB */

9

end10

Update cluster statistics and row cluster prototype AR to reflect11

new ρ
for 1 ≤ j ≤ n do12

γ(j)← argmin
1≤c≤ℓ

EU |v

[
dφ

(
A,AC

)]
/* CB */

13

end14

Update cluster statistics and column cluster prototype AC to15

reflect new γ
oldobj ← newobj16

newobj ← EU |v

[
dφ

(
A,AC

)]
17

until |oldobj − newobj| > τ18

end19
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BCC framework in Chapter 8.

As described in [BDG+07], the model update for squared Euclidean distance

and I-divergence has a closed formed solution involving O (mn) operations. (RB)

takes O (mkl), since each row in m total rows seeks for the best row cluster of

the row prototype matrix AR, whose dimension is k × l represented in a optimized

way, not k × n. Similarly, we can show that (CB) takes O (nkl). Therefore, overall

computation time is O (mn + mkl + nkl) per iteration. However, there is some

variation with a different co-clustering basis (for details of different co-clustering

bases, refer to [BDG+07]).

Since the number of row and column cluster is usually a lot lower than the

number of data points and features, the row and column cluster re-assignment steps

are more efficient as compared to the re-assignment step in one-sided clustering.

Note also that we can implement the BCC algorithms efficiently with the recipe

in [BDG+07]. The co-clustering algorithms in the general BCC framework are very

efficient and scalable and in practice have a lower running time than one-sided

clustering [BDG+07]. However, in case that the data size too big to fit in the main

memory size of a processor, scalability of machine learning algorithms becomes an

important challenge to be addressed. To address this, we develop effective and

scalable parallel co-clustering algorithms (see Chapter 10) so as to provide a co-

clustering framework for rapid deployment in wider applications with larger data.

2.4 Summary and Remarks

We classify one-way clusterings in terms of objective of each clustering algorithm

(i.e., which dimension (either row or column dimension) is clustered), while we

classify co-clustering algorithms into differently categories, based on how to generate

co-clusters and what type of co-clusters is generated. For simplicity, we interpret

the resulting clusterings and co-clusterings in the context of gene expression data
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sets, however we can apply the same reasoning to other types of data sets.

In this chapter, we briefly introduce the general BCC framework, ignoring

some details. We discuss in detail in the related chapters. For example, in Chapter 3,

we present MSRCC algorithms with bases 2 and 6, which are the two special cases of

the six Euclidean co-clustering algorithms in the general framework. Also, whenever

we develop a specific algorithmic strategy, we extend the strategy to be applicable

to as many distance measures and bases of the BCC framework as possible.
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Chapter 3

Minimum-Sum Squared Residue

Co-clustering (MSSRCC)

This chapter presents algorithmic details of the two Minimum-Sum Squared Residue

Co-clustering (MSSRCC) algorithms, which are two special cases of the six Eu-

clidean co-clustering algorithms in the BCC framework.

In section 3.1, we define the two residues In section 3.2, we interpret the two

residues in the context of two-way analysis of variance (ANOVA) and discuss the

residues in terms of objective function value. In section 3.3, we present the batch

update steps of the two MSSRCC algorithms (Algorithms 2 and 3), provide the

proofs of monotonic decrease of objective function values. and at the end briefly

discuss computational complexity of the algorithms. In section 3.4, we give usability

of the second residue to other interesting contexts.

3.1 Residues

We adapt the definitions in [AR05], [CC00], and [CDGS04] to fit for our context as

follows.
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DEFINITION 1 (data matrix). A data matrix A ∈ R
m×n, whose (i, j)-th

element is denoted by aij , is defined as follows:

A =




a11 a12 · · · a1n

a21 a22 · · · a2n

...
...

...
...

am1 am2 · · · amn




.

For example, a microarray can be defined with two finite sets, the set of genes

and the set of experimental conditions. Aguilar-Ruiz [AR05] describes a microarray

using examples of conditions and attributes as genes. However, we will consider a

microarray which consists of examples of genes in rows and attributes as conditions

in columns.

DEFINITION 2 (co-cluster). Let Ir ⊆ {1, 2, . . . ,m} denote the set of indices

of the rows in row cluster r and Jc ⊆ {1, 2, . . . , n} denote the set of indices of the

columns in column cluster c. A submatrix of A induced by Ir and Jc is called a

co-cluster and denoted as AIrJc ∈ R
|Ir||Jc|.

AIJ =




a11 a12 · · · a1|J |

a21 a22 · · · a2|J |

...
...

...
...

a|I|1 a|I|2 · · · a|I||J |




.

Henceforth, unless otherwise mentioned, a co-cluster AIrJc will be denoted as AIJ

for simplicity. To illustrate, we choose the following co-cluster, AIJ , whose entries

consist of first |I| rows and first |J | columns in A. In reality, rows and columns in

a co-cluster are not necessary to be consecutive.

In this section, we define residue and two different objective functions based

on different squared residue measures.
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Consider the data matrix A ∈ R
m×n, whose (i, j)-th element is denoted by

aij . We partition A into k row clusters and l column clusters defined by the following

functions in [CDGS04],

ρ : {1, 2, . . . ,m} → {1, 2, . . . , k}, (3.1)

γ : {1, 2, . . . , n} → {1, 2, . . . , l}, (3.2)

where ρ(i) = r implies that row i is in row cluster r and similarly γ(j) = s implies

that column j is in column cluster s. As defined previously, let I denote the set

of indices of rows in a row cluster and J denote the set of indices of columns in a

column cluster. The submatrix of A determined by I and J is called a co-cluster. In

order to evaluate the homogeneity of such a co-cluster, we consider two measures:

1. The sum of squared differences between each entry in the co-cluster and the

mean of the co-cluster. It is related to basis 2 in [BDG+07]

2. The sum of squared differences between each entry in the co-cluster and the

corresponding row mean and the column mean. The co-cluster mean is to be

added to retain symmetry. It is related to basis 6 in [BDG+07]

These two considerations lead to two different measures of residue. We define the

residue of an element aij in the co-cluster determined by index sets I and J to be

hij = aij − aIJ for basis 2, (3.3)

hij = aij − aiJ − aIj + aIJ for basis 6, (3.4)

where aiJ =
P

j∈J aij

|J | is the mean of the entries in row i whose column indices are

in J , aIj =
P

i∈I aij

|I| is the mean of the entries in column j whose row indices are

in I, and aIJ =
P

i∈I,j∈J aij

|I|·|J | is the mean of all the entries in the co-cluster, where

|I| and |J | denote the cardinality of I and J . Case (3.3) was the measure used
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by Hartigan [Har72], while case (3.4) was used by Cheng and Church [CC00]. Let

H = [hij ]m×n be the residue matrix whose entries are described by either (3.3)

or (3.4).

Our optimization problems are to minimize the total squared residue and

these result in the objective function,

‖H‖2 =
∑

I,J

‖HIJ‖2 =
∑

I,J

∑

i∈I,j∈J

h2
ij , (3.5)

where HIJ is the co-cluster induced by I and J . The following toy example provides

some insight into the different residue measures (3.3) and (3.4). Consider the two

different matrices:

A1 =




1 1 1 0 0 0

1 1 1 0 0 0

0 0 0 1 1 1

0 0 0 1 1 1




and A2 =




1 2 3 0 0 0

2 3 4 0 0 0

0 0 0 1 2 3

0 0 0 2 3 4




.

For both these matrices we would prefer the clustering (1122) for rows and (111222)

for columns. This “desirable” clustering leads to zero residue by both measures for

A1, but a first residue of 3.317 for A2. We might thus incline towards the second

residue as the measure of choice, but we observe that for A1, even less desirable

clusterings such as (1222) for rows and (111222) for columns, have zero second

residue. In fact many more such “uninteresting” clusters give zero second residue

for A1. Our experiments suggest that the second residue is a better measure for

clustering gene expression data since it better captures the “trend” of the data, but

other types of data could still benefit from the first measure.

Consider hij as defined by (3.3). We note that ‖HIJ‖2 = 0 if and only if all

the entries in HIJ are the same or HIJ is trivial, i.e., it has one or no entry. If k = m,
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i.e., each row is in a cluster by itself, then ‖H‖2 is the sum of squared Euclidean

distance of every column vector to its column cluster mean vector, which is exactly

what the k-means algorithm tries to minimize for column clustering. Now consider

hij as defined by (3.4). We note that ‖HIJ‖2 = 0 if and only if the submatrix

described by I and J is of the form xeT + eyT where e = [1 1 . . . 1]T , x and y

are arbitrary vectors. As seen below, if instead of the matrix A we consider the

projected matrix (I −RRT )A then (3.4) gives the k-means objective function for

this modified matrix. Thus, both residue measures may be viewed as generalizations

of the one-dimensional k-means clustering objective to the co-clustering case.

Assume row-cluster r (1 ≤ r ≤ k) has mr rows, so that
∑k

r=1 mr = m.

Similarly, column-cluster c (1 ≤ c ≤ l) has nc columns, so that
∑l

c=1 nc = n. Then,

we define a row cluster indicator matrix, R ∈ R
m×k and a column cluster indicator

matrix, C ∈ R
n×l as follows: column r of R has mr non-zeros, each of which equals

m
−1/2
r , the non-zeros of C are defined similarly. Without loss of generality, we

assume that the rows that belong to a particular cluster are contiguous and so are

the columns. Then the matrix R may have the form,

R =




m
−1/2
1 0 · · · 0

0 0 · · · m
−1/2
k

0 m
−1/2
2 · · · 0

m
−1/2
1 0 · · · 0

0 m
−1/2
2 · · · 0

...
... · · · ...

0 m
−1/2
2 · · · 0

...
... · · · ...

0 0 · · · m
−1/2
k




, (3.6)

where the first column has m1 non-zeros, the second column has m2 non-zeros, and
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the last (k-th) column has mk non-zeros, which can be either consecutive or not.

Matrix C has a similar structure. Therefore, ‖R·r‖21 = mr and ‖C·c‖21 = nc. Note

that R and C are column orthonormal matrices since the columns of R and C are

clearly orthogonal and ‖R·r‖2 = 1 and ‖C·c‖2 = 1. Using these definitions of R and

C, we can write both the residues compactly in Lemma 3.1.1.

Lemma 3.1.1 (Residue Matrix). Suppose H = [hij ], where hij is defined by (3.3)

or (3.4), and R and C are the cluster indicator matrices as defined above. Then,

H = A−RRT ACCT for (3.3), (3.7)

H = (I − RRT )A(I − CCT ) for (3.4). (3.8)

Proof. Since there are k row clusters and l column clusters, we will write Ir and Jc

to refer to the appropriate index sets when necessary. Consider,

(RRT A)ij =
k∑

r=1

Rir(R
T A)rj

=
k∑

r=1

Rir

m∑

l=1

RlrAlj

=

k∑

r=1

Rir

∑

l∈Ir

m−1/2
r Alj,

(
Rlr = 0 for l 6∈ Ir

)

=

k∑

r=1

Rirm
−1/2
r mrAIrj,

(
|Ir| = mr and AIrj =

1

mr

∑

l∈Ir

Alj

)

= m
−1/2
t m

−1/2
t mtaItj,

(
Rir = 0 for all but one r, say r = t

)

= aItj.

Thus the rows of RRT A give the row cluster mean vectors. In a similar fashion we

conclude that (ACCT )ij = aiJ and (RRT ACCT )ij = aIJ , where column j ∈ J .

Thus (3.7) and (3.8) follow.
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3.2 Interpretation of Residues

For simplicity, we describe the case of only one co-cluster defined by I and J (also

called as factors). We assume two-way ANOVA (ANalysis Of Variance) model with

no replication, where exactly one observation is taken at each combination of factor

levels. Therefore, a full factorial design with two factors I and J , having |I| levels
in the first factor and |J | levels in the second factor, requires |I| × |J | observations

in total. As for all ANOVA models, we also assume that the values in each cell are

normally distributed and the variances in each of the cells are not different from

each other. In order words, each observation aij is to be independently N(µij, σ
2),

i ∈ I and j ∈ J . See [Ren00, Chapter 13] for details of two-way ANOVA.

hij = aij − aIJ

One way to think about the analysis of a two-way ANOVA is that if we ignore

factors I and J , then we have a one-way experiment with |I| × |J | observations.

Therefore, each observation aij can be decomposed into a mean for each cell and an

error term as

aij = µij + ǫij, (3.9)

where aij is the observation at i-th level of the first factor I and j-th level of the

second factor J , µij is the mean (i.e., the predicted value of the model) of a random

observation in the aij cell, and ǫij is the error term following iid N(0, σ2) (i.e.,
∑

i∈I ǫij =
∑

j∈J ǫij = 0). The analysis of variance provides estimates for each cell

mean. These cell means are the predicted values of the model and the differences

between the observation and the estimated cell means are the residuals.

Now, summing up all observations aijs produces

∑

i∈I,j∈J

aij =
∑

i∈I,j∈J

µij +
∑

i∈I,j∈J

ǫij .
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Since the last term is 0, averaging all observations produces

1

|I||J |
∑

i∈I,j∈J

aij =
1

|I||J |
∑

i∈I,j∈J

µij

= âIJ .

Since we are interested in estimating experimental error, i.e., residue between

an observation, aij, and an estimation, âIJ , we have

hij = aij − âIJ

= aij −
1

|I||J |
∑

i∈I,j∈J

aij.

This leads to our definition of the first residue in (3.3).

hij = aij − aiJ − aIj + aIJ (without interaction)

Each observation aij can be decomposed into a constant term plus additive effects

for factor I and factor J , by letting µij in (3.9) be µij = µ + αi + βj , as

aij = µ + αi + βj + ǫij, (3.10)

where µ is the grand mean of all aijs, αi is the effect of factor I at level i, and βj is

the effect of factor J at level j. The analysis of variance provides estimates of the

grand mean and the factor effects. This model makes the factor effects explicit and

provides estimates of the grand mean and the factor effects. Note that the following

side conditions need to be imposed to avoid over-parameterization:
∑

i∈I αi = 0

and
∑

j∈J βj = 0. In other words, the mean structure is preserved if we transform

to a new parameterization, for example, µ̃ = µ + cµ, α̃i = αi + cα, β̃j = βj + cβ ,

where cα + cβ + cµ = 0. Therefore, the parameters are not identified without any

constraints. In order to identify the parameters, we require that
∑

i∈I αi = 0 and
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∑
j∈J βj = 0.

Now, summing up all observations aijs produces

∑

i∈I,j∈J

aij = |I||J |µ + |J |
∑

i∈I

αi + |I|
∑

j∈J

βj +
∑

i∈I,j∈J

ǫij .

Since the last three terms are 0, averaging all observations produces

µ =
1

|I||J |
∑

i∈I,j∈J

aij

= âIJ .

Summing up the observations in the i-th row produces

∑

i∈I

aij =
∑

i∈I

µ +
∑

i∈I

αi +
∑

i∈I

βj +
∑

i∈I

ǫij

and with the second term and the last term being 0, averaging along the i-the row

produces

1

|I|
∑

i∈I

aij =
1

|I|
∑

i∈I

µ +
1

|I|
∑

i∈I

βj

= µ + βj

= âIj .

Similarly, summing up and averaging along the j-th column produces

1

|J |
∑

j∈J

aij =
1

|J |
∑

j∈J

µ +
1

|J |
∑

j∈J

αi

= µ + αi

= âiJ .

Our estimates for the level effects for factor I and J , are given by µ̂ = âIJ ,
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α̂i = âiJ − µ̂ = âiJ − âIJ , and β̂j = âIj − µ̂ = âIj − âIJ . Since we are interested

in estimating experimental error, i.e., residue between an observation, aij, and an

estimation, âij , we have

hij = aij − âij

= aij − (µ̂ + α̂i + β̂j)

= aij − (âIJ + âiJ − âIJ + âIj − âIJ)

= aij − âiJ − âJi + âIJ .

This leads to our definition of the second residue (3.4).

hij = aij − aiJ − aIj + aIJ (with interaction)

In (3.10), we ignore the interaction between the two factors I and J . Now we want

to assume that there is an effect of interaction between the two factors. Then we

have to include another term for the interactions as

aij = µ + αi + βj + δij + ǫij, (3.11)

where δij is the interaction effect between factor I at level i and factor J at level j

and it is subject to the following restrictions:
∑

i∈I δij =
∑

j∈J δij = 0.

The interaction term δij measures the deviation of the true model (with µij ’s)

from the additive model, i.e.,
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δij = µij − (µ + αi + βj)

= µij − (µ + (aiJ − µ) + (aIj − µ))

= µij − aiJ − aJi + µ

= hij .

Notice that when a co-cluster consists of either one row or one column, the

second residue gives 0, which is the minimum value that we can get from the second

residue. However we are not interested in the singleton (i.e., one-row or one-column)

co-clusters. We would expect to have co-clusters which capture the homogeneous

“trends” of the given rows and/or columns in data. If the rows in a co-cluster have

similar and the columns in a co-cluster are similar (i.e., less interaction among rows

and among columns), then we have smaller interaction value, δij , for the co-cluster

having homogeneous rows and columns.

Objective Function Value

In order to investigate the relationship between the objective function with the first

residue and the objective function with the second residue, we do the following

simple arithmetics. We can decompose the objective function with the first residue

into several sums of squares [Gue64] as
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∑

i∈I,j∈J

(aij − aIJ)2

=
∑

i∈I,j∈J

((aiJ − aIJ) + (aIj − aIJ) + (aij − aiJ − aIj + aIJ))2

=
∑

i∈I,j∈J

(aiJ − aIJ)2 +
∑

i∈I,j∈J

(aIj − aIJ)2 +
∑

i∈I,j∈J

(aij − aiJ − aIj + aIJ)2 + ǫ′

= |J |
∑

i∈I

(aiJ − aIJ)2 + |I|
∑

j∈J

(aIj − aIJ)2 +
∑

i∈I,j∈J

(aij − aiJ − aIj + aIJ)2.

Here, we write the three cross product terms as ǫ′. Since each one of these three

cross product term is equal to zero, we have the final equality. This actually shows

the well known fact in ANOVA that for two-way ANOVA the total sum of squares

(SST) is partitioned into three parts: (1) the sum of squares due to the factor I

main effect (SSI); (2) the sum of squares due to the factor J main effect (SSJ); and

(3) the sum of squares due to the interaction between the two factors (SSIJ).

Note that our objective function with the first residue is equal to the total

sum of squares (SST) and our objective function with the second residue is equal

to the sum of squares due to the interaction between the two factors (SSIJ). Since

SST >= SSIJ , objective function with the second residue should result in smaller

objective values, when we compare the two objective function values with the same

index sets I and J . We also witnessed this fact in our experiments.

ANOVA vs. MDS vs. DOULBE-CENTERING vs. CO-CLUSTERING

In section 3.2, we interpret the second residue (i.e., (3.4)), hij = aij−aiJ−aIj +aIJ ,

in the context of a two-way ANOVA. In fact, the second residue has been widely

used in other contexts. Since [Bur40] recommended “double-centering” analyses

conducted on the basis of rows and columns of a given matrix to remove the effects
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of both row and column means, the double-centering, which is defined exactly as

the second residue, has become a classic technique for background correction. For

example, [Tor52] used the second residue as the double-centering formula in metric

multi-dimensional scaling (MDS), [Gow66] required this data transformation step

in principal coordinate analysis (PCoA), and [Lew76] also utilized the same trans-

formation in spectral map analysis (SMA). Recent applications of double centering

can be found in [KBCG03, Lew89, SLM94]. It is worthy comparing the differ-

ent usage of (3.4) among ANOVA, MDS, double-centering, and co-clustering. In

ANOVA, (3.4) represents residue between an observation and estimation with effects

of both factors. In MDS, (3.4) is applied on a symmetric matrix of distance between

rows or columns of a given data matrix, resulting in a doubly-centered distance ma-

trix. In usual double-centering, (3.4) is applied to a given data matrix, resulting

in a doubly-centered data matrix. However, in our co-clustering algorithm, (3.4) is

applied to a subset of rows and columns in a given data matrix.

3.3 MSSRCC

The residue matrix H leads to objective functions for minimizing squared residues:

find row clusters I and column clusters J such that ‖H‖2 =
∑

I,J ‖HI,J‖2 is mini-

mized. For each definition of H we get a corresponding residue minimization prob-

lem. We refer to these minimization problems as our first and second problem

respectively. When R and C are constrained to be cluster indicator matrices as in

our case, the problem of obtaining the global minimum for ‖H‖ is NP-hard. So we

resort to iterative algorithms that monotonically decrease the objective functions

and converge to a local minimum.

We first present batch iterative algorithms for our clustering problems. The

algorithms operate in a batch fashion in the sense that at each iteration the column

clustering C is updated only after determining the nearest column cluster for every
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column of A (likewise for rows). Define AC = RRT AC and AR = RT ACCT .

Defining Â = RRT ACCT = ACCT , we can express ‖H‖2 of (3.7) as

‖A− Â‖2 =

ℓ∑

c=1

∑

j∈Jc

‖A·j − Â·j‖2 (3.12a)

=
ℓ∑

c=1

∑

j∈Jc

‖A·j − (ACCT )·j‖2 (3.12b)

=

ℓ∑

c=1

∑

j∈Jc

‖A·j − n−1/2
c AC

·c‖2. (3.12c)

Similarly we can decompose the objective function in terms of rows to obtain

‖A− Â‖2 =

k∑

r=1

∑

i∈Ir

‖Ai· −m−1/2
r AR

r·‖2.

These simplifications lead to Algorithm 2. Notice that the columns and rows

of the matrices AC and AR play the roles of column cluster prototypes and row

cluster prototypes respectively. The algorithm begins out with some initialization

of R and C. Each iteration involves finding the closest column (or row) cluster

prototype, given by a column (or row) of AC (or AR), for each column (or row) of

A and setting its column (or row) cluster accordingly. It iterates till the decrease

in objective function becomes small as governed by the tolerance factor τ .

Before providing proofs of convergence of Algorithms 2 and 3, we need the

following simple Lemma.

Lemma 3.3.1 (Least Squares). Consider the function

f(z) =
∑

i

πi‖ai −Mz‖2, πi ≥ 0, (3.13)

ai, z are vectors and M is a matrix of appropriate dimensions. Then f(z) is

minimized by z⋆ that satisfies πMT Mz⋆ = MT a, where π =
∑

i πi and a =
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Algorithm 2: Minimum Sum-Squared Residue Co-clustering (Basis 2)

MSSRCCII(A, k, ℓ, ρ, γ)1

Input: Data matrix A ∈ R
m×n, number of row clusters k, number of

column clusters ℓ, and clustering indicator vectors
ρ ∈ {1, · · · , k}m×1 and γ ∈ {1, · · · , ℓ}n×1

Output: Clustering indicator vectors ρ and γ
begin2

Initialize R ∈ R
m×k and C ∈ R

n×ℓ based on initial cluster3

assignment of ρ and γ /* INIT */

τ ← 10−3‖A‖2 /* Adjustable parameter */4

newobj ← ‖A−RRT ACCT ‖25

oldobj ← newobj + τ + 16

while |oldobj − newobj| > τ do7

AR ← RT ACCT
8

for 1 ≤ i ≤ m do9

ρ(i)← argmin
1≤r≤k

‖Ai· −m−1/2
r AR

r·‖2 /* RB */
10

end11

R← Update using ρ12

AC ← RRT AC13

for 1 ≤ j ≤ n do14

γ(j)← argmin
1≤c≤ℓ

‖A·j − n−1/2
c AC

·c‖2 /* CB */
15

end16

C ← Update using γ17

oldobj ← newobj18

newobj ← ‖A−RRT ACCT ‖219

end20

end21

∑
i πiai.

Proof. Expanding (3.13), we get

f(z) =
∑

i

πi(a
T
i ai − 2zT MT ai + zT MT Mz).
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Thus,
∂f

∂z
=
∑

i

πi(2M
T Mz − 2MT ai).

On setting this gradient to zero we find that a minimizing z⋆ must satisfy

MT

(∑

i

πiai

)
=

(∑

i

πi

)
MT Mz.

Lemma 3.3.1 leads to the following corollary that we employ in our conver-

gence proofs.

Corollary 3.3.2. The z⋆ minimizing f(z) is given by

πz⋆ = MT a, if MT M = I, (3.14)

πMz⋆ = MT a, if MT M = M . (3.15)

Theorem 3.3.3 (Convergence of Algorithm 2). Co-clustering Algorithm 2 de-

creases the objective function value ‖H‖2 monotonically, where H is given by (3.7).

Proof. Let the current approximation to A be denoted by Â and the approximation

obtained after the greedy column assignments in step CB of Algorithm 2 be denoted

by Ã. Denote the current column clustering by C and the new clustering obtained

after the greedy step by C̃. The current and new column indices for column cluster

c are denoted by Jc and J̃c, respectively.
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We have

‖A− Â‖2 =

ℓ∑

c=1

∑

j∈Jc

‖A·j − (RRT ACCT )·j‖2,

=
ℓ∑

c=1

∑

j∈Jc

‖A·j − n−1/2
c AC

·c‖2

{using (3.12a)–(3.12c)},

≥
ℓ∑

c=1

∑

j∈Jc

‖A·j −Rn
−1/2
c̃ (RT AC)·c̃‖2

{from step CB of Algorithm 2, c̃ = γ(j)},

≥
ℓ∑

c=1

∑

j∈ eJc

∥∥∥A·j −RRT 1

nc

∑

t∈ eJc

A·t

∥∥∥
2

{rearranging sum and (3.14) with M = R},

=
ℓ∑

c=1

∑

j∈ eJc

‖A·j − n−1/2
c RRT AC̃·c‖2

=
ℓ∑

c=1

∑

j∈ eJc

‖A·j − n−1/2
c ÃC

·c‖2

= ‖A− Ã‖2.

Thus the objective function is non-increasing under the column cluster updates.

Similarly we can prove that the objective function is non-increasing under the row

cluster updates (step RB of Algorithm 2).

The batch iterative algorithm for the second problem is displayed as Algo-

rithm 3. The algorithm is similar to the first problem except that AC and AR

are now given differently due to the different objective function — the remaining

structure of the procedure is unchanged.
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Algorithm 3: Minimum Sum-Squared Residue Co-clustering (Basis 6)

MSSRCCVI(A, k, ℓ, ρ, γ)1

Input: Data matrix A ∈ R
m×n, number of row clusters k, number of

column clusters ℓ, and clustering indicator vectors
ρ ∈ {1, · · · , k}m×1 and γ ∈ {1, · · · , ℓ}n×1

Output: Clustering indicator vectors ρ and γ
begin2

Initialize R ∈ R
m×k and C ∈ R

n×ℓ based on initial cluster3

assignment of ρ and γ /* INIT */

τ ← 10−3‖A‖2 /* Adjustable parameter */4

newobj ← ‖(I −RRT )A(I −CCT )‖25

oldobj ← newobj + τ + 16

while |oldobj − newobj| > τ do7

AP ← A(I −CCT )8

AR ← RT AP
9

for 1 ≤ i ≤ m do10

ρ(i)← argmin
1≤r≤k

‖AP
i· −m−1/2

r AR
r·‖2 /* RB */

11

end12

R← Update using ρ13

AP ← (I −RRT )A14

AC ← AP C15

for 1 ≤ j ≤ n do16

γ(j)← argmin
1≤c≤ℓ

‖AP
·j − n−1/2

c AC
·c‖2 /* CB */

17

end18

C ← Update using γ19

oldobj ← newobj20

newobj ← ‖(I −RRT )A(I −CCT )‖221

end22

end23

Theorem 3.3.4 (Convergence of Algorithm 3). Co-clustering Algorithm 3 de-

creases the objective function value ‖H‖2 monotonically, where H is as in (3.8).

Proof. We follow the same notation as in Theorem 3.3.3. Note that in this case

though, AC = (I − RRT )AC. After column updates given by step CB of Algo-

rithm 3 we obtain the approximation Ã.
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Therefore,

‖A− Â‖2 =
ℓ∑

c=1

∑

j∈Jc

‖AP
·j − n−1/2

c AC
·c‖2

≥
ℓ∑

c=1

∑

j∈Jc

‖AP
·j − n

−1/2
c̃ AC

·c̃‖2

{from step CB of Algorithm 3, c̃ = γ(j)},

=

ℓ∑

c=1

∑

j∈Jc

‖AP
·j − (I −RRT )n

−1/2
c̃ (AC)·c̃‖2

≥
ℓ∑

c=1

∑

j∈ eJc

∥∥∥AP
·j − (I −RRT )T

1

nc

∑

t∈ eJc

AP
·t

∥∥∥
2

{rearranging sum and (3.15) with M = I −RRT },

=

ℓ∑

c=1

∑

j∈ eJc

‖AP
·j − n−1/2

c (I −RRT )AC̃·c‖2

=

ℓ∑

c=1

∑

j∈ eJc

‖AP
·j − n−1/2

c ÃC
·c‖2

= ‖A− Ã‖2.

Thus the objective function is non-increasing under the column updates. The result

for row cluster updates can be shown similarly.

Computational Complexity

We briefly remark on the computational complexity of our algorithms. Consider

Algorithm 2 with the first residue (3.3). We need not carry out an explicit compu-

tation of RRT ACCT . Instead, we just need to compute RT AC and update the

cluster assignment vectors ρ and γ appropriately. Assuming N is the number of

non-zero values, the former takes O(N) time, whereas the computations for updat-
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ing the clusterings can be performed in O(N(k + ℓ)) time per iteration. Thus, the

overall complexity of Algorithm 2 with the first residue (3.3) is O(t(k+ℓ)N) where t

is the number of iterations. It is easy to observe that the computational complexity

of Algorithm 3 with the second redidue (3.4) is the same.

3.4 Summary and Remarks

The monotonicity of objective function values is demonstrated in [CDGS04]. Algo-

rithm 2 prefers to capture uniform block patterns, while Algorithm 3 can discover

uniform block patterns as well as trends (i.e., coherent patterns). Accordingly, Al-

gorithm 3 with the second residue (3.4) results in better clustering performance for

various data sets (see Chapter 9).

Section 3.2 discusses that Algorithm 3 with the second residue (3.4) has

interesting connections to varied existing approaches. We exploit more relationships

between co-clustering bases and data transformations in Chapter 5.

In Appendix A, we provide illustrative runs of the three special cases of

BCC (Algorithm 1) [BDG+07], including MSSRCCII (Algorithm 2), MSSRCCVI

(Algorithm 3), and Information-Theoretic Co-clustering (ITCC) [DMM03].
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Chapter 4

Variety of Datasets for

Co-clustering

An enormous amount of data has been collected in various areas. For example,

huge web text data has been generated along with rapid development of internet

technology and gene expression data as a result of the genome project [Con01, ea01]

and microarray technology [LDB+96, SSDB95]. The field of knowledge discovery

and data mining (KDD) attempts to develop automatic procedures that search

useful information from huge datasets, which would otherwise remain undiscovered.

In this chapter, we summarize characteristics, dimensional information, and

usage of various data sets that we consider for specific experimental studies in this

thesis. We consider text data (section 4.1); gene expression data (section 4.2); time

course data (section 4.3); sensor network data (section 4.4); and synthetic data

(section 4.5).

Note that we allot more pages for gene expression data in section 4.2, because

gene expression data is widely used in our experiments for varied applications.
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4.1 Text Data

It is typical that text data is represented using a vector space model, i.e., bag-of-

words model [SM83]. Vector spaces are often used in natural language process-

ing (NLP) [JM00] as “information spaces”, “content spaces”, or “meaning spaces”,

where the key idea is that objects close to each other in the space have similar

content or meaning. The objects in the space can be documents, or sentences, or

words.

Accordingly, the main issue in text data modeling is how to extract unique

content-bearing words from the set of documents treating these words as features

and to then represent each document as a vector of certain weighted word frequen-

cies in this feature space. Thus, the vector space model of a text data set can be

considered as a word-by-document matrix whose rows are words and columns are

document vectors. Sophisticated text data preprocessing techniques have been sug-

gested. For example, stop words [FBY92] and elimination of non-content-bearing

words [FBY92, SM83]. Further, various weighting schemes have been studied to

enhance discrimination between various document vectors for better retrieval ef-

fectiveness [SB88, Kol97]. Currently, several software tools such as MC [DFG01],

BOW [McC96], and TMP [ZG06] are available in order to automatically organize

unlabeled document collections into a vector space model.

Main characteristics (and issues) of the resulting text data matrix include:

1. High dimensionality. A large number of words exist in even a moderately

sized set of documents where a few thousand words or more are common,

following Heaps’ law [Hea78]. This characteristic demands scalable algorithms

and powerful computing systems.

2. Sparse structure. The resulting matrix is very sparse with over 99% of the

matrix entries being zero as shown in Table 4.1 that summarizes the subsets
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Table 4.1: Description of text data that illustrates the sparsity characteristic

Dataset Dimension Nonzeros Sparsity

C300 5471 × 300 15496 99.1%
C3 4303 × 3891 176347 98.9%

of the Classic3 used in [DGK02] and also C300 created by equal sampling of

the three classes of Classic3. This characteristic requires sparse matrix storage

formats such as compressed column storage (CCS) format [DGL89] in order

to save storage space and to enhance computation efficiency.

4.2 Gene Expression Data

A primary goal in biology is to understand the molecular machinery of cell. Current

genome research provides one view of this machinery. In particular, microarray

technologies [LDB+96, SSDB95] enable researchers to simultaneously measure the

expression levels of thousands of genes in a massively parallel manner [DIB97]. DNA

microarray technologies generate many gene expression profiles. Currently, there are

two major microarray technologies based on the nature of the attached DNA:

• cDNA microarray. Fluorescently labeled cDNA microarray [SSDB95] is

with length varying from several hundred to thousand bases and is obtained

from RNA samples of interest through the process of reverse transcription and

is hybridized with the array. A reference sample with a different fluorescent

label is also needed for comparison. Image analysis techniques are then used

to measure the fluorescence of each dye, and the ratio reflects relative levels

of gene expression.

• Oligo microarray. Oligonucleotide microarray [LDB+96] consists of a solid

substrate to which a large amount of cDNA clones are attached according to a
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certain order [EB99]. For a high-density oligonucleotide microarray, oligonu-

cleotides are fixed on a chip though photolithography or solid-phase DNA

synthesis [LFGL99]. In this case, absolute gene expression levels are obtained.

The following procedures are commonly involved in both the microarray

technologies (see details in [HQA+00, TBA+02]): (1) target preparation; (2) hy-

bridization; (3) scanning; and (4) normalization. Then, computational analysis

is used to extract biologically useful information. After the normalization of the

fluorescence intensities, the measurements of a microarray experiment are usually

summarized in the form of a data matrix, called gene expression data matrix, whose

rows represent genes and columns represent various specific experimental conditions

such as different samples, different time points, or different organisms. Each entry

of the matrix corresponds to a numeric representation of the expression or activity

of a particular gene under a given experimental condition.

Microarray techniques have been extensively applied to diverse areas, where

the main purpose is to detect differential expression levels, discover patterns, or

predict classes of experimental conditions in microarrays [MS02, Slo02]. In addition

to the enormous scientific potential of microarrays in making biological inferences,

microarrays have been employed to investigate global gene expression in human

disease research, biomedical, pharmaceutical, and clinical studies. In particular,

human cancer research has become one of the major applications of microarrays

and accounts for more than 80% of the microarray publication on human disease to

date [Sch03]. Microarray technology in cancer research has many potential uses such

as major insights into the genesis, progression, prognosis, and response to therapy

on the basis of gene expression profiles [MS02, OG03].

However, gene expression matrices have the following characteristics [JTZ04,

MO04, XI05], which pose challenges for data mining algorithms:
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1. Inherent noise of gene expression data. Extracting useful information

from a high level of background noise in gene expression data is a challenge.

2. Sparse gene expression data because of missing values. It requires

missing value estimation algorithms such as KNNimpute and SVDimpute

in [TCS+01] and LLSimpute in [KGP05].

3. Very high dimensional genes with limited number of samples (i.e.,

wide and shallow structure). Most of the published data sets contain

usually as many as thousands of genes, but usually less than 100 samples.

4. Low signal-to-noise ratio of genes. Since the percentage of the informative

genes is rather low, usually smaller than 1-to-10 [GST+99, JTZ04], a major

challenge is to select informative genes before applying data mining algorithms.

5. High redundancy of genes. It requires sophisticated algorithms that can

remove the redundancy to enhance accuracy and efficiency of data mining.

6. Unknown number of gene/sample clusters. It is a challenge to estimate

correct hidden number of clusters.

Various cluster analysis techniques have been applied in clustering microar-

rays and have been proved to be useful for identifying biologically relevant groupings

of genes and samples. Surveys on the cluster analysis of microarrays can be found

in [JTZ04, SS02]. In the context of microarrays, clustering can be used either

to identify groups of co-regulated genes similarly expressed across all samples as

in [ESBB98] expecting clustered genes to participate in similar cellular machinery

or network, or to cluster samples into homogeneous groups according to gene expres-

sion profiles as in [AED+00, GST+99] expecting them to correspond to particular

macroscopic phenotypes. However, both approaches may fail to identify local pat-

terns where subsets of genes are co-regulated and co-expressed only under certain
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experimental conditions, and therefore the discovery of such local expression pat-

terns may be the key to uncovering many genetic pathways that are not apparent

otherwise [BDCKY03]. In addition, there are a number of common assumptions

made by conventional methods that do not accommodate some of the features of

gene expression. Since partitional methods assume that each subject belongs to

one group, this may not be appropriate for clustering genes, since genes can be

involved in more than one active biological process or not be involved in any of the

active processes. In the first case the underlying grouping structure may overlap

and in the second case the grouping structure may not be exhaustive. In contrast,

co-clustering, or the simultaneous clustering of genes and conditions, aims at finding

such local coherent patterns that better reflect biological reality. A survey on the

application of co-clustering to biological data analysis can be found in [MO04].

We use publicly available gene expression matrices, which have already been

preprocessed in various ways using image analysis, expression quantization, nor-

malization, and screening out. The numerical values in each dataset can be very

different. So, we employ the following simple preprocessing steps prior to applying

our co-clustering algorithm.

Gene Selection

Typically, gene expression datasets contain thousands of genes, but relatively small

number of samples, often less than a hundred. Moreover, many of the genes are

noisy and redundant, raising an issue of feature selection. Instead of utilizing so-

phisticated feature selection algorithms, we apply the following simple preprocess-

ing steps usually adopted in microarray experiments to detect differential expres-

sion [BJ02, DB02, DF02]: first, we threshold genes with a predefined floor value

and/or a predefined ceil value; then, we filter out genes whose relative deviation

(|max/min|) or absolute deviation (|max − min|) is less than predefined values,
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Table 4.2: Description of microarray data used in our experiments

Colon Leukemia Lung MLL

# original genes 2000 7129 12533 12582
# samples 62 72 181 72
# sample classes 2 2 2 3

Normal(20) ALL(47) ADCA(150) ALL(24)
Sample class names Tumor(42) AML(25) MPM(31) AML(25)

MLL(23)

|max/min| 15 5 5 5
|max−min| 500 500 600 5500
# remaining genes 1096 3571 2401 2474

Abbreviations: ALL – Acute Lymphoblastic Leukemia; AML – Acute Myeloid
Leukemia; ADCA – Adenocarcinoma; MPM – Malignant Pleural Mesothe-
lioma; and MLL – Mixed-Lineage Leukemia. The number after each sample
class name denotes the number of samples in the sample class.

where max and min refer respectively to the maximum and minimum expression

levels for a particular gene across all samples.

We target four human cancer microarray datasets and their various gene

subsets. Their dimensions are summarized in Table 4.2 and the details are explained

below. Note that they were originally generated using Affymetrix technology.

• Colon Cancer. Alon et al. [ABN+99] selected only the genes (m = 2000)

with highest minimal intensity across the samples and placed them in order of

descending minimal intensity from a total of 6500 human genes. The samples

(n = 62) consist of tumorous (40 samples) and normal (22 samples) colon

tissues. Note that the raw gene expression matrix contains no negative values

and only 1909 unique expressed sequence tags (ESTs) exist among 2000 genes

because some ESTs are repeated. We first reduced the genes to 1096 genes by

removing genes with |max/min| < 15 and |max −min| < 500, see Table 4.2

for details. Further, the gene expression values were transformed by taking

the base-10 logarithm.
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• Leukemia. Golub et al. [GST+99] used gene expression levels (m = 7129)

along samples (n = 72) suffering from leukemia. Each sample belongs to either

acute lymphoblastic leukemia (ALL, 47 samples) or acute myeloid leukemia

(AML, 25 samples). Following the preprocessing steps in [DF02], we first

thresholded genes by using a floor of 100 and ceiling of 16000 and then further

screened out genes with |max/min| < 5 and |max − min| < 500, leaving a

total of 3571 genes.

• Lung Cancer. Gordon et al. [GJH+02] provided human tissue samples

(n = 181) consisting of malignant pleural mesothelioma (MPM, 31 samples)

and adenocarcinoma (ADCA, 150 samples with 139 patient tumors and 11 du-

plicates) of the lung. Each sample is described by 12533 genes (m = 12533).

For our experiment, we screened out genes by fixing |max/min| < 5 and vary-

ing absolute deviation value so that the resulting dimension is reduced to 20%

of the original dimension, leaving a total of 2401 genes with |max−min| ≥ 600.

• MLL. Armstrong et al. [ASS+02] obtained gene expression values (m = 12582)

over all samples (n = 72). Each sample was diagnosed by pathologists as one

of the three types of leukemia: acute lymphoblastic leukemia (ALL, 24 sam-

ples), acute myeloid leukemia (AML, 28 samples), and mixed-lineage leukemia

(MLL, 20 samples). We applied the same preprocessing step as used for the

Lung dataset (i.e., fixing |max/min| < 5 and adjusting absolute deviation

filter in order to reduce the gene size to 20% of the original size), leaving a

total of 2474 genes with |max−min| ≥ 5500.

After the simple relative and absolute thresholding, we obtain a reduced

number of genes from each dataset as given in the last row of Table 4.2. We will refer

to datasets with these reduced gene sets as the reduced gene subsets. In addition,

various gene subsets of Colon cancer, Leukemia, and MLL have been identified
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in the literature to have discriminating capability among the specific cancer types

considered in this paper. These gene subsets were selected from either an individual

platform or cross-platform combinations using various feature selection algorithms

(see Supplementary Material of [CD08] for details). We collect these gene subsets

and also generate new gene subsets by either intersection or union of the related

subsets. We will refer to these gene sets as the selected gene subsets to emphasize

that these genes were selected using more sophisticated feature selection methods.

We prepare these discriminative gene subsets because (1) less computation time is

required with smaller dimensional data, (2) more stable and reliable clustering can

be obtained with less noisy and more coherent data, and (3) clustering performance

can be evaluated with their discriminating and separating capabilities. By utilizing

the selected discriminating gene subsets, we intend to find the best performing

strategy for MSSRCC and then evaluate the gene clustering quality of the reduced

gene subsets in Table 4.2 with the best strategy.

4.3 Time Course Data

Time course data consists of observations on variable(s) over time (i.e., stochastic

process) and has particular characteristics: (1) Temporal ordering is important and

thus past can affect the future, but not vice versa; (2) Observations can rarely be

assumed to be independent over time; and (3) A particular time course data is one

possible outcome of the stochastic process. Therefore, keeping temporal locality

has an importance issue in time course data analysis. Because of this requirement,

time course data analysis is not a trivial problem. There exist two main goals of

course data analysis: (1) identifying the nature of the phenomenon represented by

the sequence of observations over time and (2) predicting future values of the time

course variable. In this thesis, we are interested in identifying from a given time

course data the latent local patterns that are time-dependent.
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Table 4.3: Description of time course data used in our experiments

Dataset Classes Size(=data) Length(=time) Segments

Synthetic Control 6 600 60 10
Gun Point 2 200 150 2
CBF 3 930 128 5
Face All 14 2250 131 20
Trace 4 200 275 3
Face Four 4 112 350 20
Lighting2 2 121 637 2
Lighting7 7 143 319 5

In our experiments, we use the benchmark time course data sets, available

at http://www.cs.ucr.edu/~eamonn/time_series_data/. Note that each dataset

were split into training and test sets because the original purpose of the datasets

was classification, however here we combine them together for the purpose of co-

clustering. Table 4.3 summarize the time course data sets, where we also specify the

number of segments (at the rightmost column) set to generate Figures 13.1 and 13.2.

4.4 Sensor Network Data

Since not all sensors are available in current mobile devices, assuming all required

sensors are installed, we develop a rigorous process to simulate a real world context

and application usage log of a mobile-phone user (see [CSC+08] for details).

We design a template for specifying daily-life situations that are typical to

a user. Using the template, the user describes a situation as a set of probability

distributions, where an individual distribution represents the relative frequency of

a corresponding value of a context or usage of an application. Our assumption is

that a log entry for a situation is a combination of samples from the distributions.

The context portion of the entry is generated using the user-specified context dis-
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Table 4.4: Description of mobile device usage log used in our experiments

Context Application

time1 location1 weather1 speed1 · · · noise1 calendar1 game1 · · · camera1

time2 location2 weather2 speed2 · · · noise2 calendar2 game2 · · · camera2

time3 location3 weather3 speed3 · · · noise3 calendar3 game3 · · · camera3

· · · · · · · · · · · · · · · · · · · · · · · · · · · · · ·

timei locationi weatheri speedi · · · noisei calendari gamei · · · camerai
· · · · · · · · · · · · · · · · · · · · · · · · · · · · · ·

timem locationm weatherm speedm · · · noisem calendarm gamem · · · cameram

tributions and the application portion is generated using the Bernoulli distribution

defined by the corresponding probability.

As illustrated in Table 4.4, a usage log entry consists of a context part and an

application part. Note that the context part consists of numerical and enumerated

sub-contexts in varied units. Therefore, we preprocess the log data so as to result

in numerical values. Each numerical context is quantized and each interval in a

numerical type is mapped to an integer, starting from 0. For example, sound level

of 0− 20 dB is mapped to 0, 20− 40 dB to 1, 40− 60 dB to 2, and so on. Similarly,

each enumerated context is assigned to an integer, starting from 0. For example,

day of Sunday is assigned to 0, Monday to 1, Tuesday to 2, and so on. While, each

application of a log entry is encoded into a binary value, 1 for use or 0 for no-use.

Furthermore, we exclude obviously unrealistic combinations of context values, e.g.

at office and at speed > 70 mph. A log entry forms a vector or a row as gene

expression data sets.

To be more specific, we consider the following 9 context variables, each of

which is quantized into 7, 7, 10, 5, 4, 5, 6, 4, 4 integer values, starting from 0,

respectively: (1) Day; (2) Time; (3) Location; (4) Temperature; (5) Weather; (6)

Environmental sound; (7) Speed; (8) Device power status; and (9) Device mode.

Also, we consider the following 9 applications, each of which is represented by a

binary value: (1) News reader; (2) Service guide; (3) Communicator; (4) Music

player; (5) Calendar; (6) Video player; (7) Game; (8) Map; and (9) Camera. Then,
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we encode the generated situations using “1-of-n” encoding scheme for the context

variables, and “binary encoding” (i.e., 0 or 1) to indicate whether each application

is off or on. Note that the vector length of each encoded situations is 61, since each

of 9 context variables is represented by a vector of length 7, 7, 10, 5, 4, 5, 6, 4,

4, respectively, and also each of 9 application variables is encoded into a vector of

length 2 (see [CSC+08] for details).

4.5 Synthetic Data

In our experiments, we use two synthetic data sets, one for the comparison study

of varied co-clustering algorithms in Chapter 9 and the other for the validation of

scalable co-clustering algorithms in Chapter 10.

Synthetic Gene Expression Data

Recently, Prelić et al. [PBZ+06] evaluate the performance of five prominent co-

clustering algorithms and provide synthetic gene expression datasets. Based on

Madeira and Oliveira [MO04], they consider (1) two types of co-cluster concepts,

co-clusters with constant values (i.e., constant co-clusters) and co-clusters with co-

herent values over the conditions (i.e., additive co-clusters), and (2) two types of

co-cluster structures, non-overlapping co-clusters and overlapping co-clusters. Each

data matrix contains 10 non-overlapping implanted co-clusters and each co-cluster

extends over 10 genes and 5 conditions, therefore its dimension is 100×50. Further-

more, to study the effect of noise, they consider various noise levels (in the context

of the standard deviation ranging from 0 to 0.25 for constant co-clusters and from

0 to 10 for additive co-clusters) and generate 10 input matrices for each considered

noise level (see Supplementary Material of [PBZ+06]). Since the MSSRCC algo-

rithms (see Chapter 3 generates non-overlapping exhaustive co-clusters, we use only

the data matrices with non-overlapping additive co-clusters in our experiments.
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Table 4.5: Description of synthetic dense data used in our experiments

Dataset Rows (i.e., m) Columns (i.e., n) Elements Actual Size

d2 131, 072(= 217) 64(= 26) 223 64MB
d4 262, 144(= 218) 64(= 26) 224 128MB
d5 524, 288(= 219) 64(= 26) 225 256MB
d17 1, 048, 76(= 220) 64(= 26) 226 512MB
d18 524, 288(= 219) 128(= 27) 226 512MB
d19 262, 144(= 218) 256(= 28) 226 512MB
d20 131, 072(= 217) 512(= 29) 226 512MB
d21 65, 536(= 216) 1, 024(= 210) 226 512MB
d22 32, 768(= 215) 2, 048(= 211) 226 512MB
d30 16, 384(= 214) 8, 192(= 213) 227 1GB
d31 16, 384(= 214) 16, 384(= 214) 228 2GB

Synthetic Dense Matrix Data

For validating our scalable co-clustering implementation in Chpter 10, we use the

nine synthetic datasets that were used by [ZK06] and also generate two more data

sets, d30 and d31, whose size is 1GB and 2GB, respectively. Note that [ZK06]

generated these data sets so that the data sets are desired with precisely specifiable

characteristics. We intentionally choose these data sets so that we can evaluate the

performance in terms of speedups with varied parameter settings such as data sizes,

numbers of row/column clusters, and numbers of parameters.

Table 4.5 summarizes details dimensional information of the data sets. We

generate all the 11 synthetic datasets using the IBM data generator [IBM]. Note

that data sizes ranges widely from 64MB to 2GB, so smaller ones can be loaded in a

single processor machine. However, larger ones, especially d30 and d31, are too big

to fit in a main memory of one machine. In these cases, it takes quite a lot of time

to complete the job, even though they are loaded in the memory. We empirically

study the characteristics of the proposed parallel algorithms in Chapter 10.
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4.6 Summary and Remarks

The main purpose to introduce these data sets are to demonstrates the wide appli-

cability of co-clustering algorithms.

In particular, gene expression data is most widely utilized for various pur-

poses: data transformation (Chapter 5); discovery of reverse patterns (Chapter 11);

and discovery of coherent co-clusters from noisy data (Chapter 12). Time course

data is used for discovery of patterns from time course data (Chapter 13). Sensor

network data sets are used for pervasive computing (Chapter 14). Synthetic data is

used for comparison study of co-clustering algorithms (Section 9.3) and evaluation

of scalability of scalable co-clustering algorithms (Chapter 10).

Note that text data is introduced to illustrate the sparsity characteristic,

however not used in the thesis because researchers have already applied co-clustering

to text data. The main idea of co-clustering text data is due to the duality that

documents can be clustered on the basis of the words they contain while words

can be clustered on the basis of the documents in which they co-occur. Thus,

word clustering induces document clustering while document clustering induces word

clustering. For example, [Dhi01] proposes a co-clustering algorithm using bipartite

spectral graph partitioning and [DMM03] extends information-theoretic clustering

(ITC) [DMK03] to information-theoretic co-clustering (ITCC).
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Chapter 5

Data Transformation for

Co-clustering

Recently, Aguilar-Ruiz [AR05] considers a data matrix containing both scaling and

shifting factors and shows that the mean squared residue [CC00] is useful to discover

shifting patterns, but not appropriate to find scaling patterns. This finding draws

our attention on the weakness of the second residue measure (defined in (3.4) and

the need of new approaches to discover both scaling and shifting patterns in the

considered matrix. To resolve the weakness of the second residue in finding scal-

ing patterns, we propose a simple remedy that still uses the same residue measure.

The main idea is to remove hidden scaling factors in the considered data matrix by

taking a specific data transformation. We investigate various data transformations

including no transformation, double centering, mean centering, standard deviation

normalization, and Z-score transformation. Further, we apply these data transfor-

mations to row/column dimension of data matrix models with different global/local

scaling and global/local shifting factors. First, we characterize the properties of the

data transformations on different data matrix models, including six Euclidean co-

clustering schemes in Bregman co-clustering algorithms [BDG+07] as well as other
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existing data models in the literature. In particular, we formally analyze the effect

of each data transformation on the two residues [CDGS04], i.e., (3.3) and (3.4), re-

spectively. Then, we apply all the data transformations to publicly available human

cancer gene expression datasets and empirically validate the analysis results by using

the minimum sum squared residue co-clustering (MSSRCC) algorithms [CDGS04].

In conclusion, through column standard deviation normalization or column Z-score

transformation, we are able to overcome the shortcoming of the second residue in

finding scaling patterns and discover both scaling and shifting patterns.

The mean squared residue measure, which utilizes the second residue, has

been popularly used, however little research on its detail properties has been done.

Recently, Aguilar-Ruiz [AR05] models a data matrix containing both scaling and

shifting factors and formally proves that the mean squared residue measure depends

on the scaling variance in the considered data matrix. This finding issues the weak-

ness of the residue measure and the need of new approaches to discover both scaling

and shifting patterns. Motivated by the data model and the approach in [AR05],

we propose a simple remedy to address its weakness in finding scaling patterns, still

using the same residue measure. We suggest to take a specific data transformation

before computing the residue in order to handle hidden scaling factors. We consider

no transformation, double centering, column/row mean centering, column/row stan-

dard deviation normalization, and column/row Z-score transformation. The details

of these data transformations are explained in this chapter. Then, we apply each

data transformation to rows or columns of data matrix models derived from different

combinations of global/local scaling and global/local shifting factors. We analyze

and compare the effect of data transformations of several data matrix models on the

two residues [CDGS04]. Furthermore, in Chapter 9, using the MSSRCC algorithms

(i.e., Algorithms 2 and 3), we empirically demonstrate the advantage of the data

transformations with publicly available human cancer microarrays, including Colon
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cancer, Leukemia, Lung Cancer, and Mixed-Lineage Leukemia (MLL). Both anal-

ysis and experimental results reveal that column standard deviation normalization

and column Z-score transformation are the effective for both the two residues.

The rest of this chapter is organized as follows: In section 5.1, we intro-

duce some definitions and facts used in this paper. We describe the considered

data transformations in section 5.2. Then, we formally analyze the effects of data

transformations and summarize the analysis results in section 5.3. We discuss the

experimental results with human cancer gene expression data sets in Chapter 9.

Finally, we conclude with some remark.

5.1 Patterns in Data Matrix

Patterns in Data Matrix

We generalize the definition of data patterns in [AR05] so that data patterns contain

all possible scaling and shifting factors.

DEFINITION 5 (global/local scaling (gsc/lsc) and global/local shifting

(gsh/lsh) pattern). A bicluster shows both a shifting and a scaling pattern when

it follows the expression

aij = πi × αj + βj , (5.1)

where πi is the base value for row (e.g., gene) i, αj is the scaling factor for col-

umn (e.g., experimental condition) j, and βj is the shifting factor for column (e.g.,

experimental condition) j. Combining scaling and shifting patterns results in the fol-

lowing four patterns: global scaling (gsc) and global shifting pattern (gsh) when aij =

πi×α+β; global scaling (gsc) and local shifting pattern (lsh) when aij = πi×α+βj ;

local scaling (lsc) and global shifting pattern (gsh) when aij = πi×αj + β; and local

scaling (lsc) and local shifting pattern (lsh) when aij = πi × αj + βj .

We borrow the concepts of “local” and “global” scaling and shifting from
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[CC00], [CDGS04], and [AR05]. Notice that the pattern defined in equation (5.1)

is in the form of the linear (or affine) transformation. The shifting factor, αj corre-

sponds to the multiplicative component (or slope) and βj corresponds to the addi-

tive component (or intercept) of the linear transformation. [MO04] introduced other

specific patterns to model a perfect co-cluster with constant rows, columns, and co-

herent values as follows: aij = π + γi, aij = π +βj, and aij = π + γi +βj , where π is

the typical value within the co-cluster AIJ , γi is the adjustment for row i ∈ I, and

βj is the adjustment of column j ∈ J . However, in this paper, we consider the data

matrix that includes both shifting and scaling patterns denoted in equation (5.1).

Facts in Data Matrix

We use the following facts in a data matrix A, throughout the paper.

Means. The mean of the base values of A is defined by µπ = 1
m

∑m
i=1 πi, the

mean of the scaling factors by µα = 1
n

∑n
j=1 αj for lsc and µα = α for gsc, and

the mean of the shifting factors by µβ = 1
n

∑n
j=1 βj for lsh and µβ = β for gsh.

Also, the mean of row i is computed by ai· = 1
n

∑n
j=1 aij = πiα + β for gsc and lsh,

ai· = πiα + µβ for gsc and lsh, ai· = πiµα + β for lsc and gsh, and ai· = πiµα + µβ

for lsc and lsh. The mean of column j is obtained by a·j = 1
m

∑m
i=1 aij = µπα + β

for gsc and gsh, a·j = µπα + βj for gsc and lsh, a·j = µπαj + β for lsc and gsh,

and a·j = µπαj + βj for lsc and lsh. The mean of all the elements is computed by

a·· = 1
mn

∑m
i=1

∑n
j=1 aij = µπα + β for gsc and gsh, a·· = µπα + µβ for gsc and lsh,

a·· = µπµα + β for lsc and gsh, and a·· = µπµα + µβ for lsc and lsh.

Variance. The variance of the base values is defined as σ2
π = 1

m

∑m
i=1 (πi − µπ)2,

the variance of the scaling factors as σ2
α = 1

n

∑n
j=1 (αj − µα)2, and the variance of

the shifting factors as σ2
β = 1

n

∑n
j=1 (βj − µβ)2. Let a and b be real constants and

X and Y be discrete random variables, then the variances of X and Y , denoted as

σ2
X and σ2

Y , respectively, satisfy the properties:
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1. σ2
a = σ2

b = 0;

2. σ2
(aX+b) = a2σ2

X ;

3. σ2
(aX+bY ) = a2σ2

X + b2σ2
Y .

Therefore, the variance of row i is computed as σ2
i· = 0 for gsc and gsh, σ2

i· = σ2
β for

gsc and lsh, σ2
i· = π2

i σ
2
α for lsc and gsh, and σ2

i· = π2
i σ

2
α + σ2

β for lsc and lsh. The

variance of column j is computed as σ2
·j = σ2

πα2 for gsc and σ2
·j = σ2

πα2
j for lsc.

Note that neither global nor local shifting factor affects the column variance,

σ·j, since variance of a constant shifting factor added to each column is 0. For the

same reason, neither row mean centering nor column mean centering affects the row

variance, σi· and the column variance, σ·j, respectively.

5.2 Data Transformations

Raw data values have a limitation that raw values do not disclose how they vary from

the central tendency of the distribution. Therefore, transformation of the raw data

is considered one of the most important steps for various data mining processes since

the variance of a variable will determine its importance in a given model [SLM94].

Recently, [WGB+03] emphasize the importance of appropriate weighting in the anal-

ysis of microarray data, where they compare different transformation methods as the

building blocks of three multivariate projection methods. In addition, [KBCG03]

incorporate different normalizations of genes and conditions in the hope of discard-

ing the irrelevant constant background noise, where they show that simultaneous L1

normalization of the rows and columns of a positive matrix has consistent advantage

over other forms of rescaling of the raw data.

Early study on preprocessing and data transformations can be found in

[NM73, NMWW75, HL84]. In particular, various data transformations in the
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context of ecological ordination are discussed in [NM73, NMWW75, LG01]. Re-

cently, [BS03] and [SBG04] discuss a number of important features of the common

preprocessing steps of centering and scaling, focussing on two-way bilinear data

analysis and generalizing the results to multiway data analysis.

Effective data transformations for co-clustering algorithms have not been

throughly investigated in prior work. Therefore, we investigate the following data

transformations and the details are explained in the sequel. Further, we summarize

in Tables 5.1 and 5.2 the data transformations of the data matrix whose entry aij

is defined in equation (5.1).

No Transformation (NT)

No centering or scaling is taken. In other words, a′ij = aij, i.e., the raw matrix is

directly input to MSSRCC.

Double Centering (DC)

Double centering is defined as

a′ij = aij − ai· − a·j + a··

for i = 1, · · · ,m and j = 1, · · · , n. Through DC, each entry of a data matrix A be-

comes a′ij = (πi − µπ) (αj − µα). Note that we have a′i· = a′·j = 0 and consequently

a′·· = 0, since DC transforms the data matrix to have both row means and column

means to be 0. DC has become a classic technique for background correction. After

this centering, the data matrix is projected on a hyperplane that runs through the

origin and is orthogonal to the all-ones vector. It leads to a reduction by one of the

rank of the original matrix [WGB+03].
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(Column/Row) Mean centering (MC)

Column mean centering is defined as

a′ij = aij − a·j

for i = 1, · · · ,m and j = 1, · · · , n. Row mean centering is defined similarly with µi·.

Through column MC, each entry becomes a′ij = πiαj+βj−µ·j. Therefore, row mean,

column mean, and whole mean become a′i· = πiµα + µβ − a··, a′·j = µπαj + βj − a·j,

and a′·· = µπµα + µβ − a··, respectively. Through row MC, each entry becomes

a′ij = πiαj + βj − ai·. Similarly, row mean, column mean, and whole mean become

a′i· = πiµα + µβ − ai·, a′·j = µπαj + βj − a··, and a′·· = µπµα + µβ − a··, respectively.

(Column/Row) Standard Deviation Normalization (SDN)

Column standard deviation normalization is defined as

a′ij =
aij

σ·j

for i = 1, · · · ,m and j = 1, · · · , n. Row standard deviation normalization is defined

similarly with ai· and σ2
i·. Through column SDN each column has a unit variance

and through row SDN each row has a unit variance..

(Column/Row) Z-score Transformation (ZT)

Column standardization is defined as

a′ij =
aij − a·j

σ·j

for i = 1, · · · ,m and j = 1, · · · , n. Row standardization is defined similarly with

ai· and σ2
i·. It is also called “autoscaling”, where the measurements are scaled so
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that each column/row has a zero mean and a unit variance [KB72]. Through ZT,

the relative variation in intensity is emphasized, since ZT is a linear transformation,

which keeps the relative positions of observations and the shape of the original

distribution. In fact, column ZT is the combination of column MC and column

SDN. Similarly, row ZT is the combination of row MC and row SDN.

Binormalization (NBIN)

Recently, we find the new data transformation, binormalization, which matches

well with the general BCC framework and thus leads to good empirical results

compatible to those of ZT or SDN. We discuss the empirical results with the new

data transformation in Chapter 9.

Livne and Golub [LG04] present iterative algorithms (called BIN for a square

matrix and NBIN for a rectangle matrix) for scaling all the rows and columns of

a square (rectangle) matrix to have unit (same) L2-norm. Binormalization of a

rectangular matrix through NBIN results in
∑n

j=1 a′ij
2 = n for i = 1, · · · ,m and

∑m
i=1 a′ij

2 = m for j = 1, · · · , n. The effect is a bi-sphericalization, where the rows

as well as the columns are forced to lie on hyperspheres with radii
√

n and
√

m,

respectively.

5.3 Analysis of Data Transformations

In this section, we analyze the effect of the data transformations on the residues

defined in equations (3.3) and (3.4). In reality, rows and columns in a co-cluster

are not necessary to be consecutive. However, for brevity we consider the following

co-cluster, AIJ , whose entries consist of first |I| rows and first |J | columns in A as
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Table 5.1: Data transformations with no transformation, double centering, and mean centering

Type Target Transformed data matrix

NT n/a




π1α1 + β1 π1α2 + β2 · · · π1αn + βn

π2α1 + β1 π2α2 + β2 · · · π2αn + βn
...

...
...

...
πmα1 + β1 πmα2 + β2 · · · πmαn + βn




DC n/a




a11 − a1· − a·1 + a·· a12 − a1· − a·2 + a·· · · · a1n − a1· − a·n + a··
a21 − a2· − a·1 + a·· a22 − a2· − a·2 + a·· · · · a2n − a2· − a·n + a··

...
...

...
...

am1 − am· − a·1 + a·· am2 − am· − a·2 + a·· · · · amn − am· − a·n + a··




Row




π1α1 + β1 − a1· π1α2 + β2 − a1· · · · π1αn + βn − a1·

π2α1 + β1 − a2· π2α2 + β2 − a2· · · · π2αn + βn − a2·
...

...
...

...
πmα1 + β1 − am· πmα2 + β2 − am· · · · πmαn + βn − am·




MC

Col




π1α1 + β1 − a·1 π1α2 + β2 − a·2 · · · π1αn + βn − a·n
π2α1 + β1 − a·1 π2α2 + β2 − a·2 · · · π2αn + βn − a·n

...
...

...
...

πmα1 + β1 − a·1 πmα2 + β2 − a·2 · · · πmαn + βn − a·n




Abbreviations: NT is for no transformation; DC is for double centering; and MC is for mean
centering;
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Table 5.2: Data transformations with standard deviation normalization and z-score transformation

Type Target Transformed data matrix

Row




1
σ1·

(π1α1 + β1)
1

σ1·
(π1α2 + β2) · · · 1

σ1·
(π1αn + βn)

1
σ2·

(π2α1 + β1)
1

σ2·
(π2α2 + β2) · · · 1

σ2·
(π2αn + βn)

...
...

...
...

1
σm·

(πmα1 + β1)
1

σm·
(πmα2 + β2) · · · 1

σm·
(πmαn + βn)




SDN

Col




1
σ·1

(π1α1 + β1)
1

σ·2
(π1α2 + β2) · · · 1

σ·n
(π1αn + βn)

1
σ·1

(π2α1 + β1)
1

σ·2
(π2α2 + β2) · · · 1

σ·n
(π2αn + βn)

...
...

...
...

1
σ·1

(πmα1 + β1)
1

σ·2
(πmα2 + β2) · · · 1

σ·n
(πmαn + βn)




Row




1
σ1·

(π1α1 + β1 − a1·)
1

σ1·
(π1α2 + β2 − a1·) · · · 1

σ1·
(π1αn + βn − a1·)

1
σ2·

(π2α1 + β1 − a2·)
1

σ2·
(π2α2 + β2 − a2·) · · · 1

σ2·
(π2αn + βn − a2·)

...
...

...
...

1
σm·

(πmα1 + β1 − am·)
1

σm·
(πmα2 + β2 − am·) · · · 1

σm·
(πmαn + βn − am·)




ZT

Col




1
σ·1

(π1α1 + β1 − a·1)
1

σ·2
(π1α2 + β2 − a·2) · · · 1

σ·n
(π1αn + βn − a·n)

1
σ·1

(π2α1 + β1 − a·1)
1

σ·2
(π2α2 + β2 − a·2) · · · 1

σ·n
(π2αn + βn − a·n)

...
...

...
...

1
σ·1

(πmα1 + β1 − a·1)
1

σ·2
(πmα2 + β2 − a·2) · · · 1

σ·n
(πmαn + βn − a·n)




Abbreviations: SDN is for standard deviation normalization and ZT – Z-score transformation.
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AIJ =




π1α1 + β1 π1α2 + β2 · · · π1α|J | + β|J |

π2α1 + β1 π2α2 + β2 · · · π2α|J | + β|J |

...
...

...
...

π|I|α1 + β1 π|I|α2 + β2 · · · π|I|α|J | + β|J |




.

Because of space limitation, we focus on analyzing the second residue de-

fined in (3.4) for the three data transformations including NT, column SDN, and

column ZT, which clearly demonstrate the effect of the specific data transformation.

However, for comparison purpose, we provide the results of the first residue and the

second residue for all the data transformations in Tables B.2 and B.6 in Appendix B.

The effects of data transformations are investigated along with target dimension,

scaling type, and shifting type. Also, we present the effects of data transformations

for the other remaining MSSRCC algorithms are provided in Appendix B. These

can be easily obtained, following the similar steps in this section.

No Transformation (NT)

(i, j)-th entry of row i ∈ I and column j ∈ J of co-cluster AIJ is described as

aij = πiαj + βj . Then, the mean of the base values of AIJ is computed by µπI
=

1
|I|

∑
i∈I πi. and the mean of the scaling factors by µαJ

= 1
|J |

∑
j∈J αj, and the mean

of the shifting factors by µβJ
= 1

|J |

∑
j∈J βj . Also, the mean of row i is obtained

by aiJ = πiµαJ
+ µβJ

, the mean of column j by aIj = µπαj + βj , and the mean of

all the elements by aIJ = µπµαJ
+ µβJ

. Using these values, we obtain the second

residue, hij = (πi − µπI
)(αj − µαJ

). Consequently, the sum squared residue (SSR)

can be computed as

75



SSR = ‖HIJ‖2

=
∑

i∈I,j∈J

h2
ij

=
∑

i∈I,j∈J

(πi − µπI
)2(αj − µαJ

)2

= |I||J |σ2
πI

σ2
αJ

, (5.2)

where σ2
πI

= 1
|I|

∑
i∈I (πi − µπI

)2 and σ2
αJ

= 1
|J |

∑
j∈J (αj − µαJ

)2.

In fact, SSR shown in equation (5.2) is a revisit of Theorems in [AR05],

where mean squared residue was used with no data transformation. Equation (5.2)

shows that SSR is dependent on both the variance of base values and the variance

of scaling factors, but independent from shifting factors. Accordingly, any shifting

operations such as DC and MC to the given data matrix should not contribute to the

second redidue (see the second residue values for NT, DC, and MC in Table B.6).

Column Standard Deviation Normalization (SDN)

Originally, data matrix A contains both local scaling and local shifting factors.

Through column SDN, it is transformed to have the constant global scaling factor,

i.e., 1, and the local shifting factors, i.e.,
βj

αj
(see Table 5.3). To be more specific,

(i, j)-th entry is transformed as aij = 1
σ·j

(πiαj + βj) = 1
σπ

(
πi +

βj

αj

)
. Then, the

required statistics, including row mean, column mean, and whole mean of co-cluster

AIJ are computed by aiJ = 1
|J |

∑
j∈J

1
σ·j

(πiαj + βj), aIj = 1
|I|

∑
i∈I

1
σ·j

(πiαj + βj),

and aIJ = 1
|I||J |

∑
i∈I

∑
j∈J

1
σ·j

(πiαj + βj), respectively. Therefore, using the second

residue, we can capture the perfect co-cluster, i.e., zero residue value of (3.4), for all

the possible combinations of global/local scaling and global/local shifting patterns

of a data matrix. Furthermore, the second residue captures the coherent patterns
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Table 5.3: Transformed data matrix

Type Target Transformed data matrix

SDN Col




1
σ·1

(π1α1 + β1)
1

σ·2
(π1α2 + β2) · · · 1

σ·n
(π1αn + βn)

1
σ·1

(π2α1 + β1)
1

σ·2
(π2α2 + β2) · · · 1

σ·n
(π2αn + βn)

...
...

...
...

1
σ·1

(πmα1 + β1)
1

σ·2
(πmα2 + β2) · · · 1

σ·n
(πmαn + βn)




= 1
σπ




π1 + β1

α1
π1 + β2

α2
· · · π1 + βn

αn

π2 + β1

α1
π2 + β2

α2
· · · π2 + βn

αn
...

...
...

...

πm + β1

α1
πm + β2

α2
· · · πm + βn

αn




ZT Col




1
σ·1

(π1α1 + β1 − a·1)
1

σ·2
(π1α2 + β2 − a·2) · · · 1

σ·n
(π1αn + βn − a·n)

1
σ·1

(π2α1 + β1 − a·1)
1

σ·2
(π2α2 + β2 − a·2) · · · 1

σ·n
(π2αn + βn − a·n)

...
...

...
...

1
σ·1

(πmα1 + β1 − a·1)
1

σ·2
(πmα2 + β2 − a·2) · · · 1

σ·n
(πmαn + βn − a·n)




= 1
σπ




π1 − µπ π1 − µπ · · · π1 − µπ

π2 − µπ π2 − µπ · · · π2 − µπ
...

...
...

...
πm − µπ πm − µπ · · · πm − µπ




Abbreviations: SDN is for standard deviation normalization; ZT – Z-score transformation.
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noted in [CDGS04] as xeT + eyT , where e = [11 · · · 1]T , and x and y are arbitrary

column vectors. However, using the first residue, we may not capture the perfect

co-cluster as summarized in Table B.2.

Column Z-score Transformation (ZT)

As illustrated in Table 5.3, through column ZT, data matrix A is transformed data

matrix to have the constant global scaling factor, i.e., 1, and the constant global

shifting factor, i.e., −µπ. To be more specific, (i, j)-th entry is transformed as

aij = 1
σ·j

(πiαj + βj − a·j) = 1
σπ

(πi − µπ). Then, row mean of co-cluster AIJ is

obtained by aiJ = 1
σπ

(µπi − µπ) = aij , and column mean and whole mean by aIj =

1
σπ

(µπI
− µπ) = aIJ . Like column SDN, we obtain zero residue value of (3.4) for all

the possible combinations of scaling and shifting patterns (see Table B.6). However,

using MSSRCC with the first residue (3.3) (i.e., MSSRCCII and Algorithm 2),

we may not capture the perfect co-clusters because SSR is still dependent on the

variance of base values.

5.4 Summary and Remarks

Aguilar-Ruiz [AR05] issues the need of a new metric to discover both scaling and

shifting patterns, showing that the second residue defined in (3.4) can discover any

shifted patterns but may not capture some scaled patterns. To answer this need,

we propose a simple remedy that helps the second residue to resolve its dependency

on scaling variances. We suggest to take a specific data transformation through

which the hidden scaling factors are implicitly removed. We analyze the effect of

various data transformation on the two residues [CDGS04], i.e., (3.3) and (3.4), for

row/column dimension of data matrix having global/local scaling and global/shifting

factors.

Mathematical analysis reveals that column standard deviation normalization
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and column Z-score transformation are effective data transformations for both the

residues. In particular, using MSSRCC with the second residue (3.4) (i.e., MSSR-

CCVI and Algorithm 3) and the two data transformations, we are able to discover

coherent patterns with both scaling and shifting factors. The transformed matrix

contains the constant global scaling factor 1 and local shifting factors and gives

the perfect residue score, i.e., zero value of the second residue. In section 9.1, we

provide detail experimental results that support the effect of the proposed data

transformation to MSSRCC.

Additionally, we formally characterize effect of data traformations on some

other existing data models in the literature as well as six Euclidean co-clustering

schemes in the BCC framework (see Appendix B and [CD07]). Note that (3.3)

and (3.4) are two special cases (i.e., scheme 2 and scheme 6, respectively) of six

Euclidean co-clustering schemes in Bregman co-clustering algorithms.
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Chapter 6

Initialization for Co-clustering

Up to now, we have tacitly assume the present of some initialization (as induced

by R and C in Chapter 3) for the two MSSRCC algorithms defined in Algorithm 2

and Algorithm 3.

In this chapter, we describe a principled initialization scheme for MSSRCC.

In section 6.1, we propose a principled initialization method based on spectral tech-

niques. In section 6.2, we investigate how to employ hierarchical clustering to get

initial cluster assignment for MSSRCC. Finally we conclude with a remark on other

possible initializations in section 6.3. Detailed empirical results substantiating the

usefulness of the proposed schemes are discussed in Chapter 9.

6.1 Spectral Initialization

In minimizing the original objective function, the strong structural constraints on

the cluster indicator matrices R and C make it a difficult problem. If we relax these

constraints to just seek column orthogonal matrices R and C, i.e., RT R = Ik and

CT C = Iℓ, then the minimization is dramatically eased.

Let A = UΣV T be the singular value decomposition (SVD) of A. Then,
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it is a classical result that As = UsΣsV
T

s is the best rank-s approximation to a

matrix A with respect to the Frobenius norm [EY36]. Based on this fact, it can be

shown that one solution of the relaxed problem is given by R = Uk and C = Vℓ,

leading to

Â = RRT A + ACCT −RRT ACCT

= UkU
T
k A + AVℓV

T
ℓ −UkU

T
k AVℓV

T
ℓ

= Ak + Aℓ −AkVℓV
T
ℓ

= As, where s = max(k, ℓ).

Note that the relaxation shown above allows us to obtain a lower bound of σ2
s+1 +

· · · + σ2
rank(A) on the value of the objective function ‖H‖2. Due to their global

nature, spectral techniques seem to offer an ability for superior initializations. After

obtaining a relaxed solution we have to obtain a good co-clustering. There are many

ways to obtain a co-clustering from the singular vectors. For example, we can cluster

the rows of Uk and Vℓ using k-means and then obtain row and column clusters as

done in [Dhi01].

Particularly, Yu and Shi [YS03] suggest a principled postprocessing heuristic

for minimizing normalized cuts, where eigenvectors (normalized to be L2-norm 1)

are rotated to obtain a discrete near-global optimal solution. Their goal is to find

the 0-1 partition matrix that is closest to the eigenvectors of the given weight matrix.

The method consists of the following two steps:

1. Eigendecomposition and orthonormal transformation for finding global optima

in the relaxed continuous domain

2. Bilinear iterations for finding a discrete solution closest to continuous optima

In the first step, the first k leading eigenvectors are used to generate all optima

for optimal k-way partitioning. In the step step, alternating minimization iterates
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between non-maximum suppression to find the optimal discrete solution (i.e., set 1

for an optimal discrete cluster and set 0 for remaining clusters) and SVD to find

the optimal orthonormal transform. These steps recover the rotation that aligns

the columns of the partition matrix with those of the rotated eigenvector matrix

that is closest in squared Frobenius norm (see [YS03] for details). Since the method

generates a deterministic solution and guarantees the near-global optimum, we adapt

it to get a discrete clustering solution for each dimension from the left and right

singular vectors, respectively.

The performance comparison between this spectral initialization (SI) and

random initialization (RI) is discussed in Chapter 9 (see Table 7.1 in Chapter 9

for computational complexity). It turns out that this approach – first run spectral

clustering to get an initial co-clustering and then refine the result using the co-

clustering algorithm – results in a better co-clustering of the data.

6.2 Hierarchical Clustering Initialization

Hierarchical clustering itself has been reported to generate worse clustering re-

sults for gene expression data than other common clustering algorithms such as

k-means [CdCdS04, DD03, GR02]. However, hierarchical clustering is popular in

analyzing genomic data, because of the early availability of free clustering and

visualization software (see Eisen et al. [ESBB98]). Moreover, hierarchical clus-

tering has been successfully applied as an initialization for other clustering algo-

rithms [CdCdS04, CHL04, YHR01].

In this thesis, we extensively apply this idea (i.e., hierarchical clustering as

a specific initialization for other clustering algorithms) to MSSRCC and evaluate

its effectiveness on performance of MSSRCC. For this experiment, we consider hi-

erarchical clustering algorithms with correlation based distance metric and three

variants using simple, complete, and average linkage algorithms. We utilize the
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clusterdata function in MATLAB to generate 100 seeds (i.e., the number of

gene clusters is varied from 1 to 100) for each dataset in Table 4.2, fixing number

of sample clusters to the number of true classes.

6.3 Summary and Remarks

Clustering initialization is a traditional, but still an active research topic in unsu-

pervised leaning (i.e., clustering) community, since the final clustering is dependent

on the quality of initial clustering. For example, He et al. [HLT+04] review the var-

ious cluster initialization methods by categorizing them into three major families:

random sampling methods, distance optimization methods, and density estimation

methods.

Among many approaches, bisecting clustering is very interesting in the con-

text of co-clustering objective function value. The basic idea is to initially split

the data into two clusters and then further split one of the clusters, until satis-

fying stopping criteria. Similar heuristic is applied for information-theoretic co-

clustering [DMM03]. All the objective functions of the twelve BCC algorithms are

additive and also they are not increasing as number of row and/or column clusters

increases. Therefore, co-clustering combined with the (recursive/greedy) bisection

idea to co-clustering may alleviate the problem of poor local minima.
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Chapter 7

Local Search for Co-clustering

A common problem when running standard batch k-means algorithms is that the

algorithm has the tendency to be trapped into qualitatively poor local optima. We

observe that the batch algorithms in Algorithms 2 and 3 makes large changes to the

objective function value in its initial iterations, thereafter achieving little changes

(see [CDGS04] for details). Once the batch algorithm converges it might suffer from

the two problems: qualitatively poor local minimum and presence of empty clusters.

To address these issues, we propose an effective technique that incorporates

the incremental local search strategy, initially proposed in [DGK02] for one-way k-

means-type clustering algorithms, into the standard batch algorithm of the general

BCC framework defined in Algorithm 1. In this chapter, we provide the proofs for

the two MSSRCC algorithms from the six Euclidean co-clustering algorithms and

the ITCC [DMM03] from the six I-divergence co-clustering algorithms. However,

the main idea and the proof can be applicable to all the twelve BCC algorithms

with necessary modification at some proof steps.

The rest of this chapter is organized as follows: In section 7.1, we present

the idea of the local search strategy that moves a single point (or in general a subset

of points) from a given cluster to another if the move leads to a decrease in the
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objective function. In section 7.2, we prove the proof that the local search strategy

resolves the degeneracy problem (i.e., generating empty clusters).

7.1 Incremental Local Search

We now formulate incremental schemes for moving columns (rows) between column

(row) clusters if such a move leads to decrease in the objective function. Each

invocation of the incremental procedures tries to perform such a move for each row

and column of the data matrix.

Local Search for MSSRCC

To aid the derivation of an efficient incremental update scheme we decompose the

residue of (3.7) as follows.

‖A− Â‖2 = Tr((A− Â)T (A− Â))

= Tr(ATA)− 2Tr(AT Â) + Tr(ÂT Â)

= ‖A‖2 − Tr(CT AT RRT AC)

= ‖A‖2 − ‖RT AC‖2. (7.1)

In the above derivation, we used the properties ‖X‖2 = Tr(XT X), Tr(A + B) =

Tr(A) + Tr(B), Tr(AB) = Tr(BA) and the fact that RT R = I and CT C = I.

Similarly we can decompose the residue in (3.8) to yield

‖A− Â‖2 = Tr((A− Â)T (A− Â))

= Tr(AT A)− 2Tr(AT Â) + Tr(ÂT Â)

= ‖A‖2 − Tr(AT RRT A + CT AT AC −CT AT RRT AC)

= ‖A‖2 − ‖RT A‖2 − ‖AC‖2 + ‖RT AC‖2. (7.2)
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From (7.1) we see that minimizing ‖A−Â‖2 is equivalent to maximizing ‖RT AC‖2.
We can try to perform this maximization in the following way:

• Fix R and solve max
C
‖RT AC‖2.

• Fix C and solve max
R

‖RT AC‖2.

Let the current column clustering be given by C and the new clustering (that

could be obtained by moving some column of A to another cluster) be represented

by C̃. Our aim to is maximize ‖RT AC̃‖2 − ‖RT AC‖2 over C̃ that can arise from

single moves. For notational convenience let us denote RT A by Ā. Suppose that

a column j is moved from its current cluster c to cluster c′. Then, C and C̃ differ

only in their columns c and c′. We find the difference in objective function values

(as determined by C and C̃) to be

‖ĀC̃‖2 − ‖ĀC‖2 = ‖ĀC̃·c′‖2 − ‖ĀC·c′‖2 + ‖ĀC̃·c‖2 − ‖ĀC·c‖2. (7.3)

Note that C̃·c has nc − 1 entries each of which equals (nc − 1)−1/2. Similarly each

of the entries in C·c′ equals (nc′ + 1)−1/2.

A procedure that incrementally assigns columns to their closest column clus-

ter is described below as Algorithm 4. The procedure for incrementally assigning

rows to row clusters is similar. Notice that the algorithm ensures the change in

objective function is monotonic. The algorithm above just makes one move at a

time. One could also make a chain of moves (see for e.g. [DGK02]) for obtaining

better local minima. Variants of the algorithm perform any move that leads to a

decrease in objective, and not insist on the best possible move.
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Algorithm 4: Column Local Search

CL(A, R, C, ℓ, γ)1

Input: Data matrix A ∈ R
m×n, Clustering indicator matrices R ∈ R

m×k and
C ∈ R

n×l, number of column clusters ℓ, and column clustering
indicator vector γ ∈ {1, · · · , ℓ}n×1

Output: Column clustering indicator vector γ and corresponding matrix C

begin2

τ ← 10−6‖A‖2 /* Adjustable parameter */3

Ā← RT A4

/* Optimizing over column clusters */

for 1 ≤ j ≤ n do5

for 1 ≤ c′ ≤ ℓ, c′ 6= γ(j) = c do6

δj(c
′)← Update using formula (7.1) for (3.3) (or (7.2) for (3.4))7

end8

end9

/* Find best column to move along with best cluster */

(j∗, c∗)← argmax(j,c) δj(c)10

if δj∗ > τ then11

γ(j∗)← c∗12

end13

/* Update the cluster description matrix */

C ← Update using γ14

end15

Following exactly the same derivation, we deduce that for the second problem

the change in objective function on moving a column to another cluster is given by

‖AC̃·c′‖2 − ‖AC·c′‖2 + ‖AC̃·c‖2 − ‖AC·c‖2

−‖ĀC̃·c′‖2 + ‖ĀC·c′‖2 − ‖ĀC̃·c‖2 + ‖ĀC·c‖2.
(7.4)

If we replace step (8) of Algorithm 4 by formula (7.4) then we obtain an

incremental algorithm for the second problem.

Incremental algorithms such as the one described above often tend to be

slow but sometimes we can at least speed up each iteration by performing the

computations in a different manner. We now briefly look at simplifications that can

enable us to greatly reduce the time of each iteration (at the expense of additional

storage).
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Consider

‖ĀC·c‖2 =
1

nc

(∑

j′∈Jc

ĀT
·j′

)(∑

j′∈Jc

Ā·j′

)
,

‖ĀC̃·c‖2 =
1

nc − 1

(∑

j′∈J̃c

ĀT
·j′

)(∑

j′∈J̃c

Ā·j′

)
.

Therefore, if column j belongs to cluster c,

(nc − 1)‖ĀC̃·c‖2 − nc‖ĀC·c‖2

=

(∑

j′∈J̃c

ĀT
·j′

)(∑

j′∈J̃c

Ā·j′

)
−
(∑

j′∈Jc

ĀT
·j′

)(∑

j′∈Jc

Ā·j′

)

= −ĀT
·j

∑

j′∈Jc

Ā·j′ −
∑

j′∈Jc

ĀT
·j′Ā·j + ĀT

·jĀ·j

= −2
∑

j′∈Jc

ĀT
·j′Ā·j + ĀT

·jĀ·j. (7.5)

Similarly, we get

(nc′ + 1)‖ĀC̃·c′‖2 − nc′‖ĀC·c′‖2 = 2
∑

j′∈Jc′

ĀT
·j′Ā·j − ĀT

·jĀ·j. (7.6)

Thus, if we store ĀT Ā, ‖ĀC·c‖2 and ‖ĀC·c′‖2 in main memory, then we can com-

pute ‖ĀC̃·c‖2 and ‖ĀC̃·c′‖2 in constant time according to (7.5) and (7.6) respec-

tively. Therefore, δ(c′) in step (8) of Algorithm 4 can be updated in constant time.

Following the same idea, if we additionally store AT A, ‖AC·c‖2 and ‖AC·c′‖2 in

main memory, we can also update δ(c′) based on (7.4) efficiently.

Local Search for Information-Theoretic Co-clustering (ITCC)

Following the similar process, we can extend the local search strategy to information-

theoretic co-clustering [DMM03]. Suppose we change the cluster affiliation of column

y from ŷi = CY (y) to ŷj. Apparently, p(X̂, ŷi) and p(X̂, ŷj) should be modified

88



accordingly since column y was originally in column cluster x̂i but now is in row

cluster ŷj. So are p(ŷi) and p(ŷj) since they are the corresponding marginals. In

q(X,Y ) only those columns that were in column clusters ŷi, ŷj should be modified

accordingly; the other rows remain the same. p(X̂) remains the same. We define

quality of column cluster ŷ as

q(ŷ) =
∑

y:CY (y)=ŷ

p(y)D(p(X|y)‖q(X|ŷ)).

So only q(ŷi) and q(ŷj) will be changed after column y is moved from ŷi to ŷj.

We denote the new qualities of the two column clusters with q′(ŷi) and q′(ŷj),

respectively. Let

δ(y, ŷi = CY (y), ŷj) = q′(ŷi) + q′(ŷj)− q(ŷi)− q(ŷj). (7.7)

If we have n columns and l column clusters, there are m× (k−1) different combina-

tions of (y∗, ŷ∗i , ŷ
∗
j ) gives minimum δ(y, ŷi = CY (y), ŷj) among all possibilities, the

column local search of column clustering {ŷr}lr=1 is the clustering generated from

{ŷr}lr=1 by moving column y∗ from ŷ∗i = CY (y∗) to ŷ∗j .

A chain of column local search can also be implemented (see Section 4.2

in [DGK02]).

Ensemble of Local Search

In our implementation, we employ a “ping-pong” approach wherein we alternate

between the invocations of the batch and incremental algorithms.

A single step of row/column incremental local search looks for the single

row/column move that maximizes the change of objective function value. Algo-

rithm 4 describes a single column local search step, where δj(c
′) keeps track of the

change of objective function value by moving column j from cluster c = γ(j) to
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Begin

RB/CB

CB/RB

RL/CL

CL/RL

End

Figure 7.1: Overall structure of ping-pong strategy. RB and CB stand for row batch
update and column batch update of BCC (Algorithm 1), respectively. RL and CL
stand for row local search and column local search, respectively.

cluster c′ 6= c (refer to [CDGS04] for derivation of update formulation and efficient

implementation details). Furthermore, we can take a finite sequence (say 20) of

such moves (i.e., the chain of local searches) until the moves improve the objective

function value. Such a local search strategy has been shown to be effective in es-

caping poor local minima resulting from the batch algorithm and avoiding empty

clusters in both ordinary one-way k-means [DGK02] and the minimum sum-squared

co-clustering algorithms [CDGS04]. Note that moving a row or column from its cur-

rent cluster to an empty cluster always leads to a decrease in the objective function

(assuming non-degeneracy), and guarantees that no cluster is empty (see section 7.2

for the proof).

Figure 7.1 illustrates the overall algorithm structure, which consists of the

two main parts, one for the row and/or column batch update and the other for the

row and/or column local search. In other words, one ping-pong iteration (outer

90



Table 7.1: Summary of computational complexity of various steps

Target
Algorithm step Row Column

Random init. O (m) O (n)

Spectral init. [YS03] O
(
m

3

2 k + mk2
)

O
(
n

3

2 ℓ + nℓ2
)

Single-linkage init. O
(
m2
)

O
(
n2
)

Complete-linkage init. O
(
m2logm

)
O
(
n2logn

)

Average-linkage init. O
(
m2logm

)
O
(
n2logn

)

MSSRCC O (tkmn) O (tℓmn)
Local search O (ikm) O (jℓn)

m = number of rows, n = number of columns, k = number of row clusters, ℓ = number of
column clusters, t = number of batch iterations, i = number of row local search steps, and
j = number of column local search steps

loop) consists of batch updates (upper box) and local searches (lower box). Notice

that the new row centroids are obtained right after the row batch iteration, the

newly updated row centroids are employed in the following column batch update,

and then the column centroids are updated based on the new column assignment

for next batch iteration. So only one row batch update followed by only one column

batch update is done in each batch update. See Table 7.1 for complexity of various

steps. Notice that we can start with either row batch update or column batch update

and other variations are possible. Other possible combinations of row/column batch

update and row/column local search are discussed in Chapter 8.

7.2 Removal of Empty Clusters

In this section, we show that moving a row/column into an empty row/column

cluster does not increase the objective function value (assuming non-degeneracy).

Such a move will always be made guaranteeing that no cluster is empty. It provides

a quantitative reason why the local search strategy removes the degeneracy (i.e.,

empty clusters) problem in ordinary k-means-like clustering algorithms.
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Removing Empty Clusters in MSSRCCII (Algorithm 2)

Consider a co-cluster defined by index set I and J , where |I| = m ≥ 2, |J | = n. Sup-

pose we move a row in I, without loss of generality, say the m-th row, into an empty

row cluster. Let Î denote the set of the remaining (m−1) row indices, so I = Î∪{m}.
The sum-squared residue (SSR) of the co-cluster is initially

∑m
i=1

∑n
j=1(aij − aIJ)2;

after the move, it becomes
∑m−1

i=1

∑n
j=1(aij − aÎJ)2 +

∑n
j=1(amj − amJ )2. Theo-

rem 7.2.1 shows that SSR value of the co-cluster will not increase.

Before we go further, we list some facts that we utilize in the proof for

Theorem 7.2.1.

1. aIJ = 1
mn

∑m
i=1

∑n
j=1 aij

2. aÎJ = 1
(m−1)n

∑m−1
i=1

∑n
j=1 aij

3. maIJ = (m− 1)aÎJ + amJ

Theorem 7.2.1. In MSSRCC(I), moving a row into an empty row cluster will

not increase the sum-squared residue, i.e.,

m∑

i=1

n∑

j=1

(aij − aIJ)2 ≥
m−1∑

i=1

n∑

j=1

(aij − aÎJ)2 +

n∑

j=1

(amj − amJ)2.

Proof.

LHS =

m∑

i=1

n∑

j=1

(aij − aIJ)2

=
m∑

i=1

n∑

j=1

a2
ij − 2

m∑

i=1

n∑

j=1

aijaIJ +
m∑

i=1

n∑

j=1

a2
IJ

=

m∑

i=1

n∑

j=1

a2
ij − 2mna2

IJ + mna2
IJ

=

m∑

i=1

n∑

j=1

a2
ij −mna2

IJ
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RHS =

m−1∑

i=1

n∑

j=1

(aij − aÎJ)2 +

n∑

j=1

(amj − amJ)2

=
m−1∑

i=1

n∑

j=1

a2
ij − 2

m−1∑

i=1

n∑

j=1

aijamJ +
m−1∑

i=1

n∑

j=1

a2
mJ

+

n∑

j=1

a2
mj − 2

n∑

j=1

amjamJ +

n∑

j=1

a2
mJ

=

m∑

i=1

n∑

j=1

a2
ij − (m− 1)na2

ÎJ
− na2

mJ

RHS − LHS = mna2
IJ − (m− 1)na2

ÎJ
− na2

mJ

= n

(
m

(
m− 1

m
aÎJ +

1

n
amJ

)2

− (m− 1)a2
ÎJ
− amJ

)

=
(m− 1)n

m

(
−a2

ÎJ
+ 2aÎJamJ − a2

mJ

)

= −
(

(m− 1)n

m

)(
aÎJ − amJ

)2

≤ 0.

Note that since (m−1)n
m > 0, the equality holds iff aÎJ = amJ .

Removing Empty Clusters in MSSRCCVI (Algorithm 3)

As before, we list some facts that we utilize in the proof for Theorem 7.2.2.

1.
∑m

i=1(aij − aIJ) = m(aIj − aIJ)

2. maIJ = (m− 1)aÎJ + amJ

3. maIj = (m− 1)aÎj + amj

The SSR of the co-cluster is initially
∑m

i=1

∑n
j=1(aij−aiJ−aIj+aIJ)2; after the move,

it becomes
∑m−1

i=1

∑n
j=1(aij − aiJ − aÎj + aÎJ)2 +

∑n
j=1(amj − amJ − amj + amJ)2 =

∑m−1
i=1

∑n
j=1(aij − aiJ − aÎj + aÎJ)2.
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With the same scenario as for MSSRCC(I), Theorem 7.2.2 shows that SSR

value of the co-cluster will not increase.

Theorem 7.2.2. In MSSRCC(II), moving a row into an empty row cluster will

not increase the sum-squared residue, i.e.,

m∑

i=1

n∑

j=1

(aij − aiJ − aIj + aIJ)2 ≥
m−1∑

i=1

n∑

j=1

(aij − aiJ + aÎj − aÎJ)2.

Proof.

LHS =
m∑

i=1

n∑

j=1

(aij − aiJ − aIj + aIJ)2

=

m∑

i=1

n∑

j=1

(aij − aiJ)2 − 2

m∑

i=1

n∑

j=1

(aij − aiJ)(aIj − aIJ) +

m∑

i=1

n∑

j=1

(aIj − aIJ)2

=

m∑

i=1

n∑

j=1

(aij − aiJ)2 − 2m

n∑

j=1

(aIj − aIJ)2 + m

n∑

j=1

(aIj − aIJ)2

=
m∑

i=1

n∑

j=1

(aij − aiJ)2 −m
n∑

j=1

(aIj − aIJ)2

RHS =

m−1∑

i=1

n∑

j=1

(aij − aiJ − aÎj + aÎJ)2

=

m−1∑

i=1

n∑

j=1

(aij − aiJ)2 − 2

m−1∑

i=1

n∑

j=1

(aij − aiJ)(aÎj − aÎJ) +

m−1∑

i=1

n∑

j=1

(aÎj − aÎJ)2

=

m−1∑

i=1

n∑

j=1

(aij − aiJ)2 − 2(m− 1)

n∑

j=1

(aÎj − aÎJ)2 + (m− 1)

n∑

j=1

(aÎj − aÎJ)2

=

m−1∑

i=1

n∑

j=1

(aij − aiJ)2 − (m− 1)

n∑

j=1

(aÎj − aÎJ)2
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RHS − LHS

=

n∑

j=1

(
m(aIj − aIJ)2 − (m− 1)(aÎj − aÎJ)2 − (amj − amJ )2

)

=
n∑

j=1

(
m(aIj − aIJ)2 − (m− 1)

(
m(aIj − aIJ)− (amj − amJ )

m− 1

)2

− (amj − amJ)2

)

=

n∑

j=1

(−m(aIj − aIJ)2 + 2m(aIj − aIJ)(amj − amJ )−m(amj − amJ )2

m− 1

)

= −
(

m

m− 1

) n∑

j=1

(
(aIj − aIJ)2 − 2(aIj − aIJ)(amj − amJ) + (amj − amJ )2

)

= −
(

m

m− 1

) n∑

j=1

((aIj − aIJ)− (amj − amJ))2

≤ 0.

Note that since m
m−1 > 1, the equality holds iff aIj − aIJ = amj − amJ , for all

j = 1, · · · , n.

We have shown that moving a row into an empty row cluster will not increase

the sum-squared residue of a co-cluster for either co-clustering algorithm. Similar

theorems can be proved for moving a column into an empty column cluster.

In Theorems 7.2.1 and 7.2.2, we consider only one co-cluster. However, in

general a row cluster consists of multiple co-clusters. If we move a row into an empty

row cluster, the SSR of each related co-clusters will not increase. And the SSR of all

the other co-clusters remain same. Therefore, the objective function value, which is

defined to be the sum of SSR of all co-clusters, will not increase.

Removing Empty Clusters in ITCC

We utilize the following facts for the of Theorem 7.2.3.

1. (Concavity of entropy): H(p) is concave in p. By this is meant that if p =
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λp1 + (1− λ)p2, where 0 ≤ λ ≤ 1 and p1, p2 ≥ 0, then

H(λp1 + (1− λ)p2) ≥ λH(p1) + (1− λ)H(p2).

The interpretation is obvious: if two probability ensembles are split, the en-

tropy is not increasing.

2. I(X;Y ) = H(Y )−H(Y |X) = H(X) −H(X|Y ).

Note that the objective function of ITCC is I(X;Y )−I(X̂ ; Ŷ ) = I(X;Y )−(H(Ŷ )−
H(Ŷ |X̂)), where I(X;Y ) is constant for a given joint probability matrix p(X,Y ).

Also, upon splitting a row cluster, column marginal entropy H(Ŷ ) of a compressed

matrix p(X̂, Ŷ ) is preserved. Similarly, upon splitting a column cluster, row marginal

entropy H(X̂) is preserved. Therefore, it is sufficient to show the difference of

H(Ŷ |X̂) before/after removing an empty cluster.

Theorem 7.2.3. In ITCC, moving a row into an empty row cluster will not in-

crease the objective function, i.e., I(X;Y )− I(X̂ ; Ŷ ).

Proof. Assume there exist k row clusters and l column clusters in the compressed

matrix p(X̂, Ŷ ). We choose a row vector b = [a1 + e1, a2 + e2, · · · , aℓ + eℓ] and

split b into two row clusters, a = [a1, a2, · · · , aℓ] and e = [e1, e2, · · · , eℓ], which

was initially empty. To be more specific, b is a row cluster before being split and

a is a remaining row cluster after a row in b moves to an empty row cluster e.

Let p(b) =
∑ℓ

j=1(aj + ej), p(a) =
∑ℓ

j=1 aj, and p(e) =
∑l

j=1 ej be the marginals,

respectively. Then, b̄ = b/p(b), ā = a/p(a), and ē = e/p(e) denote the corresponding

probability mass functions. Since b = a+ e, p(b)b̄ = p(a)ā+ p(e)ē. Setting λ = p(a)
p(b) ,

where 0 ≤ λ ≤ 1, we obtain b̄ = λā + (1− λ)ē.
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BEFORE = H(Ŷ |X̂)

=
∑

x̂

p(x̂)H(Ŷ |X̂ = x̂)

=
∑

x̂

p(x̂)
∑

ŷ

p(ŷ|x̂) log
1

p(ŷ|x̂)

= p(b)
∑

ŷ

p(ŷ|b) log
1

p(ŷ|b) +
∑

x̂ 6=b

p(x̂)
∑

ŷ

p(ŷ|x̂) log
1

p(ŷ|x̂)
︸ ︷︷ ︸

=R

= p(b)
∑

ŷ

p(ŷ)

p(b)
log

1
p(ŷ)
p(b)

+ R

= p(b)H(b̄) + R.

AFTER = H(Ŷ |X̂)

= p(a)
∑

ŷ

p(ŷ|a) log
1

p(ŷ|a)
+ p(e)

∑

ŷ

p(ŷ|e) log
1

p(ŷ|e)

+
∑

x̂ 6=a,e

p(x̂)
∑

ŷ

p(ŷ|x̂) log
1

p(ŷ|x̂)
︸ ︷︷ ︸

=R

= p(a)
∑

ŷ

p(ŷ)

p(a)
log

1
p(ŷ)
p(a)

+ p(e)
∑

ŷ

p(ŷ)

p(e)
log

1
p(ŷ)
p(e)

+ R

= p(a)H(ā) + p(e)H(ē) + R.

AFTER −BEFORE = p(a)H(ā) + p(e)H(ē)− p(b)H(b̄)

(a)
= p(b)

[
λH(ā) + (1− λ)H(ē)−H(b̄)

]

(b)
= p(b) [λH(ā) + (1− λ)H(ē)−H(λā + (1− λ)ē)]
(c)

≤ 0,
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where (a) follows from λ = p(a)
p(b) , (b) follows from b̂ = λâ + (1 − λ)ê, and (c)

follows from the fact that H(p) is concave in p. We have shown that H(Ŷ |X̂) is not

increasing by removing an empty row cluster, which leads to higher I(X̂ ; Ŷ ) after an

removing empty row cluster. Accordingly, we have less loss in mutual information

after removing empty row (and column) clusters.

7.3 Summary and Remarks

It is well-known that the standard k-means algorithm, either batch version or online

version, tends to generate empty clusters (i.e., degeneracy problem due to the greedy

assignment). The situation deteriorates further as data dimensionality grows and

accordingly number of clusters increases.

To address this problem, in this chapter, we propose the local search strat-

egy. However, there exist simpler heuristics for the problem. For example, Shi

Zhong [Zho05] suggests the following heuristic: (1) We manage two lists, one for

data points that are farthest from their cluster centroids and the other for empty

clusters.; (2) We replace the centroid of each empty cluster by the data point far-

thest to its center (i.e., from the list constructed before); and (3) We remove the

data point from the list of farthest data points so as not to move it more than once.

In addition, to speed up the local search update, we can stash current inter-

mediate objective function values as well as objective function value changes and

make use of the stored values at next steps.
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Chapter 8

Variation in Co-clustering

Algorithms

In this chapter, we introduce possible variations of each batch algorithm. Each

variation is different from the others in that when the newly obtained cluster labels

are applied to get new cluster centroids and how many times each batch update is

allowed to repeat. In section 8.1, we present four variations in batch update and in

section 8.2, we briefly discuss possible variations in local search.

8.1 Variation in Batch Update

We illustrate in Figure 8.1 the four variations ((a)-(d)) in batch update algorithms.

Refer to the diagram in Figure 7.1 for the overall algorithm structure of the co-

clustering algorithms proposed in the thesis. As we discuss in Figure 7.1, the overall

algorithm structure consists of the two main parts, one for the row and/or column

batch update and the other for the row and/or column local search. In other words,

one ping-pong iteration (outer loop) is a combination of batch updates (upper box)

and local searches (lower box). In diagram in Figure 7.1, the new row centroids are
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Begin

RB/CB

CB/RB

RL/CL

CL/RL

End

Begin

RB/CB

CB/RB

RL/CL

CL/RL

End

(a) Variation 1 (b) Variation 2

Begin

RB/CB

RL/CL

CL/RL

End

Begin

RB/CB

RL/CL

CL/RL

End

(c) Variation 3 (d) Variation 4

Figure 8.1: Variations of algorithms
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obtained right after the row batch iteration, the newly updated row centroids are

employed in the following column batch update, and then the column centroids are

updated based on the new column assignment for next batch iteration. Thus, only

one row batch update followed by only one column batch update is done in each

batch update.

Notice that we can start with either row batch update or column batch

update, because both Theorem 4.1 and Theorem 4.2 in [CDGS04] still hold with

different order of applying batch updates. In diagram (a), the first variation of the

original batch update algorithm is shown. Here, the row cluster centroids are not

updated until the new column clusters are obtained, then both new row and column

centroids are updated together for the next batch iteration. In diagram (b), the

second variation is introduced, where row batch update runs until it converges and

then column batch update runs until it converges. Therefore multiple iterations of

each batch update, which is the main difference from the original structure shown

in diagram (a), is allowed.

Notice that the previous three structures (the diagram in Figure 7.1 and

diagrams (a) and (b) in Figure 8.1) require alternative exchange of row and batch

update algorithm. However the remaining two variations doesn’t force to apply row

and column batch update alternatively. In diagram (c), at each iteration, either

column or row batch algorithm is chosen at random with same probability and then

the chosen batch update algorithm runs once and then one batch algorithm is chosen

again at random for the next batch iteration.

Note that we can select the batch update algorithm systematically with dif-

ferent probability. Finally in diagram (d), either column or row batch update al-

gorithm is chosen at random with same probability as in (c), however the chosen

batch assignment is allowed to run until it converges.

Notice that only the variation 1 (in (a)) doesn’t update the centroids right
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after the greedy assignment, but update both row and column centroids together

right before the next iteration. Therefore, we need to show the monotonic decrease

of objective function value with this variation for the two MSSRCC algorithms,

respectively.

Theorem 8.1.1 (Convergence of Variation 1 for MSSRCCII(Algorithm 2)).

The variation I (shown in (b) of Figure 8.1) for MSSRCCII decreases the objective

function value ‖H‖2 monotonically.

Proof. Let the current row clustering be denoted by R and the new row clustering

obtained after the greedy row cluster assignment step RB in MSSRCCII by R̃. The

current and new row indices for row cluster r are denoted by Ir and Ĩr, respectively.

Similarly, let the current column clustering be denoted by C and the new clustering

obtained after the greedy column cluster assignment step CB in MSSRCCII by C̃.

Also, the current and new column indices for column cluster c are denoted by Jc

and J̃c, respectively. Let the current approximation to A be denoted by Â and the

approximation obtained after applying both new row indicator matrix R̃ and new

column indicator matrix C̃ be denoted by Ã. Then we have the following chain of

(in)equalities:
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‖H‖2 = ‖A− Â‖2

= ‖A−RRT ACCT ‖2

=

k∑

r=1

ℓ∑

c=1

∑

i∈Ir

∑

j∈Jc


aij −

(RT AC)ρ(i)γ(j)

m
−1/2
ρ(i) n

−1/2
γ(j)




2

≥
k∑

r=1

ℓ∑

c=1

∑

i∈Ĩr

∑

j∈Jc


aij −

(RT AC)ρ̃(i)γ(j)

m
−1/2
ρ(i) n

−1/2
γ(j)




2

=

ℓ∑

c=1

k∑

r=1

∑

j∈Jc

∑

i∈Ĩr


aij −

(RT AC)ρ̃(i)γ(j)

m
−1/2
ρ(i) n

−1/2
γ(j)




2

≥
ℓ∑

c=1

k∑

r=1

∑

j∈J̃c

∑

i∈Ĩr


aij −

(RT AC)ρ̃(i)γ̃(j)

m
−1/2
ρ(i)

n
−1/2
γ(j)




2

≥
ℓ∑

c=1

k∑

r=1

∑

j∈J̃c

∑

i∈Ĩr


aij −

(R̃T AC̃)ρ̃(i)γ̃(j)

m
−1/2
ρ̃(i) n

−1/2
γ̃(j)




2

=

k∑

r=1

ℓ∑

c=1

∑

i∈Ĩr

∑

j∈J̃c


aij −

(R̃T AC̃)ρ̃(i)γ̃(j)

m
−1/2
ρ̃(i) n

−1/2
γ̃(j)




2

= ‖A− R̃R̃T AC̃C̃T ‖2

= ‖A− Ã‖2

Note that in the first inequality we introduce ρ̃(i) for new row cluster label of row

i and in the second inequality we introduce γ̃(j) for new column cluster label of

column j. We have the first inequality from the greedy row assignment (i.e., row

batch update) in MSSRCCII. Notice that the current compressed matrix, RT AC,

is still used, however the newly assigned row cluster labels are employed. We have

the second inequality from the greedy column assignment (i.e., column batch up-

date) in MSSRCCII. Notice again that still the current compressed matrix has been

103



utilized up to now. Finally, we have the third inequality from the fact that the

mean vector minimizes squared deviation. Notice that we use the new compressed

matrix, R̃T AC̃, updated according to both new row indicator matrix, R̃, and new

column indicator matrix, C̃. Thus the objective function value of the variation 1 of

MSSRCCII is non-increasing.

Note that we prove the monotonicity of the objective function value of the

k-means type algorithm proposed in [TC00].

Theorem 8.1.2 (Convergence of Variation 1 for MSSRCCVI(Algorithm 3)).

The variation 1 (shown in (a) of Figure 8.1) for MSSRCCVI decreases the objective

function value ‖H‖2 monotonically, where H is as in (3.5) with (3.4).

Proof. The proof is similar to that of Theorem 8.1.1 and omitted for brevity. For

the proof, aij − (ACCT )ij −
(RT A)ρ(i)j

m
−1/2
ρ(i)

+
(RT ACCT )ρ(i)j

m
−1/2
ρ(i)

is used for the greedy row

cluster assignment and aij −
(AC)iγ(j)

n
−1/2
γ(j)

− (RRT A)ij +
(RRT AC)iγ(j)

n
−1/2
γ(j)

is used for the

greedy column cluster assignment.

8.2 Variation in Local Search

Figure 8.1 shows that row local search is followed by column local search, or vice

versa. Employing the chain of incremental local searches, we can apply the row or

column local search as many times as the specified local search chain length. It has

been shown that the chain of incremental local searches helps the algorithms resume

the batch update steps and lead to get better local optima [DGK02].

With slight change of the algorithms in Figure 8.1, we could have another

variation in local search, where either row or column local search is randomly chosen.

In this case, only randomly chosen row or column local search is performed in one

ping-pong iteration. Similarly, the chain of local search can be employed to this
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variation. We may try to adopt other local search strategies as proposed in [HM01]

to our algorithms and compare the performance of different local search strategies.

8.3 Summary and Remarks

Up to now, we assume the row (or column) cluster update performs in a greedy

manner as in standard k-means-like clustering algorithms. The greedy cluster as-

signment requires to compute distance from a row (or column) to all row (or column)

cluster centroids and assign the considered row (or column) to the closest row (or

column) cluster.

Instead of doing this greedy assignment, adapting a simple non-greedy cluster

assignment heuristic proposed in [FSTR06], we can enhance computation time. The

heuristic requires the following steps: (1) We keep track of previous distance of a row

(or column) to its closest row (or column) cluster centroids, which requires m + n

more storage, in case we have m rows and n columns; (2) At current row (or column)

assignment step, we stop if we find a closer row (or column) cluster than its previous

row (or column) cluster centroid, otherwise we move on to check its distance to next

cluster centroid. This non-greedy cluster assignment strategy takes the same time

complexity as in the greedy assignment in wost case, however we witness that it

usually takes less time and results in compatible clustering performance.
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Chapter 9

Experimental Results with

Algorithmic Strategies

In this chapter, we present detailed empirical results that substantiate the usefulness

of the proposed algorithmic strategies developed in this thesis. We perform exhaus-

tive experiments on human cancer gene expression data sets, which we discuss in

Chapter 4.

The rest of this chapter is organized as follows: In section 9.1, we empirically

validate the mathematical analysis on the effects of data transformations we provide

in Chapter 5; In section 9.2, we investigate how MSSRCC algorithms perform with

three hierarchical clustering initializations; In section 9.3, we compare the perfor-

mance of our proposed co-clustering algorithms with those of existing co-clustering

algorithms; In sections 9.4 and 9.5, we assess quality of both sample and gene clus-

terings in varied experimental settings. Finally, we summarize experimental results

in section 9.6.

106



Experimental Settings

We implement the proposed algorithms in C++, perform all experiments on a work-

station (Linux, Intel Pentium 2.53GHz, 1GB main memory), and generate figures us-

ing MATLAB. As specified in Algorithms 2 and 4, τ is adjustable and one might use

other values to adjust convergence speed. In the experiments, we fix τ = 10−3‖A‖2

for the batch updates and τ = 10−6‖A‖2 for the local search steps. Note that τ for

the batch updates should be larger than that for the local search steps to proceed

with the ping-pong strategy. Algorithm 3 generates 10×10 (i.e., k = 10 and l = 10)

co-clusters for the synthetic datasets within 5 seconds and 100×2 (i.e., k = 100 and

l = 2) or 100 × 3 (i.e., k = 100 and l = 3) co-clusters within 5 ∼ 20 seconds for all

the datasets. However, SVD for the spectral initialization and the local search take

additional time.

We evaluate gene cluster quality, using the following external evaluation mea-

sure, average co-cluster relevance (see [PBZ+06] for details) defined as

S∗
G(M,Mopt) =

1

|M |
∑

(G,C)∈M

max
(Gopt,Copt)∈Mopt

|G ∩Gopt|
|G ∪Gopt|

,

where M denotes the co-clusters from a co-clustering algorithm and Mopt the set of

implanted co-clusters, each of which contains a gene set G (or Gopt) and a condition

set C (or Copt). This score reflects to what extent the generated co-clusters repre-

sent true co-clusters in the gene dimension. Similarly, average co-cluster recovery is

defined as S∗
G(Mopt,M) and quantifies how well each of the true co-clusters is re-

covered by the corresponding co-clustering algorithm. Both scores take a maximum

value of 1, if M = Mopt. Note that in case that we know the class labels of both

genes and conditions, we can use the match score defined in [LW07].

Also, we assess sample clustering quality according to a priori assigned class
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labels, using the external evaluation measure, accuracy, defined as

accuracy(%) =
1

T

(
ℓ∑

i=1

ti

)
× 100,

where T denotes the total number of samples, ℓ denotes the number of sample

clusters, and ti denotes the number of samples correctly clustered into sample class

i. We first form a confusion matrix whose (i, j)-th entry gives the number of samples

in cluster i that belong to the true class j. Each ti is a diagonal element of the

corresponding confusion matrix whose cluster labels are permuted so that the sum

of diagonal elements is maximized.

Since we usually do not have prior knowledge about which genes are relevant,

we adopt other criteria to evaluate gene clustering. We visualize coherence of genes

in some gene clusters using checkerboard plots and evaluate the gene clusters by

checking how many well known discriminating genes in the literature are clustered

together. Also, we assess the enrichment of the GO biological functional categories

in some gene clusters via DAVID [DSH+03].

In the upcoming sections, we evaluate performance of the various preprocess-

ing schemes (i.e., no transformation (NT), row/column standardization (RS/CS),

double centering (DC), and binormalization (NBIN)), the initialization schemes (i.e.,

random initialization (RI) and spectral initialization (SI)), and local search (LS).

See chapters 5, 6, and 7 for data transformations, initializations and local search

heuristics, respectively.

9.1 Effects of Data Transformations

Figures 9.1 and 9.2 illustrate the average performance of tissue sample accuracy

using MSSRCC with the first residue. The accuracy values are varied with different

data transformations, because the first residue is affected by different factors as
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summarized in Table B.2. For example, through column ZT, the first residue is

independent from both scaling and shifting factors and hence generates the best

accuracy values ((a), (b), and (d) of Figure 9.1). Through DC or column MC, the

first residue is not affected by shifting factors, but still affected by scaling factors.

DC generates the second best accuracy values ((a), (c), and (d) of Figure 9.1) and

both DC and column MC gives similar performance ((a) and (d) of Figure 9.1).

Furthermore, there are three interesting cases in Figures 9.1 and 9.2: (1) column

SDN and column ZT for Leukemia dataset ((b) of Figure 9.1); (2) column SDN

and DC for both Leukemia and MLL datasets ((b) and (d) of Figure 9.1); and (3)

ZT and column MC for Leukemia, Lung, and MLL datasets ((b), (c), and (d) of

Figure 9.2). We interpret these experimental results based on the first residue in

Table B.2 as follows: (1) and (2) may satisfy that the variance of
βj

αj
(with column

SDN) is negligible, i.e.,
βj

αj
≈ 1

|J |

∑
j∈J

βj

αj
for each of the two datasets; (3) may be

the case that both βj ≈ µβJ
(with ZT) and αj ≈ µαJ

(with column MC).

Figures 9.3 and 9.4 elucidate that the experimental results with the second

residue are consistent with the analytic results in Table B.6. For example, NT,

DC, and MC with RI ((a)-(d) of Figure 9.3) and NT and MC with SI ((a)-(d) of

Figure 9.4) result in almost identical accuracy performance, since the second residue

with NT, DC, or MC is (πi − µπI
) (αj − µαJ

) as shown in Table B.6. Furthermore,

as analyzed in the previous section, both column SDN and column ZT help MSSRCC

with the second residue to capture perfect co-clusters. Therefore, they are supposed

to generate similar performance and Figures 9.3 and 9.4 clearly verify the consistency

of the experimental results.

Overall performance of NT with the first residue is not better than that

of other data transformations ((a)-(d) in Figure 9.1). DC has been widely used

in many applications. For example, [Tor52] used the double-centering formula in

metric multi-dimensional scaling (MDS), [Gow66] required this data transformation
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Figure 9.1: Average tissue sample clustering accuracy using MSSRCCII (Algo-
rithm 2) with random initialization. The accuracy values are averaged over 100
gene clusters ranging from 1 to 100. Abbreviations: RI is for random initialization;
SI is for spectral initialization; NT is for no transformation; DC is for double cen-
tering; MC is for (column) mean centering; SDN is for (column) standard deviation
normalization; ZT is for (column) Z-score transformation; and LS is for local search.
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Figure 9.2: Average tissue sample clustering accuracy using MSSRCCII (Algo-
rithm 2) with spectral initialization. The accuracy values are averaged over 100
gene clusters ranging from 1 to 100. Abbreviations: RI is for random initialization;
SI is for spectral initialization; NT is for no transformation; DC is for double cen-
tering; MC is for (column) mean centering; SDN is for (column) standard deviation
normalization; ZT is for (column) Z-score transformation; and LS is for local search.
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Figure 9.3: Average tissue sample clustering accuracy using MSSRCCVI (Algo-
rithm 3) with random initialization. The accuracy values are averaged over 100
gene clusters ranging from 1 to 100. Abbreviations: RI is for random initialization;
SI is for spectral initialization; NT is for no transformation; DC is for double cen-
tering; MC is for (column) mean centering; SDN is for (column) standard deviation
normalization; ZT is for (column) Z-score transformation; and LS is for local search.
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Figure 9.4: Average tissue sample clustering accuracy using MSSRCCVI (Algo-
rithm 3) with spectral initialization. The accuracy values are averaged over 100
gene clusters ranging from 1 to 100. Abbreviations: RI is for random initialization;
SI is for spectral initialization; NT is for no transformation; DC is for double cen-
tering; MC is for (column) mean centering; SDN is for (column) standard deviation
normalization; ZT is for (column) Z-score transformation; and LS is for local search.
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step in principal coordinate analysis (PCoA), and [Lew76] also utilized the same

transformation in spectral map analysis (SMA). Other applications of DC can be

found in [KBCG03, Lew89, SLM94]. The experimental results show that DC is

effective with the first residue ((a)-(d) in Figure 9.1), but relatively less effective

with the second residue (Figures 9.3) because the second residue with NT, DC, and

MC are same. [SK92] showed that MC may not be an optimal preprocessing method

under certain conditions and also [SLM94] reported that the results from MC was

worse than those from NT. The performance of MC with the first residue is almost

identical to or a little bit better than that of NT, but not better than that of either

SDN or ZT for most cases.

It is worthy mentioning that spectral initialization plays a significant role in

improving initial as well as final accuracy values for all the cases. In addition, the

standard deviation lines clearly show the trend that spectral initialization results in

more stable accuracy than random initialization. Furthermore, local search strategy

takes important part in further improvement of quality of co-clustering.

9.2 MSSRCC with Hierarchical Clustering Initializa-

tion

For this experiment, we consider hierarchical clustering algorithms with correlation

based distance metric and three variants using simple, complete, and average linkage

algorithms. We utilize the clusterdata function in MATLAB to generate 100

seeds (i.e., the number of gene clusters is varied from 1 to 100) for each dataset in

Table 4.2, fixing number of sample clusters to the number of true classes.

It has been observed that single-linkage hierarchical clustering suffers from

outliers and chaining effect, performs poorly among the three linkages and even

shows worse performance than k-means with RI [CdCdS04, GR02, YHR01, HKK05].
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Figure 9.5: Average sample clustering accuracy using MSSRCCVI (Algorithm 3)
with NBIN and HC initialization. The average and standard deviation values are
obtained over 100 gene clusters ranging from 1 to 100. Abbreviations: HC is for hi-
erarchical clustering; Single/Complete/Average is for single/complete/average link-
age; and LS is for local search.
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Our experimental results in Figure 9.5 are consistent with this observation. Inter-

estingly, all the initial clusterings with single-linkage are not improved by MSSRCC

without LS (see the first two bars in each plot in Figure 9.5). In our experiments, the

single-linkage initialization happens to generate initial singleton sample clusters as

follows: Colon – sample 13; Leukemia – sample 18; and MLL – sample 21 and sam-

ple 26. Also, the single-linkage initialization results in two samples of Lung dataset,

sample 64 and sample 107, being put into one cluster. Since a singleton cluster is a

trivial case whose residue value is zero as discussed in [CDGS04], no points move to

initial singleton clusters during the batch update. Therefore, initial singleton clus-

ters still remain intact after the batch update. However, the chain of local search

strategy helps other points in moving to singleton clusters and eventually improves

the clustering (see the third bar in each plot in Figure 9.5).

In general, both the average- and the complete-linkage initializations do not

generate initial singleton clusters. Accordingly, they start with better initial cluster-

ing than the single-linkage initialization. Their initial clustering is improved using

MSSRCC without LS and further improved with LS. Therefore, either average- or

complete-linkage hierarchical initialization followed by MSSRCC is a desirable strat-

egy (note that Gibbons and Roth [GR02] concluded that the complete-linkage is the

only appropriate hierarchical clustering method to analyze microarray experiments).

It is also worth mentioning that MSSRCC with hierarchical initialization obtains

deterministic clustering results like our deterministic SI. We summarize accuracies

with different strategies as follows: Colon – 85.02±4.23% (with average-linkage HC

+ LS) vs. 85.73± 4.72% (with SI + LS); Leukemia – 91.47± 6.76% (with complete-

linkage HC + LS) vs. 93.14± 5.23% (with SI + LS); Lung Cancer – 99.45± 0.06%

(with average-linkage HC + LS) vs. 99.69 ± 0.27% (with SI + LS); and MLL –

72.11± 5.56% (with complete-linkage HC + LS) vs. 93.40± 0.93% (with SI + LS).

Notice that even though MSSRCC can correct initial cluster assignments brought up
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by hierarchical clustering, the final assignments are not better than (but comparable

to) those from SI followed by MSSRCC.

9.3 Comparison of Co-clustering Algorithms

For the comparison study, we utilize the synthetic gene expression datasets (having

non-overlapping additive co-clusters) described in section 4.5 and the ‘Bicluster-

ing Analysis Toolbox (BicAT)’, which implements the following co-clustering al-

gorithms: Cheng and Church’s algorithm (CC); Samba; Order Preserving Subma-

trix Algorithm (OPSM); Iterative Signature Algorithm (ISA); xMotif; and BiMax

(see [PBZ+06] for detailed discussion of each algorithm).

We partition the synthetic datasets into 10 × 10 co-clusters using MSSRCC

with the proposed strategies and as done in [PBZ+06] the scores are averaged over

the 10 input matrices at each corresponding noise level. Figure 9.6 compares the per-

formance of our proposed strategies with several existing co-clustering algorithms.

With spectral initialization (SI), we are able to recover all the 10 implanted co-

clusters over all the considered noise levels (thus further algorithmic steps are not

necessary after SI). However, without SI, MSSRCC fails to capture all the co-clusters

like other co-clustering algorithms (except BiMax). For example, MSSRCC with RI

shows the worst performance (see plots (b) and (d) in Figure 9.6) and its perfor-

mance decreases as noise increases. However, it still generates better performance

than other co-clustering algorithms such as CC, OPSM, and xMotif (see plots (a)

and (c) in Figure 9.6). In summary, (1) SI itself obtains perfect recovery; (2) in

general LS itself improves the overall performance; (3) MSSRCC with NBIN leads

to better performance at increasing noise levels; and (4) MSSRCC with RI results

in better performance with either NBIN or LS and best with both NBIN and LS.

We observe in our experiments that MSSRCC with RS and MSSRCC with

NBIN give comparable performance (see Supplementary Material of [CD08]). How-
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Figure 9.6: Effect of noise on co-clustering algorithms: (a) and (b) average co-
cluster relevance and (c) and (d) average co-cluster recovery. Plots (a) and (c) are
reproduced based that on [PBZ+06] for comparison with performance of MSSRCC
as shown in plots (b) and (d). Note that standard deviations of performance with
MSSRCC (Algorithm 3) are shown in plots (b) and (d). Abbreviations: RI is for
random initialization; SI is for spectral initialization; NBIN is for binormalization;
and LS is for local search.
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Figure 9.7: Effect of data transformation on Cheng and Church’s algorithm (CC):
(a) average co-cluster relevance and (b) average co-cluster recovery. Abbreviations:
CS/RS is for column/row standardization; DC is for double centering; and NBIN is
for binormalization.

ever, we emphasize in Figure 9.6 the performance of MSSRCC with NBIN, because

it results in good performance in general on both synthetic and real gene expression

datasets. Furthermore, we summarize the effect of data transformation on Cheng

and Church’s algorithm (CC) in Figure 9.7. CS and RS are beneficial for CC and

result in better performance than CC without data transformation in Figure 9.6.

Interestingly, NBIN and DC hardly improve the performance of CC and they do not

seem to be appropriate for CC.

9.4 Evaluation of Sample Clustering

In this section, we first intend to find out the best performing combination of the

strategies described in the previous chapters. To be more specific, we consider

the following strategies: (1) Five data transformations – no transformation (NT),

row/column standardization (RS/CS), double centering (DC) and binormalization
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Figure 9.8: Average sample clustering accuracy for all the selected discriminating
gene subsets: (a) random initialization (RI) and (b) spectral initialization (SI). For
the cases using k-means algorithm, the accuracy is averaged over 1000 random runs.
Abbreviations: NT is for no transformation; CS/RS is for column/row standardiza-
tion; DC is for double centering; NBIN is for binormalization; and LS is for local
search. See Supplementary Material for the detailed performance of each strategy
on the individual data set.

(NBIN); (2) Two initializations – random initialization (RI) and spectral initial-

ization (SI); (3) Two algorithms – k-means and MSSRCC; and (4) Two update

strategies – with and without local search (LS). Consequently, we have a total of

40 different combinations of the strategies. Note that for computational efficiency

we utilize all the selected gene subsets (see Supplementary Material of [CD08] for

details).

Figure 9.8 summarizes the accuracy values of all the 40 combinations, each of

which is averaged over all the selected gene subsets. The average accuracy varies with

the individual strategy as follows: RI and SI achieve 90.98% and 94.10% of accuracy,

respectively; NT, RS, CS, DC, and NBIN obtain 90.25%, 91.74%, 93.64%, 91.56%,

and 95.51%, respectively; k-means and MSSRCC lead to 90.95% and 94.13%, re-

spectively; and without-LS and with-LS result in 91.82% and 93.26%, respectively.
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Interestingly, DC only gives slightly better accuracy than NT, even though DC is

widely used in various algorithms [KBCG03, Lew89, SLM94]. More interestingly,

the combination of NT, RI, and k-means without LS gives the worst accuracy of

84.29% and the combination of NBIN, SI, MSSRCC with LS obtains the best accu-

racy of 97.43%. In summary, we obtain good accuracy with an individual strategy,

NBIN, SI, or MSSRCC, and better accuracy with combination of these strategies

than an individual strategy. The best performing combination is to employ all the

four strategies.

In order to verify the effectiveness of the best performing strategy on larger

dimensional datasets, we perform further experiments with the datasets in Table 4.2.

performs better than k-means algorithm in the previous experiments. Here, fixing

NBIN and MSSRCC, we evaluate performance of initialization and local search

strategies varying the number of gene clusters from 1 to 100. Figure 9.9 illustrates

initial and final average accuracies with different strategies. Each strategy performs

differently on different datasets. However, in general, SI contributes more to the

improvement of accuracy than LS, and SI itself does give better initial accuracy

than RI in addition to better final accuracy. Also, for most cases, we obtain smaller

standard deviations with LS than without LS. All the empirical results support the

necessity of the combination of NBIN, SI, and MSSRCC with LS to get the best

accuracy.

Finally, in Table 9.1 we summarize the average sample clustering perfor-

mance (with the best performing combination, i.e., MSSRCC with NBIN, SI, and

LS) for the reduced gene subsets in Table 4.2 and the selected gene subsets whose

details are given in Supplementary Material. We observe that accuracy values for

the reduced gene subsets (second column in Table 9.1) are significantly worse than

these for the corresponding selected gene subsets (third column in Table 9.1). We

ascribe this result to the difference in data preprocessing: the reduced gene sub-
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Figure 9.9: Average sample clustering accuracy using MSSRCCVI (Algorithm 3)
with NBIN for the data sets in Table 4.2. The average and standard deviation
values are obtained over 100 gene clusters ranging from 1 to 100. Abbreviations:
NBIN is for binormalization; RI/SI is for random/spectral initialization; and LS is
for local search.
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Table 9.1: Comparison of the average sample clustering accuracy with the best
performing strategy.

Average accuracy (%)
Dataset Reduced gene subsets Selected gene subsets

Colon 85.73 92.74
Leukemia 93.14 97.02
Lung 99.69 n/a
MLL 93.40 99.58

Note that selected gene subsets of Lung cancer are not available in the literature.

sets are obtained using unsupervised heuristics (i.e., relative and absolute deviation

thresholds), while the selected gene subsets were carefully selected using specific

feature selection techniques. The result also supports the observation that most

genes individually do not offer good discriminative ability, but small subsets of

genes together lead to better discriminative information for clustering as well for

classification [BJ02, ASS+02, XLZ+01, YRS+02]. It is therefore desirable to em-

ploy sophisticated dimensionality reduction techniques to keep such small subsets

of genes.

9.5 Evaluation of Gene Clustering

In this section, we evaluate the quality of some gene clusters obtained using MSS-

RCC with the best performing strategy. Here, we focus on some gene clusters which

are frequently clustered together with high sample cluster accuracy and whose ex-

pression levels are clearly distinguished from other clusters. All the other gene

clusters not shown in Figures 9.10-9.13 can be found at Supplementary Website.

Gene Clusters in Colon Cancer Data

Figure 9.10 illustrates the pseudo-color image of 3×2 co-clusters of Colon cancer, and

the corresponding mean expression level errorbars. As mentioned in [ABN+99], the
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ribosomal genes are partly up-regulated in tumor samples (i.e., red vertical stripes)

and comparatively down-regulated in normal samples (i.e., blue vertical stripes) of

Colon cancer. The (mean) expression levels clearly illustrate that MSSRCC captures

homogeneous gene expression patterns. Among 29 distinct ribosomal genes in the

reduced gene set of 1096 genes, 7 ribosomal genes reside in (CO-13) and 13 others

reside in (CO-84). As in [ABN+99], we observe that the ribosomal protein genes are

partially up-regulated in the colon tumor tissues. In particular, (CO-20) contains 6

genes selected in either [BJ02] or [XLZ+01] and Figure 9.10 illustrates that those 6

discriminative genes are differently expressed: up-regulated in normal samples but

down-regulated in tumor samples. Similar pattern is observed in [XLZ+01].

Gene Clusters in Leukemia Data

Figure 9.11 shows 3× 2 co-clusters of Leukemia, each of which contains a subset of

genes that are highly expressed (i.e., yellow or red vertical stripes) in either ALL or

AML samples. For example, the genes in (LE-38) are partly, but highly expressed

in ALL samples, while the genes in (LE-61) and (LE-82) are highly expressed in

AML samples. Each of the three gene clusters contains many discriminating genes

in [BJ02, CMM01, GST+99]: (LE-38) contains 6 discriminative genes; (LE-61)

contains 6 discriminative genes; and (LE-82) contains 7 discriminative genes. Also,

see Supplementary Material of [CD08] for other discriminating gene clusters.

Gene Clusters in Lung Cancer Data

Figure 9.12 shows 2 × 2 co-clusters of Lung cancer. (LU-03) and (LU-08) depict

a ribosomal gene cluster and an immunoglobulin-related gene cluster, respectively.

Among 84 ribosomal genes in the reduced gene set, 68 ribosomal genes reside in

(LU-03). (LU-03) also contains some genes related to cellular metabolism or cell

growth such as 1288 s at (EEF1A1), 36587 at (EEF2), 35175 f at (EEF1A2)
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Figure 9.10: Six exemplary co-clusters of Colon cancer. The GenBank reference ID for
each gene is listed on the right side of the plot. To distinguish the repeated ESTs, “(a
number)” is assigned after the GenBank reference. The mean expression level of all genes
in each gene cluster is shown in the corresponding errorbar plot. The gene clusters (CO-
13), (CO-20), and (CO-84) contain 18, 7, and 17 genes, respectively. The sample clusters
(Normal) and (Tumor) contain 26 and 36 samples, respectively, where eight samples are
incorrectly clustered (i.e., Accuracy = (54/62)× 100 = 87.1%).
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Figure 9.11: Six exemplary co-clusters of Leukemia. The Affymetrix probe set ID for each
gene is listed on the right side of the plot. The mean expression level of all genes in each gene
cluster is shown in the corresponding errorbar plot. The gene clusters (LE-38), (LE-61), and
(LE-82) contain 37, 25, and 23 genes, respectively. The sample clusters (ALL) and (AML)
contain 40 and 32 samples, respectively, where nine samples are incorrectly clustered (i.e.,
Accuracy = (63/72)× 100 = 87.5%).
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Figure 9.12: Four exemplary co-clusters of Lung cancer. The Affymetrix probe set ID for each gene is listed on the right side
of the plot. The mean expression level of all genes in each gene cluster is shown in the corresponding errorbar plot. The gene
clusters (LU-03) and (LU-08) contain 111 and 35 genes, respectively. However only 40 among 111 genes in (LU-03) are shown
in the plot. The sample clusters (MPM) and (ADCA) contain 30 and 151, where only one sample is incorrectly clustered (i.e.,
Accuracy = (150/151)× 100 = 99.4%).
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Figure 9.13: Six exemplary co-clusters of MLL. The Affymetrix probe set ID for each gene
is listed on the right side of the plot. The mean expression level of all genes in each gene
cluster is shown in the corresponding errorbar plot. The gene clusters (ML-47), (ML-89),
and (ML-91) contain 20, 32, and 16 genes, respectively. The sample clusters (AML), (MLL),
and (ALL) contain 25, 23, and 24 samples, where five samples are incorrectly clustered (i.e.,
Accuracy = (67/72)× 100 = 93.1%).
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and 35748 at (EEF1B2). These clusters are consistent with the ribosomal clus-

ters in [ABN+99, GLD00]. Further, there are 95 immunoglobulin-related genes in

the original dataset and 37 genes are left after preprocessing. Immunoglobulin-

related genes have been a main target in immunology society because of their in-

fluence on the development of various tumors and interaction with oncogenes or

tumor suppressor genes. Some recent studies on their relationship to lung can-

cer are reported in [QZZ+03, TCW+03]. We observe that (LU-08) contains 21

immunoglobulin-related genes, which are relatively down-regulated in MPM sam-

ples and up-regulated in ADCA samples. This observation is consistent with the

4 immunoglobulin-related genes in [NDG+01] and the 4 immunoglobulin-related

genes in the list of the top 20 differently expressed genes for lung adenocarcinoma

in [GSS+01]. Still, several other clusters consist of major dominant genes in each

cluster (see Supplementary Material of [CD08]).

Gene Clusters in MLL Data

Figure 9.13 depicts 3 × 3 co-clusters of MLL. It clearly illustrates the coherent

gene expression level of each cluster, where a group of genes is correlated with a

group of samples. In other words, the genes in a same gene cluster are over- or

under-expressed over only a part of samples, which result in bright or dark vertical

stripes in a co-cluster. For example, the genes in (ML-47) and (ML-91) are over-

expressed in ALL samples, while the genes in (ML-89) are over-expressed in AML

samples and highly over-expressed in MLL samples. In particular, (ML-47) contains

4 discriminating genes in [ASS+02]; (ML-91) contains 5 discriminating genes; and

(ML-89) includes 10 MLL-discriminating genes. Several other gene clusters having a

dominant gene in each cluster are discovered and listed in Supplementary Material.

These demonstrate that MSSRCC has a capability to capture coherent genes.
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Analysis of Biological Annotation Enrichment

The aim of this analysis is to assess the statistical significance of the interesting

gene clusters, i.e., the enrichment of functional annotations. We identify GO “bio-

logical process” categories with significantly enriched gene numbers in each gene set

with respect to the corresponding reference gene set of the reduced gene subsets in

Table 4.2. Here, we focus on the same gene clusters that we investigate previously,

since they recover the main block-structures associated with different cancer types.

However, one might find other significant gene clusters by investigating all the gene

clusters and built-in genome or Affy chip background.

Among many publicly available functional profiling tools, we utilize the

DAVID software [DSH+03]. DAVID adopts Fisher Exact Test to measure the

gene-enrichment in annotation terms (refer to [MWW00] for comparison of sta-

tistical tests for detecting significant changes of gene expression). Fisher Exact

p-value for gene-enrichment analysis ranges from 0 to 1, where Fisher Exact p-value

of 0 represents perfect enrichment. Usually, categories with Fisher Exact p-value

< 0.05 are considered statistically significant. Due to space limitation, we list only

the first five enriched categories (sorted by p-value) for each gene cluster consid-

ered in Tables 9.2–9.5. All the categories listed in Tables 9.2–9.5 have p-value

< 0.05 and the following GO biological process categories are dominantly enriched

in each gene cluster: biosynthesis and metabolism in both (CO-13) and (CO-84);

response and catabolism in (LE-38); regulation, transcription, and response in (LE-

61); catabolism and metabolism in (LE-82); biosynthesis and metabolism in (LU-

03); response and antigen in (LU-08); development in (ML-47); and response in

(ML-89). Remaining categories and further biological interpretation are available

in Supplementary Material.
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Table 9.2: Enrichment of the GO biological process categories in gene clusters of Colon cancer data. For each cluster,
only the first five enriched categories sorted by Fisher Exact p-value using DAVID are listed. Percentage refers to the
percentage of unique DAVID genes in the list associated with a particular annotation term.

Cluster Biological Process Count Percentage p-value

protein biosynthesis 7 50.0 1.5E − 4
macromolecule biosynthesis 7 50.0 2.8E − 4

(CO-13) cellular biosynthesis 8 57.1 4.4E − 4
biosynthesis 8 57.1 8.0E − 4
cellular protein metabolism 7 50.0 6.4E − 2

(CO-20) muscle contraction 2 50.0 3.4E − 2
regulation of organismal physiological process 2 50.0 4.4E − 2
protein biosynthesis 12 70.6 3.2E − 11
macromolecule biosynthesis 12 70.6 1.2E − 10

(CO-84) cellular biosynthesis 12 70.6 2.1E − 8
biosynthesis 12 70.6 5.7E − 8
cellular protein metabolism 12 70.6 1.4E − 5
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Table 9.3: Enrichment of the GO biological process categories in gene clusters of Leukemia data. For each cluster,
only the first five enriched categories sorted by Fisher Exact p-value using DAVID are listed. Percentage refers to the
percentage of unique DAVID genes in the list associated with a particular annotation term.

Cluster Biological Process Count Percentage p-value

defense response 14 36.8 3.5E − 4
response to biotic stimulus 14 36.8 5.0E − 4

(LE-38) immune response 13 34.2 5.8E − 4
response to stimulus 18 47.4 9.7E − 4
organismal physiological process 16 42.1 2.7E − 3
regulation of viral life cycle 3 12.0 3.3E − 4
regulation of viral genome replication 3 12.0 3.3E − 4

(LE-61) taxis 5 20.0 5.2E − 4
locomotory behavior 5 20.0 5.2E − 4
chemotaxis 5 20.0 5.2E − 4
cellular catabolism 7 31.8 2.6E − 4
catabolism 7 31.8 7.1E − 4

(LE-82) cellular macromolecule catabolism 5 22.7 3.8E − 3
generation of precursor metabolites and energy 6 27.3 4.3E − 3
macromolecule catabolism 5 22.7 6.6E − 3
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Table 9.4: Enrichment of the GO biological process categories in gene clusters of Lung cancer data. For each cluster,
only the first five enriched categories sorted by Fisher Exact p-value using DAVID are listed. Percentage refers to the
percentage of unique DAVID genes in the list associated with a particular annotation term.

Cluster Biological Process Count Percentage p-value

protein biosynthesis 75 69.4 1.3E − 70
macromolecule biosynthesis 75 69.4 8.5E − 65

(LU-03) cellular biosynthesis 78 72.2 8.6E − 54
biosynthesis 78 72.2 4.2E − 50
cellular protein metabolism 81 75.0 3.5E − 33
response to biotic stimulus 13 48.1 7.8E − 8
response to stimulus 15 55.6 4.6E − 7

(LU-08) defense response 12 44.4 5.9E − 7
immune response 11 40.7 3.4E − 6
antigen processing, endogenous antigen via MHC class I 4 14.8 5.4E − 4
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Table 9.5: Enrichment of the GO biological process categories in gene clusters of MLL data. For each cluster, only
the first five enriched categories sorted by Fisher Exact p-value using DAVID are listed. Percentage refers to the
percentage of unique DAVID genes in the list associated with a particular annotation term.

Cluster Biological Process Count Percentage p-value

cell differentiation 5 27.8 1.2E − 3
organ development 5 27.8 2.0E − 3

(ML-47) development 7 38.9 6.9E − 3
hemopoiesis 3 16.7 1.5E − 2
hemopoietic or lymphoid organ development 3 16.7 1.6E − 2
response to other organism 10 32.3 3.7E − 5
defense response 12 38.7 4.7E − 5

(ML-89) response to biotic stimulus 12 38.7 7.7E − 5
immune response 11 35.5 1.3E − 4
organismal physiological process 13 41.9 1.3E − 4
cell-cell signaling 4 28.6 1.1E − 2

(ML-91) cell communication 8 57.1 1.4E − 2
organismal physiological process 6 42.9 3.3E − 2
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9.6 Summary and Remarks

Motivated by the observation that sets of genes which are similarly regulated across

samples have related functions, we employ a fast co-clustering algorithm to simul-

taneously discover those subsets of both genes and samples that are correlated.

Our co-clustering algorithm, MSSRCC, partitions both genes and samples based

on expression profiles, thus all co-clusters from our algorithm uncover a so-called

non-overlapping “checkerboard” structure.

We propose specific strategies to enhance the performance of MSSRCC. We

compare its performance with other co-clustering algorithms on two synthetic gene

expression datasets. Also, the strength of the proposed algorithm is demonstrated on

four publicly available human cancer microarray datasets: Colon cancer, Leukemia,

Lung cancer, and MLL. We evaluate the sample clustering of each dataset using the

external measure of accuracy. Our empirical results demonstrate that an individual

strategy (i.e., NBIN, SI, MSSRCC, or LS) contributes towards better accuracy for

most of the gene sets that we consider. Combination of these strategies gives better

accuracy than an individual strategy. In particular, the best combination is to

employ NBIN, SI, and MSSRCC with LS, together.

We find that complete-linkage or average-linkage hierarchical clustering ini-

tialization start with better initial and end with better final clustering than both

single-linkage hierarchical clustering and random initialization. MSSRCC can cor-

rect initial cluster assignments brought up by hierarchical clustering, and the final

clustering is comparable to that from spectral initialization.

We also assess gene clustering quality by visualizing the coherence of genes

in some co-clusters in checkerboard plots and observe that the selected coherent co-

clusters contain many discriminative genes identified in the literature. Furthermore,

we evaluate functional enrichment of gene clusters according to major biological

processes in gene ontology.
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In addition, MSSRCC prevents empty clusters by means of local search strat-

egy; discovers co-clusters with coherent expression profiles, resulting in “checker-

board” patterns, many of which contain the discriminative genes previously identi-

fied in the literature; and produces very stable sample clustering even with substan-

tial variation in the number of gene clusters.

Finally, we list some avenues to be explored in the future. We observe that

the performance of MSSRCC is best with the selected discriminative gene subsets.

Further, little overlap of the identified genes in the literature suggests that there

may exist multiple other gene sets that have similar or better discriminative ca-

pability. These observations reinforce the importance of feature quality and the

need for sophisticated feature selection algorithms. We may vary the number of

gene clusters to generate finer clusters for researchers to look at, however it would

be better if we can estimate the optimal number of gene/sample clusters. Cur-

rently, MSSRCC produces non-overlapping co-clusters, and we plan to enhance our

co-clustering algorithm to generate overlapping or soft co-clusters.
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Chapter 10

Scalable Co-clustering

Currently, an enormous amount of data is being collected from observations and

experiments in business and scientific domains, it is common that the data size be-

comes even bigger than the main memory of a single processor machine. Therefore,

the scalability of co-clustering algorithms will be a critical issue to be addressed in

the near future. To address this, we develop a framework of a parallel co-clustering

algorithm that is capable of doing co-clustering on large data sets over multiple

processors.

The rest of the paper is organized as follows. In section 10.1, we describe the

parallelization of the BCC algorithm, where we compare it with the BCC defined in

Chapter 1. In section 10.2, we provide detailed experimental results on the synthetic

data sets explained in Chapter 4.

10.1 Distributed Bregman Co-clustering (DBCC)

In order to parallelize the algorithms, we divide processing steps at each row/column

batch iteration as follows:

1. The existing row/column mean vectors and a subset of the row/column points
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are taken into each subnode in distributed systems.

2. In each subnode, the distance between each row/column point and each mean

vector is computed and then the point is assigned to the closest cluster.

3. All the assigned cluster labels are collected and new cluster mean vectors are

computed.

Note that steps 1 and 2 are equivalent to the map task and step 3 to the reduce

task in [RRP+07].

To obtain a parallel version of the co-clustering algorithm, we note that there

are three main steps in each iteration of the co-clustering algorithm: (1) comput-

ing cluster statistics; (2) obtaining row cluster assignments (RB); and (3) obtaining

column cluster assignments (CB). Further, given the matrix averages, the separa-

bility of the row and column update cost functions allows us to separately find the

optimal assignment for each row and column. Using this inherent data parallelism,

we propose a parallel version of the co-clustering algorithm (Algorithm 5). The key

idea is to divide the rows and columns among the processors so that the steps (RB)

and (CB) can be completely performed in parallel. For updating statistics, each

processor first computes its partial contribution and then all values are reduced to

obtain the overall cluster statistics (i.e., various matrix averages).

For simplicity, we assume that the data is stored in a dense matrix format

and equally partitioned among P processors. Therefore, each processor owns m
P rows

(i.e., AI·) and n
P columns (i.e., AT

·J). Notice that Algorithm 5 requires both partial

rows and columns for each processor. Since each processor only owns a fraction

of the data matrix A, the computation of the partial contributions to the various

cluster averages takes only O
(

mn
P

)
operations while the accumulation of these con-

tributions requires O (Pkℓ) operations. The row and cluster assignment operation

further require O
(

mkℓ
P + nkℓ

P

)
operations. Therefore, the overall computation time
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is O
(

mn
P + mkℓ

P + nkℓ
P + Pkℓ

)
which corresponds to almost linear speedup, assuming

N <
√

(m + n) and ignoring the communication costs. As for Algorithm 1, basis 1

reaures less computation time then the other cases.

10.2 Experimental Results

We implement the parallel versions of all the twelve BCC algorithms using MPICH

and C++ and measure their performance on the Sun Linux Cluster with 16 nodes.

Each computing node has 8GB (2GB per core) of memory and two dual-core AMD

Opteron(tm) processors, connected with infiniband interconnect.

Throughout our experiments, execution time is measured in seconds and it

is averaged over several iterations. We report four sets of experiments, where we

vary m, n, k, l, and p, respectively. We have varied the number of row cluster

k = 1, 2, 4, 8, 16,and 32 and also the number of column cluster l = 1, 2, 4, 8, 16

and 32 for all our experiments. We used the same initial row and column cluster

assignments for both the sequential co-clustering algorithms and the parallel co-

clustering algorithms so that we compare performance based on the same input

conditions. Also, we have varied with the number of processors P = 1, 2, 4, 8, and

16. Because of space limitation, we only report the results with a specific parameter

setting, k = l = 32, since these parameters clearly emphasize the characteristics of

our parallel co-clustering algorithms. The other combinations also showed similar

performance with small variations depending on data sets.

Speedup

Relative speedup is defined as T1
TP

, where T1 is the execution time of the parallel

algorithm on 1 processor and TP is the execution time of the parallel algorithm on

P processors. In other words, it is the ratio of the execution time for clustering a data

set into k clusters on one processor to the execution time for identically clustering
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Algorithm 5: Parallel Bregman Co-clustering (PBCC) Algorithm

PBCC(AI·, AT
·J , k, ℓ, ρI , γJ)1

Input: Data matrics AI· ∈ R
m
P
×n and AT

·J ∈ R
n
P
×m, number of row clusters

k, number of column clusters ℓ, and clustering indicator vectors
ρI ∈ {1, · · · , k}m

P
×1 and γJ ∈ {1, · · · , ℓ} n

P
×1

Output: Clustering indicator vectors ρI and γJ

begin2

P = MPI Comm size()3

Initialize cluster assignment of ρI and γJ /* INIT */4

Update statistics SIJ to reflect ρI and γJ5

MPI Allreduce (SIJ , S,MPI SUM)6

Update row and column cluster prototypes, AR and AC according to S7

newobj ← largeNumber8

τ ← 10−5‖A‖2; {Adjustable parameter}9

repeat10

for 1 ≤ i ≤ m
P

do11

ρI(i)← argmin
1≤r≤k

EV |u

[
dφ

(
AI(i)·, A

R
r

)]
/* RB */

12

end13

Update statistics SIJ to reflect ρI14

MPI Allreduce (SIJ , S,MPI SUM)15

Update column cluster prototype AC according to S16

for 1 ≤ j ≤ n
P

do17

γJ(j)← argmin
1≤c≤ℓ

EU|v

[
dφ

(
AT

·J(j), A
C
c

T
)]

/* CB */
18

end19

Update statistics SIJ to reflect γJ20

MPI Allreduce (SIJ , S,MPI SUM)21

Update row cluster prototype AR according to S22

oldobj ← newobj23

newobj ← EU|v

[
dφ

(
A, AR

)]
24

until |oldobj − newobj| > τ25

end26
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the same data set on P processors. Therefore, speedup deficts a summary of the

efficiency of the parallel algorithm.

First, we study the speedup behavior when the number of data point m is

varied. Specifically, we consider the 4 data sets, d2, d4, d5, and d17, in Table 4.5.

We fixed the number of dimensions n = 64
(
= 26

)
and also the number of desired

row clusters k = 32 and the number of desired column clusters l = 32. We clustered

each data set on p = 1, 2, 4, 8, and 16 processors. The measured execution times

of all the 11 data sets are reported in plots (a) and (b) of Figures 10.1 and 10.2

for parallel MSSRCCII and parallel ITCC, respectively. The corresponding relative

speedup results are also reported in plots (c) and (d) of Figures 10.1 and 10.2, where

we can observe the following facts:

• Both algorithms achieve linear speedup for all the considered data

sets. Speedups are linear with respect to the number of processors for all the

cases. Parallel ITCC shows a little bit better performance than does parallel

MSSRCCII.

• Relative speedup increases as data sizes increases with fixed number

of processors. Speedups of both parallel MSSRCCII and parallel ITCC come

closer to the ideal speedup as data size increases. It verifies that our parallel

co-clustering algorithms have a good sizeup behavior in the number of data

points.

In particular, the plots (c) and (d) of Figures 10.1 and 10.2 clearly illustrate

the three different performance groups of the data sets as follows:

1. Group that performs similarly. We have very similar performance with

small/similar sized data sets such as d2, d4, and d5. Notice that for these

data, column sizes are fixed (i.e., n = 64).
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Figure 10.1: Speedup of parallel MSSRCCII (Algorithm 2) over varied data sets and
processors.
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Figure 10.2: Speedup of parallel ITCC (with basis 5) over varied data sets and
processors.
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2. Group that shows that speedups increase, when row dimension de-

screases, but column dimension increases. We have increased speedups

with a group of data sets whose row and column dimensions varies differently.

To be more specific, for the data sets including d17 to d22, row dimensions are

decreasing from 220 down to 215, on the other hand, column dimensions are

increasing from 26 up to 211. By doing this way, we keep the overall matrix

size (i.e., m×n, fixed to 226, which is 512MB). As row sizes decrease as well as

column sizes increase, the overall speedups are improved. The similar result

has been reported in [ZK06]. Since d22 has the smallest row size but largest

column size among the datasets in this group, it has the smalles computation

cost in the row cluster assignment phase. From this observation, we conclude

that the cost of computing column updates dominates the computation time.

3. Group that shows speedups relatively increase, as data sizes increase

(in both row and column dimensions). In plots (c) and (d) of Figures 10.1

and 10.2, this pattern is more clearly observed for larger data sets such as d30

and d31. It is because of the trade-off between commmunication time and

computing time (i.e., communication overhead increases as data size grows).

In this case, we might have more benefit if we use more processors.

Furthermore, Figures 10.1 and 10.2 demonstrate the relationship among

speedups, data sizes, and number of processors. It shows that the relative speedup

substantially increase with the ratio of the number of used processors increases re-

gardless of the data size, when the number of processors is greater than 2. These

speedups are linear with respec to the number of processors for most cases. For the

two largest data sets, d30 and d31, we expect to raise their speed up by exploiting

more parallelism with more processors.
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10.3 Summary and Remarks

Although there have been numerous studies on cluster and co-cluster mining, the

study on scalable clustering algorithm is still limited and has mainly focused on the

traditional clustering problem.

Dhillon and Modha [DM00] design a parallel k-means algorithm, based on

the message-passing model of parallel computing, with which they achieve nearly

linear speedup. Their implementation provides a general framework for parallelizing

k-means-like clustering algorithms.

Recently, we have witnessed much research on parallelization of machine

learning algorithms [CSL+06, RRP+07]. In [NGC01], a density and grid based clus-

tering algorithm, pMAFIA, is presented. It introduces an adaptive grid framework

to reduce computation overload and improve the quality of clusters. pMAFIA also

explores data parallelism and task parallelism to scale up to massive data sets and

large set of dimensions. Recently, [PT03] presented a parallel clustering algorithm,

p-AutoClass, to distributed memory minicomputers for Bayesian clustering. They

defined a theoretical performance model of p-AutoClass to predict its execution

time, speedup and efficiency. In [AZK04], a parallel biclustering algorithm, called

SPHier, is developed to discover biclustering parallel. Different from the ParRescue

algorithm presented in this paper, SPHier is based on bigraph crossing minimization.

[GM05] propose incremental and parallel co-clustering algorithm for collaborative

filtering-based recommender system, based on the combination of Euclidean co-

clustering algorithms with basis 5. [ZK06] implement a parallel version of the first

residue co-clustering algorithm in [CDGS04] (i.e., Euclidean co-clustering with basis

2) and show scalable performance with near linear speedup.

To the best of our knowledge, no one has tried to parallelize all the BCC al-

gorithms. Currently, we implement all the twelve BCC algorithms so that they take

both dense and sparse matrices. For a sparse matrix, we have to use a more sophis-
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Figure 10.3: Speedup of parallel Euclidean co-clustering algorithms for Netflix
data.
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Figure 10.4: Speedup of parallel I-divergence co-clustering algorithms for Netflix
data.
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ticated partitioning scheme to ensure that the load is evenly balanced in order to

obtain a good speedup. Figures 10.3 and 10.4 illustrate preliminary experimental re-

sults of our implementation of parallel co-clustering algorithms for sparse matrices.

For this experiment, we use the Netflix movie data in the well-known column-

compressed storage format. We are able to obtain (sub-)linear speedup for most

cases, whose performance is a little bit worse than that of the dense cases. Interest-

ingly, with small-size data sets, the performances bwtween dense and sparse cases

are very close. However, as shown in plots (c) and (d) in Figures 10.3 and 10.4, with

larger data sets and more processors, the performance gap between dense and sparse

cases becomes bigger. For example, both Euclidean and I-divergence co-clustering

algorithms with basis 6 are not scaled well along with increased data size and proces-

sors. We ascribe this experimental results to the trade-off between commmunication

time and computing time, since basis 6 requires more number of parameters than

the other five bases.

The following is the list of some research directions that we want to pursue

as future work: (1) We apply the parallel co-clustering algorithms to eleven syn-

thetic data sets and one real-world data set, and thus it is desirable to apply the

algorithms to more real-world data sets; (2) We emphasize more on experimental

results than theoretical analysis of the proposed algorithms and rigorous theoret-

ical analysis similar to the analysis in [DM00] is required; (3) We focus only on

parallelizing batch update steps, however parallelizing local search step needs to be

considered to get better local minima; (4) We currently implement all the parallel

co-clustering algorithms using MPI, however we can take advantage of advanced

parallelization platforms such as “map-reduce” and “hadoop” like some machine

learing algorithms implemented in [CSL+06, RRP+07]; and (5) we can explore the

potential of multicore hardware architecture with OpenMP.
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Chapter 11

Discovery of Reverse Patterns

The functionality to discover anti-correlation relationships is particularly important

and useful for practitioners who works on gene expression data analysis, since it is

frequently observed that genes that are functionally related may demonstrate strong

anti-correlation in their expression levels.

However, the existing pattern-based and tendency-based clustering algo-

rithms are designed to find positive regulated gene clusters. In this chapter, we

consider a simple extension of MSSRCC algorithms so that the extended algorithms

can discover coherent and inverted patterns in a given data at the same time. In

section 11.1, we briefly introduce interesting relationships between genes in gene

expression data. In section 11.2, we present the main idea of discovering reverse

patterns using Euclidean co-clustering algorithms. In section 11.3, we demonstrate

the usability of the proposed methodology with two human cancer gene expression

data sets introduced in Chapter 4.
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Figure 11.1: Relationships between genes. (e) and (f) are two additional relation-
ships between co-regulated genes. The plots are regenerated based on [QDFLY01,
YLQG03, GWBO+07].
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11.1 Relationships between Patterns

As illustrated in Figure 11.1, relationships between target genes in gene expression

data include: (1) correlated, where genes have similar profiles (co-expressed); (2)

time-shifted, where genes have similar profiles, but one is delayed with respect the

other in the cell cycle; (3) inverted, where gene have opposing profiles; and (4)

inverted time-shifted [QDFLY01, YLQG03].

Among these patterns, we are interested in detecting the inverted relationship

shown in plot (c) of Figure 11.1. Several methods of identifying inverted (gene)

patterns have been proposed for this purpose:

• Biclustering of expression data. Cheng and Church [CC00] add inverted

rows (i.e., “mirror images” of genes) into the considered bicluster. They in-

terpret them as coregulated but receiving the opposite regulation.

• Local clustering based on dynamic programming method. Qian et

al. [QDFLY01] interpret that inverted correlation may exist where the expres-

sion of one gene inhibits or suppresses the expression of the other.

• Diametrical clustering. Dhillon et al. [DMR03] use square of correlation

coefficient, i.e., “coefficient of determination” in simple linear regression, as an

similarity measure.

• Absolute values of change in expression levels. Erdal et al. [EOA+04]

perform discretization of the given gene expression data that takes both posi-

tive and negative correlations into consideration.

• CC-TSB (CC Time-Series Biclustering). Based on the biclustering by

Cheng and Church [CC00], Zhang et al [ZZC05] propose a deletion-based bi-

clustering algorithm to coregulated genes showing similar expression profiles in
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certain sub-interval of the time course. The time locality is preserved through

constraining the set of time points eligible for deletion.

• Association pattern discovery (APD) using MAP (mining attribute

profile). Gyenesei et al. [GWBO+07] improve the traditional APD, originated

from market basket analysis, to mine co-regulated gene profiles.

• g-Cluster. Zhao et al. [ZWYX07] propose a new subspace clustering to cap-

ture both all of strict or flexible coherent tendency (i.e., co-expression) and all

of strict or flexible inverted tendency.

11.2 Discovery of Inverted Patterns using Co-clustering

Motivated by the approach in [CC00], we extend the two MSSRCC algorithms,

MSSRCCII and MSSRCCVI, defined in Algorithms 2 and 3, respectively, to identify

anti-correlated rows. The idea is to introduce the inverted row of each row at each

greedy row assignment and take the inversion if distortion value is smaller with

inversion than without inversion. Note we may introduce negative values by taking

inversion of the original values in a given data matrix. Therefore, this functionality

can not be applicable to the six I-divergence co-clustering algorithms, because they

take a non-negative valued matrix so as to get a joint probability matrix. To employ

this, we need to modify each greedy row assignment step for the two residues defined

in (3.3) and (3.4), respectively, as follows:

• ρ(i)← argmin
1≤r≤k

{‖Ai· −m−1/2
r AR

r·‖2, ‖ −Ai· −m−1/2
r AR

r·‖2}

• ρ(i)← argmin
1≤r≤k

{‖AP
i· −m−1/2

r AR
r·‖2, ‖ −Ai· −ACCT

i· −m−1/2
r AR

r·‖2}

Also we need to keep the row inversion information for next iteration. Lemma

11.2.1 shown below provides that inverted rows still guarantee the monotonicity of

objective function values.
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Lemma 11.2.1. Introducing inversion of rows in MSSRCCII and MSSRCCVI still

guarantees the monotonic decrease of objective function values.

Proof. Let Ic keep track of indices of row class c and I keep track of indices of

inverted rows. Also, let Mρ(r)· = m
−1/2
ρ(r)· A

R
ρ(r)· and Mρ(r)· = ACCT

r· + m
−1/2
ρ(r)· A

R
ρ(r)·

be for MSSRCCII and for MSSRCCVI, respectively, where mρ(r) = |Iρ(r)|. ρ(r) and

ρ̃(r) keep track of the assignment of r-th row before and after greedy assignment

shown above, respectively, and M̃ denotes the updated M according to ρ̃(r). Then

we have

∑

r

‖Ar· −Mρ(r)·‖2 =
∑

r 6∈I

‖Ar· −Mρ(r)·‖2 +
∑

r∈I

‖ −Ar· −Mρ(r)·‖2

≥
∑

r 6∈I

‖Ar· −Mρ̃(r)·‖2 +
∑

r∈I

‖ −Ar· −Mρ̃(r)·‖2

≥
∑

r 6∈I

‖Ar· − M̃ρ̃(r)·‖2 +
∑

r∈I

‖ −Ar· − M̃ρ̃(r)·‖2

=
∑

r

‖Ãr· − M̃ρ̃(r)‖2,

where Ãr· = Ar·, if r 6∈ I and Ãr· = −Ar·, if r ∈ I. Notice that initially I is an

empty set and each iteration of the algorithms |I| can either increase or decrease,

because I = I ∪ {r} when r 6∈ I but chosen to be inverted at greedy assignment

step and I = I \ r when r ∈ I and chosen to be inverted again. Notice also that Ic

is updated as Iρ(r) = Iρ(r) \ r and Iρ̃(r) = Iρ̃(r) ∪ {r} whenever ρ(r) 6= ρ̃(r) for each

r. Here, we have the first inequality from the greedy assignment of step in both

the algorithms and the second inequality from fact that the mean vector minimizes

squared deviation, which is proved in Theorem 4.1 and Theorem 4.2 in [CDGS04]

for MSSRCCII and MSSRCCVI, respectively.

Note that for brevity we only show the proof of lemma 11.2.1 for the two

MSSRCC algorithms, however all the other four Euclidean co-clusters of the BCC
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Figure 11.2: Mean expression level of gene clusters containing (anti-)correlated genes in
Lung cancer data. The mean expression level of all genes in each gene cluster is shown in
blue and the mean expression level of all anti-correlated genes in the corresponding gene
cluster is shown in red.

framework can be directly applicable to lemma 11.2.1 with a proper modification.

11.3 Experimental Results

Figure 11.2 shows 3×2 co-clusters that containing (anti-)correlation in Lung cancer

introduced in Chapter 4.

(R1) contains eight anti-correlated genes ( out of 35 genes, whose anti-

correlated mean expression level (in red) to the other 27 genes is shown in Fig-

ure 11.2. The 27 genes are comparatively up-regulated in a subset of MPM samples,

showing the opposite pattern to the eight anti-correlated genes. Some of oncogenes

such as (CSRP1), (RAB1), and (RRAS) are identified, however more investigation

of this gene cluster is needed to get biologically more interesting findings.

Immunoglobulin-related genes have been a main target in immunology soci-

ety because of their influence on the development of various tumors and interaction

with oncogenes or tumor suppressor genes. Some of recent studies on their relation-

ship to lung cancer are reported in [QZZ+03, TCW+03]. Among 41 genes in (R2),
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23 genes are immunoglobulin-related genes, which are relatively down-regulated in

MPM samples and up-regulated in ADCA samples. This finding is consistent with

the four immunoglobulin-related genes in [GSS+01], where they provide top 20 dif-

ferently expressed genes for lung adenocarcinoma, and the four immunoglobulin-

related genes in [NDG+01]. Interestingly, many other genes commonly reside in the

selected gene lists in [GSS+01, NDG+01].

Among all the 150 ribosomal genes existing in 12533 genes, 66 genes are

filtered out and only 84 ribosomal genes are survived in the reduced set of 2401

genes. (R3) contains 45 ribosomal genes out of the remaining ribosomal genes.

Figure 11.3 illustrates the mean gene expression profiles of the eight clus-

ters, containing (anti-)correlated genes. The mean expression profiles clearly show

that the anti-correlated genes have the opposite gene expression patterns to the

other genes in each cluster. However, we could not find common gene functions

or biological relationships in gene clusters that contains anti-correlated genes (i.e.,

no clear relationships between the correlated genes and the ani-correlated genes in

(R2)). Hence, further investigation is needed for the gene clusters that contain

anti-correlated genes.

One interesting observation is that anti-correlated genes rarely reside in the

gene clusters that contain many discriminating genes identified in the literature. We

think, it is because discriminating genes have the peculiar expression profiles that

are conspicuously up- or down-regulated over a specific subtype of the tumor as in

(R1) and (R3) in plot (a) of Figure 11.3, while anti-correlated genes rather has vari-

able up- and down-patterns across the whole range of samples without representing

conspicuous regulation patterns in the discriminating genes.
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Figure 11.3: Mean expression level of gene clusters containing (anti-)correlated genes in
MLL data. For example, (R7), (R9), (R9), and (R10) correspond respectively to the gene
cluster in the format of (cluster size, anti-correlated gene size) as follows: (14,2); (5,2); (9,5);
and (22,2). Blue line shows the mean expression level of the genes in a gene cluster ant the
read line shows that of the anti-correlated gene in the corresponding gene cluster.
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Figure 11.4: Discovery of partial and/or inverted patterns using co-clustering.

11.4 Summary and Remarks

As explained in Chapter 3, MSSRCC captures the coherent trends of genes and

samples of the form exT + yeT , where x and y are arbitrary column vectors, and

e = [11 · · · 1]T . Therefore, the original MSSRCC prefers to discover the correlated

(i.e., co-expression) like those in plot (a) of Figure 11.1 In this chapter, we extend

the original MSSRCC to detect only the rows which are anti-correlated across all

the columns like those in plot (c) of Figure 11.1.

We can further improve the algorithm to identify more complicating patterns

in Figure 11.4. To be more specific, we want to discover the pattern in plot (b) of

Figure 11.4 from the pattern in plot (f) of Figure 11.1. So, the main task is to seek

for anti-correlated local patterns, which reside in a partial range of columns, but

not across the whole range of columns.
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Chapter 12

Discovery of Coherent

Co-clusters from Noisy Data

As described in Chapter 4, text data and gene expression data, which are two typ-

ical examples of large scale data, have challenging characteristics that data mining

algorithms have to confront. In particular, irrelevant and redundant features in a

given data set are known to be destructive to mining performance [BL97, KJ97].

Therefore, the task of selecting relevant features has been one of the most funda-

mental tasks so as to improve overall mining performance. Further, the growing

applications of data mining techniques to large scale real-world data have made this

task more necessary.

The goals of the task of selecting relevant features include [LM98, GE03]:

(1) reducing the amount of data; (2) focusing on the relevant data; (3) improving

both the quality of data and the performance of data mining algorithm; and (4)

providing a better understanding of the underlying process that generated the data.

However, the conventional approach for selecting features is to preprocess data and

reduce dimensionality, independently from data mining algorithms.

Recently, Gupta and Ghosh [GG06] propose Bregman Bubble Clustering
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(BBC) to address the problem of discovering multiple, dense regions in a dataset,

while discarding the relatively non-coherent parts of the data. BBC provides a ro-

bust, scalable framework for clustering only a relevant fraction of the data. However,

BBC is developed based upon one-way Bregman clustering (BC) [BMDG05], and

hence data points are clustered based on one of Bregman divergence measures across

the entire set of features.

In this chapter, we generalize the main idea of BBC to the BCC framework

and propose Bregman Bubble Co-clustering (BBCC), which can efficiently reduce

dimensionality and do co-clustering at the same time. Since it has all the desirable

properties inherited from both BCC and BBC algorithms, it is extremely well suited

to a number of real life applications.

The rest of this chapter is organized as follows: In section 12.1, we summarize

fundamental concepts in data preprocessing techniques in data mining, but omit

algorithmic details of each concept for brevity; In section 12.2, we describe the main

algorithm of BBCC; Finally, we present experimental results on the human cancer

gene expression data sets.

12.1 Feature Selection vs. Feature Construction

Feature selection and feature transformation are frequently used preprocessing tech-

niques [LM98, Tor03]:

• Feature selection. It is different from feature transformation in that no new

features will be generated, but only a subset of original features is selected

and the feature space is reduced [BL97, LM98]. Recently, [LDD+05] discusses

on some trends and controversies of feature selection.

• Feature transformation. It is a process through which a new set of fea-

tures is created. Feature transformation, sometimes called feature discov-
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ery or feature generation, includes feature construction and feature extrac-

tion [LM98, Tor03].

We describe some differences between feature construction and feature ex-

traction below, however usually these are mixedly used in the literature:

• Feature construction. It is a process that discovers missing information

about the relationships between features and augments the space of features

by inferring or creating additional features. The aim of feature construction

is to provide mining algorithms with information of higher relevance, in order

to achieve better mining performance.

• Feature extraction. It is a process that extracts a set of new features from

the original features by means of some functional mapping, while keeping as

much information in data as possible. Therefore, Feature extraction is one of

the dimensionality reduction techniques.

Clustering algorithms have been used for feature construction, where the idea

is to replace a group of similar variables by a cluster centroid. This cluster center is

considered as a constructed feature. In Chapter 14, we present a novel application of

the BCC framework to pervasive computing, where we consider co-cluster centroids

as extracted features (i.e., representative vectors) and use the extracted patterns in

recognizing contextual situations of mobile device users.

While the problem of selecting features in supervised learning scenarios has

been studied widely in the literature, the unsupervised feature selection problem

is still a challenging task due to the absence of class labels that would guide the

search for relevant information. Therefore, this chapter presents a sophisticated

methodology through which the BCC framework can efficiently do feature selection

during (co-)clustering simultaneously.
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12.2 Bregman Bubble Co-clustering (BBCC)

Motivated by the main idea of BBC [GG06] that filters out relatively non-coherent

data points and discovers multiple dense regions in a dataset, we generalize the BBC

idea to the BCC framework and propose Bregman Bubble Co-clustering (BBCC)

(Algorithm 6), for discovering dense, arbitrarily positioned co-clusters in large, pos-

sibly high dimensional datasets. Note that the iterative procedure of BBCC (Algo-

rithm 6) is a special case of Robust Overlapping Co-clustering (ROCC) [DCG+08]

that consists of the two algorithmic steps: (1) the iterative procedure to filter out

both non-coherent rows and columns and (2) the postprocessing step to hierarchi-

cally agglomerate similar co-clusters by pruning and merging co-clusters.

The key idea of BBCC is to automatically prune away non-informative data

points and perform feature selection during the clustering process by eliminating

non-discriminative features and hence cluster only the relevant part of the dataset.

Through this pruning step, irrelevant data points (i.e., rows) and/or features (i.e.,

columns) are filtered out and the resulting co-clusters consisting of only a predeter-

mined number of objects and features are arranged in a grid structure. Therefore,

BBCC is robust in the presence of noisy and irrelevant objects as well as features.

Main Algorithm Steps

Since the overall process of the BBCC algorithm gets inherited from the BCC frame-

work defined in Algorithm 1, unless otherwise mentioned, the algorithmic steps just

follow those in the BCC framework. Hence, instead of explaining the whole al-

gorithmic steps, we focus on describing the additional steps inserted to the BCC

framework to get the functionality.

Notice that the main additional steps in the BBCC algorithm are the selec-

tion steps (step 12 and step 17). The new variables sr and sc denote the specified

number of rows and columns respectively, which is to be retained after pruning. Our
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Algorithm 6: Bregman Bubble Co-clustering (BBCC)

(see [DCG+08])1

BBCC(A, k, ℓ, ρ, γ, sr, sc)2

Input: Data matrix A ∈ R
m×n, number of row clusters k, number of

column clusters ℓ, and clustering indicator vectors
ρ ∈ {1, · · · , k}m×1 and γ ∈ {1, · · · , ℓ}n×1, number of rows to be
retained sr, number of columns to be retained sc

Output: Clustering indicator vectors ρ and γ
begin3

Initialize cluster assignment of ρ and γ (INIT )4

Update cluster statistics and cluster prototypes, AR and AC , to5

reflect ρ and γ
newobj ← largeNumber6

τ ← 10−5‖A‖2; {Adjustable parameter}7

repeat8

for 1 ≤ i ≤ m do9

ρ(i)← argmin
1≤r≤k

EV |u

[
dφ

(
A,AR

)]
(RB)

10

end11

Update cluster statistics and AR to reflect new ρ12

K ← set of sr rows (among m rows) with least error13

for 1 ≤ j ≤ n do14

γ(j)← argmin
1≤c≤ℓ

EU |v

[
dφ

(
A,AC

)]
(CB)

15

end16

Update cluster statistics and AC to reflect new γ17

L← the set of sc columns (among n columns) with least error18

oldobj ← newobj19

newobj ← EU |v

[
dφ

(
A,AC

)]
20

until |oldobj − newobj| > τ21

end22
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aim is to simultaneously cluster sr(≤ m) rows and sc(≤ n) columns of A, into a

grid of k row clusters and l column clusters. So, the new sets K (step 12) and L

(step 17) are introduced to keep track of the sr selected rows and the sc selected

columns with least error out of all the m rows and n columns, respectively, at each

iteration. The co-clusters will hence be comprised of sr × sc entries selected from

the m × n entries of A. As before, ρ and γ are mappings, but now the mappings

are from the sr rows ∈ K to the k row clusters and from the sc columns ∈ L to the

l column clusters, respectively. As explained, except the constraints on numbers of

data points and/or features retained with the control parameters sr and sc at the

selection steps, overall process of BBCC is analogous to the notion of the approxi-

mation scheme in the BCC framework defined in Algorithm 1, which reconstructs

the data matrix, while preserving a certain set of statistics within each co-cluster.

Note that the rows and columns that are not included in the current sr ∈ K

rows and sc ∈ L columns assigned to co-clusters are still retained since they could

be selected in the co-clusters in future iterations. The row cluster update step hence

selects that fraction of rows that minimize the error among the entire set of rows.

Also, the assignment of the selected rows to their corresponding row clusters is done

in such a way that it directly minimizes the error. Hence, row cluster updates and

similarly column cluster updates reduce the objective function. Accordingly, the

objective function decreases at every iteration. Since this function is bounded from

below by zero, the algorithm is guaranteed to converge. Note that the co-clustering

problem is NP-complete, so convergence to only a local minimum is possible.

12.3 Feature Selection using Co-lustering

With sr < m and sc = n, which is a particular instance of the BBCC algorithm, we

can perform feature selection along the row dimension, while simultaneously cluster-

ing along the column dimension. In other words, with this setting, BBCC interleaves

163



feature selection with clustering and iteratively improves both the two tasks, fea-

ture selection and clustering. It is intuitively better than independently performing

feature selection a priori and then clustering using the identified features [LFJ04].

For this application, we set BBCC with pressurization to cluster all the

samples (i.e., sc = n) and prune along the genes (i.e., sr ≤ m) for the human cancer

data sets described in section 4.2. All the gene expression datasets are preprocessed

with the column standardization (CS) defined in Chapter 5. We compare the tissue

sample accuracy (averaged over 20 random runs) of the proposed approach with

those of BCC and k-means algorithms.

Feature Selection with Whole Genes

Our first experimental scenario is to evaluate the performance of the proposed ap-

proach on the whole genes in each data set. Figure 12.1 illustrates the performance

of the proposed BBCC over BCC and k-means algorithms. Note that plot (a) in

Figure 12.1 is generated with basis 6, while (b)-(d) with basis 2. We witness that

algorithms with basis 6 are prone to overfit the noisy features, so algorithms with

basis 6 are better for the data set containing less redundant and less noisy features.

Overall, BBCC performs the best and k-means leads to the worst performance ((a)–

(c)). As for Leukemia ((a)) and Lung cancer ((c)), BBCC outperforms with a small

fraction (in particular, < 0.2) of the whole genes. Although BBCC couldn’t lead to

consistent performance improvement on MLL ((d)), the overall performance is not

much deteriorated, but still promising, because BCC and k-means uses all genes

but BBCC uses only a small fraction. Therefore, the plots Figure 12.1 support that

simultaneous feature selection and clustering can automatically discover discrimi-

nating features from the noisy data.
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Figure 12.1: Average tissue sample clustering accuracy vs. fraction of genes selected
from the original gene set (Table 4.2). The accuracy values are averaged over 20
random runs with MSSRCCII (Algorithm 2). k = 100 and ℓ is set to the number of
classes in each data set.
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Figure 12.2: Average tissue sample clustering accuracy vs. fraction of genes selected
from the reduced gene set (Table 4.2). The accuracy values are averaged over 20
random runs with MSSRCCVI (Algorithm 3). k = 20 and ℓ is set to the number of
classes in each data set.
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Feature Selection with Reduced Genes

The second experimental scenario is to apply the BBCC algorithm to the reduced

sets of the same gene expression data sets in section 4.2. This scenario is more

interesting, because many irrelevant genes are already removed through the simple

preprocessing heuristics (explained in section 4.2) and they contain more portion of

informative genes than the original data sets. Through this experiment, we want to

answer the following question: if a much reduced set of features (i.e., genes) can be

identified on pruning, will the reduced feature set still improve the sample cluster

accuracy further?

Figure 12.2 illustrates that overall performance of each data set is much

improved with its reduced genes, compared to that in Figure 12.1. In paticular,

BBCC generates better performance than BCC for all the data sets. This means

that through the process of feature selection and clustering, BBCC filters out less

discriminating genes in the reduced gene sets and hence further improves the quality

of features. On Colon cancer ((a)) and Lung cancer ((c)), the improvement with

the BBCC algorithm is more conspicuous and these plots support that BBCC has

a great potential to do a challenging task of unsupervised feature selection of one

dimension, while improving quality of the other dimension through clustering.

12.4 Summary and Remarks

In chapters 4 and 9, we witness that simply pruning irrelevant features using simple

preprocessing strategies can result in substantially better clusters than with clus-

tering all the data.

We take steps further and propose the BBCC algorithm (Algorithm 6) to

identify arbitrarily positioned dense co-clusters in noisy data sets, which is a very

challenging problem. As a special extension of the BCC [GG06] and the BCC
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[BDG+07] frameworks, we develop BBCC to simultaneously select coherent objects

or/and features by systematically pruning out noisy background objects/features.

The proposed approach inherits the several features from BBC and BCC, which dis-

tinguish BBCC from existing approaches: (1) It discovers most coherent co-clusters

from large and noisy data sets; (2) It results in coherent co-clusters simultaneously;

and (3) It detects co-clusters of the most general structures with the help of varied

co-cluster statistics that the BCC framework provides.

As noted, BBCC is a special case of ROCC [DCG+08] that is a scalable and

very versatile framework to efficiently mine dense, arbitrarily positioned, possibly

overlapping co-clusters from large, noisy data sets. ROCC also discusses its compu-

tational complexity, unifies other known algorithms as its special cases, and adapts

the pressurization technique used in BCC to the ROCC framework to overcome

poor local minima with random initialization. In particular, through the additional

postprocessing step (i.e., hierarchical agglomeration step) to prune and merging

co-clusters, ROCC results in non-exhaustive overlapping row clustering as well as

non-exhaustive overlapping column clustering.

Note that in this chapter we focus on applying BBCC to the four human

cancer data sets and reducing features (i.e., genes) while clustering data points (i.e.,

tissue samples), expecting to have non-exhaustive non-overlapping row clustering

and exhaustive non-overlapping column clustering. Therefore, it would be worth-

while to verify the applicability and usefulness of the BBCC framework to other

practical problems in real-world domains. For example, Figure 12.3 illustrate ex-

pression levels of ecological data matrices, where plots (a) and (c) show original

matrices and plots (b) and (d) show rearranged matrices after co-clustering using

MSSRCC. The plots clearly show that many species (i.e., rows) that do not express

discriminating patterns over sample sites (i.e., columns), hence BBCC can filter out

these non-discriminating species and result in relatively small number of species.
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Figure 12.3: Co-clustering of ecological data. Rows represent species and columns
represent sample sites. MSSRCCII (Algorithm 2) is applied to the real-valued data
and MSSRCCVI (Algorithm 2) to the binary data with random initialization, setting
k = 10 and ℓ = 5. Special thanks to Bálint Czúcz for providing the data.
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Chapter 13

Discovery of Patterns from

Time Course Data

This chapter presents a special extension of the BCC framework so that the proposed

algorithm can be applicable to wide range of time course data sets such as cell cycle

data, sensor network data, weather data, and so on.

The common characteristic of these time course data sets is that there may

exist critical continuity between time periods (i.e., time order or time locality).

Therefore, the main task in time course data analysis is to discover data points that

express similar profiles in a certain contiguous sub-interval of the given time-course.

However, conventional one-way clustering algorithms are not appropriate for this

purpose, since they treat the sampling at each time point as data obtained under

different experimental conditions. As discussed in Chapters 2 and 3, the main idea

of co-clustering is to discover latent local patterns, but in the original co-clustering

these local patterns are not necessarily to be contiguous. Therefore, co-clustering

may ignore critical latent local patterns existing over continuous local time intervals.

Among many existing clustering algorithms for time course data (see recent

review [AYA07]), some of recent approaches [ZZC05, MO05] suggest to adapt co-
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clustering algorithms to discover patterns in time course data.

• CC-TSB (CC Time-Series Biclustering). Based on Cheng and Church

[CC00], Zhang et al. [ZZC05] propose a deletion-based biclustering algorithm

to coregulated genes showing similar expression profiles in certain sub-interval

of the time course. The time locality is preserved through constraining the set

of time points eligible for deletion.

• CCC-Biclustering algorithms. Madeira et al. [MO05, MT+08] propose a

line time complexity algorithm that relies on the use of a discretized matrix

and efficient string processing techniques based on suffix trees. Also, e-CCC-

Biclustering is proposed to find CCC-Biclusters with up to a given number of

errors per gene in their expression pattern [MO07].

The key idea of using co-clustering in time course analysis is to perform seg-

mentation of time dimension to keep the time ordering, while clustering the other

dimension. We employ this idea to the BCC framework and develop Bregman Clus-

tering Segmentation (BCS) algorithm (Algorithm 7) that performs row (or column)

clustering and column (or row) segmentation for a given time-course data. BCS

preserves the time locality by keeping track of the border time points in each co-

cluster by efficiently updating cluster labels of the boundary time points through

the local search strategy (Chapter 7), which is originated from [CDGS04, DGK02].

Furthermore, we investigate how different data transformations affect on various

time course data sets.

The rest of this chapter is organized as follows: In section 13.1, we discuss

the detail steps in BCS algorithm, where the explanation two variations of the

algorithm. Our approach is generic, we can apply it to all the BCC algorithms;

In section 13.2, we present the experimental results on the bench-mark time course

data sets described in Table 4.3 (see section 4.3).
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13.1 Bregman Clustering Segmentation (BCS)

Let’s consider the gene expression matrix whose rows and columns consist of genes

and time-courses, respectively. Therefore, we don’t claim rows in row cluster r (i.e.,

r-th column in R defined in (3.6)) to be consecutive, however we require columns

in column cluster c (i.e., c-th column in C) to be consecutive in order to ensure the

time locality of time-courses. Different from R, C should have the following form,

C =




n
−1/2
1 0 · · · 0

n
−1/2
1 0 · · · 0

n
−1/2
1 0 · · · 0

0 0 · · · n
−1/2
l

0 0 · · · n
−1/2
l

...
... · · · ...

0 n
−1/2
2 · · · 0

...
... · · · ...

0 n
−1/2
2 · · · 0




, (13.1)

where each co-cluster consists of only one group of consecutive rows. As before,

‖R·r‖21 = mr and ‖C·c‖21 = nc, and ‖R·r‖2 = 1 and ‖C·c‖2 = 1. In summary,

both R and C are column orthonormal matrices, however non-zeros in R are not

necessarily consecutive but those in C are required to be consecutive, which will

guarantee to preserve the time locality of columns (i.e., consecutive columns).

As similar in (3.1) and (3.2), let ρ be a mapping from the m rows to the k row

clusters and γ be a mapping from the n rows to the ℓ column segments. Note that

while there are no restrictions on rho, γ is constrained to ensure that the ordering

of the time intervals is retained as in (13.1). Therefore, γ should be of the form,

ρ(j) = ℓ
′

if bℓ′−1 + 1 ≤ j ≤ bℓ′ , where b0 = 1, bℓ′ = n, 0 ≤ ℓ
′ ≤ ℓ, and therefore

b0 ≤ b1 < b2 < · · · < bℓ−1 ≤ bℓ.
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Algorithm 7: Bregman Clustering Segmentation (BCS)

BCS(A, k, ℓ, ρ, γ)1

Input: Data matrix A ∈ R
m×n, number of row clusters k, number of

column segments ℓ, and cluster indicator vectors
ρ ∈ {1, · · · , k}m×1 and γ ∈ {1, · · · , ℓ}n×1

Output: Cluster indicator vectors ρ and γ
begin2

Initialize cluster assignment of ρ and γ /* INIT */3

R← Update using initial ρ4

C ← Update using initial γ5

τ ← 10−3‖A‖2 /* Adjustable parameter */6

newobj ← Update using the target objective function7

oldobj ← newobj + τ + 18

while |oldobj − newobj| > τ do9

RowClusterUpdate(A, k, ℓ, ρ, R, C) /* RCU */10

R← Update using new ρ11

ColSegmentUpdate(A, k, ℓ, γ, R, C) /* CSU */12

C ← Update using new γ13

oldobj ← newobj14

newobj ← Update using the target objective function15

end16

end17

The overall algorithm of BCS is described in Algorithm 7. Except step

12 (column segmentation update), the algorithm is identical to BCC defined in

Algorithm 1.

The algorithm begins out with some initialization of R in (3.1) and C

in (13.1). Each iteration involves finding the closest row cluster prototype and

the closest column segment prototype. The algorithm iterates till the decrease in

objective function becomes small as governed by the tolerance factor τ . To be more

specific about RowClusterUpdate(), step 10 of BCS is equivalent to steps 8−12

in Algorithm 2 or steps 8−13 of Algorithm 3. Therefore, each row is assigned to the

row cluster that minimizes the row error. Such row cluster updates hence decrease

the objective function and improve the clustering solution.
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Algorithm 8: Column Segment Update (Batch)

ColSegmentUpdate(A, k, ℓ, γ, R, C)1

Input: Data matrix A ∈ R
m×n, number of row clusters k, number of

column segments ℓ, row cluster indicator vector
γ ∈ {1, · · · , ℓ}n×1, row cluster indicator matrix R ∈ R

m×k, and
column cluster indicator matrix C ∈ R

n×l

Output: Column cluster indicator vector γ
begin2

τ ← 10−5‖A‖2 /* Adjustable parameter */3

/* Assume that all variables are properly initialized */

/* Gain of moving first element to adjacent co-cluster */

for b← 2 to ℓ do4

c′ ← γ(first(b)− 1)5

δfirst(b)(c
′)← Compute using (7.3), (7.4), or (7.7) /* FIRST */6

end7

/* Gain of moving last element to adjacent co-cluster */

for b← 1 to ℓ− 1 do
c′ ← γ(last(b) + 1)8

δlast(b)(c
′)← Compute using (7.3), (7.4), or (7.7) /* LAST */9

end10

/* Find the best column to move */

(j⋆, c⋆)← argmax
(j,c)

δj(c) /* BEST */
11

if δj⋆(c⋆) > τ then12

γ(j⋆)← c⋆
13

end14

end15

In contrast, ColSegmentUpdate() can not simply assign every column to

the closest column segment and will have to ensure that the time points (i.e., colums)

are not permuted. If ℓ is the number of required time (i.e., column segments, we be-

gin by randomly selecting ℓ−1 time points that divide the time axis into ℓ segments.

We then apply a greedy local search strategy to move the segment boundaries in

every iteration, in such a way that the objective function is reduced. We present two

variant of the column segmentation update step, the batch update in Algorithm 8

and the incremental update in Algorithm 9, based on whether only a single segment
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Algorithm 9: Column Segment Update (Incremental)

ColSegmentUpdate(A, k, ℓ, γ, R, C)1

Input: Data matrix A ∈ R
m×n, number of row clusters k, number of

column segments ℓ, row cluster indicator vector
γ ∈ {1, · · · , ℓ}n×1, row cluster indicator matrix R ∈ R

m×k, and
column cluster indicator matrix C ∈ R

n×l

Output: Column cluster indicator vector γ
begin2

τ ← 10−5‖A‖2 /* Adjustable parameter */3

/* Assume that all variables are properly initialized */

/* Gain of moving first element to adjacent co-cluster */

for b← 1 to ℓ− 1 do4

c′ ← γ(last(b) + 1)5

δ”
last(b)

(c′)← Compute using (7.3), (7.4), or (7.7)6

c” = γ(first(b + 1)− 1)7

δ”
first(b)+1(c

”)← Compute using (7.3), (7.4), or (7.7)8

/* Find the best column to move */

if δlast(b)(c
′) > δfirst(b+1)(c

”) then9

j⋆ ← last(b)10

c⋆ ← c′11

end12

if δlast(b)(c
′) < δfirst(b+1)(c

”) then13

j⋆ ← first(b+1)14

c⋆ ← c”
15

end16

if δj⋆(c⋆) > τ then17

γ(j⋆)← c⋆
18

end19

end20

end21

boundary or all boundaries are candidates for change in each iteration.

Algorithms that incrementally assigns columns to their adjacent column seg-

ment cluster are described in Algorithms 8 and 9. Note in Algorithms 8 and 9 that

(7.3) is for MSSRCC (Algorithm 2), (7.4) for MSSRCC (Algorithm 3), and (7.7) for

ITCC [DMM03]. Therefore, Algorithms 8 and 9 present general frameworks that

175



can be applicable to all the twelve algorithms in the BCC framework, if we can

efficiently compute the gain of moving a data point to another column segment.

13.2 Experimental Results

In this section, we present the experimental results with the BCS algorithms (Al-

gorithms 8 and 9). In our experiments, we use the eight time course data sets

described in Table 4.3 (see section 4.3) as bench-mark data sets. Since all the con-

sidered time course data have their class labels (i.e., “ground-truth”), as an external

evaluation measure, we use similarity proposed by Gavrilov et al. [GAIM00] as fol-

lows: Given the clustering C = C1C2 · · ·Ck (i.e., “ground-truth”) and the clustering

C ′ = C ′
1C

′
2 · · ·C ′

k (i.e., cluster labels),

similarity(C,C ′) =
1

K

∑

i

max
j

similarity(Ci, C
′
j),

where

similarity(Ci, C
′
j) =

2|Ci ∩C ′
j |

|Ci|+ |C ′
j|

Note that similarity(C,C ′) will return 0 if the two clusterings are completely dif-

ferent and 1 if they are identical. Since the measure is not symmetric, we always

use the “ground-truth” clusterings as the first parameter.

We compare the similarity values of our algorithms with those of the BCC

algorithm (Algorithm 1) and typical one-way k-means algorithm, while applying two

data transformations, Z-score transformation (ZT) and bispherical normalization

(NBIN), to each data sets. Note that we apply column ZT to make each data point

have mean 0 and variance 1 over the considered time points (see Chapter 5 for details

of data transformations). Note that for BCC and BCS (incremental) algorithms we

use basis 2 for simplicity. Then, fixing number of column segments (i.e. ℓ) to the

size of true class labels for each data set, we vary number of row clusters (i.e., k),
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until it leads to comparable performance with k-means. In Table 4.3, we specify the

number of row clusters we set to generate Figures 13.1 and 13.2.

From Figures 13.1 and 13.2, we observe the following characteristics of the

BCS algorithms:

• For some data sets, including Synthetic Control (with both ZT and NBIN),

Face All (with ZT), Trace (with both ZT and NBIN), Lighting2 (with both ZT

and NBIN), and Lighting7 (with NBIN), BCC leads to the worst similarity.

We attribute the deteriorated performance with BCC to the locality of the

considered time course data sets. Note that normal k-means is not sensitive

to the order of time points in nature and BCS preserves on purpose. However,

BCC permutes the order of both data points and features through the co-

clustering process and hence it misses critical latent local patterns existing

over continuous local time intervals.

• For all the considered time course data sets, both ZT and NBIN perform

better with BCS. where much difference in performance between incremental

and batch versions of BCS is not observed.

• Interestingly, Face Four (with ZT) and Lighting7 (with NBIN) perform best

with k-means, however Face Four (with NBIN) and Lighting7 (with ZT) per-

form best with the BCS algorithms.

• Except Synthetic Control, CBF, and Lighting7, BCS with NBIN results in the

best performing strategy. As we discuss on the performance of NBIN with

BCC in Chapter 9, NBIN usually works reasonably better with BCS as well.

In summary, the experimental results support that (1) the BCS algorithms

can discover latent local patterns existing over continuous local time intervals (2)

data transformations affect the overall performance of the BCS algorithms, as for

the BCC algorithms.
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Figure 13.1: Average similarity with different data transformation. Plots are aver-
aged over 20 random runs. Abbreviations: ZT is for (column) Z-score transformation
and NBIN is for bispherical normalization.
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Figure 13.2: Average similarity with different data transformation. Plots are aver-
aged over 20 random runs. Abbreviations: ZT is for (column) Z-score transformation
and NBIN is for bispherical normalization.
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13.3 Summary and Remarks

We present the performance of BBC and BCS with basis 2 in Figures 13.1 and 13.2.

Additionally, we witness that other bases also perform well with various settings

(not reported in the thesis). Thus, it would be worthwhile to investigate detailed

performance with the other bases.

Visual inspection of the segments may be interesting to pursue it is a simple

way to verify whether the resulted segments preserve the inherent characteristics

of bases. For example, as shown in Chapter 3, if segments contain uniform valued

patterns, basis 2 should discover these patterns, while if segments express some

trends, basis 6 should successfully capture these patterns.

Note that the performance reported here is not optimal since we don’t apply

methods to choose program parameter values. Therefore, with sophisticated model

selection approach, the performance has a lot of room to be tailored and improved.

Recently, several data preprocessing heuristics are proposed for time course

data sets. In particular, many researchers and practitioners have a great attention

to SAX [LKWL07], because of its simplicity, efficiency, and wide usability in varied

data mining application domains, not only for time course data analysis. Hence, it

would be worth investigating its potential to improve co-clustering performance.
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Chapter 14

Pervasive Computing using

Co-clustering

As various applications are increasingly available on mobile devices, finding a desired

application hidden in a menu hierarchy is an unamusing routine for users. There-

fore, recommendation of an opportune application that draws an user’s attraction

at a specific situation becomes an important task in pervasive computing research

(see [BDR07] for survey on context-aware systems). Most existing approaches as-

sume predefined situations and/or user-specified profiles and some even require users

to train their devices to get recommendations, to which users are unlikely to com-

ply. We believe that what defines a situation and what applications are preferred

in a specific situation not only vary from individual users, but also change over

time. Accordingly, the assumption and the requirement of existing approaches are

impractical for ordinary users.

To address this, we employ co-lustering to automatically discover latent

situation-based usage patterns from usage logs of user interactions with the de-

vice and environments and utilize the extracted usage patterns for proactive task

recommendation. We avoid presenting detail algorithmic steps in this chapter and
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focus on how to achieve in the context of the co-clustering algorithms the main tasks

in context-aware systems, including pattern extraction (i.e. feature extraction), sit-

uation recognition, and task recommendation,

14.1 Problem Definition

Mobile devices have become personal companions and recently some even provide

the predominant platform for accessing the World Wide Web (WWW). Things we

can do with a mobile device have been rapidly growing, but it is increasingly tedious

and unamusing to find the right applications, since most applications are hidden in

a menu hierarchy and it often requires several navigational steps in order to find a

needed application. Often, backtracking is needed to locate a specific application,

in case the application is not in one branch of the hierarchy. Some devices try to

promote frequently or recently used applications to be easily accessible. For example,

iPhone makes most popular applications directly accessible. However, existing menu

systems are not fit for handling the growing number of Web applications and services

available for mobile devices.

For this need, situation-aware recommendation systems have been proposed.

For example, the xPod [DFM+05] keeps track of the music a user is listening along

with their mood and activities, and uses machine-learning algorithms for recom-

mending music based on the user’s current activity. The CoMeR system [YZC+06]

uses a hybrid approach comprising a Bayesian classifier and rule based methods to

recommend media on mobile phones. However these existing systems still face with

at least one of the following drawbacks: (1) narrowly target at media applications;

(2) bound to a small set of predefined situations; (3) require user-specified profiles;

and 4) require users to train the system before being used for recommendation.
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User’s Mobile Phone Usage Log
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Pattern Extraction
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Figure 14.1: Overall steps of pervasive computing using co-clustering.

14.2 Pattern Extraction using Co-clustering

Researchers reason that in addition to the usage frequency that can help predict

user’s current needs, other contextual information such as location, time, day, and

people around, plays important roles in determining what applications or services

would be in need Therefore, we first extend the definition of “situation” which con-

sider only contexts, to be a set of relevant context values and application usages

that are frequently associated with a pattern of user usages of a mobile device. Ac-

cordingly, we reflect this reasoning in generating user’s usage log (see section 4.4 for

detail description of the simulated usage log) and use both context and application

usages to extract user’s latent patterns (see Figure 14.1).

Then, we employ co-clustering to extract latent patterns from the user usage

log, whose row is a vector consisting of both a context part and an application part.
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Co-clustering takes the usage log as an input and generates co-clusters in a “checker-

board” structure. The centroids of these co-clusters are considered as representatives

of similar patterns. Each centroid contains a latent situation and tasks frequently

performed in the situation and therefore it can be utilized for recommendations. Sit-

uations that are similar to the current context are identified by computing distance

between the current context and the context part of every co-cluster centroid. The

application parts of the centroids of the identified similar situations are then used to

rank the applications, and the applications with high ranks are recommended. To

be more specific, the system periodically senses the user’s current situation, finds

similar situations it has learned from the history, ranks the tasks typically performed

in the similar situations, and recommends matching tasks by their ranks when the

user asks for recommendations. To protect user privacy, all functions run on a mo-

bile device. Refer to [CSC+08] for the details of the proposed system architecture

and the prototype installed on Nokia N800 Smartphone.

Through these approaches, we overcome the aforementioned drawbacks in

existing situation-aware systems and also achieve the following goals: (1) no need

for predefined situations; (2) no need for user-defined profiles; (3) no need for user to

train the system; (4) ability to adapt to user habit changes; and (5) considerations

of many context variables, not just location and time.

14.3 Situation Recognition and Task Recommendation

Experimental Setup

With the 9 context variables and the 9 application variables described in Chapter 4,

we generate the simulated log data, where each row consists of both context and

application variables that together simulate one of the following 12 situations: (1)

Driving alone; (2) Using public transportation; (3) Working in cubicle; (4) Playing
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Figure 14.2: Number of data points vs. performance.

tennis; (4) Meeting at work; (6) Staying at home; (7) Strolling around at work; (8)

Checking weather; (9) Travelling during weekend; (10) Spending time with family;

(11) Shopping around; and (12) Going to church.

In our experiments, we fix k = 12 (i.e., number of row clusters), since we

evaluate how co-clustering performs in extracting patterns and recognizing the given

situations. We present the performance with ℓ = 4 (i.e., number of column clusters),

since it results in more stable performance than other values for our synthetic data.

We report the accuracy of co-clustering when it is applied to situation recognition

and task recommendation in our prototype.

Situation Recognition

The accuracies of situation recognition and recommendation are measured by com-

paring the clustering results with the original user specifications used for generating

the usage log. First, we investigate how number of data points (i.e., number of rows

in the usage log) affect both purity [MRS08] and accuracy performances of situ-

ation recognition, where purity of clustering is measured for comparison purpose.
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Figure 14.3: Situation recognition performance

As shown in Figure 14.2, both the purity and accuracy performances are improved

as more data points are used. This result illustrate that we need to use enough

number of data to reflect the specification faithfully at data generation and discover

better latent patterns during co-clustering step. For all the cases, the purity values

are higher than those of accuracy. The discrepancy mostly comes from the step of

assigning a unique cluster label to each cluster, as some clusters occasionally contain

data from multiple situations, therefore having similar portions. Another possible

reason is that the clustering utilizes both the context and application parts, but the

situation recognition uses only the current context part.

Then, we consider the usage log data that contains 3070 situation vectors in

total, where each situation group consists of the following number of situation vec-

tors generated according to each user-defined statistic: 284, 258, 233, 293, 269, 270,

225, 223, 201, 254, 284, and 276. Figure 14.3 compares the accuracy of situation

recognition and the purity of each situation. As expected, each situation recognition

accuracy is highly correlated to the corresponding clustering performance (i.e., pu-

rity), except for the two situations, 10 and 11, whose purity and situation recognition
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Figure 14.4: Task recommendation performance.

accuracy are significantly lower, independent of random initialization. As before,

this partially reflects the nature of the data, i.e., the user-specified distributions for

these two situations are similar, so they are confused at the situation recognition

step. The anomaly may also be amplified by the fact that current situation is rec-

ognized by comparing the current context with only the context part of a co-cluster

center. For this experiment, we obtain 80.45% of the overall average purity, while

we get of 67.31% of the situation recognition accuracy.

Task Recommendation

For a recognized situation having both context and application centroids, a univer-

sal or an application-wise threshold can be given to judge whether the application

centroid value for each application is recommendable (1) or not (0). As the appli-

cation centroid represents average usage of the application, an application having a

bigger centroid is more recommendable, in general.

Figure 14.4 shows the average recommendation performance of the 12 situa-

tions for each of the applications used in the analysis. Given a recognized situation,
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our recommendation scheme uses a threshold to determine whether an application

in the centroids of a similar historic situation should be recommended. We observe

that while situation recognition accuracy certainly impacts the recommendation

performance, the threshold used for recommendation also plays a significant role.

For our simulated log data, we observe that true-positiveness is lower than the true-

negativeness with our recommendation scheme and threshold. Since we have much

more negative samples in the test sets, we set the threshold in order to have more

correct true-negativeness. As the result, the average true-positiveness and true-

negativeness are 65.45% and 80.60%, respectively. The overall recommendation

accuracy is 78.60%.

14.4 Summary and Remarks

To the best of our knowledge, this is the first approach to apply co-clustering to

pervasive computing. We employ co-clustering to the situation-aware task recom-

mendation problem in pervasive mobile environments and demonstrate its applica-

bility through experiments with the synthetic usage log dataset (see [CSC+08] for

algorithmic and experimental details).

The proposed approach first extract latent situation-based usage patterns

from usage logs of user interactions with the mobile device and the corresponding

environments. Using discovered interactions between situations and tasks, it auto-

matically recognizes user’s specific situations and proactively recommend potential

tasks to the user. Currently, we assume patterns are extracted from a fixed user log,

however it is more desirable to support the incremental extraction of dynamic user

patterns, adapting the incremental learning idea in [GM05]. Since we present the

experimental results on the synthetic log data, we need to verify the performance of

the proposed approach with actual usage log data. In addition, we plan to compare

its performance with those of unsupervised learning algorithms.
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Chapter 15

Conclusions and Future Work

The ultimate goal of this thesis is to promote co-clustering as a reliable and indis-

pensable unsupervised analysis tool for varied practical applications.

We start with some natural questions arising in mining interesting patterns

from data matrices, which include (1) whether it is possible to mathematically char-

acterize this natural dual relationship between rows and columns; (2) whether it

is possible to systematically expand this relationship to incorporate application-

specific requirements; and (3) whether it is possible to successfully apply this rela-

tionship to existing and emerging practical application domains. This thesis shows

that these questions can be answered in the affirmative.

To address the questions and eventually achieve the goal, we explored the

following specific tasks: (1) development of co-clustering algorithms to be functional,

adaptable, and scalable (co-clustering algorithms); (2) extension of co-clustering

algorithms to incorporate application specific requirements (extensions); and (3)

application of co-clustering algorithms broadly to existing and emerging problems

in practical application domains (applications).

189



15.1 Conclusions

We make the following key contributions in this thesis.

Co-clustering Algorithms

In Chapter 3, we develop two Minimum Sum-Squared Residue Co-clustering (MSS-

RCC) algorithms, which simultaneously cluster data points and features via an alter-

nating minimization scheme and generate co-clusters in a “checkerboard” structure.

Then, we substantially enhance the performance of the two MSSRCC algo-

rithms by escaping from poor local minima and resolving the degeneracy problem of

generating empty clusters in partitional clustering algorithms through the specific

strategies: (1) data transformation (Chapter 5); (2) deterministic spectral initial-

ization (Chapter 6); and (3) local search strategy (Chapter 7).

Co-clustering Extensions

We investigate general algorithmic strategies for BCC, since it is applicable to a

large class of distance measures and data types:

In Chapter 5, we first formalize various data transformations for datasets

with varied scaling and shifting factors, mathematically justify their effects on the

six Euclidean BCC algorithms, and empirically validate the analysis results.

In Chapter 7, we adapt the local search strategy, initially developed for the

two MSSRCC algorithms, to all the twelve BCC algorithms.

In Chapter 8, we consider variations of cluster assignments and cluster up-

dates, including greedy vs. non-greedy cluster assignment, online vs. batch cluster

update, and so on.

In Chapter 10, in order to provide better scalability and usability, we paral-

lelize all the twelve BCC algorithms using MPI, which are capable of co-clustering

large-scaled datasets over multiple processors.
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Co-clustering Applications

We extend the functionality of BCC to incorporate application specific requirements:

In Chapter 11, we extend the Euclidean co-clustering so as to discover in-

verted patterns, whose goal is to find anti-correlation.

In Chapter 12, we present BCC-based algorithms that discover coherent co-

clusters from noisy data, whose goal is to do dimensional reduction and feature

selection.

In Chapter 13, we develop BCC-based algorithms that discover patterns from

time course data, whose goal is to guarantee critical time-locality.

In Chapter 14, we employ co-clustering to pervasive computing for mobile de-

vices, whose goal is to extract latent patterns from usage logs as well as to recognize

specific situations of mobile-device users.

In addition, we highlight the applicability of our proposed algorithms through

promising empirical results for aforementioned applications on various types of syn-

thetic and real-world datasets.

Finally, we summarize the current status of the thesis in Table 15.1.

15.2 Future Work

Since deployment of co-clustering still requires addressing many practical challenges,

we list several avenues to be explored in the future with the co-clustering algorithms:

Number of row/column clusters. Model selection is a challenging prob-

lem in cluster analysis. Therefore, it would be worth developing methodologies to

estimate the number of row and/or column clusters.

Missing Value Estimation. Real application data matrices tend to contain

many missing values. Therefore, it would be useful to add missing value estimation

functionality to the co-clustering algorithms.
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Validation of co-clusters. Getting all class information for both row and

column clusters is almost impossible in reality, especially for the new datasets. In

addition, to the best of our knowledge, the systematic internal/external co-clustering

validation has not been proposed yet.

Matrix Approximation. Co-clustering is capable of providing compressed

representations that are highly interpretable, while preserving most of the informa-

tion contained in the original data. Therefore, it would be interesting to compare its

approximation performance with well known approximation methods such as SVD

and NNMF [LS99] (see Appendix D).

Tensor Co-clustering. As data sets become more varied and complex,

representing data in a tensor structure is unavoidable. Hence, extension of current

two-dimensional co-clustering to tensor co-clustering is a natural change.

More Co-clustering Applications. As pinpointed in Chapter 1, co-

clustering has many attracting properties. Therefore, we expect to have an increased

number of more interesting real-world applications that utilize these properties.
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Table 15.1: Summary of the thesis

Bregman Co-clustering (BCC)
Functionality Basis of Euclidean Distance Basis of I-divergence

C1 C2 C3 C4 C5 C6 C1 C2 C3 C4 C5 C6

Dense and Sparse Data X X X X X X X X X X X X

Initialization ? SI ? ? ? SI ? ? ? ? ? ?
Data Transformation X X X X X X X X X X X X

Local Search Strategy X X X X X X X X X X X X

Co-clustering Variants X X X X X X X X X X X X

Reverse Pattern Discovery X X X X X X X X X X X X

Clustering Segmentation X X X X X X X X X X X X

Bubble Co-clustering X X X X X X X X X X X X

Parallel Co-clustering X X X X X X X X X X X X

Weighted Co-clustering X X X X X X X X X X X X

Unsupervised Feature Selection using Co-clustering
Unsupervised Feature Extraction using Co-clustering
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Appendix A

Illustrative Run of Co-clustering

We provide illustrative run of the three co-clustering algorithms, MSSRCCII (Algo-

rithm 2), MSSRCCVI (Algorithm 3), and ITCC [DMM03].

Illustrative Run of MSSRCCII (Algorithm 2)

• Data matrix A and initial cluster assignment

A =




1 2 0 0

7 8 0 0

0 0 4 5

0 0 6 7




=⇒ R =




√
2 0
√

2 0

0
√

2

0
√

2




, C =




√
2 0
√

2 0

0
√

2

0
√

2




• Iteratively apply the following steps until it converges:

(1)Compress−→ Cw =


4.5 0

0 5.5


 (2)expand−→ E =




4.5 4.5 0 0

4.5 4.5 0 0

0 0 5.5 5.5

0 0 5.5 5.5
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(3)centroids−→





Mr =


4.5 4.5 0 0

0 0 5.5 5.5


 , used for row clustering

Mc =




4.5 0

4.5 0

0 5.5

0 5.5




, used for column clustering

Illustrative Run of MSSRCCIV (Algorithm 3)

• Iteratively apply the following steps until it converges:

(1)compress−→





Cw =


4.5 0

0 5.5


 (2)expand−→ Ew =




4.5 4.5 0 0

4.5 4.5 0 0

0 0 5.5 5.5

0 0 5.5 5.5




Cr =


4 5 0 0

0 0 5 6


 (2)expand−→ Er =




4 5 0 0

4 5 0 0

0 0 5 6

0 0 5 6




Cc =




1.5 0

7.5 0

0 4.5

0 6.5




(2)expand−→ Ec =




1.5 1.5 0 0

7.5 7.5 0 0

0 0 4.5 4.5

0 0 6.5 6.5




(3)Er+Ec−Ew−→ E =




1 2 0 0

7 8 0 0

0 0 4 5

0 0 6 7




(4)centroids−→





Mr for row clustering

Mc for column clustering
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Illustrative Run of ITCC [DMM03])

We use the following input matrix:

A =




1/3 1/3 1/3 0 0 0

1/3 1/3 1/3 0 0 0

0 0 0 1/3 1/3 1/3

0 0 0 1/3 1/3 1/3

1/5 1/5 0 1/5 1/5 1/5

1/5 1/5 1/5 0 1/5 1/5




Then the joint probability matrix (denoted as p(x, y)) of A is as follows.

p(x, y) =




0.0556 0.0556 0.0556 0 0 0

0.0556 0.0556 0.0556 0 0 0

0 0 0 0.0556 0.0556 0.0556

0 0 0 0.0556 0.0556 0.0556

0.0333 0.0333 0 0.0333 0.0333 0.0333

0.0333 0.0333 0.0333 0 0.0333 0.0333




We summarize the matrices (p(x|x̂), p(x̂, ŷ), p(y|̂(y)), and q(x, y) at each

algorithm step. Row and column cluster labels at each setp are shown in ρ and γ,

respectively.

• Initial (i.e., random row and column class assignment)

ρ =
[

3 1 1 2 2 3
]

γ =
[

2 1 1 2 2 2
]
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p(x|x̂) =




0 0 0.5000

0.5000 0 0

0.5000 0 0

0 0.5000 0

0 0.5000 0

0 0 0.5000




p(x̂, x̂) =




0.1111 0.2222

0.0333 0.3000

0.1778 0.1556




p(y|ŷ) =


 0 0.5517 0.4483 0 0 0

0.2623 0 0 0.2131 0.2623 0.2623




q(x, y) =




0.0204 0.0490 0.0398 0.0166 0.0204 0.0204

0.0291 0.0307 0.0249 0.0237 0.0291 0.0291

0.0291 0.0307 0.0249 0.0237 0.0291 0.0291

0.0393 0.0092 0.0075 0.0320 0.0393 0.0393

0.0393 0.0092 0.0075 0.0320 0.0393 0.0393

0.0204 0.0490 0.0398 0.0166 0.0204 0.0204




• After row batch update

ρ =
[

3 3 2 2 1 1
]

γ =
[

2 1 1 2 2 2
]
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p(x|x̂) =




0 0 0.5000

0 0 0.5000

0 0.5000 0

0 0.5000 0

0.5000 0 0

0.5000 0 0




p(x̂, x̂) =




0.1000 0.2333

0 0.3333

0.2222 0.1111




p(y|ŷ) =


 0 0.5517 0.4483 0 0 0

0.2623 0 0 0.2131 0.2623 0.2623




q(x, y) =




0.0146 0.0613 0.0498 0.0118 0.0146 0.0146

0.0146 0.0613 0.0498 0.0118 0.0146 0.0146

0.0437 0 0 0.0355 0.0437 0.0437

0.0437 0 0 0.0355 0.0437 0.0437

0.0306 0.0276 0.0224 0.0249 0.0306 0.0306

0.0306 0.0276 0.0224 0.0249 0.0306 0.0306




• After column batch update

ρ =
[

3 3 2 2 1 1
]

γ =
[

1 1 1 2 2 2
]
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p(x|x̂) =




0 0 0.5000

0 0 0.5000

0 0.5000 0

0 0.5000 0

0.5000 0 0

0.5000 0 0




p(x̂, x̂) =




0.1667 0.1667

0 0.3333

0.3333 0




p(y|ŷ) =


 0.3556 0.3556 0.2889 0 0 0

0 0 0 0.2889 0.3556 0.3556




q(x, y) =




0.0593 0.0593 0.0481 0 0 0

0.0593 0.0593 0.0481 0 0 0

0 0 0 0.0481 0.0593 0.0593

0 0 0 0.0481 0.0593 0.0593

0.0296 0.0296 0.0241 0.0241 0.0296 0.0296

0.0296 0.0296 0.0241 0.0241 0.0296 0.0296
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Appendix B

Data Transformation for

Co-clustering

Data Transformation for Other Models

We analyze the characteristics of the two residues for some of other data models

in the literature and their variants. Unless otherwise specified, the models consider

local scaling and/or local shifting factors. For reference, we first provide the case

with no data transformation.

• aij = π + γi + βj

aiJ = π + γi + µβJ
,

aIj = π + µγI
+ βj ,

aIJ = π + µγI
+ µβJ

.
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Therefore, the first residue (3.3) becomes

hij = aij − aIJ = (γi − µγI
) + (βj − µβJ

)

and the second residue (3.4) becomes

hij = aij − aiJ − aIj + aIJ = 0.

• aij = πi + γi + βj

aiJ = πi + γi + µβJ
,

aIj = µπI
+ µγI

+ βj ,

aIJ = µπI
+ µγI

+ µβJ
.

Therefore, the first residue (3.3) becomes

hij = aij − aIJ = (πi − µπI
) + (γi − µγI

) + (βj − µβJ
)

and the second residue (3.3) becomes

hij = aij − aiJ − aIj + aIJ = 0.

• aij = π (αi + δj) + (γi + βj)

aiJ = π (αi + µδJ
) + (γi + µβJ

) ,

aIj = π (µαI
+ δj) + (µγI

+ βj) ,

aIJ = π (µαI
+ µδJ

) + (µγI
+ µβJ

) .
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Therefore, the first residue (3.3) becomes

hij = aij − aIJ = π ((αi − µαI
) + (δj − µδJ

)) + (γi − µγI
) + (βj − µβJ

)

and the second residue (3.4) becomes

hij = aij − aiJ − aIj + aIJ = 0.

• aij = πi (αi + δj) + (γi + βj)

aiJ = πi (αi + µδJ
) + (γi + µβJ

) ,

aIj = (µπIαI
+ µπI

δj) + (µγI
+ βj) ,

aIJ = (µπIαI
+ µπI

µδJ
) + (µγI

+ µβJ
) ,

where µπIαI
= 1

|I|

∑
i∈I πiαi. Therefore, the first residue (3.3) becomes

hij = aij − aIJ = (πiαi − µπIαI
) + (πiδj − µπI

µδJ
) + (γi − µγI

) + (βj − µβJ
)

and the second residue (3.4) becomes

hij = aij − aiJ − aIj + aIJ = (πi − µπI
) (δj − µδJ

) .

Data Transformation for Euclidean Co-clustering Algorithms

We summarize the results for the six Euclidean co-clustering schemes in the Bregman

co-clustering algorithms [BDG+07] (Algorithm 1). Note that we are referred to the

results in Tables B.2 and B.6, when analyzing effects of data transformations on basis

2 (i.e., MSSRCCII (Algorithm 2)) and basis 6 (i.e., MSSRCCVI (Algorithm 3)).
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Table B.1: Effects of data transformations on basis 1.

Transformation Metric
Type Target Scaling Shifting Basis 1

n/a G G (πi − µπ − µπI
) α− β

NT n/a G L (πi − µπ − µπI
) α + (βj − µβ − µβJ

)
n/a L G (πiαj − µπµαJ

− µπI
µα)− β

n/a L L (πiαj − µπµαJ
− µπI

µα) + (βj − µβ − µβJ
)

n/a G G 0
DC n/a G L 0

n/a L G (πi − µπ) (αj − µα)
n/a L L (πi − µπ) (αj − µα)
Row G G 0
Row G L βj − µβJ

Row L G πi (αj − µα) + µπ (µα − µαJ
)

MC Row L L πi (αj − µα) + µπ (µα − µαJ
) + (βj − µβJ

)
Col G G (πi − µπI

)α
Col G L (πi − µπI

)α
Col L G (πi − µπ)αj + (µπ − µπI

)µα

Col L L (πi − µπ)αj + (µπ − µπI
)µα

Row G G n/a
Row G L 1

σβ
((πi − µπ − µπI

)α + (βj − µβ − µβJ
))

Row L G 1
σα

(
(αj − µα − µαJ

) + β
(

1
πi
− 1

m

∑m
i=1

1
πi
− 1

|I|

∑
i∈I

1
πi

))

SDN Row L L 1√
π2

i σ2
α+σ2

β

(πiαj + βj)

− 1
m

∑m

i=1
1√

π2

i σ2
α+σ2

β

(πiµαJ
+ µβJ

)

− 1
|I|

∑
i∈I

1√
π2

i σ2
α+σ2

β

(πiµα + µβ)

Col G G 1
σπ

(
(πi − µπ − µπI

)− β
β

)

Col G L 1
σπ

(
(πi − µπ − µπI

) + 1
α

(βj − µβ − µβJ
)
)

Col L G 1
σπ

(
(πi − µπ − µπI

) + β
(

1
αj
− 1

n

∑n

j=1
1

αj
− 1

|J|

∑
j∈J

1
αj

))

Col L L 1
σπ

(
(πi − µπ − µπI

) +
(

βj

αj
− 1

n

∑n

j=1
βj

αj
− 1

|J|

∑
j∈J

βj

αj

))

Row G G 0
Row G L 1

σβ
(βj − µβJ

)

Row L G 1
σα

(αj − µαJ
)

ZT Row L L 1√
π2

i σ2
α+σ2

β

(πi (αj − µα) + (βj − µβ))

+ 1
|I|

∑
i∈I

1√
π2

i σ2
α+σ2

β

(πi (µα − µαJ
) + (µβ − µβJ

))

Col G G 1
σπ

(πi − µπI
)

Col G L 1
σπ

(πi − µπI
)

Col L G 1
σπ

(πi − µπI
)

Col L L 1
σπ

(πi − µπI
)
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Table B.2: Effects of data transformations on basis 2.

Transformation Metric
Type Target Scaling Shifting Basis 2 (i.e., MSSRCCII (Algorithm 2))

n/a G G (πi − µπI
) α

NT n/a G L (πi − µπI
) α + (βj − µβJ

)
n/a L G (πiαj − µπI

µαJ
)

n/a L L (πiαj − µπI
µαJ

) + (βj − µβJ
)

n/a G G 0
DC n/a G L 0

n/a L G (πi − µπ)αj + (µπ − µπI
)µαJ

− (πi − µπI
)µα

n/a L L (πi − µπ)αj + (µπ − µπI
)µαJ

− (πi − µπI
)µα

Row G G 0
Row G L βj − µβJ

Row L G πi (αj − µα) + µπI
(µα − µαJ

)
MC Row L L πi (αj − µα) + µπI

(µα − µαJ
) + (βj − µβJ

)
Col G G (πi − µπI

) α
Col G L (πi − µπI

) α
Col L G (πi − µπ)αj + (µπ − µπI

)µαJ

Col L L (πi − µπ)αj + (µπ − µπI
)µαJ

Row G G n/a
Row G L 1

σβ
((πi − µπI

)α + (βj − µβJ
))

Row L G 1
σα

(
(αj − µαJ

) + β
(

1
πi
− 1

|I|

∑
i∈I

1
πi

))

SDN Row L L 1
σi·

(πiαj + βj)− 1
|I|

∑
i∈I

1
σi·

(πiµαJ
− µβJ

)

Col G G 1
σπ

(πi − µπI
)

Col G L 1
σπ

(
(πi − µπI

) + 1
α

(βj − µβJ
)
)

Col L G 1
σπ

(
(πi − µπI

) + β
(

1
αj
− 1

|J|

∑
j∈J

1
αj

))

Col L L 1
σπ

(
(πi − µπI

) +
(

βj

αj
− 1

|J|

∑
j∈J

βj

αj

))

Row G G n/a
Row G L 1

σβ
(βj − µβJ

)

Row L G 1
σα

(αj − µαJ
)

ZT Row L L 1
σ

A
′

i·

(πi (αj − µα) + (βj − µβ))

+ 1
|I|

∑
i∈I

1
σ

A
′

i·

(πi (µα − µαJ
) + (µβ − µβJ

))

Col G G 1
σπ

(πi − µπI
)

Col G L 1
σπ

(πi − µπI
)

Col L G 1
σπ

(πi − µπI
)

Col L L 1
σπ

(πi − µπI
)
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Table B.3: Effects of data transformations on basis 3.

Transformation Metric
Type Target Scaling Shifting Basis 3

n/a G G − (µπI
α + β)

NT n/a G L −µπI
α + (βj − µβ − µβJ

)
n/a L G (πiαj − πiµα − µπI

µαJ
)− β

n/a L L (πiαj − πiµα − µπI
µαJ

) + (βj − µβ − µβJ
)

n/a G G 0
DC n/a G L 0

n/a L G (πi − µπ) (αj − µα)
n/a L L (πi − µπ) (αj − µα)− (µπ − µπI

) (µα − µαJ
)

Row G G 0
Row G L βj − µβJ

Row L G πi (αj − µα) + µπI
(µα − µαJ

)
MC Row L L πi (αj − µα) + µπI

(µα − µαJ
) + (βj − µβJ

)
Col G G (µπ − µπI

)α
Col G L (µπ − µπI

)α
Col L G (πi − µπ) (αj − µα) + (µπ − µπI

)µαJ

Col L L (πi − µπ) (αj − µα) + (µπ − µπI
)µαJ

Row G G n/a
Row G L 1

σβ
(−µπI

α + (βj − µβ − µβJ
))

Row L G 1
σα

((αj − µα − µπI
α) − µβJ

)

SDN Row L L 1√
π2

i σ2
α+σ2

β

(πi (α− µα) + (βj − µβ))

− 1
|I|

∑
i∈I

1√
π2

i σ2
α+σ2

β

(πiµαJ
− µβJ

)

Col G G − 1
σπ

(
µπI

+ β
α

)

Col G L 1
σπ

(
−µπI

+ 1
α

(βj − µβ − µβJ
)
)

Col L G 1
σπ

(
−µπI

+ β
(

1
αj
− 1

n

∑n

i=1
1

αj
− 1

|J|

∑
j∈J

1
αj

))

Col L L 1
σπ

(
−µπI

+
(

βj

αj
− 1

n

∑n

i=1
βj

αj
− 1

|J|

∑
j∈J

βj

αj

))

Row G G 0
Row G L 1

σβ
(βj − µβJ

)

Row L G 1
σα

(αj − µαJ
)

ZT Row L L 1√
π2

i σ2
α+σ2

β

(πi (αj − µα) + (βj − µβ))

− 1
|I|

∑
i∈I

1√
π2

i σ2
α+σ2

β

(πi (µαJ
− µα) + (µβJ

− µβ))

Col G G 1
σπ

(µπ − µπI
)

Col G L 1
σπ

(µπ − µπI
)

Col L G 1
σπ

(µπ − µπI
)

Col L L 1
σπ

(µπ − µπI
)
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Table B.4: Effects of data transformations on basis 4.

Transformation Metric
Type Target Scaling Shifting Basis 4

n/a G G (πi − µπ − µπI
) α− β

NT n/a G L (πi − µπ − µπI
) α− µβJ

n/a L G (πiαj − µπαj − µπI
µαJ

)− β
n/a L L (πiαj − µπαj − µπI

µαJ
)− µβJ

n/a G G 0
DC n/a G L 0

n/a L G (πi − µπ) (αj − µα)
n/a L L (πi − µπ) (αj − µα)− (µπ − µπI

) (µα − µαJ
)

Row G G 0
Row G L − (µβJ

− µβ)
Row L G (πi − µπ) (αj − µα) + µπI

(µα − µαJ
)

MC Row L L (πi − µπ) (αj − µα) + µπI
(µα − µαJ

) + (µβ − µβJ
)

Col G G (πi − µπI
)α

Col G L (πi − µπI
)α

Col L G (πi − µπ)αj + (µπ − µπI
)µαJ

Col L L (πi − µπ)αj + (µπ − µπI
)µαJ

Row G G n/a
Row G L 1

σβ
((πi − µπ − µπI

)α− µβJ
)

Row L G 1
σα

(
−µαJ

+ β
(

1
πi
− 1

m

∑m
i=1

1
πi
− 1

|I|

∑
i∈I

1
πi

))

SDN Row L L 1√
π2

i σ2
α+σ2

β

(πiαj + βj)

− 1
m

∑m

i=1
1√

π2

i σ2
α+σ2

β

(πiαj + βj)

− 1
|I|

∑
i∈I

1√
π2

i σ2
α+σ2

β

(πiµαJ
+ µβJ

)

Col G G 1
σπ

(
(πi − µπ − µπI

)− β
α

)

Col G L 1
σπ

(
(πi − µπ − µπI

)− µβJ

α

)

Col L G 1
σπ

(
(πi − µπ − µπI

)− β 1
|J|

∑
j∈J

1
αj

)

Col L L 1
σπ

(
(πi − µπ − µπI

)− 1
|J|

∑
j∈J

βj

αj

)

Row G G 0
Row G L − 1

σβ
(µβJ

− µβ)

Row L G − 1
σα

(µαJ
− µα)

ZT Row L L 1√
π2

i σ2
α+σ2

β

(πi (αj − µα) + (βj − µβ))

− 1
m

∑m

i=1
1√

π2

i σ2
α+σ2

β

(πi (αj − µα) + (βj − µβ))

− 1
|I|

∑
i∈I

1√
π2

i σ2
α+σ2

β

(πi (µαJ
− µα) + (µβJ

− µβ))

Col G G 1
σπ

(πi − µπI
)

Col G L 1
σπ

(πi − µπI
)

Col L G 1
σπ

(πi − µπI
)

Col L L 1
σπ

(πi − µπI
)
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Table B.5: Effects of data transformations on basis 5.

Transformation Metric
Type Target Scaling Shifting Basis 5

n/a G G − (µπ + µπI
) α− 2β

NT n/a G L − (πi + µπ)α− (µβ + µβJ
)

n/a L G (πiαj − πiµα − µπαj − µπI
µαJ

)− 2β
n/a L L (πiαj − πiµα − µπαj − µπI

µαJ
)− (µβ + µβJ

)
n/a G G 0

DC n/a G L 0
n/a L G (πi − µπ) (αj − µα)
n/a L L (πi − µπ) (αj − µα)− (µπ − µπI

) (µα − µαJ
)

Row G G 0
Row G L µβ − µβJ

Row L G (πi − µπ) (αj − µα) + µπI
(µα − µαJ

)
MC Row L L (πi − µπ) (αj − µα) + µπI

(µα − µαJ
) + (µβ − µβJ

)
Col G G µπ − µπI

Col G L µπ − µπI

Col L G (πi − µπ) (αj − µα) + (µπ − µπI
)µαJ

Col L L (πi − µπ) (αj − µα) + (µπ − µπI
)µαJ

Row G G n/a
Row G L 1

σβ
((−µπ − µπI

)α− (µβ + µβJ
))

Row L G 1
σα

(
− (µα + µαJ

)− β
(

1
m

∑m
i=1

1
πi

+ 1
|I|

∑
i∈I

1
πi

))

SDN Row L L 1√
π2

i σ2
ασ2

β

(πi (αj − µα) + (βj − µβ))

− 1
m

∑m

i=1
1√

π2

i σ2
ασ2

β

(πiαj + βj)

− 1
|I|

∑
i∈I

1√
π2

i σ2
ασ2

β

(πiµαJ
+ µβJ

)

Col G G 1
σπ

(− (µπ + µπI
))

Col G L 1
σπ

(
− (µπ + µπI

)− 1
α

(µβ + µβJ
)
)

Col L G 1
σπ

(
− (µπ + µπI

)− β
(

1
n
σn

j=1
1

αj
+ 1

|J|σj∈J
1

αj

))

Col L L 1
σπ

(
− (µπ + µπI

)−
(

1
n
σn

j=1
βj

αj
+ 1

|J|σj∈J
βj

αj

))

Row G G 0
Row G L − 1

σβ
(µβJ

− µβ)

Row L G − 1
σα

(µαJ
− µα)

ZT Row L L 1√
π2

i σ2
α+σ2

β

(πi (αj − µα) + (βj − µβ))

− 1
m

∑m
i=1

1√
π2

i σ2
α+σ2

β

(πi (αj − µα) + (βj − µβ))

+ 1
|I|

∑
i∈I

1√
π2

i σ2
α+σ2

β

(πi (µα − µαJ
) + (µβ − µβJ

))

Col G G 1
σπ

(µπ − µπI
)

Col G L 1
σπ

(µπ − µπI
)

Col L G 1
σπ

(µπ − µπI
)

Col L L 1
σπ

(µπ − µπI
)
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Table B.6: Effects of data transformations on basis 6.

Transformation Metric
Type Target Scaling Shifting Basis 6 (i.e., MSSRCCVI (Algorithm 3))

n/a G G 0
NT n/a G L 0

n/a L G (πi − µπI
) (αj − µαJ

)
n/a L L (πi − µπI

) (αj − µαJ
)

n/a G G 0
DC n/a G L 0

n/a L G (πi − µπI
) (αj − µαJ

)
n/a L L (πi − µπI

) (αj − µαJ
)

Row G G 0
Row G L 0
Row L G (πi − µπI

) (αj − µαJ
)

MC Row L L (πi − µπI
) (αj − µαJ

)
Col G G 0
Col G L 0
Col L G (πi − µπI

) (αj − µαJ
)

Col L L (πi − µπI
) (αj − µαJ

)
Row G G n/a
Row G L 0
Row L G 0

SDN Row L L 1
σi·

(πi (αj − µαJ
) + (βj − µβJ

))

− 1
|I|

∑
i∈I

1
σi·

((αj − µαJ
)− (βj − µβJ

))

Col G G 0
Col G L 0
Col L G 0
Col L L 0
Row G G n/a
Row G L 0
Row L G 0

ZT Row L L 1
σ

A
′

i·

(πi (αj − µα) + (βj − µβ))

− 1
|I|

∑
i∈I

1
σ

A
′

i·

(πi (αj − µαJ
) + (βJ − µβJ

))

Col G G 0
Col G L 0
Col L G 0
Col L L 0
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Appendix C

Accuracy of Discriminating

Genes

Each (accuracy±std) is averaged over 1000 random runs. One-way k-means algo-

rithm is an ordinary one-way k-means column clustering algorithm. LS stands for

the local search that is implemented in MSSRCC algorithm. MSSRCCVI stands

for Minimum-Sum Squared Co-clustering algorithm with the second residue (3.4)

(i.e., Algorithm 3). Each number in parenthesis indicates the gene cluster number

at which the accuracy is obtained. Bold-faced number specifies the best accuracy

among the four algorithms.
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Table C.1: Accuracy of column clusters with discriminating genes identified as pre-
dictor genes of subtypes of a specific cancer (no centering and scaling; random
initialization).

Data Accuracy± std (# of gene clusters)
One-way k-means MSSRCCVI (i.e., Algorithm 3)

Dataset ID Without LS With LS Without LS With LS

C01 72.9± 13.3 87.1± 00.0 88.1± 10.1 (01) 91.9± 00.0 (01)
Colon(2) C02 74.5± 13.4 88.7± 00.0 86.9± 10.4 (01) 90.4± 00.0 (01)

C03 81.7± 04.4 87.1± 00.0 87.3± 08.3 (01) 90.3± 00.0 (01)
C04 71.7± 14.1 88.4± 02.5 86.5± 11.3 (01) 91.9± 00.0 (01)

Average 75.2± 11.3 87.8± 00.6 87.2± 10.0 91.1± 00.0

L01 95.5± 00.7 95.8± 00.0 95.7± 01.2 (01) 95.8± 00.0 (01)
L02 95.7± 02.3 95.8± 00.0 97.1± 01.9 (01) 97.2± 00.0 (01)
L03 91.4± 00.8 88.9± 00.0 92.5± 01.9 (01) 87.5± 00.0 (01)

Leukemia(2) L04 84.9± 09.7 73.6± 00.0 84.1± 10.5 (01) 89.1± 04.5 (02)
L05 94.7± 01.9 93.1± 00.0 95.4± 01.5 (01) 95.8± 00.0 (01)
L06 88.9± 00.0 88.9± 00.0 88.4± 05.9 (01) 86.0± 06.8 (01)
L07 96.6± 04.5 97.2± 00.0 96.6± 05.3 (01) 97.2± 00.0 (01)

Average 92.5± 02.8 90.5± 00.0 92.8± 04.0 92.7± 01.6

M01 89.6± 06.9 92.3± 04.1 89.7± 06.4 (01) 91.7± 00.0 (01)
M02 80.6± 07.5 84.7± 00.0 82.9± 05.8 (02) 92.8± 04.8 (02)
M03 80.7± 08.7 84.7± 00.6 84.2± 08.7 (01) 84.7± 01.7 (02)
M04 78.6± 12.4 80.2± 12.8 80.9± 12.1 (01) 93.4± 03.4 (01)

MLL(3) M05 77.3± 11.4 80.0± 00.7 80.0± 12.3 (03) 86.7± 07.3 (01)
M06 82.3± 11.2 93.1± 00.0 84.9± 12.1 (01) 93.6± 04.7 (01)
M07 81.9± 12.3 84.6± 03.7 83.0± 12.6 (01) 88.2± 10.0 (02)
M08 83.9± 10.9 90.3± 00.0 85.6± 09.2 (01) 90.3± 00.0 (01)
M09 79.6± 03.6 83.3± 00.0 81.1± 02.5 (01) 83.3± 00.0 (01)
M10 87.1± 11.2 91.7± 00.0 89.0± 11.3 (01) 91.7± 00.0 (01)

Average 82.2± 09.6 86.5± 02.2 84.1± 09.3 89.6± 03.2

M11 93.0± 03.1 90.4± 00.0 96.7± 05.7 (02) 97.3± 05.3 (02)
M12 98.0± 01.9 98.1± 00.0 99.9± 02.4 (01) 100± 00.0 (01)
M13 98.0± 01.3 98.1± 00.0 99.9± 02.5 (01) 100± 00.0 (01)
M14 98.0± 01.5 98.1± 00.0 100± 00.0 (01) 100± 00.0 (01)

MLL(2) M15 98.0± 01.5 98.1± 00.0 99.8± 02.9 (01) 100± 00.0 (01)
M16 98.0± 01.5 98.1± 00.0 99.0± 03.3 (01) 100± 00.0 (01)
M17 98.0± 01.2 98.1± 00.0 98.0± 01.4 (01) 98.1± 00.0 (01)
M18 98.0± 01.2 98.1± 00.0 99.2± 02.1 (01) 100± 00.0 (01)
M19 98.0± 01.5 98.1± 00.0 98.1± 00.0 (01) 98.1± 00.0 (01)

Average 97.4± 01.6 97.2± 00.0 99.0± 02.3 99.3± 00.6

Overall average 88.2± 05.9 90.8± 00.8 91.0± 06.1 93.4± 01.6
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Table C.2: Accuracy of column clusters with discriminating genes identified as pre-
dictor genes of subtypes of a specific cancer (row centering and scaling; random
initialization).

Data Accuracy(%)
One-way k-means MSSRCCVI (i.e., Algorithm 3)

Dataset ID Without LS With LS Without LS With LS

C01 69.5± 14.2 71.4± 05.4 91.8± 02.4 (01) 91.9± 00.0 (01)
Colon(2) C02 72.0± 14.6 91.9± 00.0 91.9± 00.0 (01) 91.9± 00.0 (01)

C03 82.7± 04.8 87.1± 00.0 90.3± 00.0 (01) 90.3± 00.0 (01)
C04 66.1± 14.8 61.1± 11.9 91.8± 02.2 (01) 91.9± 00.0 (01)

Average 72.6± 12.1 77.9± 04.3 91.5± 01.2 91.5± 00.0

L01 96.3± 00.9 95.8± 00.0 95.8± 00.0 (01) 95.8± 00.0 (01)
L02 98.6± 01.4 98.6± 00.0 98.6± 00.0 (01) 98.6± 00.0 (01)
L03 98.3± 01.4 98.6± 00.0 98.5± 02.0 (01) 98.6± 00.0 (01)

Leukemia(2) L04 74.2± 00.8 75.0± 00.0 75.0± 00.4 (01) 75.0± 00.0 (01)
L05 97.2± 00.9 97.2± 00.0 97.9± 00.7 (01) 98.6± 00.0 (01)
L06 83.3± 00.0 83.3± 00.0 78.6± 03.8 (01) 70.4± 00.8 (01)
L07 98.6± 01.5 98.6± 00.0 98.2± 04.1 (01) 98.6± 00.0 (01)

Average 92.4± 01.0 92.4± 00.0 91.8± 01.6 90.8± 00.1

M01 96.0± 09.5 98.2± 03.9 95.5± 10.0 (01) 98.6± 00.0 (01)
M02 91.4± 12.7 95.9± 10.3 93.2± 12.1 (01) 94.7± 12.0 (01)
M03 88.6± 14.0 92.7± 12.7 92.8± 11.9 (01) 97.2± 00.0 (01)
M04 82.4± 13.1 91.2± 01.7 91.7± 08.9 (01) 97.2± 00.0 (01)

MLL(3) M05 82.0± 14.2 88.6± 02.1 90.5± 09.2 (01) 97.2± 00.0 (01)
M06 88.0± 11.2 97.2± 00.0 95.0± 10.1 (01) 98.6± 00.0 (01)
M07 89.5± 13.4 95.8± 00.0 93.0± 11.7 (01) 97.2± 00.0 (01)
M08 85.9± 13.7 94.4± 00.0 93.3± 09.9 (01) 97.2± 00.0 (01)
M09 82.5± 12.5 94.2± 00.7 93.8± 08.2 (01) 97.2± 00.0 (01)
M10 89.0± 13.4 97.2± 00.0 93.9± 10.3 (01) 94.7± 09.7 (01)

Average 87.5± 12.8 94.5± 03.1 93.3± 10.2 97.0± 02.2

M11 100± 01.3 100± 00.0 100± 01.5 (01) 100± 00.0 (01)
M12 97.0± 01.0 96.2± 00.0 99.9± 02.6 (01) 100± 00.0 (01)
M13 96.1± 01.9 96.2± 00.0 99.7± 03.9 (01) 100± 00.0 (01)
M14 96.1± 01.4 96.2± 00.0 97.9± 05.9 (01) 100± 00.0 (01)

MLL(2) M15 96.2± 00.0 96.2± 00.0 98.8± 04.1 (01) 100± 00.0 (01)
M16 96.2± 00.0 96.2± 00.0 98.6± 04.1 (01) 98.1± 00.0 (01)
M17 96.2± 00.0 96.2± 00.0 99.3± 05.5 (01) 100± 00.0 (01)
M18 97.4± 00.9 96.2± 00.0 99.9± 01.9 (01) 100± 00.0 (01)
M19 97.1± 01.6 96.2± 00.0 100± 01.5 (01) 100± 00.0 (01)

Average 96.9± 00.9 96.6± 00.0 99.3± 03.4 99.8± 00.0

Overall average 89.5± 06.4 92.5± 01.6 94.5± 05.0 96.7± 00.8
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Table C.3: Accuracy of column clusters with discriminating genes identified as pre-
dictor genes of subtypes of a specific cancer (column centering and scaling; random
initialization).

Data Accuracy(%)
One-way k-means MSSRCCVI (i.e., Algorithm 3)

Dataset ID Without LS With LS Without LS With LS

C01 90.5± 03.7 91.9± 00.0 90.5± 03.6 (01) 91.9± 00.0 (01)
Colon(2) C02 90.3± 00.2 90.3± 00.0 90.3± 00.2 (01) 90.3± 00.0 (01)

C03 88.0± 02.7 90.3± 00.0 88.0± 02.7 (01) 90.3± 00.0 (01)
C04 90.4± 02.1 91.9± 00.0 90.4± 02.1 (01) 91.9± 00.0 (01)

Average 89.8± 02.2 91.1± 00.0 89.8± 02.2 91.1± 00.0

L01 94.4± 01.3 94.4± 00.0 94.4± 01.3 (01) 94.4± 00.0 (01)
L02 99.8± 02.6 100± 00.0 99.8± 02.6 (01) 100± 00.0 (01)
L03 97.2± 00.0 97.2± 00.0 97.2± 00.0 (01) 97.2± 00.0 (01)

Leukemia(2) L04 88.0± 04.4 88.9± 00.0 88.0± 04.4 (01) 91.3± 01.9 (02)
L05 98.6± 01.5 98.6± 00.0 98.6± 01.5 (01) 98.6± 00.0 (01)
L06 79.8± 00.7 80.6± 00.0 79.8± 00.8 (01) 80.6± 00.0 (01)
L07 98.1± 01.4 98.6± 00.0 98.1± 04.5 (01) 98.6± 00.0 (01)

Average 93.7± 01.7 94.0± 00.0 93.7± 02.2 94.4± 00.3

M01 92.9± 09.3 95.8± 00.0 93.4± 08.7 (01) 95.8± 00.0 (01)
M02 86.4± 12.6 89.8± 12.4 86.8± 12.4 (01) 90.8± 10.1 (02)
M03 84.4± 09.6 88.9± 00.0 84.4± 09.4 (01) 88.9± 00.0 (01)
M04 86.7± 11.4 94.4± 00.0 87.2± 10.7 (01) 94.4± 00.0 (01)

MLL(3) M05 88.9± 09.0 93.1± 00.0 88.7± 09.2 (01) 93.1± 00.0 (01)
M06 88.3± 10.9 94.4± 00.0 88.4± 10.7 (01) 94.4± 00.0 (01)
M07 88.5± 10.8 95.8± 00.0 89.0± 10.4 (01) 95.8± 00.0 (01)
M08 93.7± 05.9 94.4± 00.0 94.3± 04.4 (01) 94.4± 00.0 (01)
M09 86.9± 12.3 97.2± 00.0 87.0± 12.0 (01) 97.2± 00.0 (01)
M10 94.0± 07.5 95.8± 00.0 94.2± 06.9 (01) 95.8± 00.0 (01)

Average 89.1± 09.9 94.0± 01.2 89.3± 09.5 94.1± 01.0

M11 100± 00.0 100± 00.0 100± 00.0 (01) 100± 00.0 (01)
M12 100± 00.0 100± 00.0 99.9± 02.1 (01) 100± 00.0 (01)
M13 100± 01.5 100± 00.0 99.8± 03.1 (01) 100± 00.0 (01)
M14 100± 01.5 100± 00.0 99.9± 02.1 (01) 100± 00.0 (01)

MLL(2) M15 99.9± 02.1 100± 00.0 99.9± 02.7 (01) 100± 00.0 (01)
M16 99.9± 02.5 100± 00.0 100± 01.4 (01) 100± 00.0 (01)
M17 100± 01.6 100± 00.0 100± 00.0 (01) 100± 00.0 (01)
M18 98.1± 00.0 98.1± 00.0 98.1± 00.0 (01) 98.1± 00.0 (01)
M19 99.9± 02.2 100± 00.0 100± 01.5 (01) 100± 00.0 (01)

Average 99.8± 01.3 99.8± 00.0 99.7± 01.4 99.8± 00.0

Overall average 93.5± 04.4 95.3± 00.4 93.5± 04.4 95.5± 00.4
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Table C.4: Accuracy of column clusters with discriminating genes identified as pre-
dictor genes of subtypes of a specific cancer (double centering; random initialization).

Data Accuracy(%)
One-way k-means MSSRCCVI (i.e., Algorithm 3)

Dataset ID Without LS With LS Without LS With LS

C01 91.9± 00.1 91.9± 00.0 91.9± 00.0 (01) 91.9± 00.0 (01)
Colon(2) C02 90.3± 02.2 90.3± 00.0 90.3± 02.2 (01) 90.3± 00.0 (01)

C03 90.3± 00.0 90.3± 00.0 90.3± 00.0 (01) 90.3± 00.0 (01)
C04 90.6± 01.8 91.9± 00.0 90.6± 01.8 (01) 91.9± 00.0 (01)

Average 90.8± 01.0 91.1± 00.0 90.8± 01.0 91.1± 00.0

L01 95.8± 01.2 95.8± 00.0 95.8± 01.2 (01) 95.8± 00.0 (01)
L02 97.2± 01.4 97.2± 00.0 97.2± 01.4 (01) 97.2± 00.0 (01)
L03 92.5± 01.5 87.5± 00.0 92.5± 01.5 (01) 87.5± 00.0 (01)

Leukemia(2) L04 86.8± 09.5 77.9± 07.3 86.8± 09.5 (01) 89.2± 04.2 (02)
L05 95.4± 01.5 95.8± 00.0 95.4± 01.5 (01) 95.8± 00.0 (01)
L06 84.3± 05.9 86.0± 06.9 83.7± 06.0 (01) 86.1± 06.8 (02)
L07 97.1± 02.0 97.2± 00.0 96.9± 04.0 (01) 97.2± 00.0 (01)

Average 92.7± 03.3 91.1± 02.0 92.6± 03.6 92.7± 01.6

M01 90.1± 05.5 91.7± 00.0 90.1± 05.4 (01) 91.7± 00.0 (01)
M02 83.1± 05.4 84.7± 00.0 90.3± 06.3 (02) 92.6± 04.9 (02)
M03 85.3± 07.2 84.7± 00.0 85.3± 07.2 (01) 84.7± 01.7 (03)
M04 81.7± 12.2 93.1± 03.8 81.2± 12.7 (01) 93.2± 03.8 (01)

MLL(3) M05 80.7± 12.2 86.9± 06.9 80.5± 12.3 (01) 87.4± 07.0 (01)
M06 86.8± 10.9 93.6± 05.0 86.8± 10.9 (01) 93.7± 04.7 (01)
M07 84.5± 12.3 87.3± 11.1 84.1± 12.5 (01) 88.3± 10.1 (01)
M08 86.9± 07.8 90.3± 00.0 86.0± 08.9 (01) 90.3± 00.0 (01)
M09 81.4± 02.5 83.3± 00.0 81.6± 02.3 (01) 83.3± 00.0 (01)
M10 89.7± 10.5 91.7± 00.0 90.1± 10.5 (01) 91.7± 00.0 (01)

Average 85.0± 08.7 88.7± 02.7 85.6± 08.9 89.7± 03.2

M11 93.1± 02.6 90.4± 00.0 97.0± 05.8 (02) 97.1± 05.5 (02)
M12 100± 00.0 100± 00.0 100± 00.0 (01) 100± 00.0 (01)
M13 100± 01.6 100± 00.0 100± 01.5 (01) 100± 00.0 (01)
M14 99.9± 02.0 100± 00.0 99.9± 02.0 (01) 100± 00.0 (01)

MLL(2) M15 100± 01.5 100± 00.0 100± 01.5 (01) 100± 00.0 (01)
M16 99.3± 00.9 100± 00.0 99.1± 02.9 (01) 100± 00.0 (01)
M17 98.1± 00.0 98.1± 00.0 98.1± 00.0 (01) 98.1± 00.0 (01)
M18 99.3± 01.6 100± 00.0 99.3± 02.3 (01) 100± 00.0 (01)
M19 98.1± 00.0 98.1± 00.0 98.1± 00.0 (01) 98.1± 00.0 (01)

Average 98.6± 01.1 98.5± 00.0 99.1± 01.8 99.3± 00.6

Overall average 91.7± 04.1 92.5± 01.4 92.0± 04.5 93.4± 01.6
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Table C.5: Accuracy of column clusters with discriminating genes identified as pre-
dictor genes of subtypes of a specific cancer (binormalization; random initialization).

Data Accuracy(%)
One-way k-means MSSRCCVI (i.e., Algorithm 3)

Dataset ID Without LS With LS Without LS With LS

C01 87.7± 10.8 91.9± 00.0 87.8± 10.8 (01) 91.9± 00.0 (01)
Colon(2) C02 87.6± 09.4 90.3± 00.0 87.6± 09.3 (01) 90.3± 00.0 (01)

C03 87.3± 08.4 90.3± 00.0 87.2± 08.3 (01) 90.3± 00.0 (01)
C04 87.6± 10.7 91.9± 00.0 87.6± 10.8 (01) 91.9± 00.0 (01)

Average 87.6± 09.8 91.1± 00.6 87.6± 09.8 91.1± 00.0

L01 96.7± 00.7 95.8± 00.0 97.1± 01.3 (01) 95.8± 00.0 (01)
L02 99.8± 03.3 100± 00.0 98.7± 02.0 (01) 100± 00.0 (01)
L03 98.5± 01.6 98.6± 00.0 98.6± 00.0 (01) 98.6± 00.0 (01)

Leukemia(2) L04 90.8± 04.0 91.7± 00.0 90.8± 04.1 (01) 91.7± 00.0 (01)
L05 90.7± 03.8 90.3± 00.0 90.8± 03.4 (01) 93.2± 02.1 (02)
L06 91.1± 02.1 91.7± 00.0 92.2± 04.3 (01) 94.4± 00.0 (01)
L07 97.1± 02.1 98.6± 00.0 97.0± 02.2 (01) 98.6± 00.0 (01)

Average 95.0± 02.5 95.2± 00.0 95.0± 02.5 96.0± 00.3

M01 96.0± 10.1 98.6± 00.0 96.2± 09.6 (01) 98.6± 00.0 (01)
M02 94.7± 10.0 95.5± 10.8 94.4± 10.4 (01) 95.7± 10.5 (01)
M03 95.4± 08.9 97.2± 00.0 95.1± 08.4 (01) 97.2± 00.0 (01)
M04 93.0± 10.9 98.6± 00.0 93.8± 09.8 (01) 98.6± 00.0 (01)

MLL(3) M05 92.9± 11.7 98.6± 00.0 93.2± 10.6 (01) 98.6± 00.0 (01)
M06 95.1± 08.9 97.9± 05.4 95.6± 07.9 (01) 97.8± 05.6 (01)
M07 95.2± 09.3 96.9± 03.5 95.3± 08.8 (01) 96.8± 04.2 (01)
M08 94.6± 09.4 97.2± 00.0 94.2± 09.7 (01) 97.2± 00.0 (01)
M09 91.4± 11.1 98.6± 00.0 92.0± 09.9 (01) 98.6± 00.0 (01)
M10 95.6± 08.3 97.2± 00.0 96.4± 06.5 (01) 98.6± 00.0 (01)

Average 94.4± 09.9 97.6± 02.0 94.6± 09.2 97.8± 02.0

M11 99.9± 02.1 100± 00.0 100± 00.0 (01) 100± 00.0 (01)
M12 100± 01.6 100± 00.0 99.9± 02.0 (01) 100± 00.0 (01)
M13 99.9± 02.5 100± 00.0 99.5± 04.8 (01) 100± 00.0 (01)
M14 99.6± 04.2 100± 00.0 99.6± 04.5 (01) 100± 00.0 (01)

MLL(2) M15 99.9± 02.1 100± 00.0 100± 01.6 (01) 100± 00.0 (01)
M16 99.9± 02.6 100± 00.0 100± 00.0 (01) 100± 00.0 (01)
M17 100± 01.5 100± 00.0 99.8± 03.1 (01) 100± 00.0 (01)
M18 100± 01.6 100± 00.0 99.9± 02.1 (01) 100± 00.0 (01)
M19 100± 01.5 100± 00.0 99.9± 02.6 (01) 100± 00.0 (01)

Average 99.9± 02.2 100± 00.0 99.8± 02.3 100± 00.0

Overall average 95.3± 05.8 96.9± 00.7 95.3± 05.6 97.1± 00.7
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Table C.6: Accuracy of column clusters with discriminating genes identified as pre-
dictor genes of subtypes of a specific cancer (no centering and scaling; spectral
initialization).

Data Accuracy(%)
One-way k-means MSSRCCVI (i.e., Algorithm 3)

Dataset ID Without LS With LS Without LS With LS

C01 91.9355 87.0968 91.9355 (01; 17) 91.9355 (01; 18)
Colon(2) C02 91.9355 88.7097 91.9355 (04; 20) 91.9355 (04; 21)

C03 87.0968 87.0968 91.9355 (10; 01) 91.9355 (10; 01)
C04 91.9355 88.7097 93.5484 (60; 01) 93.5484 (52; 01)

Average 90.7258 87.9033 92.3387 92.3387

L01 95.8333 95.8333 98.6111 (22; 01) 98.6111 (22; 01)
L02 95.8333 95.8333 98.6111 (13; 03) 98.6111 (13; 02)
L03 91.6667 88.8889 97.2222 (15; 01) 97.2222 (10; 01)

Leukemia(2) L04 75.0000 73.6111 87.5000 (05; 01) 87.5000 (05; 01)
L05 95.8333 93.0556 97.2222 (17; 02) 97.2222 (16; 01)
L06 88.8889 88.8889 84.7222 (03; 01) 84.7222 (03; 01)
L07 97.2222 97.2222 98.6111 (03; 09) 98.6111 (03; 07)

Average 91.4682 90.4762 94.6428 94.6428

M01 93.0556 95.8333 98.6111 (16; 02) 98.6111 (16; 01)
M02 84.7222 84.7222 98.6111 (35; 08) 100.0000 (64; 01)
M03 90.2778 84.7222 98.6111 (24; 11) 98.6111 (19; 10)
M04 95.8333 94.4444 97.2222 (09; 01) 95.8333 (03; 09)

MLL(3) M05 94.4444 79.1667 97.2222 (26; 02) 94.4444 (13; 07)
M06 91.6667 93.0556 98.6111 (68; 01) 97.2222 (17; 20)
M07 95.8333 83.3333 98.6111 (27; 04) 98.6111 (16; 03)
M08 88.8889 90.2778 97.2222 (34; 03) 98.6111 (32; 02)
M09 79.1667 83.3333 97.2222 (33; 01) 95.8333 (33; 02)
M10 90.2778 91.6667 98.6111 (43; 04) 98.6111 (27; 05)

Average 90.4167 88.0555 98.0556 97.6389

M11 96.1538 90.3846 100.0000 (02; 40) 100.0000 (02; 40)
M12 98.0769 98.0769 100.0000 (01; 21) 100.0000 (01; 18)
M13 98.0769 98.0769 100.0000 (01; 11) 100.0000 (01; 11)
M14 98.0769 98.0769 100.0000 (01; 10) 100.0000 (01; 10)

MLL(2) M15 98.0769 98.0769 100.0000 (01; 24) 100.0000 (01; 23)
M16 98.0769 98.0769 100.0000 (01; 10) 100.0000 (01; 13)
M17 98.0769 98.0769 100.0000 (10; 05) 100.0000 (10; 04)
M18 98.0769 98.0769 100.0000 (01; 10) 100.0000 (01; 08)
M19 98.0769 98.0769 100.0000 (23; 06) 100.0000 (30; 04)

Average 97.8642 97.2222 100.0000 100.0000

Overall average 92.9372 91.3501 97.0803 96.9415
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Table C.7: Accuracy of column clusters with discriminating genes identified as pre-
dictor genes of subtypes of a specific cancer (row centering and scaling; spectral
initialization).

Data Accuracy(%)
One-way k-means MSSRCCVI (i.e., Algorithm 3)

Dataset ID Without LS With LS Without LS With LS

C01 54.8387 70.9677 91.9355 (01; 13) 91.9355 (01; 14)
Colon(2) C02 61.2903 91.9355 93.5484 (05; 01) 93.5484 (05; 01)

C03 79.0323 87.0968 91.9355 (10; 02) 91.9355 (10; 02)
C04 88.7097 56.4516 91.9355 (01; 35) 91.9355 (01; 37)

Average 70.9677 76.6129 92.3387 92.3387

L01 95.8333 95.8333 95.8333 (01; 02) 95.8333 (01; 01)
L02 98.6111 98.6111 100.0000 (04; 01) 98.6111 (01; 01)
L03 98.6111 98.6111 98.6111 (01; 01) 98.6111 (01; 01)

Leukemia(2) L04 73.6111 75.0000 87.5000 (37; 01) 87.5000 (31; 01)
L05 97.2222 97.2222 97.2222 (01; 01) 98.6111 (01; 01)
L06 83.3333 83.3333 86.1111 (05; 01) 86.1111 (05; 01)
L07 98.6111 98.6111 98.6111 (01; 01) 98.6111 (01; 01)

Average 92.2619 92.4603 94.8413 94.8413

M01 97.2222 98.6111 98.6111 (16; 02) 98.6111 (16; 01)
M02 97.2222 98.6111 98.6111 (17; 05) 100.0000 (46; 02)
M03 95.8333 97.2222 97.2222 (01; 13) 98.6111 (72; 01)
M04 88.8889 90.2778 94.4444 (01; 01) 97.2222 (01; 01)

MLL(3) M05 61.1111 86.1111 91.6667 (01; 01) 97.2222 (01; 01)
M06 97.2222 97.2222 98.6111 (27; 01) 98.6111 (01; 06)
M07 95.8333 95.8333 100.0000 (36; 01) 100.0000 (36; 01)
M08 95.8333 94.4444 98.6111 (30; 01) 98.6111 (20; 03)
M09 94.4444 94.4444 98.6111 (58; 01) 98.6111 (18; 03)
M10 97.2222 97.2222 98.6111 (51; 04) 100.0000 (48; 01)

Average 92.0803 95.0000 97.5000 98.7500

M11 100.0000 100.0000 100.0000 (01; 32) 100.0000 (01; 22)
M12 96.1538 96.1538 100.0000 (01; 32) 100.0000 (01; 29)
M13 96.1538 96.1538 100.0000 (01; 04) 100.0000 (01; 11)
M14 96.1538 96.1538 100.0000 (01; 05) 100.0000 (01; 09)

MLL(2) M15 96.1538 96.1538 100.0000 (01; 46) 100.0000 (01; 36)
M16 96.1538 96.1538 100.0000 (01; 28) 100.0000 (14; 21)
M17 96.1538 96.1538 100.0000 (01; 02) 100.0000 (02; 03)
M18 98.0769 96.1538 100.0000 (01; 29) 100.0000 (01; 22)
M19 98.0769 96.1538 100.0000 (01; 42) 100.0000 (01; 28)

Average 97.0085 96.5812 100.0000 100.0000

Overall average 90.7871 92.4301 96.9415 97.3581
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Table C.8: Accuracy of column clusters with discriminating genes identified as pre-
dictor genes of subtypes of a specific cancer (column centering and scaling; spectral
initialization).

Data Accuracy(%)
One-way k-means MSSRCCVI (i.e., Algorithm 3)

Dataset ID Without LS With LS Without LS With LS

C01 90.3226 91.9355 93.5484 (18; 01) 93.5484 (18; 01)
Colon(2) C02 90.3226 90.3226 91.9355 (14; 16) 91.9355 (11; 14)

C03 90.3226 90.3226 93.5484 (12; 01) 91.9355 (06; 06)
C04 90.3226 90.3226 93.5484 (52; 02) 93.5484 (52; 02)

Average 90.3226 90.7258 93.1452 92.7420

L01 94.4444 94.4444 97.2222 (03; 02) 97.2222 (02; 03)
L02 100.0000 100.0000 100.0000 (01; 01) 100.0000 (01; 01)
L03 97.2222 97.2222 100.0000 (16; 01) 100.0000 (16; 01)

Leukemia(2) L04 87.5000 88.8889 91.6667 (02; 02) 91.6667 (02; 02)
L05 98.6111 98.6111 100.0000 (10; 03) 100.0000 (12; 02)
L06 83.3333 83.3333 87.5000 (02; 01) 83.3333 (04; 01)
L07 98.6111 98.6111 98.6111 (01; 01) 98.6111 (01; 01)

Average 94.2460 94.4444 96.4286 95.8333

M01 95.8333 95.8333 100.0000 (01; 03) 100.0000 (08; 02)
M02 94.4444 94.4444 100.0000 (33; 01) 100.0000 (33; 03)
M03 88.8889 88.8889 98.6111 (66; 01) 98.6111 (47; 05)
M04 91.6667 94.4444 98.6111 (29; 01) 98.6111 (51; 01)

MLL(3) M05 91.6667 93.0556 97.2222 (22; 02) 98.6111 (22; 01)
M06 93.0556 94.4444 98.6111 (72; 01) 98.6111 (25; 04)
M07 94.4444 95.8333 98.6111 (28; 08) 98.6111 (26; 11)
M08 94.4444 94.4444 98.6111 (28; 16) 98.6111 (28; 20)
M09 93.0556 97.2222 98.6111 (30; 03) 98.6111 (47; 01)
M10 94.4444 95.8333 98.6111 (22; 18) 100.0000 (55; 02)

Average 93.1944 94.4444 98.7500 99.0278

M11 100.0000 100.0000 100.0000 (01; 52) 100.0000 (01; 51)
M12 100.0000 100.0000 100.0000 (01; 48) 100.0000 (01; 47)
M13 100.0000 100.0000 100.0000 (01; 50) 100.0000 (01; 47)
M14 100.0000 100.0000 100.0000 (01; 45) 100.0000 (01; 40)

MLL(2) M15 100.0000 100.0000 100.0000 (01; 48) 100.0000 (01; 49)
M16 100.0000 100.0000 100.0000 (01; 49) 100.0000 (01; 48)
M17 100.0000 100.0000 100.0000 (01; 44) 100.0000 (01; 43)
M18 98.0769 98.0769 100.0000 (06; 32) 100.0000 (06; 35)
M19 100.0000 100.0000 100.0000 (01; 51) 100.0000 (01; 48)

Average 99.7863 99.7863 100.0000 100.0000

Overall average 95.0345 95.5512 97.8360 97.7360
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Table C.9: Accuracy of column clusters with discriminating genes identified as pre-
dictor genes of subtypes of a specific cancer (double centering; spectral initializa-
tion).

Data Accuracy(%)
One-way k-means MSSRCCVI (i.e., Algorithm 3)

Dataset ID Without LS With LS Without LS With LS

C01 91.9355 91.9355 91.9355 (01; 04) 91.9355 (01; 06)
Colon(2) C02 90.3226 90.3226 93.5484 (39; 01) 93.5484 (39; 02)

C03 90.3226 90.3226 93.5484 (11; 01) 93.5484 (11; 01)
C04 91.9355 91.9355 91.9355 (05; 41) 91.9355 (01; 42)

Average 91.1290 91.1290 92.7420 92.7420

L01 95.8333 95.8333 98.6111 (31; 01) 98.6111 (31; 01)
L02 97.2222 97.2222 98.6111 (17; 05) 98.6111 (17)
L03 87.5000 87.5000 97.2222 (13; 01) 97.2222 (13)

Leukemia(2) L04 73.6111 73.6111 79.1667 (04; 02) 86.1111 (08)
L05 93.0556 95.8333 98.6111 (21; 01) 98.6111 (21)
L06 90.2778 90.2778 90.2778 (01; 01) 90.2778 (01; 01)
L07 97.2222 97.2222 98.6111 (05; 02) 98.6111 (05; 04)

Average 90.6746 91.0714 94.4444 95.4365

M01 91.6667 91.6667 100.0000 (09; 02) 100.0000 (09; 02)
M02 84.7222 84.7222 100.0000 (50; 01) 100.0000 (46; 01)
M03 90.2778 84.7222 98.6111 (41; 07) 98.6111 (20; 10)
M04 94.4444 94.4444 97.2222 (17; 03) 97.2222 (36; 01)

MLL(3) M05 93.0556 90.2778 97.2222 (30; 02) 97.2222 (30; 01)
M06 94.4444 94.4444 98.6111 (40; 07) 98.6111 (21; 07)
M07 95.8333 95.8333 100.0000 (24; 03) 100.0000 (24; 01)
M08 91.6667 90.2778 98.6111 (33; 06) 98.6111 (33; 04)
M09 79.1667 83.3333 97.2222 (19; 04) 97.2222 (19; 05)
M10 91.6667 91.6667 98.6111 (37; 02) 98.6111 (20; 07)

Average 90.6944 90.1389 98.6111 98.6111

M11 96.1538 90.3846 100.0000 (02; 42) 100.0000 (02; 39)
M12 100.0000 100.0000 100.0000 (01; 10) 100.0000 (01; 07)
M13 100.0000 100.0000 100.0000 (01; 29) 100.0000 (01; 22)
M14 100.0000 100.0000 100.0000 (01; 20) 100.0000 (01; 13)

MLL(2) M15 100.0000 100.0000 100.0000 (01; 36) 100.0000 (01; 29)
M16 100.0000 100.0000 100.0000 (01; 28) 100.0000 (01; 22)
M17 98.0769 98.0769 100.0000 (21; 01) 100.0000 (21; 01)
M18 98.0769 100.0000 100.0000 (07; 02) 100.0000 (01; 03)
M19 98.0769 98.0769 100.0000 (16; 01) 100.0000 (16; 01)

Average 98.9316 98.5043 100.0000 100.0000

Overall average 93.2189 92.9981 97.2730 97.5045
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Table C.10: Accuracy of column clusters with discriminating genes identified as
predictor genes of subtypes of a specific cancer (binormalization; spectral initializa-
tion).

Data Accuracy(%)
One-way k-means MSSRCCVI (i.e., Algorithm 3)

Dataset ID Without LS With LS Without LS With LS

C01 91.9355 91.9355 91.9355 (01; 19) 93.5484 (10; 01)
Colon(2) C02 90.3226 90.3226 91.9355 (06; 08) 91.9355 (06; 08)

C03 90.3226 90.3226 93.5484 (13; 01) 93.5484 (13; 01)
C04 91.9355 91.9355 91.9355 (01; 33) 91.9355 (01; 34)

Average 91.1290 91.1290 92.3387 92.7420

L01 97.2222 95.8333 98.6111 (12; 01) 97.2222 (02; 03)
L02 100.0000 100.0000 98.6111 (01; 12) 100.0000 (01; 01)
L03 98.6111 98.6111 98.6111 (01; 03) 98.6111 (01; 02)

Leukemia(2) L04 91.6667 91.6667 91.6667 (01; 02) 91.6667 (01; 03)
L05 90.2778 90.2778 94.4444 (09; 02) 97.2222 (09; 02)
L06 91.6667 91.6667 93.0556 (01; 01) 94.4444 (01; 01)
L07 97.2222 98.6111 98.6111 (02; 09) 100.0000 (01; 02)

Average 95.2381 95.2381 96.2302 97.0238

M01 100.0000 98.6111 100.0000 (01; 05) 100.0000 (01; 03)
M02 97.2222 98.6111 98.6111 (17; 09) 100.0000 (17; 02)
M03 98.6111 97.2222 100.0000 (15; 04) 100.0000 (11; 06)
M04 97.2222 98.6111 100.0000 (18; 07) 100.0000 (04; 03)

MLL(3) M05 98.6111 98.6111 100.0000 (25; 06) 100.0000 (32; 06)
M06 98.6111 98.6111 98.6111 (01; 64) 98.6111 (01; 37)
M07 97.2222 97.2222 100.0000 (17; 06) 100.0000 (04; 08)
M08 97.2222 97.2222 100.0000 (05; 04) 100.0000 (05; 07)
M09 95.8333 98.6111 98.6111 (37; 05) 98.6111 (01; 09)
M10 97.2222 97.2222 98.6111 (15; 06) 98.6111 (01; 07)

Average 97.7778 98.0555 99.4444 99.5833

M11 100.0000 100.0000 100.0000 (01; 52) 100.0000 (01; 45)
M12 100.0000 100.0000 100.0000 (01; 52) 100.0000 (01; 50)
M13 100.0000 100.0000 100.0000 (01; 47) 100.0000 (01; 46)
M14 100.0000 100.0000 100.0000 (01; 41) 100.0000 (01; 36)

MLL(2) M15 100.0000 100.0000 100.0000 (01; 50) 100.0000 (01; 49)
M16 100.0000 100.0000 100.0000 (01; 50) 100.0000 (01; 47)
M17 100.0000 100.0000 100.0000 (01; 51) 100.0000 (01; 48)
M18 100.0000 100.0000 100.0000 (01; 23) 100.0000 (01; 11)
M19 100.0000 100.0000 100.0000 (01; 44) 100.0000 (01; 35)

Average 100.0000 100.0000 100.0000 100.0000

Overall average 96.9653 97.0579 97.9137 98.1989
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Appendix D

Matrix Approximation using

Co-clustering

We assume that we have m rows and n columns in a given data matrix and we

want to get k row clusters and l column clusters. The total number of parameters

(PTCC) needed for each Bregman co-clustering algorithm is defined as

PTCC = PICC + PSCC ,

where PICC indicates the number of parameters for row and column cluster indica-

tors and PSCC the number of parameters for class statistics. PICC for all the six

basis types are same and can be computed as

PTCC = ⌈((m × log2(k)) + (n× log2(l)))/64⌉.
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PSCC for each Bregman co-clustering algorithm can be calculated as follows:

PSCC =





k + l for basis 1

k × l for basis 2

(m− k) + (k × l) for basis 3

(n − l) + (k × l) for basis 4

(m− k) + (n − l) + (k × l) for basis 5

(m× l) + (n× k)− (k × l) for basis 6

,

In addition, PSCC = PSCC − 1 for I-divergence co-clustering algorithms.

Assuming that we do rank-s approximation of SVD, total number of param-

eters for SVD is computed as

PTSV D = (m− 1)× s + s + s× (n− 1)

= (m + n− 1) × s

and similarly for non-negative matrix approximation (NNMA) based on [LS99] as

PTNNMA = = (m× s) + (s× n)

= (m + n)× s

= PTSV D + s.
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Appendix E

Co-clustering Software

Co-cluster software is written in MATLAB for the prototype version of co-clustering

algorithms, C++ for the serial version co-clustering algorithms, and C for parallel

version of co-clustering algorithms.

All the twelve Bregman co-clustering (BCC) [BDG+07] algorithms (Algo-

rithm 1) are implemented. BCC includes well known co-clustering algorithms as

special cases. For example, the two Mean Sum-Squared Residue Co-clustering algo-

rithms [CDGS04], MSSRCCII (Algorithm 2) and MSSRCCVI (Algorithm 3), and

Information Theoretic Co-clustering (ITCC) [DMM03], just to name a few.

For all the three versions, both CCS format [DGL89] and dense matrix format

are allowed as an input matrix.

Both the batch update and the local search are implemented for serial co-

clustering algorithms, however only the batch update is implemented for parallel

co-clustering algorithms.

The current version of the source code is available at the following URL and

subject to be updated:

http://www.cs.utexas.edu/users/dml/Software/cocluster.html
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