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ABSTRACT

Alcoholism is a serious condition that affects millions of people and costs billions of dollars each 

year in treatment, damages, and lost income. In addition, it carries a tremendous emotional 

burden. Alcoholism is caused by a combination of genetic and environmental factors, which 

have yet to be fully identified. Fortunately, alcoholism research, as well as research into other 

diseases with a genetic component, has greatly benefited from recent rapid developments in 

high-throughput genomic technologies and the development of relevant model organisms. This 

has been highly productive for progress in the field, but effective methods for identifying 

relevant data and for performing cross-dataset analyses have not been developed at the same 

pace. 

To help fulfill this need, I have developed the INIA (Integrative Neuroscience Initiative on 

Alcoholism) Texas Gene Expression Database (IT-GED), which is freely available at 

http://inia.icmb.utexas.edu. IT-GED is a web-based database which contains a compilation of 

the significantly expressed genes from each of several microarray datasets investigating the role 

of gene expression in the brain's regulation of alcohol consumption. The studies were performed 

both in model organisms (mouse and rat) and post-mortem humans. The data is presented via a 

user-friendly interface which provides advanced searching abilities for identifying genes of 

interest and tools for analysis of the data. These tools provide the ability to compare user data to 

every dataset in IT-GED in order to assess the significance of a group of genes across multiple 

datasets and the ability to generate visual networks of those genes in order to identify the ones 

that are likely the most functionally significant in the response to high alcohol consumption. 

IT-GED thus provides a means by which alcohol researchers can combine multiple sources of 

data to generate novel hypotheses concerning the genetic causes of alcoholism. The goal of IT-

GED is to provide support for comparing and integrating results across gene expression studies 

of alcohol consumption and for generating novel hypotheses based on individual genes and 

gene-gene interactions by simplifying data access, providing various tools for analysis, and 

presenting users with an easy-to-use interface.
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INTRODUCTION

RNA Expression Analysis

The central dogma of biology states that DNA is transcribed to RNA which is in turn translated 

into protein (Crick, 1970). While there are many exceptions to this rule, this basic assumption 

provides the foundation for most genomics studies. These studies attempt to identify the genetic 

differences between organisms exhibiting one phenotype and those exhibiting another, so as to 

find the genetic traits affecting that phenotype. 

The most direct method of obtaining these differences is by using DNA sequencing. As the name 

implies, the DNA of both organisms is sequenced, and the researcher uses various tools to 

identify variations in the sequences. This often results in the identification of several single-

nucleotide polymorphisms (SNPs, pronounced "snips")(Cargill et al., 1999), which are single 

bases in the DNA sequence that are different between the two individuals. 

However, SNP identification cannot yet provide definitive explanations for phenotypical 

differences. Because of the complexity of gene expression and because our knowledge of 

genomics is not yet comprehensive, we are unable to determine without further experimentation 

whether a given SNP is significant and why it is significant (Olivier, 2004). If the SNP lies in 

known gene, then the mutated gene is likely a cause of the phenotype. However, a change in 

phenotype may also be a result of a change in the quantity of a gene, rather than simply an 

alteration of it. The change in quantity is often a result of a change in gene expression; if more 

RNA is produced, more RNA is available from which a gene product can be made. Changes in 

expression may result if the SNP lies in a gene's promoter, or in the sequence of a different gene 

product that in turn affects the expression level of the gene that is responsible for the phenotype.

As a result, it is often much more insightful to study the total levels of RNA present in a cell, 

known as the transcriptome. Since all the RNA has already been expressed, the transcriptome 

already takes into account DNA-level regulation, and thus we can determine which gene 

products are likely to be manufactured and in what quantities. While in large part the 

transcriptome doesn't take into account the regulation of RNA and doesn't give the exact 

number of final gene products, the purification and quantification of even single proteins is so 

difficult (and there are thousands of proteins in each cell) that it is much more convenient to 

measure RNA levels than it is to measure protein levels.
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The most commonly used method to determine RNA levels in an organism is the microarray 

(Mark et al., 1995). A microarray is a small chip with a matrix of DNA sequences represented on 

it (see Figure 1). At each position in the matrix, several identical single stranded DNA "probes" 

are attached to the chip, with each position containing a sequence corresponding to the section 

of the genome of the organism. Depending on the microarray platform used, an RNA sample 

may be converted to cDNA (complementary DNA). The sample is then fluorescently tagged, and 

is washed over the microarray chip. If an RNA or cDNA molecule in the sample matches one of 

the probes, it will bind to it. The number of occupied probes at each position is determined by 

shining a laser and measuring the total fluorescence of the position. This in turn determines how 

much a specific gene was expressed in a given sample. 

There are two main types of microarrays: two-channel and one-channel arrays (Patterson et al., 

2006). In two-channel arrays, the sample from the control groups is labeled with one 

fluorophore and the sample from the experimental groups is labeled with another. Both samples 

are hybridized to the same array, and the difference in fluorescence is measured. In one-channel 

arrays (such as Affymetrix chips, see Figure 1), the sample from a single sample is hybridized, 

and the relative amounts of binding across all the probes is measured.  Two-channel arrays were 

developed to reduce variability between replicates, but as microarray technology developed, this 

variability has decreased. As a result, the simplicity and ease of use of one-channel arrays has 

made them the more popular choice.
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Figure 1: Microarray diagram

A one-channel Affymetrix GeneChip array. From left to right: The array, with a closeup of a single probe; 

fluorescent RNA sample is washed over the array, and RNA binds to complementary DNA strands; the 

mount of fluorescent at each probe is measured. Image provided by Affymetrix.



A transcriptomics experiment always compares the RNA levels between organisms under 

experimental conditions with those of control organisms. Genes that are much more strongly 

expressed in the experimental organisms compared to the control organisms (subject to a 

statistically-determined threshold) are said to be significantly up-regulated in these 

experimental conditions. Conversely, genes that are much more strongly expressed in the 

control organism compared to the experimental organism are said to be significantly down-

regulated in these experimental conditions. Both can be very meaningful. 

Of particular interest is the fact that the expression of gene products is rarely independent of 

that of other gene products. Most gene products are part of highly inter-connected networks, 

and the amount of expression of one affects the amount of expression of another. As a result, 

gene products that work together tend to show differences in expression together. For example, 

the expression of a transcription factor will lead to that transcription factor regulating 

expression of other genes. This co-expression can be in either the same or opposite directions—

one gene product being over-expressed can cause another to be either over- or under-expressed. 

By using RNA expression levels to determine gene products that are over- and under- expressed 

in similar ways, it is possible to generate groups of genes that may potentially work together in a 

pathway. Determining pathways may help elucidate the molecular responses to a given 

condition or disease, which in turn could lead to the development of effective treatments for it.

Alcoholism

This work focuses on microarray data obtained from studies looking at the genetic responses to 

high alcohol consumption. High alcohol consumption is a prerequisite for alcoholism, a serious 

disease that takes a large economic and emotional toll on society. Alcoholism affects 140 million 

people worldwide, and in middle and high income countries the annual costs associated with the 

disease amount to over 1% of their GDP on average (in the United States, the annual cost is over 

$220 billion, which is approximately 1.4% of the country's $15 trillion GDP)(Rehm et al., 2009). 

While the exact cause of alcoholism isn't known, it is known that both environmental and 

genetic factors play a role in its onset. Based on twin and family studies, genetic factors account 

for approximately 50 to 60 percent of alcoholism cases, while political, socio-economic, and 

religious factors and epigenetic modification of the genome account for the rest (Mayfield et al., 

2008). Identifying the genetic factors could thus potentially greatly advance treatment and 

therapy for alcoholism, reducing both the economic and emotional costs of the disease.
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However, the genetic regulation of alcoholism is complex; rather than alcoholism being caused 

by a single mutation, it is highly likely that there are many small genetic factors that combine to 

produce the alcoholism phenotype. Fortunately, tools for performing genetic and genomic 

studies (such as microarrays) have undergone rapid developments recently, allowing large 

amounts of data to be generated. The bottleneck now is data analysis, since analysis tools have 

not been developed at the same rate as data generation tools. In particular, tools for comparing 

data across high alcohol consumption studies are lacking. Many experiments with a specific 

focus have been run and have produced valuable results, but this data can be recycled to look for 

more relationships between genes that would not have been found without data integration. 

Current Data Integration Tools

This has led to the development of several data-aggregation tools, including ERGR (Guo et al., 

2009), GeneWeaver (Baker et al., 2011), and PhenoGen (Bhave et al., 2007). ERGR (the 

Ethanol-Related Gene Resource) is a compilation of alcohol studies across many different 

phenotypes. It contains basic search functions as well as union and intersection operations for 

model organism and human data. GeneWeaver provides extensive dataset analysis functions 

across a wide variety of datasets, including user-submitted datasets. This analysis includes in-

depth pairwise analysis of genes and datasets, with the goal of identifying relationships between 

genes. PhenoGen is a database designed to incorporate phenotype data (quantitative trait loci 

(QTL) data) with genotype data (microarray data). It contains extensive data on individual 

organisms, allowing for individual variation to be measured.

IT-GED

These tools, however, are very general by nature. Furthermore, as a result of their powerful 

analysis tools, GeneWeaver and PhenoGen require user experience in order to be as useful as 

possible. 

I have thus developed the INIA Texas Gene Expression Database (IT-GED, freely available at 

http://inia.icmb.utexas.edu). Its goal is to allow scientists to easily generate hypotheses about 

new genomic relationships based on existing alcohol consumption data. IT-GED is supported by 

INIA (Integrative Neuroscience Initiative on Alcoholism, http://www.scripps.edu/cnad/inia/) 

as part of its mission to provide a cohesive picture of alcohol and its effects on humans.
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While IT-GED is not unique in terms of its data aggregation, its basic dataset comparison 

capabilities, or even its specificity to alcohol research, it does provide some additional features 

not provided by these tools. Most significantly, the data in IT-GED is restricted to datasets 

studying high alcohol consumption. High alcohol consumption is a prerequisite for alcoholism, 

and thus studying the regulation of alcohol consumption may directly lead into genetic causes of 

alcoholsim. This is contrast to ERGR which, because it contains datasets representing a wide 

variety of phenotypes, provides more information about the genetic changes resulting from 

alcoholism than about its causes.

In addition, IT-GED provides detailed information about its datasets, and the information is 

readily available, allowing users to focus on the data that is most relevant to them. IT-GED also 

has the ability to compare user data against all IT-GED datasets simultaneously, giving users an 

immediate overall idea of how their dataset fits into IT-GED. Finally, IT-GED provides a 

network analysis tool that allows the user to easily identify the particular genes in their dataset 

that are the most likely to be important and that shows potential interactions between genes.
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METHODS

IT-GED is hosted on an Ubuntu Linux server (v. 10.04 LTS, 64-bit). The database is stored and 

managed using MySQL, a full-featured, open-source relational database management system. It 

consists of four tables, one containing all the unique IDs and their associated information, one 

containing all the publication information, one containing all the dataset information, and one 

containing all the species conversions. A SQL view has also been created to facilitate joins 

between the tables.

IT-GED is almost entirely written in PHP (v. 5.3.2). An R script calculates the hypergeometric 

scores for the Dataset Analysis tool because PHP does not have a high enough floating point 

resolution. The Network Analysis tool uses Cytoscape Web (Lopes et al., 2010) to render the 

networks, which is a flash application controlled using JavaScript. JavaScript, including the 

JQuery and JQuery UI libraries, is also used to enhance the site and interact with Cytoscape 

Web.

The data in IT-GED is obtained from INIA publications. These are listed on the publications 

page of the website and in the references below. The data is curated semi-automatically based on 

the most current NCBI GENE_INFO files (ftp://ftp.ncbi.nih.gov/gene/DATA/GENE_INFO/). 

This is done using a Perl script which finds gene symbols that have been updated, sets the new 

symbol as the IT-GED gene symbol, and adds the previous symbol as an alias (this allows saved 

searches to provide the same results in the future). Gene names are also updated to the most 

recent version, though prior versions are not retained.

For human ortholog conversions, IT-GED contains an internal conversion table that correlates 

model organism and human gene symbols based on the NCBI HomoloGene data 

(ftp://ftp.ncbi.nih.gov/pub/HomoloGene/). Each gene in IT-GED is then assigned to a 

HomolGene ID. When data are loaded into IT-GED (or uploaded by the user in the Dataset and 

Network Analysis tools), the gene symbols are matched up to this database and given the 

corresponding ID. These IDs are then used for all analysis functions, since they are much easier 

to compare than gene symbols. The HomoloGene ID assignments are updated when the IT-GED 

database annotations are updated.
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RESULTS

IT-GED has been developed with the aim to be a useful, yet easy-to-use tool for the alcohol 

research community. An overview of its features and capabilities is outlined below.

Database 

The data in IT-GED is obtained from both model organisms and humans. Model organisms 

include mice and rats that have consumed alcohol or that have been selectively bred for high 

alcohol consumption. Human data are obtained from patients with chronic alcoholism post-

mortem. All data currently in IT-GED was collected from brain samples, but data from other 

organs, such as the liver, may be added in the future. These data explore the genetic differences 

between low- and high-alcohol-preferring mice (Mulligan et al., 2006) and rats (Kimpel et al., 

2007), the genetic response to alcohol intoxication in mice (Mulligan et al., 2011), and the 

epigenetic changes resulting from chronic alcohol use in humans (Ponomarev et al., 2012).

The data is organized into datasets, which contain a list of microarray unique IDs that showed 

7

Figure 2: The IT-GED homepage

Users are presented with a simple homepage that showcases some of IT-GED's features. Clear navigation 

links are present at the top, and the user can immediately perform a “Quick Search” at the left.



significant changes in expression. Datasets are subsets of original publication data, generally 

based on the brain region that was studied. For example, the dataset “mul2011FC” was obtained 

from the publication mul2011, and contains only the genes in mul2011 that were expressed in 

the frontal cortex.

Each data entry in the dataset is a reading from a single microarray unique ID that showed a 

significant change in expression under the experimental conditions of that dataset (p<0.05). 

Datasets belong to one and only one publication, and an entry belongs to one and only one 

dataset. Unique IDs often map to genes, and multiple unique IDs can map to the same gene, so 

the same gene symbol can appear multiple times in a dataset. Where possible, expressed genes 

are automatically assigned an internal “conversion ID” based on NCBI HomoloGene data, which 

is used to identify orthologs. IT-GED currently contains data from four publications and 15 

datasets, with a total of 18,153 entries. More will be added in the near future.

The data in IT-GED is intended to cover a wide range of model organisms and experimental 

paradigms. Model organisms include alcohol-preferring and non-preferring mice (Mulligan et 

al., 2006, 2011), alcohol-preferring and non-preferring rats (Kimpel et al., 2007), and alcoholic 

humans (Ponomarev et al., 2012). In all cases, non-alcohol-preferring animals or animals not 

exposed to alcohol (or non-alcoholic in the case of humans) were used as controls. Paradigms 

currently included in IT-GED are two-bottle choice (Mulligan et al., 2006; Kimpel et al., 2007), 

one-bottle choice  (Mulligan et al., 2011), and chronic alcoholism (Ponomarev et al., 2012). 

In the two-bottle choice paradigm, the animal is able to choose whether to consume an ethanol 
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Figure 3: Datasets in IT-GED

Publications are assigned a clear and unambiguous ID. They are then broken up 

into datasets according to brain region, and assigned an identifier for that brain 

region. Shown are the datasets obtained from the mul2011 publication.

Publication Pub ID

Mulligan et al, 2006 mul2006

Kimpel et al, 2007 kim2007

Mulligan et al, 2011 mul2011

Ponomarev et al, 2012 pon2012

Brain Region Dataset ID

Cerebellum mul2011Cer

Frontal Cortex mul2011FC

Hippocampus mul2011Hip

Olfactory Bulb mul2011OB

Striatum/Accumbens mul2011S/A

Ventral Midbrain mul2011VM



solution or a water solution. This model allows researchers to determine the extent of the 

animal's alcohol preference and classify a mouse strain as “alcohol-preferring” or “alcohol-non-

preferring.” The gene expression levels of naive mice (mice not exposed to alcohol) is then 

measured, allowing for the determination of baseline gene expression differences in the mice 

which may lead to high alcohol consumption (which can in turn lead to alcoholism). In the one-

bottle choice paradigm, the experiment is run using an alcohol-preferring strain, and the animal 

is trained to consume alcohol. The experimental animal is then offered only an ethanol solution 

(no water) for a period of time, which results in it reaching a pharmacologically-significant 

blood alcohol level (Rhodes et al., 2005), and  gene expression data is obtained following this 

consumption. Finally, in human data, the main paradigm is chronic alcoholism, where the 

human was prone to high alcohol consumption during its lifetime. This data is compared to data 

obtained from non-alcoholic humans.

Search 

There are two ways to search the database. The first and most useful way is for users to directly 

type in one or more gene symbols or gene names of interest in the “Gene Symbol/Gene 

Name/Unique ID” field to identify whether there are studies, conditions, or brain regions that 

found a significant change in the expression of those genes. Multiple genes can be entered 

simultaneously, speeding up the process of searching. Searches support wildcard characters, 

allowing users to perform “fuzzy” searches, and a dropdown with autocomplete suggestions 

(gene symbols only) helps users avoid typos. Users may also optionally request that the 

orthologs of each of the original search results be added to the results. Finally, if the user would 

like to narrow the search results, such as by only including a certain brain region, there are 

several filters available. 

The second way to search IT-GED is via a gene discovery method. If the gene search field is left 

blank, users can choose various values for the search filters and generate gene lists. This can also 

be accomplished with more control using the Boolean Analysis tool, described below.

Search results are presented as a table. Since each entry in the database is representative of one 

position in a microarray (the unique ID), one search result will appear for each unique ID whose 

associated data matches the current search criteria. In addition to the unique ID, users are 

presented with the most currently accepted gene symbol, gene name, and aliases as provided by 
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Figure 4: Search results

The user performed a search for '^b2m,' which matched several gene symbols (these were automatically 

highlighted). The caret (^) in the search is a wildcard character that indicates to IT-GED to only return 

gene symbols beginning with “b2m;” without it, “Tb2m” would match as well. Metadata for the sample is 

provided, and the gene symbol links to NCBI for further information. This data may also be downloaded 

as a CSV file for further analysis.

B2m refers to β2 microglobulin, a gene that is part of the immune response. It has been shown that in 

B2m knockout mice alcohol consumption is reduced (Blednov et al., 2012) , suggesting that B2m plays an 

active role in alcohol consumption as well. 



NCBI. Gene symbols are linked to their NCBI page (species specific) for detailed and up-to-date 

information about that gene. Further information specific to the study, such as the microarray 

platform, the p-value and false discovery rate (the probability of a false positive) as determined 

by the study's original authors, and the conditions under which the study was carried out, are 

also presented. If the search included an entry in the “Gene Symbol/Gene Name/Unique ID” 

field, the search query is highlighted wherever it is present so the user can quickly identify what 

triggered the match. The results are initially sorted alphabetically by gene symbol, but they can 

be sorted by any column in the table.

The search page also contains a link that allows the user to download a CSV (comma-separated 

values) file containing the information provided in the table. CSV files can be readily imported 

into a variety of programs, including spreadsheet programs such as Microsoft Excel, for further 

analysis. In addition, links are provided to transfer the search results directly to the Network 

Analysis and Dataset Analysis tools (see below).

Analysis 

In order to investigate relationships between multiple genes, several analysis tools are provided 

on IT-GED. These tools enable the user to compare IT-GED datasets, as well as to relate his or 

her own datasets to those found in IT-GED. This cross-dataset analysis is made possible by the 

fact that IT-GED aggregates many datasets.

Boolean Analysis

As mentioned above, the main search function provides the ability to generate a list of genes by 

choosing values for various filters. However, the search function is limited to one value per 

parameter. If a user is interested in creating broader datasets, the Boolean Analysis tool helps 

remedy this problem. Using this tool, users are able to build more complex searchers that allow 

multiple values per parameter. For example, a user can search for brain regions matching both 

“amygdala” and the “hippocampus,” since these regions both are part of the limbic system. 

Comparisons are done using human orthologs.

The Boolean Analysis tool is also used to manipulate IT-GED datasets. The union operation 

combines all the unique genes present in either Dataset A or Dataset B into one “super-dataset.” 

This is useful for generating datasets covering multiple brain regions, multiple model 
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Figure 5: Boolean Analysis results

The user compared two datasets (kim2006Amy and kim2006Hip) and found that the number of 

overlapping genes (8) is significant according to the hypergeometric test. The Boolean Intersection test 

uses the size of the datasets, the size of the overlap, and the size of the background (all shown above) to 

determine a score representing the probability that this overlap would occur by chance. The fact that 

datasets from the amygdala and hippocampus overlap is a good example of how IT-GED can be used to 

determine new brain regions for study, since the amygdala and hippocampus are both part of the limbic 

system.



organisms, or multiple publications. Genes are converted to their human orthologs in this 

process.

The intersection of two datasets (all unique genes in Dataset A and Dataset B) is used to find the 

genes that are present in both datasets. In addition, a score is given reflecting the extent of the 

overlap between two datasets. This score is calculated using the hypergeometric test:

p=P (X≥k )=∑
i=k

n (mi )(
N−m
n−i )

(Nn )
The hypergeometric test measures the probability that, given two datasets of size n and m pulled 

randomly from a background of size N, there would be k genes overlapping between the datasets 

by chance (Naeem et al., 2012). Because the probability of exactly k overlaps is very small, it is 

more relevant to determine the probability that k or more genes overlap by chance. As such, for 

the dataset overlap score, the hypergeometric probabilities for overlaps of size k or greater are 

summed. The background N used in IT-GED has not been finalized, but it will represent the 

total number of actively-expressed genes in the brain. 

When finding the intersection between two datasets, all genes are converted to human 

orthologs, and the overlap score is calculated. All overlapping genes are then displayed as a 

table, and for each resulting gene symbol, the user is informed whether the genes show the same 

change in expression (i.e. if in both datasets the gene is over-expressed compared to control or if 

in both datasets the gene is under-expressed compared to control) or if they are expressed 

differently. 

All Boolean Analysis results can be exported as CSV files and can be imported directly into the 

Dataset Analysis and Network Analysis tools (see below).

Dataset Analysis

The Dataset Analysis tool is used to perform a Boolean Analysis intersection between a custom 

set of genes uploaded by the user to IT-GED and each of the datasets in IT-GED. The user's list 

of genes can come from search results, Boolean Analysis results, or any other source. The 

HomoloGene IDs for each gene is obtained where possible, so they can be compared to the genes 
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Figure 6: Dataset Analysis results

A dataset looking for differentially regulated genes between high-alcohol-preferring and low-alcohol-

preferring mice using whole-brain data was uploaded to the Dataset Analysis tool (Saba et al., 2006). 

Even with the modest amount of data contained in IT-GED, several datasets showed significant overlap 

with the results. In particular, it can be seen that the differentially expressed genes overlapped with genes 

experiencing differential regulation under alcohol intoxication (dataset mul2011 (Mulligan et al., 2011)). It 

can also be deduced that a significant number of the whole brain genes were a result of changes in gene 

regulation in the ventral midbrain, hippocampus, and olfactory bulb.



in IT-GED (if the HomoloGene ID cannot be determined, the user is notified and the gene is 

excluded from the list). Finally, a hypergeometric analysis (Boolean intersection) is performed 

using the user dataset against all datasets in IT-GED. The tool produces a list of all the datasets 

in IT-GED ranked according to the overlap score assigned to each.

Network Analysis

IT-GED also provides a visualization tool to map the literature correlations between genes. 

Powered by Cytoscape Web (Lopes et al., 2010), the Network Analysis tool generates clear, 

customizable networks. Like the Dataset Comparison tool, the Network tool accepts both user 

datasets and search or boolean analysis results. 

The genes submitted by the user are assigned HomoloGene IDs and presented as nodes, with 

the darkness of the node color corresponding to the number of IT-GED datasets the gene is 

found in. Thus, darker nodes are likely more significant than lighter nodes (since they have been 

found to be significant in multiple datasets). Then, for every pair of nodes in the network, if the 

two nodes appear in the same dataset, an edge is drawn between them. Multiple edges, 

corresponding to multiple datasets, between the same nodes are allowed. The edge is labeled 

with the dataset name, is colored by the brain region from which that dataset was obtained, and 

is optionally assigned a weight according to the genes' significance in that dataset. This weight is 

simply calculated as the Pythagorean distance of the negative logs of the false discovery rates of 

those genes in that dataset. If a gene is represented multiple times in a dataset, the mean FDR 

for that gene in that dataset is used. 

Once the nodes and edges are in place, Cytoscape Web applies a force-directed layout to the 

network. In this layout, edges bring nodes closer together, while nodes repel each other. If the 

weighted network is chosen, the strength of an edge is proportional to its weight.

Various settings allow the user to customize the network and manipulate it to obtain as much 

information out of it as possible. The repulsion between nodes can be adjusted if the nodes are 

too close together or too far apart. Node and edge labels can be toggled. Edges can also be 

merged, which results in each pair of nodes being connected with either zero or one edges. The 

merged edge's thickness is related to the weights of all the edges that combined to form it. 
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Figure 7: Network Analysis

A. Construction of a network. First, 

the user inputs a list of genes, which 

are represented as nodes. Darker 

nodes indicate genes that appear more 

often in IT-GED. Next, the datasets 

that each node appears in are 

determined. Finally, for each pair of 

nodes, an edge is drawn for each 

dataset both nodes appear in. For 

example, Acsl1 and Add2 both appear 

in kim2007Amy and mul2011FC, so 

edges 3 and 5 are drawn, respectively.

B. This is a network generated from 

randomly-chosen genes in IT-GED. It 

demonstrates the use of color and 

weight; genes that appear in the same 

brain regions tend to group together.

C. The network generated from the 

same dataset as in Figure 6 (Saba et 

al., 2006).

D. The network from (C) was filtered 

to show only the most connected 

genes. These are the genes that should 

be investigated for potential 

interactions (see Discussion, below)

E. The settings panel for the Network 

Analysis tool. The user is able to filter 

the nodes for clarity as in (D), show 

and hide labels, weight edges, and 

change the repulsion between nodes 

(if the associations between the nodes 

is too large or too small).



Most importantly, the network can be filtered to only show genes with at least a certain number 

of different edges. This helps clear up large networks, and allows the user to focus on the most 

connected genes. Because these genes appear in the most datasets, they are likely among the 

most significant of the network.

The user is also able to select which datasets will be used to generate the network. If a user is 

only interested in a particular brain region, for example, he or she has the option of only 

selecting the datasets that correspond to that particular brain region. Finally, networks can be 

exported to a variety of formats, both text-based and graphical, for further analysis.

General IT-GED Features

Because research projects take time and are often collaborative, IT-GED was designed in such a 

way as to make results easy to save and share. Most pages use the GET protocol for transferring 

information, which results in all parameters (such as search parameters) being stored in the 

page URL. For the Network and Dataset Analysis tools, results are assigned IDs, which are again 

placed in the URL, that allow for easy retrieval of past searches. These features allow IT-GED 

pages to be bookmarked and the URLs to be shared with others.

In addition, the use of URL parameters allows users to access IT-GED using a command line 

interface or script. Thus, files can be automatically downloaded and analyzed without requiring 

manipulation of the web interface. More detailed instructions on how to use this are provided in 

the Help page on the IT-GED website.

Finally, IT-GED was designed to be compatible with all major browsers. With the exception of 

the Network Analysis tool, IT-GED is fully functional when JavaScript is disabled in the 

browser. The Network Analysis tool requires both JavaScript and the Adobe Flash plugin.
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DISCUSSION

IT-GED provides a new and useful environment for exploring and validating relations between 

genes and for identifying potential functionally significant genes. This is a result of the 

compilation of genes showing significant changes in gene expression across many publications, 

and the presence of tools to help users make sense of this data. It also provides a useful resource 

to the alcohol research community by providing a database dedicated to high-alcohol-

consumption studies. Because of the importance of high alcohol consumption in the 

development of chronic alcoholism, it is a very useful phenotype to investigate.

IT-GED's search tool takes advantage of the fact that all the genes in the database have found to 

exhibit significant changes in expression in alcohol-preferring organisms and in high-alcohol-

consumption models compared to control. Thus, every result that appears when a user performs 

a search in IT-GED represents a potentially significant gene and the amount of noise in the 

results is limited. Furthermore, the search results present detailed information relevant to the 

result, and more information about the dataset is easily accessible. NCBI gene information is 

also directly available from the search results, allowing the user to easily obtain the most up-to-

date information about a gene.

In addition, the search tool gives users a first option for gene discovery. Using the available 

search filters, users can generate a list of all genes that meet certain criteria. These results can 

then be sorted by, for example, p-value, and the top genes can be selected for further analysis.

IT-GED's greatest strength is its aggregation of data across studies using different experimental 

protocols and organisms to study high alcohol consumption. This enables previously-generated 

data to be reused in conjunction with other datasets, allowing a more complete picture of 

alcohol genetics to be formed. This aggregation can be analyzed using the Boolean Analysis tool, 

the Dataset Analysis tool, and the Network Analysis tool.

The Boolean Analysis tool has two main functions. First, it can combine any two IT-GED 

datasets into a larger dataset (Boolean union). This allows the user to obtain a larger dataset for 

further analysis. Second, the tool can compare any two IT-GED datasets against each other, 

returning an overlap score quantifying the similarity between the datasets (Boolean 

intersection). These tools are provided for data exploration, and form the basis for the Dataset 
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Analysis tool below.

The Dataset Analysis tool is used to compare a custom dataset entered by the user to all the 

datasets in IT-GED simultaneously, resulting in an overlap score for each dataset (Dataset 

Analysis). There are several ways in which this tool can be used.

First, a user may compare two datasets to explore the effects of alcohol across different brain 

regions. For example, when a publication has datasets in several brain regions, it is useful to 

determine whether different brain regions show similar genetic responses under identical 

conditions. 

Second, a user may be interested in the validity of a particular model organism study. In order to 

assess this, he or she would compare datasets from a model organism study with datasets from a 

human study, matching brain regions and paradigms, and determine whether there is a 

significant amount of overlap between the datasets. A valid model organism dataset is expected 

to show overlap with a human dataset since alcohol should elicit a similar genetic response in 

both organisms.

Third, if a user has performed a new experiment, he or she is able to validate the results against 

existing data as well as identify areas of further study. This analysis is again made possible by 

the fact that IT-GED contains data from multiple studies; the ability to reuse existing data is one 

of IT-GED's greatest strengths. When a user uploads his or her data to IT-GED, he or she can 

use the scores to identify alcohol paradigms or brain regions that show similar genetic responses 

to alcohol. In addition, the experimenter can determine whether his or her particular set of 

genes has been previously found to be significantly affected by alcohol together. A high degree of 

overlap across many datasets suggests that the genes may interact, potentially as part of a 

genetic pathway.

The Network Analysis tool may also be used both to help validate an existing prediction about 

gene interactions, but it can more importantly be used to form new hypotheses about gene 

interactions. Since the most highly-connected genes are those genes that are significant in 

multiple datasets, these genes may be related in a in a potential pathway. Furthermore, if there 

are two genes that have a particularly large number of connections between them, it is possible 
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that the genes directly influence one other. One gene may directly regulate the expression of the 

other, the genes may be correlated, or the genes may even physically interact. These are 

possibilities that warrant further investigation, yet that may not have been found previously.

As an example, in Figure 7C, the most connected genes are:

- Atp2b1, a calcium transport channel which, when knocked out in mice, causes 

hypertension (Kobayashi et al., 2012)

- Gstm1, a glutathione S-transferase, which, when lacking can increase the risk of breast 

cancer in women who drink alcohol compared to non-drinkers (Zheng et al., 2003)

- Kif5c, a component of neural kinesin that is involved in brain growth (Kanai et al., 

2000)

- Mthfs, 5, 10-methenyltetrahydrofolate synthetase, an essential gene in mice which has 

been found to be up-regulated in tumors (Field et al., 2011)

- Nr4a2, a nuclear receptor in dopamine neurons, which has potential roles in 

preventing mental illnesses such as Parkinson's disease (Le et al., 2003) and in 

preventing astrocyte and microglial inflammation (Saijo et al., 2009)

While no alcohol consumption study (nor any other study) has identified any strong link 

between any two of these genes, IT-GED, provides evidence for further investigating these 

genes. These results, if fruitful, could provide connections between alcoholism and other 

prevalent diseases under investigation. That is beyond the scope of this work, however.

IT-GED provides a new, easy-to-use tool for alcohol researchers interested in studying the 

genetic response to high alcohol consumption. By aggregating datasets across alcohol paradigms 

and model organisms, researchers have the potential to discover new relationships between 

genes that were not identifiable using single datasets. These discoveries are aided by the 

presence of novel tools such as the Dataset Analysis and Network Analysis functions. 

Establishing these relationships can help in the identification of gene networks and pathways, 

thus resulting in a more complete picture of alcohol's effects on humans. This in turn may lead 

to more effective treatments for alcoholism and for individuals prone to high alcohol 

consumption, lowering economic and social costs.
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FUTURE DIRECTIONS

The main focus going forward is to increase the number of datasets in IT-GED. This will 

significantly increase the quality and relevance of the results. More connections will lead to 

fewer false positives.

In addition, the performance of the website will be improved, and the maximum supported 

network size will be increased. An optional registration system may also be added in order to 

allow users to compile and save their results.

Finally, as Cytoscape Web 2.0, the next version of the tool used to display networks, is 

developed, IT-GED will be adapted to utilize the new software. Cytoscape Web 2.0 contains 

many improvements over version 1.0, most notably that it is written solely in JavaScript and 

HTML5, which are web technologies built into every modern browser, and thus the end user will 

not need to install Adobe Flash.
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